
Title Genetic Algorithms using Grammatical Evolution

Authors(s) Nicolau, Miguel

Publication date 2006-09

Publication information Nicolau, Miguel. “Genetic Algorithms Using Grammatical Evolution.” University of Limerick, 

2006.

Publisher University of Limerick

Item record/more 

information

http://hdl.handle.net/10197/8262

Downloaded 2023-04-27T09:43:47Z

The UCD community has made this article openly available. Please share how this access

benefits you. Your story matters! (@ucd_oa)

© Some rights reserved. For more information

https://twitter.com/intent/tweet?via=ucd_oa&text=Genetic+Algorithms+using+Grammatical+...&url=http%3A%2F%2Fhdl.handle.net%2F10197%2F8262


Genetic Algorithms using Grammatical

Evolution

by

Miguel Nuno Fialho dos Santos Nicolau

MSc

Supervisor: Dr. Conor Ryan

External Examiner: Dr. Riccardo Poli

Submitted to the University of Limerick, September, 2006



Abstract

This thesis proposes a new representation for genetic algorithms, based on the

idea of a genotype to phenotype mapping process. It allows the explicit encod-

ing of the position and value of all the variables composing aproblem, therefore

disassociating each variable from its genotypic location.

The GAuGE system (Genetic Algorithms using Grammatical Evolution) is

developed using this mapping process. In a manner similar toGrammatical Evo-

lution, it ensures that there is no under- nor over-specification of phenotypic vari-

ables, therefore always producing syntactically valid solutions. The process is

simple to implement and independent of the search engine used; in this work, a

genetic algorithm is employed. The formal definition of the mapping process,

used in this work, provides a base for analysis of the system,at different levels.

The system is applied to a series of benchmark problems, defining its main

features and potential problem domains. A thorough analysis of its main char-

acteristics is then presented, including its interaction with genetic operators, the

effects of degeneracy, and the evolution of representation. This in-depth analysis

highlights the system’s aptitude for relative ordering problems, where not only the

value of each variable is to be discovered, but also their correct permutation.

Finally, the system is applied to the real-world problem of solving Sudoku

puzzles, which are shown to be similar to instances of planning and scheduling

problems, illustrating the class of problems for which GAuGE can prove to be a

useful approach. The results obtained show a substantial improvement in perfor-

mance, when compared to a standard genetic algorithm, and pave the way to new

applications to problems exhibiting similar characteristics.
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Dedicated to the man with the million dollar smile.
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Chapter 1

Introduction

Genetic algorithms (GAs) (Holland, 1975; Goldberg, 1989) are well established

search algorithms. Undoubtedly, one of the factors contributing to their success

is that they are general problem solvers, and are easy to use and apply. The main

challenge is to design a suitable representation for a solution, usually in the form

of a binary (or any other order alphabet) string.

Like other search algorithms, in order to be successfully applied, GAs make

assumptions about the structure of the search space. If these assumptions match

the problem and the representation of solutions in genotypic strings, then success-

ful results can be had (Thierens, 1999). This is not always aneasy task; if the

structure of the problem is not known in advance, the successful application of a

simple GA requires trial and error to find a suitable representation.

The obvious answer to this problem is to design systems whichare capable

of evolving both the representation and the contents of possible solutions. In

the last 20 years, many systems were designed with this specific task in mind.

The simple search for contents done with the standard GA is replaced with a

far more complex one, involving the search for gene relationships, linkage, and

salience, to ultimately find a representation that models the problem as closely as

possible. Many techniques are used, from the specification of a locusandallele

for each gene, to complex graph models of gene interactions.These systems are,

however, often quite difficult to understand and implement,leading to the ongoing
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application of the simple GA to many black-box optimisationtype problems.

This thesis presents a newepigeneticalgorithm (i.e. that employs a genotype to

phenotype mapping), aimed at creating a middle ground between the simplicity of

the standard GAs, and the complexity of competent algorithms (Goldberg, 2002).

This new system, GAuGE (Genetic Algorithms using Grammatical Evolution), is

based on many of the biologically-inspired principles of Grammatical Evolution

(O’Neill & Ryan, 2003), and is a simple to implement algorithm, yet providing a

flexible representation, making no assumptions about the structure of the problem.

1.1 Thesis Contributions

This dissertation presents work which has been done to implement, analyse and

apply the GAuGE system. It describes the foundation ideas leading to its con-

ception, the algorithmic implementation which followed, and an analysis of the

resulting system. It then reports and analyses results obtained on a series of ex-

periments, with the objective of providing proof of concept, analysis of various

features of the system, and finally a real-world application.

Based on the nature and development of the work presented here, the main

contributions of this dissertation are:

• The introduction of a newposition-independentrepresentation for genetic

algorithms, based on the idea of a genotype to phenotype mapping pro-

cess, which suffers from neither under- nor over-specification of genes, uses

fixed-length, compact individuals, and is simple to implement.

• A formalisation of the mapping process introduced, which provides a basis

for implementation and for analysis of the effect of that process at various

levels; other algorithms using genotype-to-phenotype mapping processes,

such as Grammatical Evolution, will benefit from similar formalisations.

• Experimental evidence of the validity of the approach presented, across a

wide range of benchmark problems, which helps define the maincharacter-

istics of problems for which the system is suitable.
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• A thorough analysis of the new mapping process introduced, mainly at two

levels: analysis of the effect of degeneracy at various levels within the sys-

tem; and analysis of the evolution of representation, at genotypic and phe-

notypic levels, including the effect of genetic operators on the mapping pro-

cess, and investigations into the size of permutation and value search spaces.

• The application of the system to the Sudoku problem, representative of real-

world problems such as planning and scheduling, illustrating the advantages

of the new representation on certain problem domains.

• The resulting broadening of the body of research on Grammatical Evolu-

tion, in terms of experimental data and analysis, due to the similarities be-

tween the two systems.

1.2 Organisation

The following chapter starts by introducing the simple genetic algorithm, which

is the basis for the GAuGE system. This includes an overview of how genetic

algorithms work, and an exposition of its various components.

Chapter 3 presents an overview of previous extensions to thesimple genetic

algorithm, with the objective of allowing the evolution of representation.

The GAuGE system is presented in Chapter 4. It starts with an introduction

to Grammatical Evolution, with special emphasis on the biologically inspired fea-

tures that are also used in the GAuGE system. The latter is then presented, with

a simple example of the mapping process employed, and its formal definition.

Implementation details are also described.

In Chapter 5, the experimental setup used throughout the thesis is presented.

This includes the justification of the statistical measuresemployed, along with an

example of their application.

Chapter 6 is a quantitative proof of concept of the GAuGE system. The system

is applied to several classes of benchmark problems from theliterature, and its

performance is compared with the simple genetic algorithm.
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The results obtained are further analysed in Chapter 7. Thischapter focuses

mainly on two areas: the analysis of the effect of degeneracyon the system, and

the evolution of representation, at both genotypic and phenotypic levels. It in-

cludes an analysis of the effect of genetic operators, and considerations about

search space sizes.

In Chapter 8, GAuGE is applied to the problem of solving Sudoku puzzles.

The problem domain is exposed, and a series of experiments are detailed. The

analysis that follows this is both broad, by focusing on the overall results, and

detailed, by investigating the results of specific problem instances and runs.

Finally, Chapter 9 summarises the research conducted, and presents the main

conclusions which derive from it. It also suggests several future directions for

research and improvement.
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Chapter 2

The Simple Genetic Algorithm

Having a mapping process independent of the search engine means that any

system which can evolve binary (or integer) strings can be used as the latter. With

GAuGE, the Simple Genetic Algorithm (sGA) (Holland, 1975) was chosen; the

major reason for this choice is the fact that the sGA was also used as the base

for the implementation of Grammatical Evolution, on which GAuGE is heavily

based. Other reasons include its simplicity, both in terms of implementation and

analysis, and its proved efficiency throughout the last 30 odd years.

In this chapter, the simple genetic algorithm is briefly introduced. It starts

with an overview of genetic algorithms, presenting their different components,

and briefly introducing some of the common practises when implementing them.

It then moves on to a quick glance at the theory behind their inner workings,

including the reasons why they may not be suitable for certain classes of problems.

2.1 Overview

The standard Genetic Algorithm (GA) (Holland, 1975; Goldberg, 1989; Whitley,

1994; Mitchell, 1996) is a stochastic, population-based search technique, loosely

based on the principles of evolution and natural selection.In GAs, a population of

fixed-length solution candidates, termedchromosomes(or genotypes) is evolved,

with the use of genetic operators such ascrossoverandmutation. At each itera-
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tion of the algorithm (ageneration), solutions are stochastically chosen from the

population and modified, and the resulting new solutions form a new population.

To apply a GA to a problem domain, two elements are required:

• A method of representing a solution;

• A method of measuring the quality of a solution.

Traditionally, solutions are represented as binary strings, although other repre-

sentations are possible. A fitness function then measures the quality of a potential

solution; depending on the representation used, agenotype-to-phenotypemapping

process might be required, to transform the encoding into a proper solution (aphe-

notype), in order to be able to measure its quality (orfitness). Figure 2.1 shows

the pseudo-code of a simple Genetic Algorithm (sGA).

. Set generation t← 0

. Initialise population P (0)

. Evaluate all individuals in P (0)

. repeat

. Select a set of fit individuals from P (t)

. Apply crossover to generate offspring

. Apply mutation to offspring

. Replace P (t) with generated offspring

. Evaluate all individuals in P (t)

. Set generation t← t + 1

. until stopping criteria met

Figure 2.1: Pseudo-code of the sGA. A population of individuals is initialised,

and all individuals are assigned a fitness score; the evolutionary cycle then con-

sists ofselecting, recombining andmutating those individuals, to create a new

population, which is again evaluated. This cycle is finishedonce stopping criteria

are met (e.g. maximum number of generations, or optimal solution found).
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2.2 Components

This section briefly introduces the various components of the sGA, along with the

standard approaches for each of these. It also exposes the approaches taken in this

thesis, and the reasons behind their choice.

2.2.1 Representation

One of the key elements of using GAs is how to encode potentialsolutions as

binary strings1; depending on the problem which is to be solved, solutions can be

simple, such as a set of binary variables, or complex, such asgraphs, scheduling

plans or even computer programs.

Typically, a problem is composed of a finite set of variables,for which the GA

is used to find optimal values. Each of these variables is encoded as agenein the

genotype string; the position and value of each gene in that string is termedlocus

andallele, respectively.

For example, imagine a problem composed of four variables{v1, v2, v3, v4},
all within the range0 . . . 15, for which the GA is to discover the optimal values.

One way to represent this problem is to use the first four bits of a binary string to

encode the first variable, the next four for the second variable, and so on; Figure

2.2 illustrates this process. Note that one could easily encode the fourth variable

first, followed by the second variable, and so on; in other words, an assumption is

being made about which representation is suitable for the problem.

As the GA string is binary, the range specified (0 . . . 15) is quite suitable, but

one could easily imagine the scenario where the value range of the variables is not

a power of2. In that case, several options are possible:

• Consider values outside the range as illegal (assigning a minimum fitness);

• Replace values outside the range with a default value;

• Map the values outside the range onto the valid range.

1Note that, although traditionally binary-based, GAs can work with other cardinalities.
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0 1 0 0 0 0 1 01 1 0 11 0 0 1

13 4 29
v4v3v2v1

Phenotype variables

Genotype string

Figure 2.2: Transforming a binary string into a decimal string in the sGA. The

contents of each variable are encoded using a certain numberof bits; the first four

bits encode the first variable, the next four the second variable, and so on.

In this work, when evolving integer numbers, the third approach has been

taken. To do so, the remainder of the division (also known asmodulusor simply

mod) of the specified value by the range is used:

Pval = Gval mod (maxrange −minrange + 1) + minrange (2.1)

whereGval is the value specified by the gene,minrange andmaxrange are the min-

imum and maximum phenotypic variable ranges, andPval is the resulting phe-

notype value. This approach presents the advantage of always producing legal

solutions, but the inconvenience of introducing biases towards certain values. In

the next chapters, techniques to handle these biases will beintroduced.

2.2.2 Initialisation

As the encoding of the problem has determined the length of each individual, the

most commonly used initialisation method is to randomly seteach bit of the geno-

type string (which is the approach used in this work); depending on the population

size, this should give a good initial sample of the search space. Other approaches

are possible, such as choosing the values of each gene from a specific set. Also,

for GAs with variable-length genotype strings, such as the one used with GE, the

number of genes of each individual will also have to be set.
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2.2.3 Selection and Replacement

The selection procedure is responsible for selecting good performing (i.e. fit) in-

dividuals, in order to exploit their genetic material (through the application of

genetic operators) to create new offspring. Replacement, on the other hand, con-

trols how the newly formed offspring are introduced into theevolutionary cycle.

Some schemes explicitly separate both procedures, whereasothers integrate them.

Goldberg & Deb (Goldberg & Deb, 1991) provide a comparison ofdifferent ap-

proaches.

One of the most commonly used selection schemes is Roulette-wheel Selec-

tion (De Jong, 1975), where the chances of an individual being selected are pro-

portionate to its fitness score. Other similar proportionate schemes have been

proposed, such as Stochastic Remainder Selection (Brindle, 1981) and Stochastic

Universal Selection (Baker, 1987).

Another scheme is Rank Selection (Baker, 1985), in which thepopulation is

sorted according to fitness scores; the probability of selection is then function of

that rank, rather than of the original fitness scores.

Ordinal schemes have grown more popular in recent years. Oneof the most

popular is Tournament Selection (Brindle, 1981), wheres individuals from the

current population (wheres is the tournament size) undergo a tournament, and the

best individual amongst them is selected.

In Truncation Selection (Mülhenbein & Schlierkamp-Voosen, 1993), theT%

best individuals from the current population are selected and mated randomly,

until the number of offspring is equal to the size of the population; the offspring

generated then replace the parent population. The best individual found so far

remains in the population, and self-mating is prohibited.

Steady-state replacement was first used by Whitley on the Genitor algorithm

(Whitley, 1989). In this scheme, two individuals are selected from the population

(using any available selection algorithm), and genetic operators are applied. The

resulting offspring then replace the worst members of the current population. In

overlappingschemes such as this (where offspring are allowed to mate with their

parents), a generation is deemed complete whenn individuals are replaced with

9



new offspring, wheren is the size of the population.

The approach used in this work is theMinimal Generation Gapmodel (MGG)

(Satohet al., 1997). It works as follows:

1. Two random parents are selected from the current population;

2. The crossover operator is applied;

3. The two generated offspring are mutated and evaluated;

4. The best of the four individuals (both parents and offspring) is selected to

replace the first parent in the population;

5. A roulette wheel is used to select another individual fromall four to replace

the second parent in the population.

This model has been chosen as it is designed to maintain a highdiversity at the

early stages of evolution, and to keep the population from stagnation at the later

stages, by means of literally minimising the generation gap(Satohet al., 1997).

In both published and unpublished experiments, as well as inindependent studies

(Ohnishiet al., 2004), this model seemed to provide the best results on average.

2.2.4 Genetic Operators

There are two main genetic operators in the GA literature,CrossoverandMuta-

tion. Crossover is applied to two parent individuals selected from the population,

to generate two offspring (or children). Several approaches are possible, from

standard, binary string based operators, to specific operators designed forad hoc

representations. The most common are:

• One-point crossover;

• Two-point crossover;

• Uniform crossover.
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One-point crossover randomly picks a cutting point on each of the parent strings.

The genes to the right of that point are then swapped, to create the two children;

Figure 2.3 illustrates this process.

1 1 1 1 1 1 1 1

0 0 0 0 0 0 0 01 1

00

1 1 1 1 1 1 1 1 1 1 1 1 1

0 0 0 0 0 0 0 0 0 0 0 0 0 0

1 1 1

00

1 1 1 1 1

0 0 0 0 0 0

1

Parents Offspring

Figure 2.3: Standard one-point crossover. A crossover point is randomly chosen,

and each parent swaps the genetic material to the right of this point, to create two

new offspring.

Two-point crossover works in a similar way, but two cutting points are chosen

instead. The two parents then exchange the genetic materiallying between the

two points; Figure 2.4 shows this process.

1 11 1

00 0 0

00 0 0 00 0 0 1 11 1

1 11 1 1 11 1 00 0 0

1 1

00

1 1 1 1 1 1 1 1 1 1 1 1 1

0 0 0 0 0 0 0 0 0 0 0 0 0 0

1

Parents Offspring

Figure 2.4: Standard two-point crossover. Two crossover points are randomly

chosen, and each parent swaps the genetic material in between the two points, to

create two new offspring.

Finally, Uniform crossover works in a slightly different way. Using this oper-

ator, each gene along the parent strings has a0.5 probability of being exchanged;

Figure 2.5 shows an example.

Note that the exchange points chosen for crossover are the same in both par-

ents, when using fixed-length genotype strings, or chosen randomly in each par-

ent, when using variable-length strings. Also, when using binary encodings to
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1 11 1

00 0 0

00 0 0

1 11 1

1 11 1 00 0 0

1 11 100 0 0

1 1

00

1 1 1 1 1 1 1 1 1 1 1 1 1

0 0 0 0 0 0 0 0 0 0 0 0 0 0

1

Parents Offspring

0.3 0.7 0.60.1

Figure 2.5: Uniform crossover. Each gene along the parent strings has a0.5 prob-

ability of being exchanged, to create two new offspring.

generate higher-cardinality variables, it is a standard approach to choose crossover

points at gene boundaries only. This is the strategy adoptedin this thesis, along

with a standard, one-point crossover operator (GAuGE uses fixed-length strings;

see Chapter 4).

Traditionally, while the crossover operator is seen as responsible for combin-

ing, or exploiting, the genetic material present in the population, the mutation

operator is responsible for introducing new genetic material, or exploring2. It is

commonly applied to the offspring generated by the crossover operator, by slightly

changing part of their genetic material. This can be done at bit level (which is the

approach taken in this work) or gene level, and low mutation probabilities are

used; Figure 2.6 illustrates this process.

1 11 11 110 11 101 11 11 11 1 1 1 1 1 1 1 1 1 1 1 11

Original string Mutated String

Figure 2.6: Mutation operator. Each bit of the string undergoing mutation has a

(small) probability of being flipped; in this example, bits5 and12 were mutated.

2This view is not shared by all researchers; some studies haveshown that crossover can be

rather seen as a macro mutation (Angeline, 1997), thereby contributing to the creation of new

genetic material.
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2.2.5 Termination Criteria

The most logical termination criterion is to stop the evolutionary process when a

suitable solution (be it perfect or just to an acceptable standard) has been found. A

few problems exist with this approach, however: the fitness of an optimal solution

might be unknown, or the optimal solution might never be found by the GA. It is

therefore common practise to establish the termination criterion as themaximum

number of generationsthat the GA can run for. When comparing systems using

different population sizes, this is usually replaced withmaximum number of fitness

function calls.

2.2.6 Schemata and Building-blocks

One of the key aspects of why GAs work lies in the concept of a population work-

ing in parallel. Unlike algorithms based on single-minded hill-climbing optimi-

sation, in GAs different individuals may contain partial solutions to the problem,

and their combination may provide fitter solutions.

The concept ofschemata, firstly introduced by Holland (Holland, 1975), is

central to the analysis of GAs: groups of individuals that share a common sub-

structure. In a population-based algorithm, well represented schemata are more

likely to prevail in the course of the evolutionary run. A schema over a bit string

can be represented using the three letter alphabet(0, 1, ∗), where∗ can be either

a 0 or 1. For example, in strings of four bits, the schema∗10∗ can represent the

strings0100, 0101, 1100 and1101.

Individuals containing schemata associated with high fitness scores are more

likely to be selected for reproduction; if that schemata is defined over a short

length, it will have a higher chance of not being disrupted bythe action of cross-

over, and instead be combined to form fitter individuals. Theregion of individuals

defining compact, fit schemata are termedbuilding blocks. As the proportion

of these building blocks increases in the population, the GAcan combine them

to form longer, fitter blocks, or higher-order building blocks, until a solution is

found. Figures 2.7 to 2.9 illustrate this process.
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1 110 1 10 0 100 0100 0

100 01 10 0 1 10 0

1 1 1 1

1 1 1 1

1 110 1 110100 0

1 1 1 11 10 0 1 110100 0

1 1 1 1

1 1 1 11 110

1 10 0 1 10 01100

100 01 110

P(0)

Figure 2.7: Example run of the sGA. Consider a problem where the fittest gene

is 1111. A random initial population is createdP (0); in this population, some

fit genes are present in schemata across the population; for example, the schema

∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ 1111 ∗ ∗ ∗ ∗ is represented twice.

100 0 1 1 1 1 100 0 1 110

1 110 1 1 1 1 1 1 1 1 1 10 0

1 110 1 10 0 1 1 1 1 1 110

100 0 1 10 0 1 1 1 1 1 1 1 1

100 0

1 1 1 1

1 10 0 1 110 1 1 1 1

1 1 1 1 1 110100 0

P(1)

Figure 2.8: Example run of the sGA (next step). As the evolutionary process

selects and combines the individuals, fit building blocks are combined together;

after just one generation, fitter structures start to emerge.
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1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

1 1 1 1 1 10 0 1 1 1 1 1 1 1 1

1 1 1 1 1 1 1 1 1 110 1 1 1 1

1 1 1 1 1 1 1 1 1 1 1 1 1 110

1 110

100 0

1 1 1 1

1 10 0 1 1 1 1 1 1 1 1

1 1 1 1 1 110

P(2)

Figure 2.9: Example run of the sGA (next step). With the continuing combination

of fit individuals, a perfect solution is reached after just two generations.

This classical view of short schema spreading throughout the population does

not necessarily provide the whole picture, however. One of the main problems is

the fact that short, fit schemata are actually much harder to create for the algo-

rithm. For example, with strings of eight bits, the schema1 ∗ ∗ ∗ ∗ ∗ ∗1 is much

easier to create through recombination when compared to11 ∗ ∗ ∗ ∗ ∗ ∗ (assuming

1-point crossover is used).

New models have since presented alternative views to Holland’s classical the-

ory: the Vose model (Vose, 1999), for example, models the transition probability

of the population evolution using a Markov chain, while Stephens, Poli and col-

laborators (Stephens, 2001; Poli, 2001) model the exact dynamics in terms of

schemata, thus leading to a generalised and exact form of Holland’s theory.

2.2.7 Representation assumptions

The standard representation used with GAs, that is, the firstgene representing the

first variable, the second gene the second variable, etc, is often sufficient for many

classes of problems. On some problems, however, this implicit assumption about

the representation to use might hinder its performance.
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Imagine a problem where a building block is composed of several genes.

If these genes are close together in the representation used, then those building

blocks, once found, are less likely to be broken by crossover(assuming one-point

crossover is used), and have a higher chance of being combined with other fit and

short building blocks. If the representation is not adequate, however, the exploita-

tion and propagation of those building blocks is much harder.

For example, in the universe of eight bit binary strings, where each basic build-

ing block is composed of two genes (with11 being a fit gene), the schemata

11 ∗ ∗ ∗ ∗ ∗ ∗ and 1 ∗ ∗ ∗ ∗ ∗ ∗1, although both having the same fitness, will

propagate differently throughout the evolutionary run: whereas the first one is

easily kept when applying the crossover operator, the same cannot be said about

the second one3.

In problems such as this, the choice of a proper representation is crucial for the

success of the GA. If the problem structure is known in advance, then this domain

knowledge may be incorporated into the design of a proper representation; in

cases like this, the sGA tends to do fairly well. If this is notthe case, however, the

choice of a suitable representation is a trial and error exercise.

2.3 Conclusions

Genetic Algorithms have been applied to many problems and domains, and their

success throughout the years has proved their worth. On certain classes of prob-

lems, however, simple GAs might not be the best approach, because of the as-

sumptions that need to be made about the representation of the problem.

These cases have been address throughout the years, and manyextensions

and alternatives to the sGA have been proposed. The next chapter provides an

overview of most of these.

3Although the second one is clearly easier to create; see discussion in Section 2.2.6.
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Chapter 3

Related Research

This chapter presents an overview of systems which try to extend the original

genetic algorithm, be it by changing the location of genes, or by applying spe-

cific analysis and operators, with the aim of tackling the problem of evolving

suitable representations. These have been grouped into three categories: first, a

look is taken at genetic operators designed to help evolve either a suitable repre-

sentation, or the relationship between genotypic variables; then complete position

independent genetic algorithms are presented; and finally,algorithms based on

probabilistic modelling are analysed.

3.1 Genetic Operators

3.1.1 Inversion Operator

One of the first works using a representation which separatesrepresentation from

contents is that of Bagley (Bagley, 1967), which in fact is one of the earliest works

experimenting with genetic algorithms. Bagley’s system used fixed-length strings

of (position, value) specifications, and through the use of an inversion genetic

operator, those specification pairs could be moved to different places in the chro-

mosome, thus allowing the formation of linkages between genes (i.e. variables

closely related have the potential to be close to each other in the string, thus be-

ing less likely to be separated through the use of crossover). This representation
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introduced structural diversity at the genotype level, anda many-to-one mapping

process between genotype and phenotype strings; Figure 3.1shows the inversion

operator being applied to an example string. As a result of applying this operator,

the structure of individuals can be quite different. This poses a problem when

applying the crossover operator: individuals with different structures can generate

malformed children, with either under- or over-specification of values for specific

positions. To tackle this problem, Bagley restricted the use of crossover to individ-

uals with similar structures; this however lowered the crossover rate, and Bagley

decided that the inversion operator was not useful under these circumstances.

(2,1) (5,1) (1,0) (4,1) (7,0) (6,0) (0,1) (3,1)

inversion

(2,1) (3,1)(0,1) (5,1)(6,0) (7,0) (4,1) (1,0)

Figure 3.1: Use of the inversion operator on a chromosome. Two specification

pairs are chosen, and the section between them is inverted. This is a neutral mu-

tation operator, as thefunctionof the string, i.e. the phenotype string it generates,

remains the same.

Frantz (Frantz, 1972) continued Bagley’s work with the inversion operator,

and tested different ways of combining it with the crossoveroperator. He pro-

posed that one of the parents should take the form of the other, prior to crossover,

to force homology between them. Unfortunately, on the series of test functions

he proposed, consisting of linear sums of nonlinear subproblems, the use of the

inversion operator did not improve the performance of the GA.

Holland (Holland, 1975) introduced the first major theoretical foundation of

why GAs work, through his schema theorem. According to his work, a major

reason for the success of GAs is the exploitation of tightly-linked building blocks.

He suggested that the crossover operation should not disturb these tightly-linked

blocks, but instead combine them to form higher-order blocks. As the components
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of a building block could be spread widely across the genome,he defended that the

use of the inversion operator could potentially bring thosecomponents together.

Through his schema-theorem, he showed that closely locatedcomponents would

unleash the parallel discovery and combination of buildingblocks. He claimed

that when that tightness would be achieved, it would be hard to disrupt by the

inversion operator, until the end of the run. In the light of recent models (Stephens,

2001), however, this claim might not be entirely correct.

3.1.2 Ordering Operators for Permutation Problems

One way of viewing position independent representations for GAs is to see them

as a permutation over the space of available positions, witha specific value as-

sociated with each position. This allows the application ofoperators which were

designed specifically for permutation problems (such as thetravelling salesman

problem).

Order Crossover

One of the earliest such operators was the Order Crossover (Davis, 1985). It

works as a two point crossover operation generating one offspring, and rearranges

the permutation so that a valid individual is always generated; Figure 3.2 shows

an example. The main objective of this operator is to copy a sequence of elements

from the first parent, and maintain the relative ordering of the elements inherited

from the second parent.

Partially Mapper Crossover

The Partially Mapped Crossover, PMX (Goldberg & Lingle, 1985), works in a

similar way. It copies a sub-sequence from the first parent, and the remainder of

the elements from the second parent, performing a series of swapping operations

for the values already specified. Figure 3.3 shows an example.
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Parent 1

Parent 2

Offspring

1 0267

3 4 5

51 2 6 7 04 3

5 4 3

6 70 1 2

Figure 3.2: Using the Order Crossover to generate one offspring. The section

of the first parent between the cut points is copied onto the offspring, and the

remainder is filled with elements from the second parent. This is done by going

through each of the elements of the second parent, starting at the second crossover

point, and choosing those not used yet.

Parent 1

Parent 2 72

Offspring 2

7 2

7

1 0 6

1 0 63 5 4

5 3 4

10 63 4 5

Figure 3.3: Applying the PMX to two strings. An offspring is generated by copy-

ing the sequence between the crossover points from the first parent, and the re-

mainder from the second parent. A sequence of swapping operations is then per-

formed, to replace already existing elements from the first parent with the corre-

sponding elements from the second parent; in the example,1 is replaced by its

corresponding element on the second parent,2; similarly, 0 is replaced with3,

and6 by 4.
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Cycle Crossover

An interesting approach is taken with the Cycle Crossover operator, introduced

by Oliver et al. (Oliveret al., 1987). With this operation, a series ofcyclesare

detected across both parents, and a random parent is chosen to provide its elements

for each cycle, to build the resulting offspring; Figure 3.4illustrates this operation.

This work also compared the order, PMX and cycle crossovers;it was shown

that the order crossover is more suitable for problems wherecompact schemata

are important, such as the Travelling Salesman Problem, whereas PMX is more

suitable for longer schemata; the cycle crossover was shownto preserve schemata

independently of their length, and therefore more suitablefor problems where

compactness of schemata is not relevant.

Parent 1

Parent 2

Offspring 4

4

1

1

0

0 3

3

2

2 5 6 7

5 6 7420

67135

1 2 1 U 1 2 3 3

Figure 3.4: The Cycle Crossover. A cycle between two individuals is defined as

a path between elements of each individual, which starts andends with the same

element. In the example, the path starting with element4 in the first parent leads

to element0; that in turn leads to2, which leads back to4. These cycles can be

labelled by numbers, with a labelUused for unary cycles. The crossover operation

works by choosing a random parent for each of the existing cycles. The example

shows the creation of an offspring if cycle1 were chosen from the first parent,

and all other cycles from the second parent.

21



Random Key Genetic Algorithm

The Random Key Genetic Algorithm, RKGA (Bean, 1994), is a different approach

from the previous operators. Rather than designing specificoperators to work

on permutations, Bean designed a representation which, combined with standard

genetic algorithm operators, results in a set of newrelative orderingoperators;

Figure 3.5 shows an example of the mapping process, and Figure 3.6 an example

of the mutation operator.

The RKGA representation was later used in the Ordering MessyGenetic Al-

gorithm, OmeGA (Knjazew & Goldberg, 2000; Knjazew, 2002), where it was

coupled with a competent genetic algorithm. Later work (Ryan, 2004) also ex-

plored the design of specific operators for the RKGA, concentrating on maintain-

ing absolute orderingas much as possible from both parents (for crossover) or

within the genotype string (for mutation).

Gen. index

Genotype

Order

Gen. index

Order

Phenotype

Sorted string

0.32 0.42 0.92 0.85 0.21 0.11 0.59 0.79

1 2 3 4 5 6 7 8

6 5 1 2 7 8 4 3

6 5 1 2 7 8 4 3

3 4 8 7 2 1 5 6

2 3 4 5 6 7 81

0.11 0.21 0.32 0.42 0.59 0.79 0.85 0.92

Figure 3.5: The RKGA representation. A genotype consists ofa string of real

numbers. When creating a phenotype string, these numbers are sorted, and the

original genotypic indexes are used as the resulting phenotype string. No under-

nor over-specification exist in this representation.
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Gen. index

Genotype

Order

Gen. index

Order

Phenotype

Sorted string

0.32 0.42 0.92 0.85 0.21 0.11 0.79

0.11 0.21 0.79 0.85 0.920.420.320.28

0.28

4 5 8 7 2 1 3 6

1 2 3 4 5 6 7 8

1 2 3 4 5 6 7 8

6 5 7 1 2 8 4 3

6 5 7 1 2 8 4 3

Figure 3.6: Mutation with the RKGA representation. Based onthe example from

Figure 3.5, the value0.59 is mutated to0.28. This results in the value7 being

moved up the resulting phenotype string, with all other values maintaining their

relative ordering.

3.1.3 Adaptable Operators to Linkage Between Genes

Although not directly related to position-independent representations, adaptable

crossover operators can be beneficial when tackling linkageproblems. The point

of view taken with these approaches is that the simple assumption that a represen-

tation is optimal on a chromosome string might not be enough;in order to ensure

blocks are correctly exchanged, the locations where the crossover operator might

occur should not be random.

Rosenberg’s Adaptive Crossover Scheme

The idea of choosing specific crossover points to avoid breaking of sets of genes

can be traced back to nature, and was first applied in genetic algorithms by Rosen-

berg (Rosenberg, 1967). In his work, an adaptive crossover scheme was used,

in which the probability of crossover between two genes was allowed to evolve

throughout each run. This scheme, although not allowing forthe relocation of
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genes across the genotype string, allowed for the evolving of stronger linkages

than if each gene was considered equidistant from its neighbours throughout the

evolutionary cycle.

Schaffer’s Adaptive Crossover Distribution Mechanism

This idea was also later applied by Schaffer and Morishima (Schaffer & Mor-

ishima, 1987), who presented an adaptive crossover distribution mechanism. In

their work, an extra string specifying crossover locationswas attached at the end

of each individual. A crossover event between two individuals then worked as

a n-point crossover, using the crossover points from both parents to generate an

offspring. The results presented suggested that this scheme is superior to a simple

GA, and that throughout evolution a set of specific crossoverpoints was evolved,

giving evidence of linkage learning.

Levenik’s Metabits

Levenik (Levenik, 1995) followed this line of research and proposed the use of

metabits: in this scheme, each element of the chromosome is composed of an

exonand a metabit, with the metabit indicating whether an n-point crossover had

a high (1 on both parents) or low (0 on either parent) probability of occurring at

each point.

Linkage Evolving Genetic Operator

Smith and Fogarty later proposed the Linkage Evolving Genetic Operator, LEGO

(Smith & Fogarty, 1996), which used a representation where each gene is associ-

ated with two boolean flags, indicating whether it links to the genes to its left and

right; if two genes have the corresponding flags set, they aresaid to link, and are

treated as one gene by the crossover operator.
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3.2 Position Independent Genetic Algorithms

In this section, “position independent” genetic algorithms are algorithms that al-

low the specification of phenotypic values to occur anywherewithin the chromo-

some, therefore beingindependentof the position they occur in. The structure of

the genotype strings is therefore expected to evolve into a representation favouring

a better preservation and mixing of building blocks.

Their representation is based on that of Bagley’s original experiments (Bagley,

1967); in most systems, it consists of a series of (locus, allele) pairs, specifying

the position and the value of each phenotypic variable. The two major represen-

tational challenges these algorithms face are under-specification (i.e. when one or

more phenotypic variables have no value specified) and over-specification (when

one or more values are specified for a specific phenotypic variable). Different ap-

proaches have been designed to tackle these implementationissues, mostly based

on the genetic operators presented earlier in this chapter.

With implementation issues set aside, there are two major approaches to evolv-

ing the representation of genotype strings:

• Algorithms that co-evolve representation and contents;

• Algorithms that evolve representation prior to contents.

3.2.1 Co-evolution of Representation and Contents

Levenik’s Introns

The work of Levenik (Levenik, 1991) can be seen as one of the first attempts

at creating a system with the flexibility of tightly groupingbuilding blocks. In

this approach, introns were inserted into the chromosomes,to create non-coding

regions where crossover would be likely to occur. By explicitly inserting those in-

trons between building blocks, a ten-fold increase in performance on a decompos-

able problem was observed, when compared with a standard genetic algorithm.

Although not explicitly position-independent, this representation allowed a cer-
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tain degree of flexibility to the location of value specifications across the genotype

string. Unfortunately, it requireda priori knowledge of building block structure.

SYMBIOT System

In his work, Paredis (Paredis, 1995) was aware that the key tosolving decep-

tive trap functions lay in obtaining a good representation of the problem. The

system presented in his work, SYMBIOT, aimed at discoveringa good represen-

tation by co-evolving two populations: one consisting of permutations, the other

of proposed solutions (all represented with the samea priori representation). The

algorithm worked by evaluating a solution with several different permutations,

and a Life-Time Fitness Evaluation (LTFE) was used for each permutation string,

to reflect how well it did on several evaluations (rather thanjust the last evalua-

tion it was involved in). Results showed that the simple GA with a representation

with tightly coded building blocks is the most effective approach, but that the

SYMBIOT system clearly outperforms a simple GA with a loose or random rep-

resentation. His results also suggested that the one-pointcrossover operator is the

most suitable exchange operator for systems with evolvablerepresentations.

Floating Building Block Representation

Wu and Lindsay (Wu & Lindsay, 1996) proposed a floating building block rep-

resentation to achieve position independence. In this representation, each basic

building block or parameter is assigned a unique identity tag; the fitness func-

tion then searches each chromosome for all tags, and retrieves the value for each

parameter from the bits immediately to the right of each tag (Figure 3.7 shows

an example). This representation keeps the component bits of a building block

together, while allowing those blocks to be specified anywhere in an individ-

ual; over-specification is taken care by a “first come, first served” basis, whereas

under-specification is handled by assigning a minimum fitness to the missing com-

ponents (assuming that minimum fitness is known, and components are decom-

posable). Results showed that the system struggled when short individual lengths

were used, due to the lack of genetic material to specify all building blocks, but
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when sufficiently long strings were used, the floating representation consistently

outperformed a standard genetic algorithm, in a variable-length version of the

Royal Road Problem and a Symbolic Regression type problem.

011010111111101100

VALUE

VALUETAGVALUETAG

TAG

param2 param2

param3

Figure 3.7: The floating building block representation. Thetag associated with

param2 is 1101 , and the tag associated withparam3 is 0111 . Only the first

specification ofparam2 is taken. All other parameters are missing, so the chro-

mosome is both under- and over-specified. Note the overlapping of the specifica-

tions ofparam2 andparam3 .

Linkage Learning Genetic Algorithm

The Linkage Learning Genetic Algorithm, LLGA (Harik, 1997), uses a circular

chromosome representation, with its end connected to its beginning; each gene is

encoded as a (locus, allele) pair, and can be located anywhere within the chro-

mosome. A chromosome is expressed by a clockwise circular interpretation of

its contents. Theexchange crossover operatorwas introduced, which works by

grafting a portion of a donor chromosome onto a receiving chromosome, and re-

moving the extra specifications afterwards; Figure 3.8 shows an example. The

LLGA was shown to be quite effective at solving problems withdecomposable

sub-functions, particularly if those sub-functions are exponentially scaled.

Several extensions have been proposed for the LLGA. The firstis the use of

a probabilistic expression mechanism (Harik, 1997), to preserve diversity at the

building block level. Instead of a single solution, a chromosome represents a prob-

ability distribution over the range of possible solutions;this is achieved by having

all possible allele values for each gene position represented. To map a chromo-
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grafting
point

(2,0)

(1,0)

(3,0)

(2.1)

(1.1)

(0,0)

Resulting Chromosome

(1,0)

(0,0)(1.1)

(2.1)

(0.1) (3,0)

(2,0)(3,1)

Recipient ChromosomeDonating Chromosome

Figure 3.8: The exchange crossover for the LLGA. A sub-sequence ((1, 1) (2, 1))

of the donating chromosome is inserted into the recipient chromosome, at a chosen

grafting point; the excess specifications are then deleted from the recipient chro-

mosome, and an offspring is formed, which is neither under- nor over-specified.
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some, apoint of interpretationis chosen, and only the first specification per locus

is used. This, in conjunction with non-coding regions, allows for the probability

distribution of each gene to evolve. Figure 3.9 illustratesthis mechanism. An

extended probabilistic expression (EPE) mechanism was also introduced, which

allowed for the specification of at mostk copies of each (locus, allele) combina-

tion.

(3,1) (3,0)
δ

l− δ

Figure 3.9: Probabilistic expression mechanism in the LLGA. Gene 3 is expressed

as 0 with probability δ/l and as1 with probability 1 − δ/l, depending on the

location of the point of interpretation (withl being the length of the chromosome).

Lobo et al. (Loboet al., 1998) proposed a compression scheme to represent the

non-coding regions of a chromosome in the LLGA, showing it did not affect the

performance of the algorithm negatively. This scheme brought obvious memory

usage advantages. They also showed that the time complexityof the LLGA for

exponentially scaled problems is almost linear.

Chen and Goldberg (Chen & Goldberg, 2002) investigated the performance

issues of the LLGA, on problems with uniformly scaled sub-functions. They

showed that the LLGA suffers frommisnucleationwhen tackling these problems,

that is, certain building blocks become intertwined and areidentified as one super

block, thus preventing the system from solving the problem.As a solution, start

expression genes (SE) were presented; these are inserted asintrons, but the point

of interpretation of the chromosome can only be one of these SEs. The exchange

crossover is then modified, such that the donor chromosome always uses his in-

terpretation point as one of the cutting points, and the recipient chromosome uses
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the SE before its grafting point as the new point of interpretation. The resulting

system, LLGA(se), was shown to scale better to problems withlarger numbers of

uniformly scaled building blocks, for which the original LLGA consistently failed

to find solutions.

Finally, the use of sub-chromosome representations for theLLGA was pro-

posed (Chen & Goldberg, 2004; Chen, 2004). In this scheme, several LLGA

chromosomes are grouped together, to form a higher level chromosome; the ex-

change crossover is modified such that corresponding sub-chromosomes exchange

information between themselves only. By explicitly separating building blocks

onto each of the sub-chromosomes, the LLGA was shown to scalemuch better on

problems with higher numbers of uniformly scaled building blocks.

Proportional Genetic Algorithm

A completely different approach was taken by Wu and Garibay (Wu & Garibay,

2002; Garibay, 2004), with the Proportional Genetic Algorithm (PGA). In their

algorithm, the value of each phenotypic variable is calculated by the ratio between

positiveandnegativecharacters associated with it, and present in the genotype

string; Table 3.1 gives an example. The ratio of positive andnegative characters

for each variable is calculated by:

pct(Vi) =
positive char(Vi)

positive char(Vi) + negative char(Vi)

The value of each variable is then calculated by:

Vi = Vi,min + pct(Vi)× (Vi,max − Vi,min)

For example, given the settings in Table 3.1, these two individuals of length 50

AccBdDeeEbAbBDEccaAAAEebbEEECCDbbbABCDEedcbaAAddbA

AAAAAAAAAbbBBBbbbbbbbbbCCCcccccDDDDddddEEEEEEEeeee

will both generate the variables shown in Table 3.2, illustrating the position-

independent nature of the representation.
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Table 3.1: PGA example representation and settings. For a given problem, a

positive and negative character are associated with each variable, and the range of

each variable is given byVi,min andVi,max.

Variable positive char(V ) negative char(V ) Vmin Vmax

V1 A a 0 10

V2 B b 0 10

V3 C c 0 10

V4 D d 0 10

V5 E e 0 10

The PGA representation suffers from neither under- nor over-specification,

and it also allows for the introduction of non-coding regions, by using characters

which are not connected to any phenotypic variable. The key issue to the PGA’s

performance is the resolution allowed for the phenotypic variables; to increase

the range of values available for each variable, long individuals are required. Re-

sults suggested that, with the appropriate resolution, thePGA matches and indeed

outperforms in certain cases a standard genetic algorithm approach to the test

problems used, including the real-world application to theautomated control of

life support systems (Wu & Garibay, 2004).

Gene Reordering Genetic Algorithm

Recently, the Gene Reordering Genetic Algorithm (Şehito˘glu, 2002) was pre-

sented, where a global permutation is evolved; the n-point crossover operator used

is based on this permutation. The permutation is readjustedat regular intervals (set

by a parameter), by means of statistical analysis of neighbouring genes, calculated

for the best individuals in the population; as the permutation evolves, this leads

to crossover points that respect the linkage of variables being chosen. The system

was shown to outperform the standard genetic algorithm across a set of problems.
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Table 3.2: Calculating the variable contents for the PGA. The ratio of positive and

negative characters is calculated aspct(Vi) for each variable, and is mapped into

the range of that variable, to give a final phenotypic value.

Variable #positive char(V ) # negative char(V ) pct(V ) Value

V1 9 2 9/(9 + 2) 8.18

V2 3 9 3/(3 + 9) 2.5

V3 3 5 3/(3 + 5) 3.75

V4 4 4 4/(4 + 4) 5.0

V5 7 4 7/(7 + 4) 6.36

3.2.2 Separate evolution of representation and contents

A different approach is taken by the Messy GA family of algorithms, which first

identify the building blocks, and then concentrate on theirtight coding and mixing.

In this family of algorithms, the search is divided into two phases: in theprimor-

dial phasethe building blocks are identified, whereas in thejuxtapositional phase

those building blocks are recombined.

Messy Genetic Algorithm

The original Messy GA, mGA (Goldberget al., 1989), was developed with the

aim to solve problems up to a pre-specified building-block length (set by a param-

eterk). In the primordial phase, all possible order-k building blocks are created

and tested; through selection, optimal building blocks areformed. The juxtaposi-

tional phase then joins the detected building blocks by applying thecut and splice

operator, which works like a one-point crossover except that, as the mGA uses

variable-length strings, a random cut point is chosen in each parent.

The representation chosen and the use of phases raised several problems when

implementing the mGA:

• Over-specification: the cut and splice operator ismessy, in that it can lead

to over- or under-specification; over-specification is dealt simply by a first
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come, first served basis, through a left-to-right scan of thegenotype string.

• Under-specification: to solve the problem of under-specification required

the use of a global template, which specified a value for everyposition.

Determining this template was not an easy task, as the evaluation of orderk

building blocks required a template that was optimal up to orderk − 1.

• Bootstrapping: abootstrapping dilemmawas detected in the mGA, in that

to solve a problem that was assumed to be deceptive of orderk, it needed

a template that was a solution to the same problem, assuming alevel of

deception ofk − 1. The mGA therefore started with a random template,

considered to be level 0 optimal, and began by considering order1 building

blocks (single genes); a pair of primordial and juxtapositional phases would

follow, leading to the creation of a level 1 optimal solution. This solution

would then be used as the template for the next step of processing. This

sequence of operations was repeated until the order of optimality exceeded

the function’s assumed order of difficulty.

• Building block cross-competition: this problem occurred in the primordial

phase; when trying to detect building blocks, tournament selection could po-

tentially cause the competition between different building blocks, leading to

the absence of specification of certain building blocks for the juxtapositional

phase. This problem was eliminated through the use of a threshold parame-

ter, which forbade tournament competition between genotype strings which

did not share a specified number of common gene specifications.

Fast Messy Genetic Algorithm

One of the problems detected with the original mGA was that, although the jux-

tapositional phase was shown to requireO(l log l) function evaluations, wherel

is the number of boolean variables in the problem, the primordial phase required

O(lk). To solve this mismatch between required processing power,the Fast Messy

Genetic Algorithm, fmGA (Goldberget al., 1993), was developed. In the fmGA,
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rather than considering all the possible building blocks ofsizek, a probabilisti-

cally complete initialisation was used. After generating enough full-length indi-

viduals, to ensure enough copies of all building blocks werepresent, a process

of filtering and deletion was used, to extract good building blocks: selection was

firstly applied to the full-length individuals, under the restrictions of threshold-

ing, to seed the population with the better building blocks,and a random deletion

procedure was then applied to each individual in the population, to reduce their

effective length. This process of selection and deletion continued until the popu-

lation members were all of orderk and all the correct building blocks were found,

after which the normal mGA juxtapositional phase was applied. Results showed

that this new initialisation mechanism provided the same results as the original

mGA, but substantially faster.

Gene Expression Messy Genetic Algorithm

The Gene Expression Messy Genetic Algorithm, GEMGA (Kargupta, 1996), is

another extension of the original mGA. In the GEMGA, each gene specifies not

only its position and value, but also aweight, and a dynamic list of integers, called

the linkage set. The weight specification is a positive real value, which specifies

the class to which a gene belongs; the linkage set is a variable length list of other

genes to which a gene relates to. The representation also differed from the mGA

and fmGA in that no under- or over-specification was allowed.The evolutionary

cycle consisted of three major steps:

• Transcription Phase I: this phase detects the instances of genes belonging to

the locally optimal classes. It works by temporarily perturbing the value of

each gene in each member of the population; if that perturbation causes an

increase in fitness, then the original value of that gene did not belong to the

optimal solution, and its weight is set to0.0; otherwise the weight is set to

the absolute fitness difference.

• Transcription Phase II: this phase performs pairwise combinations of genes,

with the objective of building the linkage set of each gene. It works by
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perturbing two locally optimal genes at a time, and adjusting their linkage

sets accordingly, after which the original gene values are restored. Note that

both transcription phases do not modify any of the population members.

• Juxtapositional phase: this phase consisted of a generational cycle, using

selection and recombination operators. Selection was subdivided into two

operators: string selection, where a tournament selectioncompared two in-

dividuals and replaced the worst with a new copy of the best; and class se-

lection, where two chromosomes are compared, and the genes with higher

cardinality linkage sets (and weight higher than0.0) are marked, and the

members of those linkage sets are copied from a chosen parentinto the

other. The recombination operator worked in a similar way toclass selec-

tion, except that the linkage sets were exchanged between parents.

The family of messy GAs represents a successful attempt to approach the link-

age learning problem. It shows that linkage learning is possible and produces

effective results, and that the race between selection and linkage learning has to

be dealt with. However, they rely on an enumerating (or probabilistic) initialisa-

tion of the search space, which assumes that the problem is decomposable into

non-interacting sub-functions, with each sub-function ofa known maximum size.

This factor, along with the fact that the mGA and its successors are complex

and difficult to use, requiring fine tuning and care, has contributed to their slow

adoption within the GA community (Harik, 1997).

3.3 Algorithms based on Probabilistic Modelling

Finally, there are algorithms that create a probabilistic model of promising solu-

tions, and based on that model create new potential solutions. These algorithms

are similar to genetic algorithms, in that they keep a population of potential solu-

tions, except that they replace the standard genetic operators (crossover and mu-

tation) with the following two steps:
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1. A model (or estimate of the true distribution) of selectedpromising solu-

tions is built;

2. Based on that model, a new population of potential solutions is built.

These algorithms can be subdivided into the following threecategories, ac-

cording to the interactions they allow between the variables composing the prob-

lem (Larrañagaet al., 1999; Pelikanet al., 1999b):

• No interactions;

• Pairwise interactions;

• Multivariate interactions.

3.3.1 No Interactions

If the assumption is taken that the variables composing a problem are independent

of each other (see Figure 3.10), then it is fairly simple to calculate the distribution

of promising solutions. An independent distribution is calculated for each value

at each position, and new solutions are created according tothese distributions.

This leads to a very efficient discovery and mixing of building blocks of order

one, and algorithms based on this principle perform well on linear problems with

non-interacting variables.

Bit-Based Simulated Crossover

One of the first steps towards using a probabilistic model wasthe Bit-Based Sim-

ulated Crossover, BSC (Syswerda, 1993). Instead of using the standard selection

and crossover operators, this system created a new population of individuals at

each cycle by weighting the contribution of either a0 or 1 per position from each

individual, taking into account the fitness of those individuals, and creating a prob-

ability of assigning either binary value when creating a newindividual.
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Figure 3.10: Graphical model of no interactions between variables.

Population-Based Incremental Learning Algorithm

In the Population-Based Incremental Learning algorithm, PBIL (Baluja & Caru-

ana, 1995), a probability vector is used to represent a population, containing the

probability of assigning a value of0 or 1 to each problem variable. Initially, each

value in the vector is set to0.5. Based on those probabilities, a population of indi-

viduals is generated, and the probability vector is then updated based on the most

promising solutions, according to a set learning rate. Thisprocess continues until

the probability vector converges for each variable.

Univariate Marginal Distribution Algorithm

The Univariate Marginal Distribution Algorithm, UMDA (Mülhenbein & Paaß,

1996), and the similar Uniform Distribution Breeder Genetic Algorithm, UDBGA

(Mülhenbeinet al., 1996) are based on the same technique. From an initial popu-

lation of solutions, a subset of solutions is selected, and the distribution of values

at each position in this subset is used to create a new population. The major dif-

ference with the PBIL is the complexity of the distributionscalculated.
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Compact Genetic Algorithm

The Compact Genetic Algorithm, cGA (Hariket al., 1998; Hariket al., 1999a),

uses a slightly different approach than the previous systems, in that no population

is maintained. In this algorithm, from an initial vector of probabilities, two indi-

viduals are generated. After a competition between them, the probability vector is

directly updated, and a new pair of individuals can be created; the search finishes

when all probabilities in the vector have converged to either 0 or 1. The main

difference with PBIL is the small number of parameters required, namelyn, the

population size, andl, the chromosome length, allowing it to relate to the simple

GA and therefore to GA theory. Results show that the cGA approximately mimics

the order-one behaviour of the simple GA with uniform crossover.

3.3.2 Pairwise Interactions

This class of algorithms expands on the previous one, in thatit allows for some de-

gree of variable interaction. Instead of considering all variables as being indepen-

dent of each other, these algorithms build a simple graph of variable relationship,

based on pairwise interactions.

Multiple-Information-Maximising Input Clustering Algor ithm

In the Multiple-Information-Maximising Input Clusteringalgorithm, MIMIC

(Bonetet al., 1997), a random population of candidates is generated, anda density

estimator (based on the median fitness) is calculated; the resulting distribution is

used to generate more samples, of which a certain percentileis used to constitute a

new population. The density estimator approaches the true distribution by consid-

ering the conditional distributions for every pair of parameters, with a complexity

of O(ℓ2). This creates chains of dependencies between the variablesconstituting

the problem, as shown in Figure 3.11.
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Figure 3.11: Variable interaction modelling in the MIMIC system. A chain of de-

pendencies is built between all variables composing a problem; an edge between

two nodes (representing two variables) creates a dependency between these two

nodes, so that the value corresponding to the ending node depends on the value of

the starting node.

Combining Optimisers with Mutual Information Trees Algori thm

The Combining Optimisers with Mutual Information Trees (COMIT) algorithm

(Baluja & Davies, 1997) uses optimal dependency trees as probabilistic models

of inter-parameter dependencies discovered in previous runs (see Figure 3.12). It

works as follows: from an initial population of solutions, an optimal dependency

tree probabilistic model is created; this model is used to stochastically generate a

new set of potential solutions; an optimiser (hill climbing) run is then executed,

and the best solutions found are inserted back into the original population. This

algorithm is based on the same principles as the MIMIC algorithm, but by using

trees instead of chains the model becomes more general (because each chain is a

tree), and branching algorithms can be used to estimate the distribution. It also

allows for the use of any type of optimiser.

Bivariate Marginal Distribution Algorithm

The Bivariate Marginal Distribution Algorithm, BMDA (Pelikan & Mülhenbein,

1999), is an extension of the UMDA, in which pair gene dependencies are taken
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Figure 3.12: Variable interaction modelling in the COMIT system. Dependency

trees are used to model the interactions between variables;this allows for multiple

variables to share the same dependencies.

into account. It uses a forest (i.e. a set of mutually independent dependency trees),

which is a more general model than using a single dependency tree, because a

dependency tree can be seen as a set of one tree (see Figure 3.13). It was shown

to perform very well in problems with dependencies of order two, regardless of

the defining length of the building blocks, but its performance deteriorated rapidly

with higher order dependencies.

3.3.3 Multivariate Interactions

To tackle multi-variable interactions, more complex algorithms have been devel-

oped. Through the use of more general models, these algorithms can potentially

solve classes of problems which cannot be tackled with the previous algorithms.

This power has a price however, and the complexity of the algorithms often comes

at a cost of significant computational time. They are well suited for problems

whose non-linear variable interactions cannot be represented by simpler models.
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Figure 3.13: Variable interaction modelling in the BMDA algorithm; pair gene

dependencies are modelled using a set of mutually independent dependency trees.

This allows for the separation of blocks of dependent variables.

Extended Compact Genetic Algorithm

The Extended Compact Genetic Algorithm, ECGA (Harik, 1999), is an extension

of the cGA, using the complexity of variable interaction as away of clustering

interdependent variables. It starts by generating a randompopulation; after tour-

nament selection at a given rate, a greedy MPM search (Marginal Product Model)

is used, to create a new population model; if the model has notconverged, then a

new population is generated and the algorithm continues. The MPM is a lot more

powerful than the simple probabilistic model used in the cGA, in that it allows for

the clustering of variables; this clustering, if successful, can lead to the separation

of non-overlapping building blocks, which in turn leads to better performance

in problems with separable blocks. It cannot model problemswith overlapping

building blocks, however, as each variable is only allowed to be part of a single

cluster (see Figure 3.14).

Factorised Distribution Algorithm

The Factorised Distribution Algorithm, FDA (Mülhenbeinet al., 1999), uses a

factorised distribution to capture the structure of a givenproblem. If the distri-

bution and factorisation are provided by an expert, the DFA has been shown to
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Figure 3.14: Variable interaction modelling in the ECGA. Non-overlapping clus-

ters of variables are created, containing interacting variables.

solve the problem of optimisation of additively decomposeddiscrete functions,

with a comparable performance of a simple GA on the onemax problem. Unfor-

tunately, the required information about the problem (i.e.its decomposition and

factorisation) is not always available.

Estimation using Bayesian Networks

The Bayesian Optimisation Algorithm, BOA (Pelikanet al., 1999a) incorporates

methods for learning bayesian networks, modelling the relationship between the

variables composing the problem (see Figure 3.15). A bayesian network is a prob-

ability distribution given by

p(X) =
n−1∏

i=0

p(Xi|ΠXi
),

whereX = (X0, . . . , Xn−1) is the set of all the variables in the problem,ΠXi
is

the set of parents ofXi in the network (the set of nodes from which there is a node

to Xi), andp(Xi|ΠXi
) is the conditional probability ofXi given its parentsΠXi

.

The BOA works in a similar way as the previous algorithms:

• generate a random population, and select a set of promising individuals;
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Figure 3.15: Variable interaction modelling using the BOA.A bayesian network

model of variable interaction is constructed; this allows for the modelling of both

separable and overlapping blocks of variables.

• a bayesian network is constructed using a chosen metric and constraints,

based on those individuals;

• a new set of strings is then generated, using the network;

• a new population is generated, if the termination criteria have not been met.

The BOA is more general than the FDA, in that no explicit knowledge of the

problem is required. However, because the chosen metric is based on the accuracy

rather than the simplicity of the model, an upper limit on themaximal number

of variable interactions has to be supplied; this is known asthek parameter. If

such information is not available, the maximal length of theproblem must be

used, which results in an enormous increase in computational cost: the problem

of determining the best network with respect to a given metric, for k > 1, is NP-

complete for most Bayesian and non-Bayesian metrics (Heckermanet al., 1995).

At around the same time, Etxeberria and Larrañaga introduced the Estimation

of Bayesian Network Algorithm, EBNA (Etxeberria & Larrañaga, 1999). Their

system is based on the same principles of the FDA (Mülhenbein et al., 1999), but

unlike the FDA, the variable dependencies are not given by anexpert, and are

instead modelled by a bayesian network, much like the BOA.
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Hierarchical Bayesian Optimisation Algorithm

The BOA algorithm was also extended to solve hierarchical problems, resulting

in the hierarchical BOA, hBOA (Pelikan & Goldberg, 2000; Pelikan, 2005). The

main extension was the use of models that, while still estimating the joint distri-

bution between single variables, also allow the merging of several variables; this

would occur when those variables converge in the model (see Figure 3.16). These

clusters of variables are then treated as a single variable by the model, improv-

ing the model complexity and expressiveness. Moreover, by reducing the number

of variables, the search for good networks becomes more efficient and accurate.

Another extension was the use of Restricted Tournament Replacement as a form

of niching, to ensure preservation of alternative partial solutions, that are assem-

bled to form solution of higher order. Results on a set of hierarchical problems

(including a new hierarchical trap function) (Pelikan & Goldberg, 2001) and on

Ising Spin Glasses and MAXSAT problems (Pelikan & Goldberg,2003) showed

the effectiveness of the new algorithm.
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Figure 3.16: Variable interaction modelling using the hBOA. A bayesian network

model of variable interaction is constructed, which allowsthe grouping of con-

verged variables, treating these groups as single variables, therefore simplifying

the model.
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3.4 Conclusions

The choice of a good representation is vital to the success ofgenetic algorithms.

When the standard one point crossover is used, a good representation has func-

tionally related genes closely located1. That way, once the correct values for those

genes are found, there is less of a probability that crossover will disrupt them. Fur-

thermore, groups of related genes will have a high probability of being combined

with other groups, to search for a solution to the overall problem (Paredis, 1995).

On the other hand, GAs with one point crossover do not effectively discover and

use the schemata of a large defining length (Pelikan & Mülhenbein, 1999).

Most of the algorithms analysed in this chapter have in one way or another

tried to automate the discovery of a suitable representation for use with genetic

algorithms. From the initial work with specific operators, full systems were de-

veloped, which grew in both effectiveness and complexity. Nowadays, proba-

bilistic graph-based algorithms are arguably the most effective tools at modelling

complex variable interactions (although not necessarily as effective when tackling

other problem domains (Wolpert & Macready, 1997)), but their complexity, both

in terms of processing power and implementation, makes themhard for common

evolutionary computation practitioners to use.

1Assuming a problem domain where such clear division of relationship between genes exists.
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Chapter 4

The GAuGE System

Given the complexity of the systems available today, which aim at discovering

and modelling relationships between variables, it is no wonder that the simple GA

is still one of the most used evolutionary algorithm approaches. The assumptions

that it makes about the structure of the problem, however, are often dismissed by

practitioners, and in fact most of the benchmark problems used in the literature

use tight encodings, which match the representation implicitly used by the GA

(Pelikan & Mülhenbein, 1999).

In this chapter, a new position-independent representation is designed, im-

plemented and analysed. The resulting system,Genetic Algorithms using Gram-

matical Evolution, GAuGE (Ryanet al., 2002), suffers from neither under- nor

over-specification, is guaranteed to produce syntactically correct individuals, and

does not require any repair after the application of geneticoperators.

GAuGE uses many of the principles of Grammatical Evolution (Ryanet al.,

1998; O’Neill, 2001; O’Neill & Ryan, 2003) in its implementation. This chapter

therefore starts with an introduction to GE, its mapping process, and an analysis of

the effects of that mapping. The GAuGE system is then described: its objectives,

the mapping process employed, and suggestions for implementation. Finally, a

few alternative approaches are mentioned.
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4.1 Grammatical Evolution

Grammatical Evolution (GE) is an automatic programming system, similar to Ge-

netic Programming (GP) (Koza, 1992), in that it uses an evolutionary process to

automatically generate computer programs. Unlike GP, GE uses a population of

linear genotypic binary strings, which are transformed into functional phenotypic

programs, through a genotype-to-phenotype mapping process (Banzhaf, 1994);

see Figure 4.1. This transformation is achieved by the use ofa context-free gram-

mar (Chomsky, 1956), which specifies the language of the produced solutions.

In order to understand how GE works, this section starts witha basic intro-

duction to context-free grammars. The mapping process which defines GE is then

presented, and this is followed by an analysis of the variousfeatures of GE.

4.1.1 Context-Free Grammars

Chomsky (Chomsky, 1956) identified a number of different classes of grammars,

which were classified into an hierarchy: at the bottom of thishierarchy areregular

grammars (type 3), followed bycontext-freegrammars (type 2),context-sensitive

grammars (type 1), and finallyarbitrary grammars (type 0), where each class of

grammars is a subset of the following ones. GE typically usescontext-free gram-

mars (and thus also regular grammars), although attribute grammars have also

been used (Keijzer, 2002), and preliminary investigationsinto the use of context-

sensitive grammars (Cleary & O’Neill, 2005; Cleary, 2005) have been conducted.

Many formats exist to represent grammars, but the generallyaccepted standard

is the Backus Naur Form (BNF) (Backuset al., 1960; Knuth, 1964). It represents

a grammar as a four tuple{N, T, P, S}, whereN is a set ofnon-terminalsymbols,

T a set ofterminalsymbols,P a set ofproductions, andS a start symbol(which

is a member ofN). Terminal symbols are symbols that can appear in the language

described by the grammar, whereas non-terminal symbols areintermediate ones,

used while parsing or generating sentences. Each non-terminal symbol is associ-

ated with one or more productions, composed of a set of symbols fromN andT ;

these associations define the syntax of the language. Figure4.2 gives an example.
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Figure 4.1: A comparison between GE and a biological system.The binary string

of GE is analogous to the double helix of DNA, each guiding theformation of the

phenotype. In the biological case, this is done by determining the order and type

of protein sub-components (amino-acids) that are joined together, whereas in GE

this is achieved by applying production rules from a grammar.
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<E>  ::= (<OP> <E> <E>)
       | x
       | y
<OP> ::= +
       | −
       | *
       | /

Figure 4.2: An example BNF grammar. The sets defining this language are

N={<E>,<OP>}, T={x,y,+,-,*,/}, S=<E>, andP is shown in the figure.

It is standard notation to use non-terminal symbols betweenangled brackets, the

notation::= to separate a non-terminal symbol from its associated productions,

and to separate each of those productions with the| symbol.

4.1.2 Mapping Process

An example of the mapping process employed by GE is shown in Figure 4.3.

From an initial binary string, an integer string is generated, typically by using 8

bits per integer (also calledcodons); these are then used to choose rules from a

given grammar, to generate a phenotypic program.

Starting with the given start symbol<E>, a production associated with that

symbol is chosen to replace it, by using the current codon from the integer string.

In the example, the first codon (6) is mapped to the number of available produc-

tions associated with<E>, which are3, so6 mod 3 = 0, and<E> is replaced with

the sequence(<OP> <E> <E>).

The next step consists of choosing a production for<OP>, which is now the

leftmost non-terminal symbol on the phenotype string underconstruction. This

is done by using the next codon,7, and mapping it to the number of productions

associated with<OP>, giving 7 mod 4 = 3, replacing<OP> with /.

The mapping process continues in this manner, always replacing the leftmost

non-terminal symbol by a production associated with it in the grammar, chosen by

a codon; the mapping terminates and is successful when a sequence of terminal

symbols is generated. If there are non-terminal symbols left in the phenotype
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6 % 3 = 0

7 % 4 = 3

2 % 3 = 2

9 % 3 = 0

9 % 4 = 1

4 % 3 = 1

5 % 3 = 2
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<E>

(<OP> <E> <E>)

(/ <E> <E>)

(/ y <E>)

(/ y (<OP> <E> <E>))

(/ y (− <E> <E>))

(/ y (− x <E>))

(/ y (− x y))

04 5 52 2 ...2

Integer string
6 7 2 9 9

Binary string
00000110000001110000001000001001...

(2)
(1)
(0)<E>  ::= (<OP> <E> <E>)

       | x
       | y
<OP> ::= +
       | −
       | *
       | / (3)

(2)
(1)
(0)

Grammar

Figure 4.3: The GE mapping process. A binary string is converted into an integer

string, using 8 bits per codon; these integers are used to choose productions from

a grammar, which map a given start symbol into a sequence of terminal symbols.
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string once all codons are consumed, then the string of codons is reused, in a

process calledwrapping(O’Neill & Ryan, 2003); this is done until the phenotype

string is valid, or a fixed maximum number of wrapping events occur, in which

case a minimum fitness value is assigned to the genotype string.

4.1.3 Analysis

Separate Search and Solution Spaces

The mapping process employed by GE allows the modularisation of the system, as

seen in Figure 4.4. One of the advantages of this modularisation is the separation

of search and solution spaces, that is, the search engine acts upon the genotype

strings, but fitness is attributed to their corresponding phenotype strings. This

allows, for example, the use of different search engines, such as hill climbing

(O’Sullivan, 2001) or swarm techniques (O’Neill & Brabazon, 2004), to evolve

the binary strings, before mapping them to functional programs. In standard GE

(Ryanet al., 1998), these strings are evolved by a variable-length GA.

Degenerate Genetic Code

The use of themodulusfunction to map a codon value to the number of produc-

tions associated with a given non-terminal symbol creates adegenerate mapping;

that is, several codon values will result in the same choice of production. This cre-

ates a many-to-one correspondence between genotype and phenotype strings, and

leads to the occurrence of neutral mutations (Kimura, 1983). This means that the

genotype can be modified without changing the phenotype, therefore introducing

variety at the genotypic level.

Another use of degenerate genetic code has to do with bias control (O’Neill

et al., 2001; O’Neill & Ryan, 2003). When the number of choices associated with

a non-terminal symbol is not a power of two, the use of themodulusfunction to

map an integer (whose range is a power of two) to that number ofchoices creates

a bias; this bias can be softened by increasing the number of bits used to encode

each codon in GE. Table 4.1 shows some examples.
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Table 4.1: Effect of number of bits per codon on production choice bias. The

table shows the probability (in brackets) of picking each choice of a grammar rule,

using a different number of bits per codon. The first column states the number of

productions (choices) of a grammar rule, the second column the label assigned to

each of those choices (see Figure 4.3).

If the number of choices is a power of two, then no bias exists (as long as there

are enough bits encoding each codon). Otherwise, there is a bias to pick the first

choices more often, due to the nature of themodulusoperator. This bias can be

decreased by using a larger number of bits per codon.

Nbr. of Choice Bits per codon

choices labels 2 4 8 16

2 0 2 (50%) 8 (50%) 128 (50%) 32768 (50%)

1 2 (50%) 8 (50%) 128 (50%) 32768 (50%)

3 0 2 (50%) 6 (37.50%) 86 (33.59%) 21846 (33.34%)

1 1 (25%) 5 (31.25%) 85 (33.2%) 21845 (33.33%)

2 1 (25%) 5 (31.25%) 85 (33.2%) 21845 (33.33%)

4 0 1 (25%) 4 (25%) 64 (33.59%) 16384 (25%)

1 1 (25%) 4 (25%) 64 (33.59%) 16384 (25%)

2 1 (25%) 4 (25%) 64 (33.59%) 16384 (25%)

3 1 (25%) 4 (25%) 64 (33.59%) 16384 (25%)

5 0 1 (25%) 4 (25.00%) 52 (20.31%) 13108 (20.01%)

1 1 (25%) 3 (18.75%) 51 (19.92%) 13107 (19.99%)

2 1 (25%) 3 (18.75%) 51 (19.92%) 13107 (19.99%)

3 1 (25%) 3 (18.75%) 51 (19.92%) 13107 (19.99%)

4 0 (0%) 3 (18.75%) 51 (19.92%) 13107 (19.99%)

52



Problem
Specification

Grammar

Search
Engine

ProgramGE

Figure 4.4: The modularisation of GE. A search engine evolves binary strings,

which are transformed into functional programs, through the use of a grammar,

specifying the syntax of the solutions. These programs receive a fitness score,

according to a problem specification, which is passed back tothe search engine,

until a stopping condition is reached.

Functional Dependency Between Genes

Another interesting feature of GE is the functional dependency across the genes

on each genotype string. Indeed, the function of a codon is dependent on those

codons preceding it: previous choices of grammar productions will dictate which

non-terminal symbol is to be mapped next, and therefore the set of productions

to choose from, with the current codon. This creates a dependency across the

genotype string, ranging from left to right.

This dependency has an interesting effect on the crossover operator. Although

crossover occurs at the genotypic level, its phenotypic effect can be expressed as
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a derivation tree; this allows us to analyse the phenotypic effects of the applica-

tion of crossover to two genotype strings, as illustrated inFigure 4.5, top. When

choosing a crossover point, a series of non-terminal symbols are left to map on

each individual ({<E>} on the first individual,{<OP>,<E>,<E>,<E>,<E>} on

the second individual); these are termedripple points(O’Neill et al., 2003), and

are to be transformed into terminal symbols by using the genetic material donated

from the other parent. Due to the nature of the mapping process, the context in

which the donated genetic material is interpreted can change, and so can its func-

tional meaning, as can be seen in Figure 4.5, bottom.

This process illustrates the functional dependency acrossa genotype string in

GE; if the context of a codon changes (i.e. the phenotypic effect of the codons pre-

ceding it), its function can change too. This can result in a situation where a small

genotypic change can lead to a big phenotypic change. However, an analysis of

this effect (O’Neillet al., 2003) suggests that it can promote a useful exchange of

derivation sub-sequences during crossover events; another study (Nicolau, 2004)

showed that reducing the number of non-terminal symbols in agrammar min-

imises the changes of context of exchanged genetic material.

4.2 GAuGE

The introduction of a new representation for GAs requires some forethought, and

the design of GAuGE is no exception. Therefore, a few objectives were layed out

right from the start:

• Keep it a simple and fast process;

• No under- or over-specification of variables;

• No repair mechanisms required (in mapping or to genetic operators);

• Be independent of the search engine.

The emphasis on keeping it a simple process can never be over-stressed. There

exist many algorithms that are efficient yet complex (see Chapter 3); GAuGE,
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Figure 4.5: Ripple Crossover in GE. Two random crossover points are selected in

each individual, and genetic material after these points isexchanged. The resulting

phenotypic effect is that a series ofripple pointscontaining non-terminal symbols

are left in each individual, which are to be mapped with the exchanged material;

due to the nature of the mapping process, the phenotypic effect of the exchanged

material can change.
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on the other hand, aims at being a simple to implement representation, but not

requiring any prior knowledge of the representation of a problem.

The design of GAuGE was also based on many of the same ideas present in

GE. The use of a mapping process, in particular, generating fully functional pro-

grams from binary strings, can be applied in the domain of position-independent

representations: a binary string needs to be interpreted insuch a way that a fully

specified phenotype string, consisting of phenotypic values, is generated. Figure

4.6 gives an overview of this process.

4.2.1 Representation

The representation chosen for GAuGE is similar to that of Bagley (Bagley, 1967),

also used in algorithms such as the messy GA and similar (Goldberget al., 1989;

Goldberget al., 1993). In GAuGE, a genotype string is composed of a sequenceof

(position, value) pairs; likewise to Bagley’s experiments (and unlike the messy

GA), this is a fixed-length string. So a problem withℓ phenotypic variables will

use genotype strings composed ofℓ specification pairs:

(pos, val)0,(pos, val)1,. . .(pos, val)ℓ−1

Each pair is composed of two specifications per phenotypic variable, one for

its position, and one for itsvalue. Like GE, GAuGE uses binary strings evolved

by a search engine, so the mapping process has to first transform these into inte-

ger strings, and then interpret them as pairs of(position, value) specifications, as

previously illustrated in Figure 4.6. Through a mapping process (detailed in Sec-

tion 4.3), each phenotypic variable has to be unambiguouslydefined, in a manner

independent of the search engine.

4.2.2 Evolutionary Cycle

As with GE, GAuGE is to be applied as a mapping process to strings generated

by a search engine (a fixed-length genetic algorithm, in the case of GAuGE), and

as such it does not interfere with the evolutionary cycle. Its only role is to map
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Figure 4.6: The genotype to phenotype mapping principle in GAuGE. Based on

the same biological principles used in GE, the creation of a phenotype string fol-

lows a similar process: a binary string is used to create an integer string, in a

process calledtranscription; this integer string then specifies a sequence of phe-

notypic positions and values, which are used to create a phenotype string, through

a process labelledtranslation.
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binary strings, evolved by the search engine, into phenotype strings, which are

then passed to a fitness function; Figure 4.7 shows an overview of this process.

No changes are made to the search engine, as only a fitness score is required for

the evolution of solutions.

GAuGE

Problem
Specification

Engine
Search

phenotype

genotype

fitness

Figure 4.7: Evolutionary process using GAuGE. A search engine produces fixed-

length binary genotype strings; these are passed one by one to the GAuGE map-

ping process, which interprets them and produces fixed-length phenotype strings;

these can then be evaluated by a problem specification, and a fitness score is fed

back to the search engine.

4.3 The Mapping Process

At the core of the GAuGE system is its mapping process. This section starts by

giving a simple example of how the mapping process is applied; this is followed by

a formalisation of this process, and the application of the formal process. Finally,

possible implementation techniques are described.

58



4.3.1 Simple Example

Consider a problem requiring four variables as input, all within the range{0 . . . 7};
the search engine has to evolve a binary string which, after the mapping process,

produces a solution consisting of 4 values.

The first step consists in transforming the binary string into an integer string;

Figure 4.8 illustrates this process. Once this is done, eachpair of integers can be

interpreted as a(position, value) pair, specifying each phenotypic variable.

0 0 1 0 0 1 1 0 1 1 0 1 0 1 0 1 0 0 0 1 0 0 1 0

0 9 2 13 1 4 1 2

Binary string

Integer string

Figure 4.8: Transforming a binary string into a decimal string in GAuGE. Each

decimal value is encoded using a certain number of bits; in this case, every six bits

are used to encode two integers (constituting a gene), the first one with the first

two bits, the second one using the remaining four bits.

Figure 4.9 shows how this is done. On the top left, the first twointegers

are used to define the first phenotypic variable; the positionfield is mapped into

the four available phenotypic positions, by the calculation 0 mod 4 = 0, and the

value field is mapped to the specified variable range, by9 mod 8 = 1, so value1

is placed on the phenotypic position0.

The second pair undergoes the same process. The position field is calculated

through2 mod 3 = 2, as there are now only three phenotypic positions left, while

the value field becomes13 mod 8 = 6, so the value6 is placed into the phenotypic

position with the relabelled index2 (i.e. the third available phenotypic position).

The same is done with the third pair: the position becomes1 mod 2 = 1,

whereas the value stays the same (4 mod 8 = 4), so the value4 is placed on the

second available phenotypic position.
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Figure 4.9: Creating a phenotype string with GAuGE. Each position field is calcu-

lated by mapping its specification onto the number of available phenotypic posi-

tions, and each value is mapped onto the range of the phenotypic variables; these

are done in a left-to-right manner, across the integer string.
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Finally, the fourth pair is interpreted. The position field is meaningless at this

stage, as there is only one position left in the phenotype string (1 mod 1 = 0, and

in fact any number divided by1 gives a remainder of0); the value stays the same,

as2 mod 8 = 2, and it is placed on the last remaining phenotypic position.So the

phenotype string, ready for evaluation, is{1, 2, 4, 6}.

4.3.2 Formalisation

Although a simple process, as seen by the previous example, the mapping process

can be formally divided into several steps. This subsectionidentifies all of these,

and provides a formalisation of the process.

Definition

Consider a given problemf , composed ofℓ variables, each with a predefined

range of possible values:

f(v0, v1, . . . , vℓ−1) vj ∈ V = {v|minj ≤ v ≤ max j}

The search engine creates and evolves a setG = (Gi)0≤i≤N−1, of N binary strings.

Through a genotype to phenotype mapping process, these strings will be used to

encode members of a populationP = (Pi)0≤i≤N−1, of N potential solutions, each

containingℓ values, which can be assigned a fitness value byf .

As each binary stringGi encodes both the position and the value of each vari-

able of a correspondingPi string, its length will depend on the chosen number of

bits per position specification,pfs (position field size), and the number of bits per

value specification,vfs (value field size). The length ofGi is thus calculated as:

L = (pfs + vfs)× ℓ (4.1)

The stringGi can then be formally defined as a sequence ofL bits:

Gi = (Gj
i )0≤j≤L−1 = G0

i , G
1
i , . . . , G

L−1
i

The mapping process consists in four steps, denoted here by

Φ : Gi
Φ1−→ Xi

Φ2−→ Di
Φ3−→ Ri

Φ4−→ Pi
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The first mapping step (Φ1) consists in interpreting eachGi string as a sequence

of integers, to create a stringXi:

Xi =
(

(Xj
i , X̃

j
i )

)

0≤j≤ℓ−1
= (X0

i , X̃
0
i ), (X1

i , X̃
1
i ), . . . , (Xℓ−1

i , X̃ℓ−1
i )

with Xj
i being an integer variable (encoded withpfs bits of Gi, from G

j×(pfs+vfs)
i

to G
j×(pfs+vfs)+pfs−1
i ), with values within the rangeY = {0, . . . , 2pfs − 1}:

Xj
i ∈ Y = {x|0 ≤ x ≤ 2pfs − 1}

andX̃j
i an integer variable (encoded withvfs bits of Gi, from G

j×(pfs+vfs)+pfs

i to

G
j×(pfs+vfs)+pfs+vfs−1
i ), with values fromỸ = {0, . . . , 2vfs − 1}:

X̃j
i ∈ Ỹ = {x|0 ≤ x ≤ 2vfs − 1}

The second mapping step (Φ2) consists in interpretingXi as a sequence of

(position,value) pairs, to create a string ofdesiredspecifications,Di:

Di =
(

(Dj
i , D̃

j
i )

)

0≤j≤ℓ−1
= (D0

i , D̃
0
i ), (D

1
i , D̃

1
i ), . . . , (D

ℓ−1
i , D̃ℓ−1

i )

Each elementDj
i is calculated by mappingXj

i onto the number of positions left

in the phenotype string; in other words,D0
i will be mapped toℓ positions (as it is

the first specification),D1
i will be mapped toℓ−1 remaining positions, and so on.

This mapping is done through the use of themod operator:

Dj
i = Xj

i mod (ℓ− j) (4.2)

The value specifications do not change, so eachD̃j
i takes the value of̃Xj

i :

D̃j
i = X̃j

i (4.3)

The third mapping step (Φ3) consists in transformingDi onto a string ofreal

specifications,Ri, whereRj
i ∈ {0, . . . , ℓ − 1} is the position in the phenotype

string (Pi) that will take the value specified bỹRj
i :

Ri =
(

(Rj
i , R̃

j
i )

)

0≤j≤ℓ−1
= (R0

i , R̃
0
i ), (R

1
i , R̃

1
i ), . . . , (R

ℓ−1
i , R̃ℓ−1

i )
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The elements of this string are calculated as follows. Assuming R0
i , . . . , R

j−1
i are

known, the setAj
i = {0, . . . , ℓ − 1}\{R0

i , . . . , R
j−1
i } is considered, containing

the phenotypic locations not yet specified. Then the elements of the setAj
i are

ordered (from the smallest to the largest) into a list ofℓ− j elements,Aj
i , and

Rj
i =

(
Aj

i

)

Dj
i

(4.4)

where(Aj
i )Dj

i
is the element in(Aj

i ) at indexDj
i . Equation 4.4 shows that the

variableRj
i depends on the variablesR0

i , . . . , R
j−1
i and onj.

Each value specificatioñRj
i can be constructed as follows:

R̃j
i = D̃j

i mod (maxRj
i
−minRj

i
+ 1) + minRj

i
(4.5)

In other words, as thereal positions for each value are now known, the adequate

ranges can be applied to the values specified.

Finally, with the last mapping step (Φ4), the phenotype stringPi is constructed:

Pi = (P j
i )0≤j≤ℓ−1 = P 0

i , P 1
i , . . . , P ℓ−1

i = v0, v1, . . . , vℓ−1

This string is created by using the formula:

P
Rj

i

i = R̃j
i (4.6)

In other words, through a permutation defined byRi, the elements of̃Ri are placed

in their final positions. Once this step is complete, the elements ofPi can be passed

to f , so that the stringGi is assigned a fitness value.

Example

Consider again the problem presented in Section 4.3.1, composed of four pheno-

typic variables (ℓ = 4), each within a specified range, as shown in Table 4.2. The

first step consists in choosing the parameterspfs andvfs, required to calculateL.

As there are four variables, a value ofpfs = 2 is used, as that is the minimum

number of bits required to encode four positions; for the value fields, a value of

vfs = 4 is used, to introduce a redundant mapping (the minimum required is

vfs = 3). The length of each stringGi can then be calculated, using Equation 4.1:

L = (pfs + vfs)× ℓ = (2 + 4)× 4 = 24
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Table 4.2: Example variables and ranges for GAuGE example. Four variables

compose the problem, each with an associated range.

Variable minj max j

v0 0 7

v1 0 7

v2 0 7

v3 0 7

Consider the same genotype string as in the previous example:

Gi = 001001101101010100010010

The first mapping step createsXi, using the chosenpfs andvfs parameters:

X0
i = (00)2 = 0 X̃0

i = (1001)2 = 9

X1
i = (10)2 = 2 X̃1

i = (1101)2 = 13

X2
i = (01)2 = 1 X̃2

i = (0100)2 = 4

X3
i = (01)2 = 1 X̃3

i = (0010)2 = 2

SoXi can be defined as:

Xi =
(
(0, 9), (2, 13), (1, 4), (1, 2)

)

The second mapping step creates the string of desired specifications,Di, using

Equations 4.2 and 4.3:

D0
i = 0 mod (4− 0) = 0 D̃0

i = 9

D1
i = 2 mod (4− 1) = 2 D̃0

i = 13

D1
i = 1 mod (4− 2) = 1 D̃0

i = 4

D1
i = 1 mod (4− 3) = 0 D̃0

i = 2
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SoDi can be defined as:

Di =
(
(0, 9), (2, 13), (1, 4), (0, 2)

)

The third mapping step creates the string of real specifications,Ri, using Equa-

tions 4.4 and 4.5. In order to do so, the setsAj
i must also be defined; for the first

pair of specifications, this gives:

A0
i = {0, 1, 2, 3} R0

i =
(
A0

i

)

0
= 0 R̃0

i = 9 mod (7− 0 + 1) + 0 = 1

For the second pair, the setA1
i is {1, 2, 3}, as the elementR0

i = 0 was removed

from it, soR1
i andR̃1

i can be calculated as:

A1
i = {1, 2, 3} R1

i =
(
A1

i

)

2
= 3 R̃1

i = 13 mod (7− 0 + 1) + 0 = 6

The third pair is calculated in the same fashion:

A2
i = {1, 2} R2

i =
(
A2

i

)

1
= 2 R̃2

i = 4 mod (7− 0 + 1) + 0 = 4

And finally the fourth pair:

A3
i = {1} R3

i =
(
A3

i

)

0
= 1 R̃3

i = 2 mod (7− 0 + 1) + 0 = 2

SoRi can be defined as:

Ri =
(
(0, 1), (3, 6), (2, 4), (1, 2)

)

Finally, with the fourth mapping step, the phenotype stringPi can be created, by

using Equation 4.6:

P 0
i = 1 P 3

i = 6 P 2
i = 4 P 1

i = 2

So the phenotype stringPi, ready for evaluation, is:

Pi = 1, 2, 4, 6
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4.3.3 Implementation

Once the mapping process is formalised, the choice of implementation is, quite

simply, a matter of taste. Different programming languagescan be used, as well

as recursive or iterative algorithms; the only difference between these approaches

will be their speed of execution. In this section, the algorithmic approach used

throughout this work is presented; grammar-based approaches have also been used

previously (Ryanet al., 2002; Ryan & Nicolau, 2003).

An Algorithmic Approach

Algorithmic implementations of the GAuGE mapping process are surprisingly

simple. Figure 4.10 presents a fast and effective implementation.

0 GAuGE(X[],P[],l)

1 A=[false,false,...,false]

2 for i=0 to l-1

3 D=X[i*2] mod (l-i)

4 R=-1

5 for j=0 to D

6 R=R+1

7 while A[R]==true R=R+1

8 A[R]=true

9 P[R]=X[i*2+1] mod range

Figure 4.10: Pseudo-code for GAuGE mapping implementation. A single pass is

made through the integer string, to calculate its real specifications.

The code defines a functionGAuGE(), receiving the integer stringX and pro-

ducing the phenotype stringP. Note that it is assumed that the first mapping step

(Φ1) has already been done, transforming a genotype stringG into the integer

stringX.
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Line 1 starts by initialising a vectorA, of ℓ elements, all set to false; this set

is used to flag phenotypic positions already taken. This is followed by lines2-9,

which define a loop for variablei, over the length of the phenotype string.

Line 3 defines the desired position for the current specification; this is equiv-

alent to mapping stepΦ2 (page 62).

Lines4-7 define a loop for variablej, to find the real position (to be stored in

R) corresponding to the desired position (stored inD). Line4 starts by initialising

the real position to index-1, which is followed by the actual loop. The loop

increases the real specificationD times, and every time a position currently set by

R is already taken in setA, the value ofR is adjusted forward.

After the loop,R contains the real phenotypic position for the current variable.

Line8 flags that position as being taken, and finally line9 assigns the correspond-

ing value, mapped to the output variables range, to the position specified inR (as

per Equation 4.6).

4.3.4 Alternative Approaches and Extensions

There are several alternatives to the approaches highlighted. For example, differ-

ent values for thepfs parameter could be used, as position specifications towards

the right side of the string have a smaller range of values to choose from; this

could make the binary strings more compact, thus reducing the search space size.

Similarly, differentvfs parameters could be used per variable (as each variable

can have a specific range); again, this would have the effect of further reducing

the size of binary strings. The disadvantage of these approaches would be the loss

of modularity in two ways:

• the separation of mapping steps would no longer be possible:the string

would have to be analysed in a serial fashion (each position field fully de-

coded from binary to real specification, prior to decoding its value from

binary, and prior to calculating any other variable);

• specification pairs could no longer be neatly separated intochunks of(pfs +

vfs) bits; instead, each gene would have a different length.
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Another possible implementation is to use an integer-basedsearch algorithm, spe-

cific to GAuGE. This could for example limit the positions specified by the first

positionfield to the range{0 . . . ℓ − 1}, the second one to{0 . . . ℓ − 2}, etc, and

force mutation operations to respect these ranges; similarly, mutation operations

could be forced to respect the range of value specifications.The disadvantage of

such an approach would be the loss of independence between the search engine

and the mapping process.

Finally, many other implementations of the mapping processare possible; a

recursive approach, in particular, would be quite suitablefor this process.

4.4 Conclusion

The influence of GE on the objectives, design and implementation of GAuGE is

obvious and quite strong. Both are mapping processes, independent of the search

algorithm used; both make use of themod operator, to map a specification to the

context in which it appears; and both produce phenotype solutions that need no

repair.

The mapping process meets the objectives set out from the start:

• It is a simple and fast process: only a few lines of code are required to

implement it;

• It produces fully-specified phenotype strings (in other words, under- or

over-specification are not an issue);

• No repairing mechanisms are required during mapping or whenapplying

genetic operators;

• It is fully independent of the search engine employed.

The modularisation of its mapping process has advantages and disadvantages,

which are related to those observed with GE. The next chapters will analyse these,

as well as provide empirical evidence to the feasibility of aGAuGE system, and

its applicability.
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Chapter 5

System Setup

I n order to be able to compare the sGA with the new extensions introduced by

GAuGE, a standard setup to use across all problems is required. In this chap-

ter, the settings for the various parameters are discussed,both for the sGA and

GAuGE. The tools for measuring performance are then discussed, along with the

experimental setup used.

5.1 Parameters

As with many search engines, genetic algorithms require thevalues of a set of

parameters to be chosen. The choice of these parameters is often left to experi-

mentation, and can seriously affect the performance of the system.

For this reason, in the experiments conducted in this thesisthe same set of pa-

rameters was used with both GAuGE and the sGA, and was not changed between

different experiments (with a few exceptions, dully notified). This section starts

by presenting and justifying the parameters used with the sGA, and follows on

with the extra ones required for GAuGE.
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5.1.1 sGA Parameters

The standard GA setup used throughout this thesis was already introduced in

Chapter 2. It evolves a population of binary strings, using MGG (Satohet al.,

1997) as the selection/replacement strategy, with one-point crossover limited to

gene boundaries, and bit-wise mutation.

Representation

The problem encoding is straightforward in most of the problems tackled: each

gene corresponds to one phenotypic variable. To relate to terms used in GAuGE,

the length of each gene in the sGA is denominatedvfs (value field size, page 56),

as the sGA encodes only the values of variables. When the range of the phenotypic

variables is a power of two, the minimum value forvfs (referred to asminvfs) is

used (e.g., if the range is0 . . . 7, a setting ofvfs = 3 is used):

vfs = minvfs (5.1)

In problems where this is not the case, thead hocsetting used will be specified.

The length of each genotype string is therefore:

L = vfs × ℓ (5.2)

whereℓ is the length of the problem (i.e., the number of phenotypic variables).

Population Sizing and Generation Count

No effort was made to optimise population sizing in any of theexperiments con-

ducted. Some models for population sizing were introduced throughout the years,

mostly relating it to the problem size; one of the most famousis the Gambler’s

Ruin Model (Hariket al., 1999b; Sastry, 2002). Unfortunately, these models make

assumptions about the structure of the problems, which are not matched by most

of the problems analysed in this thesis.

The approach taken was therefore to set the population size to 100 individuals:

N = 100 (5.3)
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In cases where the problem was found to be too hard, bigger population sizes were

used, to introduce further variety in the initial population.

As a rule of thumb, the evolutionary cycle was allowed to run for a maximum

of 1600 generations:

G = 1600 (5.4)

If the problem was solved much earlier, however, only part ofthis evolutionary

process will be considered.

Genetic Operators

As with the previous parameters, the probabilities of applying genetic operators

were not subject to optimisation. For the crossover operator, the standard proba-

bility of GE (O’Neill & Ryan, 2003) was used:

Pc = 0.9 (5.5)

For the mutation operator, as a default value, most researchers tend to use

0.01 as the (bit-level) mutation probability, and this is the setup used with GE as

well (O’Neill, 2001); in this thesis, however, the wide range of problem lengths

(substantially increased whenvfs becomes large) forbids the use of a set value

across all problems. For this reason, the following equation was used, to set the

probability of mutation:

Pm(val) =
1

vfs × ℓ
(5.6)

This formula results in an average of one mutation event per individual, regardless

of the binary length of the strings used.

5.1.2 GAuGE Parameters

The GAuGE mapping process has already been explained in Chapter 4, and its

implementation in Section 4.3.3. The only change required to the sGA is tied with

its length: as position fields are also encoded in the genotype strings, the length

of these strings will be different, when using GAuGE together with the sGA. The

two extra parameters required when using GAuGE are tied to its position fields,

and are explained in this section; all other parameters are equal to the sGA.
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Representation

As GAuGE requires the encoding of a position field for each phenotypic variable,

the length of each gene is increased. Therefore, when using GAuGE, the length

of each gene will bepfs + vfs, rather than justvfs in the sGA, and the length of

the genotype strings is increased, as per Equation 4.1, reproduced here:

L = (pfs + vfs)× ℓ (5.7)

Because a binary GA is used, certainpfs settings can result in biases towards

specific position specifications. In order to soften those, and to provide a general

approach across all problems, the following general formula was used:

pfs = minpfs + 2 (5.8)

whereminpfs is the minimum number of bits required to encode the number of

phenotypic positions. Why this softening of biases is required, even for problems

where the problem length is a power of two, is explained in Chapter 7.

Genetic Operators

Because the position field required for GAuGE is inserted into each gene, the

crossover operator used with the sGA will only occur in between(position,value)

pairs. This means that the same crossover operator can be used with GAuGE,

without any modifications (its effects on the GAuGE mapping are analysed in

Chapter 7).

The mutation operator is also used unmodified. However, as the length of the

position and value fields can be substantially different, different settings are used

for the mutation of each field. The mutation for value fields isthe same as for the

sGA (Equation 5.6); the mutation for position fields is similar:

Pm(pos) =
1

pfs × ℓ
(5.9)
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5.2 Experiments

In the next chapters, the sGA and GAuGE are compared across a variety of prob-

lem domains. It is thus essential to establish a standard across all experiments, in

order to ease their analysis.

5.2.1 Experimental Setup

Due to the stochastic nature of genetic algorithms, when solving a problem, each

system was ran 100 times. These runs used sequential random seeds, and those

random seeds were the same for the sGA and GAuGE.

The choice of method to report the results obtained is a tricky one. When com-

paring the performance of two systems, a few methods are usedin the literature;

some of these are mentioned below.

Cumulative Frequency of Success

A standard measure still used by most researchers is to plot the cumulative fre-

quency of successacross generations, that is, the number of runs that have found

a solution at each point in time. Although research has shownthat it does not

correlate well to the evolutionary process (Luke & Panait, 2002), it is still one of

the most popular measures of performance.

Graphs like these assume that a solution is either right or wrong, with no

difference between good or bad solutions. Furthermore, they take into account

outlying results: if a run finds a solution purely at random and against the average

results obtained, that result is incorporated into the graph, clearly giving a wrong

measure of performance; this can result in substantially different graph shapes,

depending on the number of runs. Finally, if a problem is too hard and no optimal

solutions are found across all runs for each system, then this kind of measure

becomes meaningless, as two flat lines will be plotted.

Nevertheless, this measure does give an indication of how often a problem is

solved by an algorithm, and it is thus used throughout this thesis, but comple-

mented with fitness measures, as detailed below.
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Mean Best Individual

Another graph which is quite common in the literature is to plot the best individual

across time, averaged across all runs. This graph aims at illustrating the fitness

progression of the best individual of the population; it allows, at a quick glance,

to observe many characteristics of each system, such as convergence (in the sense

of finding a solution across several runs), their relative performance at each point

in time, etc.

The fact that the results plotted are averaged across all runs makes this measure

more resilient against outlying results; the more runs are done, the more it is so1.

However, because it is based on the average, this graph givesno information about

the diversity of results across all runs for each system.

This graph is used when reporting results across all experiments in this thesis,

and is complemented with cumulative frequency of success plots. In order to

address the issue of diversity across runs, error bars are used; the significance of

these error bars is explained in Section 5.2.2.

Mean Average Individual

Finally, a graph which is often used by many researchers plots the mean individual

of the population, averaged across all runs. The reasoning behind it is that, by

analysing the average individual (and thus plotting an average of averages), the

results are even less influenced by outlying results.

One of the main problems with this measure is the fact that different re-

placement strategies can produce substantially differentmean average results,

while producing the same (or even inverted) mean best results. Heavily elitist ap-

proaches for example, such as steady-state (Whitley, 1989), keep a much higher

average fitness on the population, when compared to the traditional generational

approach (Holland, 1975). For these reasons, this measure is not applied to the

results reported in this thesis.

1It is generally established that an absolute bare minimum of30 runs should be made.
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5.2.2 Statistical Significance

When analysing results obtained with two systems, it is not an easy task to clearly

state if one system isbetter than the other. In a mean best individual plot, the fact

that one system performs better than the other across most time steps does not

necessarily mean that that system consistently produces better results: that higher

performance could be the result of an outlying run pushing the average to higher

values. The distance between the two results could also be questioned: when does

that distance become significant? Depending on the axis scale used, that distance

can be either very small or very large.

In order to prove thestatistical significanceof the results obtained, most re-

searchers apply statistical tests to the data observed. Oneof the most used tests is

theStudent’s T-Test: given two data sets, each characterised by its mean, standard

deviation and number of data points, a t-test can be used to determine whether the

means of the sets are distinct, provided that the data distributions can be assumed

normal.

By applying a t-test at a given moment in time, one can establish if a system’s

mean performance isstatistically superiorto the other. The choice of that moment

in time, however, is crucial: if chosen too soon, both systems might not have

had enough time to improve their relative performance; if chosen too late, both

systems might have solved the problem, and no difference will exist in their mean.

This time-dependenceof the t-test does not bound well with the notion of an

evolutionary process, unless it is applied at every generation. For this reason, in

this thesis, a different method was chosen to test the statistical significance of the

results obtained. This is described below.

Reporting Performance and Statistic Significance

As mentioned previously, the graphs produced plot the mean best individual for

both the sGA and GAuGE, at each generation:

E(F g) =
1

n

n∑

i=1

F g
i (5.10)
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wheren is the number of runs,g is the current generation, andF g
i is the perfor-

mance measured for runi at generationg.

In order to analyse the spread of the performance of each system across all

runs, error bars are plotted at each generation. These errorbars are based on the

notion ofstandard error(Se) of the mean:

Se(E(F g)) =
σ√
n

(5.11)

whereσ is the standard deviation of the mean best individual:

σ =

√
√
√
√

1

n

n∑

i=1

(F g
i − E(F g))2 (5.12)

One of the advantages of using a standard error measure is that, as the sample

sizen tends to infinity, the Central Limit Theorem (Tijms, 2004) guarantees that

the sampling distribution of the mean is normal. As a consequence of having a

normal distribution, one can compute a confidence interval for the mean; more

precisely, for the95% confidence interval, there is a probability equal to0.95 that

the true values of the mean best individualE(F g) are within the interval

[E(F g)− αg(n), E(F g) + αg(n)]

with the confidence margins defined as

αg(n) = 1.96× Se(E(F g)) . (5.13)

Example

Figure 5.1 shows an example mean best individual plot, comparing two systems,

labelled A and B. After a quick glance of the graph, it is clearthat system B is

clearly superior to system A; this is shown by the higher meanbest performance

throughout the evolutionary run, which by generation 20 becomes statistically

significant, to a95% confidence level.

An interesting fact about system A, however, is that it produces more consis-

tent results, regardless of the random seed used; the error bars up to generation 45

are smaller than system B. Nevertheless, its performance ispoorer, so system B is

clearly a better system, for this problem.
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Figure 5.1: Example mean best individual plot. Systems A andB are run 100

times with different random seeds; the average best individual per generation is

plotted. The95% confidence interval is plotted at each data point, for both sys-

tems.
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5.3 Conclusions

When comparing two systems, to highlight their advantages and drawbacks, it is

essential to properly define the experimental setup to use, as well as to choose

suitable measures for their performance. In this chapter, astandard setup was

chosen to compare the sGA and GAuGE; this not only ensures theconsistency of

the results obtained, but also the replicability of the results.
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Chapter 6

Proof of Concept

A fter the design and implementation of the system, the next obvious step is

its application to benchmark problems. This is an importantstep: it allows a

comparison of the performance of GAuGE versus a standard GA,to highlight its

advantages and drawbacks.

This chapter starts by looking at the Mastermind problem, chosen specifically

to highlight the advantages the GAuGE mapping can provide, when compared to

a standard GA. It then compares the two systems across a wide range of bench-

mark problems, classified into the following categories: simple binary problems,

hierarchical problems, and deceptive problems.

6.1 Mastermind

As a proof of concept for GAuGE, a problem requiring the evolution of represen-

tation would be suitable; in other words, a problem illustrating the advantage of

evolving both the location and contents of each phenotypic variable. To this end,

a variation of the Mastermind1 game was chosen, and the results obtained were

compared to a sGA using a similar encoding (Ryanet al., 2002).

1Mastermind is a registered trademark of Pressman Toy Corporation, by agreement with Invicta

Toys and Games, Ltd., UK.
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6.1.1 Description of Problem

In the original Mastermind game, one player is thecodebreakerand tries to deduce

a hidden configuration of four coloured pins, set by thecodemaker, by having a

maximum of ten guesses at it. The pins come in six different colours. Each guess

has a score of black and white markers, a black marker indicating that one of the

pins has the right colour and is in the right position, and a white marker indicating

that a pin has the right colour, but is incorrectly placed; Figure 6.1 shows some

examples of attempts at breaking a code. There have been previous applications

of genetic algorithms to solve this game (Bernieret al., 1996; Bentoet al., 1999;

Kalisker & Camens, 2003).

In these experiments, a modified version of Mastermind is used. First of all,

numbers are used to represent colours, and the information available to thecode-

breaker is somewhat reduced. When a combination of pins is to be evaluated,

it receives one point for each pin that has the right colour, and if all pins are in

the correct order, then the fitness points are doubled - in other words, information

about the correct placement of pins is only given after all the correct colours have

been found. Some examples are shown in Figure 6.2.

There is a deceptive aspect to this problem. If an individualis composed of

all the correct pins but in the wrong order, it has reached a local optimum; since

at least two pins are wrongly placed, then the global optimumis always at least at

a hamming distance of two from every local optimum (since at least two values

will need to be changed).

There is a good degree of control over the size and shape of thesearch space.

By recalling combinatorial notions, we see that the size of the search space (i.e.

all possible combinations ofp pins usingc colours) is given by the formulacp.

The number of local optima can also be calculated with the following formula:

p!
∏n

i=1(xi)!
− 1

wheren is the number of colours in the solution, andxi is the number of times

colouri appears in the solution.

This version of Mastermind thus has the following characteristics:
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Figure 6.1: Example of the standard Mastermind game. Thecodemakersets a

four pin code, shown on top. Thecodebreakerthen tries to guess the hidden

code. In his first attempt, two pins matched both the colour and position of two

solution pins, so a score of two black markers is given; in hissecond attempt, two

pins matched only the colour but not the position of solutionpins, so two white

markers are given instead. The game finishes when the colour of all four pins has

been discovered and in the right positions (score of four black markers), or when

ten attempts have been unsuccessful.
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Figure 6.2: Example of the deceptive Mastermind game. Everytime a correct

colour appears on the attempted solution, a fitness point is given. Information

about the correct ordering of pins does not appear until all colours in the attempted

solution match the code; in this case, the fitness score is doubled if all pins are in

their correct positions, for a maximum fitness of eight points (in the case of a

four-pin code).
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• it is easy to implement and quick to evaluate;

• it has scalable difficulty;

• it has a defined search space with local optima;

• it illustrates the ordering performance of algorithms.

The nature of the problem suggests that both the sGA and GAuGEshould

perform equally well, until finding the set of all correct colours. However, once

that set has been found, the representation used by GAuGE should allow it to

search for the correct combination of colours, while the sGAwill lack that ability.

6.1.2 Experimental Setup

GAuGE and the sGA were compared over a range of different numbers of colours

(4 and8) and pins (4, 6, 8 and10). For each number of colours, a solution was

randomly generated, and truncated to the number of pins used(see Table 6.1).

Table 6.1: Solutions used for each combination of number of pins and colours

(colours are represented by numbers), along with number of local optima.

Colours Pins Solution Number of local optima

4 4 3 2 1 3 11

4 6 3 2 1 3 1 3 59

4 8 3 2 1 3 1 3 2 0 1679

4 10 3 2 1 3 1 3 2 0 1 1 12599

8 4 7 6 1 3 23

8 6 7 6 1 3 1 7 179

8 8 7 6 1 3 1 7 2 4 10079

8 10 7 6 1 3 1 7 2 4 1 5 604799

The encoding of solutions on genotype strings is straightforward. In the case

of the sGA, it consists of a sequence of colours (numericallyencoded); as only
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four and eight colours were used, this means that either two or three bits were

used to encode each colour. The length of the binary strings evolved is thus easy

to calculate: for example, for solutions with4 colours and4 pins, strings ofL =

vfs × p = 2× 4 = 8 bits are required; for8 colours and10 pins,3× 10 = 30 bits

are required.

The encoding of the value fields in GAuGE is identical. For theposition fields

(pfs parameter), some form of bias control is required, as the lengths evolved

are not all powers of two: using Equation 5.8, this parameteris set topfs =

minpfs + 2. Thus for4 pins, for example,pfs = 2 + 2 = 4, whereas for10 pins,

pfs = 4 + 2 = 6.

Table 6.2 shows all the settings used with both systems; these are based on the

setup described in Section 5.1.

Table 6.2: Experimental setup for the Mastermind experiments.

Replacement strategy: MGG

Crossover operator: 1-point

Problem length (ℓ): 4,6,8,10 (number of pins)

Population size (N): 100

Max. number of generations: 1600

(GAuGE only) Position field size (pfs): minpfs + 2 bits

Value field size (vfs) (4 colours): 2 bits

Value field size (vfs) (8 colours): 3 bits

Crossover probability: 0.9

(GAuGE only) Position mutation probability: 1/(minpfs × ℓ)

Value mutation probability: 1/(vfs × ℓ)

6.1.3 Results

Figures 6.3 to 6.6 show the results for the experiments usingfour colours and4,

6, 8 and10 pins respectively; Figures 6.7 to 6.10 show the same but for the exper-
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iments using 8 colours. Each pair of graphs shows the best fitness per generation,

averaged across100 runs, and the cumulative frequency of success. For the mean

best fitness, error bars plot the confidence interval, as explained in Section 5.2.2.

The results obtained with4 colours, with4 and6 pins are practically identical

for both systems; this is because the search space is small, resulting in many

perfect solutions already being present in the initial population. It is only when the

number of pins reaches8 that differences between the two systems are observable.

These are particularly accentuated on the cumulative frequency of success graphs:

on some of these, there is a three to four-fold increase in thenumber of successful

runs when using GAuGE.

The results obtained with8 colours accentuate even further the difference be-

tween the two approaches, particularly when solving problems with6 and8 pins.

The setting of8 colours and10 pins seems to be quite hard for both systems,

although there is some improvement over time with GAuGE.

The mean best fitness graphs highlight some interesting characteristics of this

problem. Reaching the stage where all the colours are correct is an easy task, and

both systems can handle it well. However, once the problem becomes too hard

for the sGA, all runs simply converge to the local optima, andthus share the same

mean fitness (particularly observable in Figures 6.9 and 6.10); GAuGE is still able

to improve fitness beyond local optima, but the stochastic nature of the search is

illustrated by its much larger confidence intervals for the mean, on those plots.

6.1.4 Conclusions

The results obtained with this problem illustrate the flexibility of the representa-

tion used with GAuGE. It allows for permutations on the orderof the phenotypic

variables, allowing it in this case to escape local optima, by changing the order of

the pins in the solution, and thus reaching the global optimum.

As there is no directed search for the correct ordering of pins, once the correct

colours have been found it is clearly a case of random search to order them. This

however highlights the extension that GAuGE provides to thesGA, as it is able to

break the(position, value)associations of variables, which the sGA alone cannot.
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Figure 6.3: Results for the Mastermind experiments, using4 colours and4 pins.

Population size is 100 individuals, evolved during 1600 generations (only the first

800 are plotted). The top graph plots the mean best individual across all runs, with

error bars plotting the95% confidence interval observed; the bottom graph plots

the cumulative frequency of successful runs, per generation (across 100 runs).
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Figure 6.4: Results for the Mastermind experiments, using4 colours and6 pins.

Population size is 100 individuals, evolved during 1600 generations (only the first

800 are plotted). The top graph plots the mean best individual across all runs, with

error bars plotting the95% confidence interval observed; the bottom graph plots

the cumulative frequency of successful runs, per generation (across 100 runs).
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Figure 6.5: Results for the Mastermind experiments, using4 colours and8 pins.

Population size is 100 individuals, evolved during 1600 generations. The top

graph plots the mean best individual across all runs, with error bars plotting the

95% confidence interval observed; the bottom graph plots the cumulative fre-

quency of successful runs, per generation (across 100 runs).

88



 0

 0.2

 0.4

 0.6

 0.8

 1

 0  200  400  600  800  1000  1200  1400  1600

F
itn

es
s

Generations

Mastermind (4 colours, 10 pins) - Mean Best Fitness per Generation (Pop 100, Gen 1600)

sGA
GAuGE

 0

 20

 40

 60

 80

 100

 0  200  400  600  800  1000  1200  1400  1600

R
un

s

Generations

Mastermind (4 colours, 10 pins) - Cum. Freq. of Success per Gen. (Pop 100, Gen 1600)

sGA
GAuGE

Figure 6.6: Results for the Mastermind experiments, using4 colours and10 pins.

Population size is 100 individuals, evolved during 1600 generations. The top

graph plots the mean best individual across all runs, with error bars plotting the

95% confidence interval observed; the bottom graph plots the cumulative fre-

quency of successful runs, per generation (across 100 runs).
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Figure 6.7: Results for the Mastermind experiments, using8 colours and4 pins.

Population size is 100 individuals, evolved during 1600 generations (only the first

800 are plotted). The top graph plots the mean best individual across all runs, with

error bars plotting the95% confidence interval observed; the bottom graph plots

the cumulative frequency of successful runs, per generation (across 100 runs).
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Figure 6.8: Results for the Mastermind experiments, using8 colours and6 pins.

Population size is 100 individuals, evolved during 1600 generations (only the first

800 are plotted). The top graph plots the mean best individual across all runs, with

error bars plotting the95% confidence interval observed; the bottom graph plots

the cumulative frequency of successful runs, per generation (across 100 runs).
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Figure 6.9: Results for the Mastermind experiments, using8 colours and8 pins.

Population size is 100 individuals, evolved during 1600 generations. The top

graph plots the mean best individual across all runs, with error bars plotting the

95% confidence interval observed; the bottom graph plots the cumulative fre-

quency of successful runs, per generation (across 100 runs).
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Figure 6.10: Results for the Mastermind experiments, using8 colours and10

pins. Population size is 100 individuals, evolved during 1600 generations. The

top graph plots the mean best individual across all runs, with error bars plotting

the95% confidence interval observed; the bottom graph plots the cumulative fre-

quency of successful runs, per generation (across 100 runs).
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This problem is a good example of the kind of problems for which GAuGE

is potentially useful; these are problems where not only must the system find

correct values, but also their correct ordering (and thus their relationship). The

disassociation between the position and value of each of thephenotypic variables

gives GAuGE the potential to achieve this double evolution:not only there is a

search for the contents of those variables, but there is alsoa search for the best

permutation of those values.

6.2 Simple Binary Problems

If GAuGE is to be a viable alternative to the sGA representation, then it must per-

form well on simple binary problems. To test its performanceon such problems,

this section applies both systems to some of the most common binary maximisa-

tion benchmarks in the GA literature. These results were originally published in

2004 (Nicolau & Ryan, 2004a).

6.2.1 OneMax

Description of Problem

The OneMax (or counting ones) problem is probably the singlemost used bench-

mark in the GA literature, and has been used since the inception of the field (Hol-

land, 1975); genetic algorithms typically excel when applied to this problem.

The problem is defined by the following formula:

f(x) =

ℓ−1∑

i=0

xi xi ∈ {0, 1}

whereℓ is the phenotype length, andxi the allele at positioni within that string.

The best individual is a binary string composed of all1s.

This is a problem where position independence is not an advantage, and nei-

ther is it an inconvenience. As the fitness of a binary string is defined solely by

the number of1s it contains, the actual position of those1s within the string does

not affect its fitness (see Table 6.3).
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Table 6.3: OneMax string examples. The fitness of each binarystring is defined

solely by the number of bits set to1 it contains, and not by their position within

the string.

Binary string Fitness value

00000000 0

00001111 4

11110000 4

01010101 4

10101010 4

11111111 8

Experimental Setup

The experimental setup used with OneMax is based on the standard values as

presented in Section 5.1.1 and in the Mastermind experiments, for both systems

(Table 6.4). OneMax instances of lengths128, 256 and512 bits were used for

these experiments.

The encoding is the simplest, when it comes to binary problems. On the sGA,

it consists of 1 bit per phenotypic variable, so for example the length of the binary

string for the OneMax instance of length128 is 128 bits.

With GAuGE the length of the binary strings is greatly increased. This is

because the major part of the genotype strings will encode the position of each

phenotypic bit: in the length128 OneMax problem, for example,minpfs = 7, as

27 = 128, sopfs = minpfs + 2 = 9, while 1 bit is used forvfs, which means that

the length of each genotype string isL = (9 + 1)× 128 = 1280 bits.

Note that, as the position of phenotypic variables is nonsensical in this prob-

lem, one could use just1 bit for the pfs parameter (or indeed0 bits, effectively

transforming GAuGE back to the sGA); however, all these experiments were ran

assuming no such information is available about the problem, and therefore the

experimental setup as described in Section 5.1.2 was used.
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Table 6.4: Experimental setup for the OneMax experiments.

Replacement strategy: MGG

Crossover operator: 1-point

Problem length (ℓ): 128, 256 and 512

Population size (N): 100

Max. number of generations: 1600

(GAuGE only) Position field size (pfs): minpfs + 2 bits

Value field size (vfs): 1 bit

Crossover probability: 0.9

(GAuGE only) Position mutation probability: 1/(minpfs × ℓ)

Value mutation probability: 1/(vfs × ℓ)

Results

Figures 6.11, 6.12 and 6.13 show the results obtained with OneMax instances of

length128, 256, and512, respectively. These show no difference of performance

between the two systems, both in terms of mean best fitness andcumulative fre-

quency of successful runs. This is a normal result, as changing the position of

individual bits in GAuGE does not affect the fitness value of the phenotypic string

in any way.

The slight better performance with GAuGE when larger problem instances

are used (see Figure 6.13) is due to its representation freedom, and has to do

with mixing. In GAuGE, different genotype strings have different representations

(particularly at the start of a run), so applying the 1-pointcrossover operator to

these strings will increase its mixing effect. The end result of this is that the

convergence of bits set to1 to specific locations at the genotypic level will be

slower in GAuGE, and thus somewhat facilitates the spreading of those bits set to

1 throughout the genotype strings, when crossover is applied.
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Figure 6.11: Results for the OneMax experiments, using 128 bits. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 6.12: Results for the OneMax experiments, using 256 bits. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 6.13: Results for the OneMax experiments, using 512 bits. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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6.2.2 ZeroOneMax

Description of Problem

This is a similar binary matching problem. It is defined by theformula:

f(x) =

ℓ−1∑

i=0

|(i + 1) mod 2− xi| xi ∈ {0, 1}

whereℓ is the phenotype length, andxi the allele at positioni within that string

(with positions ranging from0 to ℓ− 1). For this problem, the best individual is a

binary string composed of0s and1s constantly alternated.

This problem differs from OneMax, in that the phenotypic position of individ-

ual bits matters (as seen in Table 6.5). This means that the disassociation between

position and value which occurs in GAuGE is a disadvantage for this problem, as

changing the position of a value can adversely affect the fitness of the resulting

phenotype string.

Table 6.5: ZeroOneMax string examples. The fitness of each binary string de-

pends not only on the number of0s and1s it contains, but also on their correct

(alternated) placement within the string.

Binary string Fitness value

00000000 4

00001111 4

11110000 4

01010101 8

10101010 0

11111111 4

Experimental Setup

The representation and experimental setup used are identical to those used for the

OneMax problem (see Section 6.2.1).
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Results

Figures 6.14, 6.15 and 6.16 show the results obtained with ZeroOneMax instances

of length128, 256, and512, respectively. These show a clear advantage for the

sGA, which is accentuated with larger problem instances.

The Mastermind problem was an example of the class of problems where the

representation used with GAuGE is an advantage; this problem is the opposite

example, that is, it represents the class of problems where the approach taken with

GAuGE can be detrimental. In ZeroOneMax, each variable is bound to a specific

phenotypic location, and has no relationship with the othervariables composing

the problem, so the representation used with GAuGE, which allows the search for

permutation of discovered values, is clearly a disadvantage.

For the sGA, this problem is identical to OneMax, as can be observed in the

plots provided. This is an expected result: for any binary problem where the ob-

jective is to match a target binary string (see also Section 6.2.3), the performance

of the sGA will be the same, as it does not change the position of each variable.

This is clearly not the case with GAuGE. The way the system evolves repre-

sentation, through a disassociation of the position and thevalue of each pheno-

typic variable, makes it easy for GAuGE to change the original position where a

variable was found, when applying genetic operators at the genotypic level; for

absolute ordering problems such as this one, where the function of a variable is

hard linked to its location, this is an undesirable feature.

Note, however, that GAuGE does solve this kind of problem, although not

within the same time frame as the sGA. In order to respect the (position, value)

associations, the GAuGE population must first converge to anaccepted represen-

tation across all individuals; once this is achieved, GAuGEeffectively acts as a

sGA (except for occasional position field mutations). This is not necessarily what

happens in other problems, however.
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Figure 6.14: Results for the ZeroOneMax experiments, using128 bits. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 6.15: Results for the ZeroOneMax experiments, using256 bits. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 6.16: Results for the ZeroOneMax experiments, using512 bits. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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6.2.3 Binary Matching

Description of Problem

This is the last simple binary problem analysed. It is definedby the formula:

f(x) =

ℓ−1∑

i=0

|yi − xi| xi, yi ∈ {0, 1}

whereℓ is the phenotype length,xi is the allele at positioni within that string

(with positions ranging from0 to ℓ − 1), andyi is the element at positioni of a

randomly created binary string. The best individual in thiscase is a binary string

equal to the randomly created one. The following binary sequence was used as a

target (smaller problem instances used a sub-string of thissequence):

0011101100001101101111010110101100110000100001110001011000110010

1001011101011011000100001100010111000111110001000100110010101011

0001110111001000100000000100011000100101101100000011101011111010

0010010000000001100010101010011000100101011010001001001100111011

1101010111100011111010101010100001010011100011110001000110110111

0001001011111111101010110100101110011101001110101011100101101010

0010010000010000110011111011100101011111011000010100100001110110

1110010011101001100010101111000011110001001101011011101001001001

Experimental Setup

As before, the representation and experimental setup used are identical to those

used for the OneMax problem (see Section 6.2.1).

Results

Figures 6.17, 6.18 and 6.19 show the results obtained with problem instances of

length128, 256, and512, respectively; as with the ZeroOneMax problem, these

show a clear advantage for the sGA. These results are to be expected, as the Ze-

roOneMax problem can be seen as a Binary matching problem (for which the

target string is a string composed of0s and1s alternated).
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Figure 6.17: Results for the BinMatch experiments, using 128 bits. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 6.18: Results for the BinMatch experiments, using 256 bits. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 6.19: Results for the BinMatch experiments, using 512 bits. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).

108



6.2.4 Conclusions

The results with GAuGE on simple binary problems are mixed. As long as the

value of a variable is not bound to a specific phenotypic position (as in the One-

Max problem), then GAuGE performs as well as the sGA.

If, however, the fitness contribution of a value is hard-linked to a phenotypic

position, then the performance of GAuGE drops considerably. This has to do with

the freedom given to the system to break the(position, value) associations that

were previously found to contribute to fitness.

6.3 Hierarchical Problems

The next class of problems analysed are hierarchical problems. These are prob-

lems where the fitness contributions of each phenotypic variable (or sets of vari-

ables) depends on the existence/correctness of other variables. They are typically

used to measure the effectiveness of a genetic algorithm to mix previously discov-

ered chunks of fit data (building blocks).

It is interesting to note, however, that these problems are typically designed

with the sGA representation in mind, that is, related variables are placed together

in the problem design. As a result, the sGA typically performs quite well in

these problems, when compared to other search techniques (although research has

shown that this is not necessarily always the case (Mitchell& Holland, 1993)).

A few exceptions in the literature have addressed this issueand presented vari-

ations of these problems, such as the design and applicationof scrambling codes

to the problem representation (Pelikan & Mülhenbein, 1999; Knjazew, 2002;

Ohnishiet al., 2004). In the experiments performed here, for each problem, the

standard, “sGA friendly” version is used, along with a version using a different

representation. Both systems are compared across all problem variations.
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6.3.1 BinInt

Description of Problem

The BinInt problem is an exponentially scaled problem, defined by the formula:

f(x) =
l−1∑

i=0

xi2
l−i−1 xi ∈ {1, 0}

where l is the string length, andxi the allele at positioni (with positions in a

phenotype string ranging from0 to l − 1). This problem has the interesting char-

acteristic that the salience of each allele is higher than the combined marginal

fitness contributions of all the following alleles. This means that within an indi-

vidual (phenotype), the fitness contributions decrease from left to right. Although

the fitness contribution of each phenotypic variable is independent of all the other

variables, the exponential factor applied to fitness contributions effectively estab-

lishes a ranking between all variables. Table 6.6 shows someexamples of pheno-

type strings and their fitness.

Table 6.6: BinInt string examples of8 bits. Although the best string is composed

of all 1s, the fitness contribution of each phenotypic position is exponential across

the string.

Binary string Fitness value

01111110 126

01111111 127

10000000 128

11111111 255

This problem was first introduced by Rudnick (Rudnick, 1992), who used it

to investigate the phenomenon ofdomino convergence(the convergence speed of

building blocks). Its convergence time complexity was later measured by Thierens

et al. (Thierenset al., 1998), to illustrate the idea of the temporal-salience structure

of problems. GAuGE was first applied to it in 2003 (Nicolau & Ryan, 2003).
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Experimental Setup

The experimental setup used for this problem is shown in Table 6.7; this is the

same setup as used for the simple binary problems (see Section 6.2).

Table 6.7: Experimental setup for the BinInt experiments.

Replacement strategy: MGG

Crossover operator: 1-point

Problem length (ℓ): 16, 32 and 64

Population size (N): 100

Max. number of generations: 800

(GAuGE only) Position field size (pfs): minpfs + 2 bits

Value field size (vfs): 1 bit

Crossover probability: 0.9

(GAuGE only) Position mutation probability:1/(minpfs × ℓ)

Value mutation probability: 1/(vfs × ℓ)

Results

Figures 6.20, 6.21 and 6.22 show the results obtained with problem lengths of

16, 32 and 64 bits. The performance of both systems is quite similar, which can

be seen by both the mean best individual plots and the cumulative frequency of

success plots. Again, this seems to show that the extra representation freedom

offered by GAuGE does not seem to improve nor deteriorate itsperformance, as

compared to the sGA.

It is interesting to notice that the extra mixing capability, mentioned in Section

6.2.1, seems to give GAuGE an extra edge at the start of the runs, albeit briefly,

as can be seen by the mean best individual plots. This is not significant however,

and is not reflected in the cumulative frequency of success plots.
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Figure 6.20: Results for the BinInt experiments, using 16 bits. Population size is

100 individuals, evolved during 800 generations. The top graph plots the mean

best individual across all runs, with error bars plotting the 95% confidence in-

terval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 6.21: Results for the BinInt experiments, using 32 bits. Population size is

100 individuals, evolved during 800 generations. The top graph plots the mean

best individual across all runs, with error bars plotting the 95% confidence in-

terval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 6.22: Results for the BinInt experiments, using 64 bits. Population size is

100 individuals, evolved during 800 generations. The top graph plots the mean

best individual across all runs, with error bars plotting the 95% confidence in-

terval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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6.3.2 InvBinInt

Description of Problem

This is a variation of the BinInt problem, where an individual is evaluated as an

inverted binary number, i.e. encoded from right to left. It is defined by the formula:

f(x) =

l−1∑

i=0

xi2
i xi ∈ {1, 0}

wherel is the string length, andxi the allele at positioni. This problem is sim-

ilar to BinInt, only now the salience of each allele is higherthan the combined

marginal fitness contributions of all theprevious genes (see Table 6.8).

Table 6.8: InvBinInt string examples of8 bits. Although the best string is com-

posed of all1s, the fitness contribution of each phenotypic position is different.

Binary string Fitness value

01111110 126

11111110 127

00000001 128

11111111 255

Experimental Setup

The experimental setup is identical to that used for the BinInt problem.

Results

Figures 6.23, 6.24 and 6.25 show the results obtained. Theseare identical to

the BinInt results, and therefore suggest that the salient hierarchy which exists

between the variables is position independent, and does notaffect the performance

of the crossover operator. As a result, the freedom of GAuGE to adapt to different

problem representations does not provide any extra performance for this problem.
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Figure 6.23: Results for the InvBinInt experiments, using 16 bits. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 6.24: Results for the InvBinInt experiments, using 32 bits. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 6.25: Results for the InvBinInt experiments, using 64 bits. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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6.3.3 HIFF

Description of Problem

The Hierarchical-if-and-only-if (HIFF) problem (Watson &Pollack, 1999) is a

problem defined over successive levels of building blocks, designed specifically to

test the ability or otherwise of an algorithm to discover lowlevel building blocks,

and to correctly combine them.

The problem is defined as follows. At the bottom level of hierarchy, each non-

overlapping adjacent pair of bits constitutes a block and has two solutions,00 and

11; if any of these solutions is met, fitness is rewarded. Similarly, at the second

level of hierarchy, pairs of blocks from the first level are fitif they are equal, that

is, the sequences0000 and1111. Blocks of size8, 16, etc, are rewarded over

subsequent levels up to the complete string. The fitness contribution for a block

of 1 bit is 1, and the fitness of blocks doubles at each level. Figure 6.26 shows

some examples of individuals, their evaluation and their fitness.

0
︸︷︷︸

1

0
︸︷︷︸

1
︸ ︷︷ ︸

2

0
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1

0
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1
︸ ︷︷ ︸

2
︸ ︷︷ ︸

4

0
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1

0
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1
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1
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1

0
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1
︸ ︷︷ ︸

0
︸ ︷︷ ︸

0

Figure 6.26: Examples of HIFF fitness calculation. Both individuals receive1

fitness point per bit at the lowest level. At the next level, however, the first indi-

vidual receives2 × 2 fitness points, as both blocks of2 bits are fit, whereas the

second individual receives only1× 2 fitness points (block10 awards no fitness).

Finally, at the highest level, the first individual receivesan extra4 points, whereas

the second one receives none (only the blocks0000 or 1111 would be awarded

fitness). The fitness scores are therefore4 + 4 + 4 = 12 for the first individual,

and4 + 2 + 0 = 6 for the second one.
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Formally, the problem is defined by the following function:

f(B) =







1 if |B| = 1

|B|+ f(Bl) + f(Br) if (|B| > 1) and(∀i{bi = 0} or ∀i{bi = 1})
f(Bl) + f(Br) otherwise

(6.1)

whereB is a block of bits ({b0, . . . , bn−1}), n = |B| is the size of the block,

andBl andBr and the left and right halves ofB (i.e. Bl = {b0, . . . , bn/2−1} and

Br = {bn/2, . . . , bn−1}). The sizen must be a power of2.

This problem has the interesting characteristic that thereare always two com-

peting fit blocks at each hierarchical level; This can lead tolocal optima traps,

when two competing blocks (such as00 and 11) are brought together (0011),

creating a sub-optimal string that is maximally distant from the next best strings

(either0000 or 1111). Several studies have used this problem to study impor-

tant concepts, such as the destructive effect of the crossover operator (Watson &

Pollack, 2000), hierarchical competent genetic algorithms (Pelikan & Goldberg,

2001), crowding (Yuan, 2002), niching (Hu & Goodman, 2004),and modularity

(McPhee & Crane, 2005).

Experimental Setup

The experimental setup is identical to that used for the BinInt problem.

Results

Figures 6.27, 6.28 and 6.29 show the results obtained, with problem lengths of

16, 32 and 64 bits respectively. These show the sGA performing slightly better

than GAuGE, albeit not significantly. This suggests that thefixed representation

used with the sGA is an advantage for this problem; the grouping of sub-blocks,

as shown in Figure 6.26, becomes far easier when the genotyperepresentation is

numerically linear (that is, the first variable encoded first, followed by the second

variable, and so on). The fairly good results obtained with GAuGE, however,

seem to illustrate its capacity to somewhat adapt to this problem representation.
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Figure 6.27: Results for the HIFF experiments, using 16 bits. Population size is

100 individuals, evolved during 1600 generations. The top graph plots the mean

best individual across all runs, with error bars plotting the 95% confidence in-

terval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).

121



 0

 0.2

 0.4

 0.6

 0.8

 1

 0  200  400  600  800  1000  1200  1400  1600

F
itn

es
s

Generations

HIFF - Mean Best Fitness per Generation (Pop 100, Gen 1600)

sGA
GAuGE

 0

 20

 40

 60

 80

 100

 0  200  400  600  800  1000  1200  1400  1600

R
un

s

Generations

HIFF - Cum. Freq. of Success per Gen. (Pop 100, Gen 1600)

sGA
GAuGE

Figure 6.28: Results for the HIFF experiments, using 32 bits. Population size is

100 individuals, evolved during 1600 generations. The top graph plots the mean

best individual across all runs, with error bars plotting the 95% confidence in-

terval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).

122



 0

 0.2

 0.4

 0.6

 0.8

 1

 0  200  400  600  800  1000  1200  1400  1600

F
itn

es
s

Generations

HIFF - Mean Best Fitness per Generation (Pop 100, Gen 1600)

sGA
GAuGE

 0

 20

 40

 60

 80

 100

 0  200  400  600  800  1000  1200  1400  1600

R
un

s

Generations

HIFF - Cum. Freq. of Success per Gen. (Pop 100, Gen 1600)

sGA
GAuGE

Figure 6.29: Results for the HIFF experiments, using 64 bits. Population size is

100 individuals, evolved during 1600 generations. The top graph plots the mean

best individual across all runs, with error bars plotting the 95% confidence in-

terval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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6.3.4 HIFFS

Description of Problem

The HIFFS problem (or HIFF-scrambled) is based on the same principle as HIFF,

but the way in which blocks are grouped follows a scrambled representation2.

This representation has the objective of maximising the size of building blocks,

thus effectively creating a worst-case scenario for the 1-point crossover operator,

in terms of combining blocks of fit data between individuals.Figure 6.30 shows

an example.

Experimental Setup

The experimental setup is identical to that used for the HIFFproblem.

Results

Figures 6.31, 6.32 and 6.33 show the results obtained with the HIFFS problem,

with lengths of 16, 32 and 64 bits. These show a trend oppositeto that observed in

the HIFF experiments, that is, GAuGE shows a somewhat superior performance

to the sGA, albeit not significantly.

An interesting observation, however, is that the results obtained with GAuGE

for both the HIFF and HIFFS problems are identical. In other words, the per-

formance of the system is independent of the representation. Clearly, were the

representation knowna priori, the sGA would still be a better choice. If this

knowledge is not available, however, the consistency of theresults obtained with

GAuGE make it a better choice, for this particular problem.

2Watson (Watson, 2002) proposed a similar problem, calledshuffled-HIFF, where at each run

a different random permutation is used; in the case of HIFFS,the same permutation is used across

all runs.
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Figure 6.30: Example HIFFS fitness calculation. As with the HIFF problem, at the

lowest level of hierarchy each bit receives 1 fitness point. At the next level, each

bit is paired with the only bit at4 places away from it (the maximum block size

for a string of8 bits), so the bits{0, 4}, {1, 5}, {2, 6} and{3, 7} are compared,

and equally set bits receive2 fitness points. At the next level, each of these blocks

is combined as to maximise block size; this means that two blocks, {0, 2, 4, 6}
and{1, 3, 5, 7} are created, and if all bits are equal within each block,4 fitness

points are assigned. Finally, at the highest level, if all bits in the string are equal,

8 fitness points are assigned. This gives, for the example string, a total fitness of

8 + 6 + 4 = 18.
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Figure 6.31: Results for the HIFFS experiments, using 16 bits. Population size is

100 individuals, evolved during 1600 generations. The top graph plots the mean

best individual across all runs, with error bars plotting the 95% confidence in-

terval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 6.32: Results for the HIFFS experiments, using 32 bits. Population size is

100 individuals, evolved during 1600 generations. The top graph plots the mean

best individual across all runs, with error bars plotting the 95% confidence in-

terval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 6.33: Results for the HIFFS experiments, using 64 bits. Population size is

100 individuals, evolved during 1600 generations. The top graph plots the mean

best individual across all runs, with error bars plotting the 95% confidence in-

terval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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6.3.5 Conclusions

The results obtained with the BinInt and HIFF problems give different views of

the properties of GAuGE. In the BinInt (and InvBinInt) problem, the salient rela-

tionship between the variables has little influence in the performance of the sys-

tem, suggesting that it can be compared to a bit-maximisation problem, such as

OneMax. This saliency has however an interesting effect on the evolution of rep-

resentation of GAuGE strings; this is analysed in Chapter 7.

The results obtained with the HIFF and HIFFS problems give a clear thumbs

up to GAuGE, in problems where the representation is unknown. If a tight rep-

resentation is used, where all blocks to combine are close together (HIFF), the

sGA seems to perform better; if these blocks are spread across the genotype string

however (HIFFS), GAuGE tends to outperform the sGA. The consistency of the

results obtained with GAuGE, regardless of the encoding used, is also noteworthy.

6.4 Deceptive Problems

The next class of problems analysed is that of deceptive trapproblems (Deb &

Goldberg, 1993). These are binary problems typically used to analyse the ef-

fectiveness of mixing in GAs, that is, the capability of maintaining and propa-

gating previously discovered building blocks. These problems have been used

extensively to test linkage and mixing on several competentGAs in the past years

(Goldberget al., 1989; Goldberget al., 1993; Kargupta, 1996; Harik, 1997).

These problems are used in this section not because of the analysis of mixing

properties they offer, but because of the assumptions they make about the rep-

resentation used. As with most of the problems in the previous sections, these

too assume that a linear,1 . . . ℓ representation is used by the genetic algorithm

(a few researchers have also used scrambled representations with these problems

recently (Ohnishiet al., 2004)).

To test the representation independent performance of GAuGE as seen in Sec-

tion 6.3, both the standard version and a scrambled version of a deceptive trap

problem are solved using both the sGA and GAuGE.
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6.4.1 TrapT-4

Description of Problem

The deceptive trap problems were first used with the originalmessy GA (Goldberg

et al., 1989), where the order-three deceptive problem was introduced. In the orig-

inal problem, ten order-three deceptive sub-functions areconcatenated together,

to form a 30-bit length problem.

In this section, the order-four version of this problem was used (Deb & Gold-

berg, 1993). A phenotype string is composed ofm sub-functions or building

blocks (bb); each sub-function is composed of four bits, and has a global opti-

mum (1111) and a deceptive local optimum (0000). The fitness of the phenotype

string is simply the sum of the fitness of all its sub-functions; the fitness of each

sub-function is defined by the number of ones it contains (u):

f =
m∑

i=1

fbbi
fbbi

=

{

4 if u = 4;

3− u otherwise.

The deception aspect of this problem comes from the fact thatthe fitness of

each sub-function grows as the number of1s it contains decreases, yet the max-

imum fitness is obtained when the sub-function is composed ofall 1s; this ef-

fectively creates alocal optimum(0000) and aglobal optimum(1111) for each

sub-function. Figure 6.34 illustrates this deceptive aspect, through the use of a

unitation graph.

This problem has been used extensively, mainly to measure the performance of

competent genetic algorithms, such as the messy GA (Goldberg et al., 1989), the

fast messy GA (Goldberget al., 1993), the gene expression messy GA (Kargupta,

1996), the LLGA (Harik, 1997), the ECGA (Hariket al., 1999a) the BOA (Pelikan

et al., 1999a), and the hBOA (Pelikan, 2005).

Experimental Setup

These deceptive problems are extremely hard problems, and in order to solve

them, a good supply of correct building blocks in the initialpopulation is required.
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Figure 6.34: Order-four deceptive problem unitation graph. Thex-axisplots the

number of1s in a sub-function, and they-axis the fitness of the sub-function.

Although the fitness decreases as the number of1s increases, the maximum fitness

is obtained with a string composed of all1s.

This usually means using big population sizes (an independent study of GAuGE

used population sizes in excess of22000 individuals, for trap problems composed

of 8 sub-functions (Ohnishiet al., 2004)3).

In these experiments, the population size was increased to800 individuals,

evolved during200 generations. Problems composed of4 and8 sub-functions,

corresponding to genotype lengths of16 and32 genes respectively, were used.

Results

Figures 6.35 and 6.36 show the results obtained, with problems composed of4 and

8 sub-functions, respectively. These show a clear advantagefor the sGA, which is

greatly accentuated when the number of sub-functions is increased.

These results come as no surprise. The way the problem is represented, with

tightly arranged sub-functions, means that when 1-point crossover is applied in the

3A population size of 22000 individuals does seem exceptionally large. The reason for this

was that, in their study, mutation was turned off, so large population sizes were used to ensure the

presence of several copies of optimal sub-functions. The evolutionary process also typically lasted

only between20 and50 generations.
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sGA, at most 1 sub-function will be broken (with a few crossover points giving

the possibility of breaking no sub-functions). This in turnmeans that correct sub-

functions can be exchanged between individuals.

6.4.2 TrapL-4

Description of Problem

The TrapL-4 problem follows the same rules as the TrapT-4 problem, but the sub-

functions composing the problem are scrambled throughout the genotype string.

This scrambling of the representation is similar to that used for the HIFFS problem

(Section 6.3.4), and has been used before when testing GAuGE(Ohnishiet al.,

2004); Figure 6.37 shows an example.

Experimental Setup

The experimental setup is identical to that for the TrapT-4 problem.

Results

Figures 6.38 and 6.39 show the results obtained, with problems composed of4 and

8 sub-functions, respectively. These show the sGA performance clearly suffering

with the problem representation used, whereas the performance of GAuGE is the

same as for the TrapT-4 problem.

These results clearly suggest that the performance obtained with GAuGE is

independent of the representation of the problem. The sGA, on the other hand,

suffers greatly when the representation is not suitable; this is particularly visible

when using8 sub-functions (Figures 6.36 and 6.39), where the success rate for the

sGA drops from100% successful runs (achieved at around generation25) using a

tight representation, to5% using a scrambled representation.
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Figure 6.35: Results for the TRAPT4 experiments, using 16 bits. Population size

is 800 individuals, evolved during 200 generations. The topgraph plots the mean

best individual across all runs (in terms of correct sub-functions found), with error

bars plotting the95% confidence interval; the bottom graph plots the cumulative

frequency of successful runs, per generation (across 100 runs).
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Figure 6.36: Results for the TRAPT4 experiments, using 32 bits. Population size

is 800 individuals, evolved during 200 generations. The topgraph plots the mean

best individual across all runs (in terms of correct sub-functions found), with error

bars plotting the95% confidence interval; the bottom graph plots the cumulative

frequency of successful runs, per generation (across 100 runs).
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Figure 6.37: Example TRAPL4 fitness calculation. The sub-functions composing

the problem are intertwined and spread throughout the string. The sub-functions

are thus:bb1 = 1111, bb2 = 0101, bb3 = 1111, andbb4 = 0000, and the fitness of

this string is4 + 1 + 4 + 3 = 12.

6.4.3 Conclusions

The results obtained with the deceptive problems confirm those obtained with

the HIFF and HIFFS problems, that is, regardless of the representation used with

the problem, the performance obtained with GAuGE stays the same. This is an

expected outcome: as GAuGE is based on a random initial population, many

possible representations are present, thus the probability of picking a good one is

the same regardless of the representation the problem uses.

In terms of pure performance, GAuGE is somewhat slower than expected.

This is due to the increase in size of the genotypic search space: not only does

GAuGE have to search and select good values, it also has to choose a good geno-

typic representation.

This is particularly visible in the deceptive problems, where the performance

gain of the sGA towards GAuGE, when using the standard representation, is much

bigger than the performance gain of GAuGE towards the sGA, when using the

scrambled version.
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Figure 6.38: Results for the TRAPL4 experiments, using 16 bits. Population size

is 800 individuals, evolved during 200 generations. The topgraph plots the mean

best individual across all runs (in terms of correct sub-functions found), with error

bars plotting the95% confidence interval; the bottom graph plots the cumulative

frequency of successful runs, per generation (across 100 runs).
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Figure 6.39: Results for the TRAPL4 experiments, using 32 bits. Population size

is 800 individuals, evolved during 200 generations. The topgraph plots the mean

best individual across all runs (in terms of correct sub-functions found), with error

bars plotting the95% confidence interval; the bottom graph plots the cumulative

frequency of successful runs, per generation (across 100 runs).
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6.5 General Conclusions

The many different types of experiments performed in this chapter give a good

idea not only of the type of problem that GAuGE might be suitable for, but also

what sort of performance to expect from the system.

The Mastermind experiments exemplify a problem domain where the GAuGE

representation is particularly suitable. The search is divided into two distinct parts,

the discovery of correct colours, and the discovery of theircorrect permutation.

Clearly, the sGA is not equipped for such a problem, independently of the repre-

sentation used; GAuGE, on the other hand, can adapt its representation through-

out the evolutionary run, thus allowing the discovery of thecorrect permutation of

colours that solves the problem.

The results obtained on the simple binary problems highlight two main pre-

requisites for a successful application of GAuGE:

• The variables of the problem must all be of the sametype;

• The relative ordering of the phenotypic variables is of importance, as op-

posed to their absolute ordering (Knjazew, 2002).

This is clearly visible when analysing the performance on the ZeroOneMax and

BinMatch problems. GAuGE can easily break the(position, value)associations of

each variable; as a result, values that have previously beendiscovered to be opti-

mal for a certain position can be relocated, to a position where they can potentially

become non-optimal. In these problems, it is only when a rough representation is

agreed between all population members that a solution can befound.

The hierarchical and deceptive problems have clearly illustrated that the per-

formance obtained with GAuGE is independent of the problem representation.

This is not the case with the sGA: if an optimal representation is used, then

it clearly outperforms GAuGE, but if a representation maximising the defining

length of building blocks is used, then its performance drops considerably.
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Chapter 7

Analysis

I n the previous chapter, a series of experiments has helped toestablish the kind

of problems where GAuGE can be a useful tool. In this one, the reasons for the

success (or otherwise) of the system on those problems is analysed. This analysis

concentrates mainly on two aspects of the system:

• The degeneracy of the position field;

• The evolution of representation across time.

In order to use a compact, fixed-length representation, which is still position

independent, the mapping process used with GAuGE has to makesome conces-

sions. These are mainly related to biases in the representation space, and have

been mentioned before, in terms of their association with the mod operator in GE

(Table 4.1), and on the experimental setup for GAuGE (Chapter 5). The current

chapter presents an in-depth analysis of these biases.

Another key issue, related to position-independent algorithms, is the evolution

of representation. Through their freedom to evolve the location of variables at the

genotypic level, specific representations, related to the structure of the problem,

should emerge over time. These are analysed, both in terms ofordering represen-

tations, and linkage learning.
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7.1 Degeneracy Analysis

When encoding the position field for each phenotypic variable, a minimum value

for the pfs parameter is needed, to ensure that each genotypic positionfield can

potentially encode all the phenotype positions available.As GAuGE is built upon

binary strings, this value is the first power of two which is greater or equal toℓ

(the size of the problem); Table 7.1 shows some examples.

Table 7.1: Example minimumpfs values for various problem lengths. As GAuGE

is applied to binary strings, the minimum setting for thepfs parameter is the first

power of two which is higher or equal to the problem lengthℓ.

Problem length Minimum

(ℓ) pfs

4 2

6 3

8 3

9 4

15 4

16 4

17 5

If the number of phenotypic variables is not a power of two, then adegenerate

encoding is required, that is, a many-to-one correspondence between genotype

and phenotype strings, at the level of their genotypic representation. This creates

biases on the choices available for each position field, in a manner similar to the

biases observed in GE when choosing productions (Section 4.1.3, Table 4.1).

However, even if the problem sizeℓ is a power of two, a degenerate encoding

still exists in GAuGE. This is due to the nature of the mappingprocess, as each

element of the integer stringXi is mapped to the remaining phenotypic positions

(page 62), as can be seen by Equation 4.2, reproduced here:

Dj
i = Xj

i mod (ℓ− j)
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This causes each position specification (a number in the range0 . . . 2pfs − 1) to be

calculated by the modulus of a different number throughout the genotype string,

creating unavoidable biases towards specific position specifications.

This section looks at the effect those biases have on the system. First an anal-

ysis of its effect on the initial sampling of the representation space is presented

(Nicolauet al., 2003); then its effect on the performance on the system is empiri-

cally tested.

7.1.1 Degenerate Code and Representation Bias

The dependency of each desired position specification on itslocation within the

genotype string can be seen in Equation 4.2: eachDj
i is calculated by the modulus

of the integer valueXj
i (supplied by the search engine) and a different number (ℓ−

j), which is dependent onj (the string location). Furthermore, when calculating

the real position specifications, a dependency exists between the current calculated

position and the previous position specifications, as can beseen in Equation 4.4,

reproduced here:

Rj
i =

(
Aj

i

)

Dj
i

As Aj
i = {0, . . . , ℓ − 1}\{R0

i , . . . , R
j−1
i }, this means that there is a dependency

betweenRj
i and all the previous real position specifications. This defines the

functional dependencybetween position specifications across GAuGE strings, and

is similar to the same effect observed in GE, analysed in Section 4.1.3.

In order to characterise the dependency of eachRj
i on the elementsR0

i . . . Rj−1
i

and onj itself, the mean value of eachRj is computed, at generation0, across all

Ri strings (in other words, the average position specified by each position field).

If this dependency did not exist, then this mean value would be constant inj.

Computing the mean ofRj

For everyj ∈ {0, . . . , ℓ− 1}, the mean (or expectation) ofRj is denotedE(Rj).

This expectation can be computed exactly inℓ! operations (see Remark A.0.1, in

Appendix A). It is thus crucial to use another method to compute the expectation
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E(Rj) of all Rj
i . The method chosen here is the numerical simulation of the

expectation with the Monte Carlo method (Kalos & Withlock, 1986).

The principle of the Monte Carlo simulation is as follows: inorder to calculate

the average positionE(Rj) of all Rj
i , a population ofN individuals (withN large,

typically equal to10000) is generated. TheN individuals are denoted(Rj
i )1≤i≤N .

Each mean ofRj , E(Rj) is approximated by

1

N

N∑

i=1

Rj
i . (7.1)

As with the experimental setup described in Section 5.2.2, the confidence interval

for this approximation can be calculated, as a consequence of the Central Limit

Theorem. As the number of samples is greatly increased in these simulations, a

99% confidence interval is used; it is defined as follows:

[

1

N

N∑

i=1

Rj
i − αj(N),

1

N

N∑

i=1

Rj
i + αj(N)

]

whereαj(N) is defined as

αj(n) = 2.58× Se(E(Rj)) . (7.2)

This simulation was performed on strings of128 variables, using the minimum

pfs setting possible:pfs = minpfs = 7. The experimental setup used in these

simulations are given in Table 7.2; Figure 7.1 shows a plot ofthose averages,

along with the99% interval.

The graph illustrates the functional dependency across theelements of all the

real specification stringsRi, from the left to the right side. As each number spec-

ified by Xj
i is modded by smaller values (128, 127, . . . ), the index it specifies in

the setAj
i is wrapped around to the beginning of that set (due to the use of the

mod operator), meaning that smaller values will be specified on average byRj
i .

However, as the number tomod Xj
i by reaches the value64, the distribution of

values specified is again uniform, which explains the returnof the average position

specified to a more average value again (63.5 or higher).
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Table 7.2: Experimental setup for the representation bias experiments. 7 bits were

used for the position field, as this is the minimum number of bits required to

encode 128 positions.

Problem length (ℓ): 128

Population size (N): 100000

Position field size (pfs): 7 bits

Value field size (vfs): 1 bit
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Figure 7.1: Average position specification per element ofXi, for a genotype gen-

erating a phenotype of length 128. Thex-axisshows each position (indexj) of

the stringsXi, and they-axisthe average position it specifies,E(Rj
i ), across all

i = 100000 individuals.
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This balancing phenomenon continues on, creating a ripple effect across the

positions specified in eachRi, similar to the same effect observed in GE (O’Neill

et al., 2003). The slight upward slope in the positions specified isexplained by the

fact that between the points where the positions return toclose toaverage values

(0, 64, 85, 96, 102, 106,. . .1), the positions specified are smaller than the average.

Introducing Degeneracy

In GE, the biases that exist due to the use of themod operation are dealt with

by introducing degeneracy; in this subsection, the same technique is applied to

GAuGE.

Degeneracy in the position specifications is introduced by using bigger values

for pfs; indeed, this introduces a redundant mapping, as differentvalues forXj
i

will map to the sameRj
i value (through the use of themod function). This will

have the effect of balancing the position specifications across eachRi string, as

each position field in that string will be averaged across a larger set of values, thus

flatteningthe ripples observed earlier.

A theoretical proof of the fact that introduction of degeneracy flattens the rip-

ples, and that, consequently, the position eachRj
i specifies becomes less depen-

dent onj can be given. Specifically, the following theorem shall be proved in

Appendix A:

Theorem 7.1.1 Let i be an integer in{0, ..., N − 1} and letRi = (R0
i , ..., R

ℓ−1
i )

defined by Equation 4.4, then for allj ∈ {0, . . . , ℓ− 1}

E(Rj
i ) =

ℓ− 1

2
+O(ℓ32−pfs) (7.3)

where the notationO(ℓ32−pfs) means thatO(ℓ32−pfs)
ℓ32−pfs is bounded whenpfs → ∞

by a constant independent ofℓ.

1This sequence ofpeaksrepresents the points where themod operator wraps around, either

perfectly (128 mod 64 = 0 at position64, 128 mod 32 = 0 at position96,. . . ) or close to perfect

(128 mod 43 = 42 at position85, 128 mod 26 = 24 at position102, . . . ).
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A consequence of Equation 7.3 is thus

E(Rj
i ) −−−−→

pfs→∞

ℓ− 1

2
for all j

meaning that the expectationE(Rj
i ) becomes constant and thus independent of

the indexj whenpfs is high. MoreoverO(ℓ32−pfs) gives a quantitative idea of the

value ofpfs in order to consider thatE(Rj
i ) can be approximated byℓ−1

2
: this is

when 2pfs

ℓ3
≫ 1, or pfs ≫ log2 ℓ.

To illustrate these findings, a similar experimental setup to that used to calcu-

late the mean ofRj is used; in these experiments, the value ofpfs varied from 7

bits to 14 bits. Figure 7.2 plots the results of the simulation.
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Figure 7.2: Effect of degeneracy on the average position specification per element

of Xi. The x-axisshows each position (j) of the stringsXi, the y-axis (depth)

shows thepfs value used, and thez-axis (vertical) shows the average position

specified,E(Rj
i ), across alli = 100000 individuals.
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The graph obtained shows that the introduction of degeneracy has an interest-

ing effect. By using a larger number of bits forpfs, the range of numbers eachXj
i

can specify is increased (e.g., using 14 bits, the range willbe0 . . . 16383, rather

than0 . . . 127 with 7 bits per gene); when modded by the number of available

positions (128, 127, . . . ), this reduces significantly the differences between the

position specified by each field, thus effectivelyflatteningthe ripples. Figure 7.2

illustrates this effect: by gradually increasing the valueof pfs, the differences in

the average of eachRj
i are reduced, as is the slight increasing average position

specified toward the end of eachRi string.

Conclusion

The simulations performed in this section have shown that the sampling of the

representation space by the initial population used with GAuGE can be slightly

biased. This means that certain variable permutations willbe present more often

that others, regardless of the population size, and this in turn can potentially affect

the performance of the system. The solution for this is to introduce degeneracy in

the position fields.

A fine balance should be established, however. One cannot simply increase

thepfs parameter to values that guarantee a non-biased sampling ofall representa-

tions (achieved whenpfs →∞). This would place serious memory and run-time

demands on the system, particularly for problems composed of many variables.

The impact of thepfs parameter on system performance, as well as on system

run-time, is analysed in the next section.

7.1.2 Degenerate Code and System Performance

As GAuGE uses a random initial population of genotype strings, the initial sam-

pling of the representation space can affect the performance of the system through-

out each run, regardless of the random seed used. To measure the extent of this

effect, a series of experiments are analysed in this subsection, to empirically mea-

sure the effect of degeneracy in the position fields on the performance of GAuGE.
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These experiments use the OneMax problem as an example of a problem

where position independence is not an advantage, and the Mastermind problem

as an example of a problem where GAuGE makes good use of its position inde-

pendent encoding.

OneMax

Three OneMax problems have been used, with phenotype lengths of 128, 256,

and512 bits. GAuGE has been applied to each of these, using the same experi-

mental setup as used before for this problem (Section 6.2.1), but varying thepfs

parameter: settings of1, 3, 5, 7 and9 bits have been used2.

Figures 7.3, 7.4 and 7.5 plot the results obtained. These show that the perfor-

mance of the system is independent of thepfs setting used, across all the problem

lengths. It is thus clear that the position field is of no advantage to GAuGE for this

problem, but its presence does not affect the system’s performance; this confirms

the results obtained in Section 6.2.1, where GAuGE was shownto perform as well

as the sGA on this problem.

The increase in size of the position fields has a cost, however. As the genotype

strings become larger, the processing power required increases, which has a nega-

tive impact on the run-time figures for each run, as shown in Table 7.3. Although

these are implementation dependent, one can only expect therun-time figures to

increase, when using larger genotype strings.

Mastermind

For the Mastermind experiments, a setting of8 colours and8 pins was chosen,

as it is neither too easy nor too hard for GAuGE (see Section 6.1). As with the

OneMax degeneracy experiments, the same experimental setting as before was

used (Section 6.1.2), but thepfs parameter was varied: settings of1, 3, 5, 7 and9

bits have been used.
2Clearly, some of these settings do not provide enough bits toencode the entire length of the

individuals, but they are nonetheless included, for the sake of completeness.
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Figure 7.3: Results for the OneMax degeneracy experiments,using 128 bits. Pop-

ulation size is 100 individuals, evolved during 800 generations. The top graph

plots the mean best individual across all runs, with error bars plotting the95%

confidence interval; the bottom graph plots the cumulative frequency of success-

ful runs, per generation (across 100 runs).

148



 0

 0.2

 0.4

 0.6

 0.8

 1

 0  100  200  300  400  500  600  700  800

F
itn

es
s

Generations

ONEMAX - Mean Best Fitness per Generation (Pop 100, Gen 800) - PFS analysis

pfs=1
pfs=3
pfs=5
pfs=7
pfs=9

 0

 20

 40

 60

 80

 100

 0  100  200  300  400  500  600  700  800

R
un

s

Generations

ONEMAX - Cum. Freq. of Success per Gen. (Pop 100, Gen 800) - PFS analysis

pfs=1
pfs=3
pfs=5
pfs=7
pfs=9

Figure 7.4: Results for the OneMax degeneracy experiments,using 256 bits. Pop-

ulation size is 100 individuals, evolved during 800 generations. The top graph

plots the mean best individual across all runs, with error bars plotting the95%

confidence interval; the bottom graph plots the cumulative frequency of success-

ful runs, per generation (across 100 runs).
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Figure 7.5: Results for the OneMax degeneracy experiments,using 512 bits. Pop-

ulation size is 100 individuals, evolved during 800 generations. The top graph
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ful runs, per generation (across 100 runs).
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Table 7.3: Run-time figures (in seconds) for the OneMax degeneracy experiments.

For each combination of problem length andpfs setting, the time required for a

run of the system is shown (results averaged across100 independent runs).

pfs Length

setting 128 256 512

1 8.6014 23.8379 74.9990

3 11.3225 29.3954 86.7369

5 13.4177 33.7065 95.5410

7 15.5064 37.8604 103.7897

9 17.5848 41.9950 111.9692

Figure 7.6 plots the results obtained. These show the need ofthe position field

to solve this problem; with a setting ofpfs = 1, most GAuGE runs are stuck on a

local optima (all correct colours, but wrong ordering). With a minimal setting for

pfs (pfs = minpfs = 3), the performance is quite similar to the results previously

obtained (Section 6.1.3), although a slight difference in performance is noticeable

between this setting and higher values forpfs.

Table 7.4 shows the average run-time required per run, for this problem. Al-

though not as visible as on the OneMax experiments (which used much larger

strings), there is a noticeable increase in run-time when the pfs parameter be-

comes larger; with9 bits, for example, the system takes almost twice as long to

run as with1 bit.

Conclusion

The experimental analysis of degenerate code has shown thatthe biases present

in the GAuGE representation have little or no effect on the system’s performance.

In problems where the fitness of a variable is independent of its location (such as

OneMax), the system performs equally well regardless of thepfs setting used. In

Mastermind, representative of problems where the search for the correct permu-
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Table 7.4: Run-time figures (in seconds) for the Mastermind degeneracy experi-

ments. For eachpfs setting, the time required for a run of the system is shown

(results averaged across100 independent runs).

pfs setting Run-time

1 0.732800

3 0.921900

5 1.063400

7 1.231700

9 1.370800

tation of variables is required, if a minimum setting ofpfs = minpfs is used, the

performance gains by introducing further degeneracy are minimal.

On the other hand, the use of higher values forpfs might have an impact on

system performance, in terms of run-time required. As such,the setting ofpfs =

minpfs + 2 , already presented in Section 5.1.2, is a general good balance between

un-biasing the representation search space, and yet keeping run-time figures low.

7.2 Evolution of Representation

By reviewing the experimental results obtained so far, it seems that GAuGE can

use its position-independent nature in two ways: not only isits performance inde-

pendent of the problem representation (as seen in the HIFF and Trap experiments),

but it can also discover correct permutations of values, when these are required to

solve the problem (as in the Mastermind experiments).

This section investigates the aptitude of GAuGE for the evolution of repre-

sentation. It starts by analysing the behaviour of standardgenetic operators under

GAuGE; it then analyses the potential of the system for orderand linkage learning.

Finally, conclusions concerning the size of the representation space are drawn.
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7.2.1 Genetic Operators

As mentioned previously, GAuGE is used with a standard GA as its search engine,

and the genetic operators are not adapted in any way to the GAuGE representa-

tion. The use of a mapping process, however, means that the genetic operators,

applied at a genotypic level, can have severe phenotypic effects on the resulting

offspring. These effects, for the crossover and mutation operators, are analysed in

this subsection; parts of this analysis were published in 2003 (Ryan & Nicolau,

2003) and 2006 (Nicolau & Ryan, 2006a).

Crossover

Paredis (Paredis, 1995), amongst others, suggests that “one-point crossover is the

most suitable exchange operator for systems with evolvablerepresentations”. This

is because its application results in a minimum change of structure along the geno-

type strings (see Section 2.2.4).

GAuGE uses a GA with a standard one-point crossover operator. However,

due to the mapping process employed, the phenotypic effect of this operator can

be quite drastic. For example, consider the two individualsshown in Figure 7.7,

along with their mapping strings. If these individuals are selected for crossover,

and the chosen crossover point is after the second gene, theywill generate the two

new individuals shown in Figure 7.8.

X1 = (0, A), (3, B), (2, C), (3, D) X2 = (3, F ), (0, G), (3, C), (1, E)

D1 = (0, A), (0, B), (0, C), (0, D) D2 = (3, F ), (0, G), (1, C), (0, E)

R1 = (0, A), (1, B), (2, C), (3, D) R2 = (3, F ), (0, G), (2, C), (1, E)

P1 = A, B, C, D P2 = G, E, C, F

Figure 7.7: Example parents for crossover under GAuGE. Eachparent is specified

as an integer string (Xi), with the corresponding phenotype string (Pi) also shown.

A close inspection of the offspring shows that the third phenotypic variable,

which both parents specified as containing the valueC, now contains the values
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X3 = (0, A), (3, B), (3, C), (1, E) X4 = (3, F ), (0, G), (2, C), (3, D)

D3 = (0, A), (0, B), (1, C), (0, E) D4 = (3, F ), (0, G), (0, C), (0, D)

R3 = (0, A), (1, B), (3, C), (2, E) R4 = (3, F ), (0, G), (1, C), (2, D)

P3 = A, B, E, C P4 = G, C, D, F

Figure 7.8: Resulting offspring for crossover under GAuGE.Individuals are gen-

erated by exchanging the third and fourth genes between the two parents shown

in Figure 7.7.

E andD, respectively. In other words, even though both parents specifiedC as a

potentially useful value for the third variable, none of theoffspring respected that.

Crucially though, theordering of the second half of each parent string was

maintained. The first parent specified that, at the phenotypic level, the valueC

appears beforeD (string P1), while the second parent specified thatC appears

afterE (stringP2). By inspecting the generated offspring, one can verify that this

ordering has been maintained, even though the absolute positions of those values

within the phenotype string have changed. This is because the desired positions

for those variables are always the same; in the example, for the first parent:

D3
1 = X3

1 mod 2 = 2 mod 2 = 0 D4
1 = X4

1 mod 1 = 3 mod 1 = 0

which translates tõD3
1 = C appearing beforẽD4

1 = D, in the phenotype string.

The same is true for the second parent:

D3
2 = X3

2 mod 2 = 3 mod 2 = 1 D4
2 = X4

2 mod 1 = 1 mod 1 = 0

which translates tõD3
2 = C appearing after̃D4

2 = E. Thesedesiredpositions are

calculated in the same fashion in the two offspring, in the exchanged strings:

D3
3 = X3

3 mod 2 = 3 mod 2 = 1 D4
3 = X4

3 mod 1 = 1 mod 1 = 0

D3
4 = X3

4 mod 2 = 2 mod 2 = 0 D4
4 = X4

4 mod 1 = 3 mod 1 = 0

So although theirreal specifications change, in order to adapt to the new context

in which they are being inserted, their relative ordering iskept.
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The function of the crossover operator is similar to the order crossover (Davis,

1985) (see Section 3.1.2); however, unlike that operator, the GAuGE crossover is

merely a single-point crossover at the genotypic level, andit acts upon pairs of

(position, value) associations (the order crossover is applied to permutations).

Mutation

The mutation operator used with GAuGE is a 1-point, bit-wisemutation. As

with the crossover operator, a mutation event occurring in one of the position

specifications can have a severe effect on the generated phenotype. For example,

take the following individual, expressed as a sequence of specification pairs:

X1 = (0, A), (3, B), (2, C), (3, D)

Its corresponding phenotype string is:

P1 = A, B, C, D

If a mutation event occurs at the first position specification, transforming the above

individual into the following:

X2 = (3, A), (3, B), (2, C), (3, D),

the phenotypic effect would be drastic, as all variables will change their value:

P2 = B, C, D, A

However, the relative phenotypic ordering of all the specifications which were not

modified by the mutation event is maintained. In other words,the valueB still

comes before the valueC, which in turn still comes beforeD. The reason for this

effect is the same as for the crossover operator; all variables with theirdesired

position specifications unchanged keep their relative ordering.

The end result of this operator is similar to that of the pointmutation of the

Random Keys Genetic Algorithm (RKGA) (Bean, 1994), in that only the mutated

variables are moved, with all other values keeping their relative ordering; unlike

the RKGA, however, GAuGE can handle problems where the variable set is not

an ordinal set.
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Conclusions

This analysis of the effect of standard genetic operators onGAuGE strengthens

the idea that, because of its relative ordering capability,the system is particularly

suitable for problem domains where not only the contents butalso the ordering of

variables are to be discovered.

To measure the effect of these operators on the structure of genotype strings, an

empirical investigation is presented next, analysing the evolution of representation

across time.

7.2.2 Order Learning

From the experimental results obtained with GAuGE in the previous chapter, and

the analysis of the phenotypic effect of genetic operators just presented, it seems

that the system is particularly suitable for ordering problems. In order to analyse

the way that the representation adapts to the ordering of theproblem, a series of

experiments were ran in this subsection. These use BinInt and InvBinInt as exam-

ples of problems where there is a clear ordering between the variables composing

the problem, and OneMax as an example of a problem where thereis no ordering

relationship between variables. These experiments were first published in 2003

(Nicolau & Ryan, 2003; Ryan & Nicolau, 2003).

Experiments

The experimental setup used in these experiments is the sameas before (Sections

6.2.1, 6.3.1 and 6.3.2). Problem lengths of8, 16, 32 and64 bits were used, with

the three problems.

For each problem length, the average position specified by each position field,

across the genotype strings, is measured once a perfect solution is found. These

are then averaged across100 runs and plotted, along with a least squares regres-

sion line (Birkes & Dodge, 1993); the slope of the regressionline is used as a

measure of the quality of the representation. Figures 7.9, 7.10 and 7.11 plot the

results obtained, for the BinInt, InvBinInt and OneMax problems, respectively.
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Figure 7.9: Results for the BinInt representation evolution experiments. Graphs

plot the mean position specified by each position field, for the best individual, at

the time of finding a perfect solution, averaged across100 runs. For each set of

data points, a regression line is plotted.
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Figure 7.10: Results for the InvBinInt representation evolution experiments.

Graphs plot the mean position specified by each position field, for the best in-

dividual, at the time of finding a perfect solution, averagedacross100 runs. For

each set of data points, a regression line is plotted.
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Figure 7.11: Results for the OneMax representation evolution experiments.

Graphs plot the mean position specified by each position field, for the best in-

dividual, at the time of finding a perfect solution, averagedacross100 runs. For

each set of data points, a regression line is plotted.
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These figures illustrate the capability of GAuGE to model thesaliency re-

lationship between the variables composing the problem. Inthe BinInt problem,

this means that lower positions will be encoded at the start of the genotype strings,

whereas higher positions will be encoded towards the end of the string. An inverse

trend is observed for the InvBinInt problem, while on the OneMax problem each

gene encodes on average the same position. This is an unavoidable effect, and

is also a sign of evolution trying to minimise the disruptiveeffects of the genetic

operators (Stephens, 2001).

A few interesting observations can be made about these plots:

• A perfect representation is not required to solve the problem. As there is

a race in time between the evolution of representation and contents, quite

often a representation which is not ideal is still in use, once all correct values

have been found3.

• Easy problems do not require representation convergence. This can be ob-

served on the first plot of each experiment (problem length of8 bits); as

perfect solutions are either already present on the initialpopulation or dis-

covered in the first few generations, the system has no time (nor need) to

model the salient nature of the problem. As a result, all three plots for the

problem length of8 bits are practically identical.

• Longer problem lengths require better genotypic structures. This can be

seen by observing the slope values for the regression lines;for the BinInt

problem, these increase positively with problem length, and for the In-

vBinInt problem, these increase negatively with problem length. They stay

mostly level for the OneMax problem, independently of the problem length.

• Representation biases associated with GAuGE are still quite visible. This is

particularly true for smaller problem lengths, where the ripples previously

plotted in Figure 7.1 (page 143) are quite accentuated. Thisalso explains the

slight positive slope for the OneMax problems (and indeed for the InvBinInt

problem, with8 bits).

3This is also undoubtedly due to the stochastic nature of the algorithm.
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These experiments seem to confirm GAuGE’s ability to model ordering rela-

tionships between all the variables composing a problem. The next section inves-

tigates whether this modelling extends to the linkage of sub-groups of variables.

7.2.3 Linkage Learning

One of the objectives of position-independent representations is to discover link-

age between variables, that is, combining related variables into tight groupings,

such that they will not be broken by the crossover operator, and instead be com-

bined between individuals, when crossover is applied.

To test GAuGE’s ability to discover and model linkage, the deceptive prob-

lems used before (TrapT-4 and TrapL-4) are investigated. For these problems, the

average defining length of the sub-functions composing the problem is monitored.

Experiments

The experimental setup used in these experiments is the sameas before (Sections

6.4.2 and 6.4.2). Problem lengths of16, 32 and64 bits were used, corresponding

to 4, 8 and16 sub-functions, respectively.

For each experiment, the average defining length of all the sub-functions com-

posing the problem, at the genotype level, is recorded. Thisis simply calculated as

the number of genes in between the first and last reference to each sub-function;

Figure 7.12 gives an example.

bb1
bb2

(5,1) (3,1)(0,1)(2,1) (1,0) (4,1) (6,0)(7,0)

Figure 7.12: Example defining length of sub-functions on TrapT-4 problem. For

the example genotype string (already represented as a string of real specifications,

or Ri), the first sub-function has a defining length of8 genes, whereas the second

one has a defining length of just5 genes.
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Figures 7.13 and 7.14 show the results obtained for the TrapT-4 and TrapL-4

experiments, respectively. These plot the mean defining length of all the sub-

functions composing the problem, averaged across100 runs.

The figures show a very limited success for GAuGE, as far as linkage learning

is concerned. It seems as if there is an initial attempt at choosing individuals with

shorter average defining length of sub-functions, but this representation search

only lasts for a few generations; this shortening of the average defining length is

also very mild, as can be seen by they-axisscale of the graphs.

It is interesting to observe that, as the problem length is increased, this rep-

resentation search seems to last a bit longer, and is slightly more accentuated.

Also, by comparing these measure graphs and the evolution graphs plotted for

the TrapT-4 (Section 6.4.1) and TrapL-4 (Section 6.4.2) problems, it is clear that

this representation search only lasts until the system has either solved the problem

(length16), or the evolution has become stagnated (length32).

The way in which GAuGE solves the problem is however not necessarily com-

pletely wrong. The initial shortening of defining length assembles building blocks,

but the later increase in that length can be seen as a way to construct larger blocks,

comprising of several sub-functions. More analysis is required to investigate (and

possibly enhance) this effect, however.

This class of problems is very hard to solve. The LLGA (Harik,1997) for ex-

ample, a system specifically designed to learn linkage, can only solve long strings

of deceptive traps if each sub-function is exponentially scaled in terms of fitness,

to ensure the sequential (as opposed to parallel) discoveryof each sub-function.

It seems therefore that in GAuGE, as the problem is too hard, the evolutionary

process lasts only a few generations, leaving no room for representation search.

Increasing the population size for this problem does not seem to extend the evolu-

tionary process beyond50 generations (Ohnishiet al., 2004), so linkage learning

through representation evolution is not better with biggerpopulation sizes either.
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Figure 7.13: Results for the TrapT-4 representation evolution experiments. Graphs

plot the mean sub-function length per generation, averagedacross100 runs.
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Figure 7.14: Results for the TrapL-4 representation evolution experiments.

Graphs plot the mean sub-function length per generation, averaged across100

runs.
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7.2.4 Size of Search Spaces

The results obtained in this section show a race against timebetween the search

for a good representation, and for correct values. This is animportant observation:

for example, consider a binary problem composed ofℓ variables; the number of

all possible value combinations (or value search space,SSv) is:

SSv = 2ℓ (7.4)

while the number of possible representations (position search space,SSp) is:

SSp = ℓ! (7.5)

These equations show thatSSp ≫ SSv, for problems using binary variables; in

other words, the number of all possible variable permutations far exceeds that

of all possible variable contents. This in turn means that the search for optimal

variable contents, when using GAuGE, can be complete much earlier than the

search for a perfect representation (depending on the problem, and assuming the

problem is solvable by GAuGE). Figure 7.15 (top) plots the progression ofSSv

versusSSp; it shows that, as the problem lengthℓ increases,SSv grows linearly on

a logarithmic scale, whileSSp still grows at a faster rate, making it much larger.

This is not necessarily the case, however, once the range of values each vari-

able can take is no longer binary. Figure 7.15 (bottom) plotsthe effect of increas-

ing the variable range on the size ofSSv andSSp; it shows that, if that range is

high enough,SSv > SSp.

This suggests that GAuGE is more suitable for problems with cardinality

higher than binary. IfSSv >= SSp, then a good representation can potentially be

searched for, during the search for good values.

7.2.5 Conclusions

The results obtained in this section have confirmed GAuGE’s ability to solve or-

dering problems. In a problem such as BinInt, where there is an exponential

saliency relationship (in terms of fitness contribution) between the variables com-

posing the problem, GAuGE adapts the structure of its genotype strings to match
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the problem’s representation. Considering that this is achieved using only stan-

dard operators, it is a remarkable feature.

The results for linkage learning are not so impressive. The linear dependency

between position specifications, analysed in Section 7.1, acts at a global level

throughout the genotype strings. This makes the search for small, independent

sub-groups of variables extremely hard for GAuGE.

Given that the benchmark problems analysed use binary alphabets, the search

space for representations is far bigger than that for contents4; it is then no sur-

prise that perfect representations are never found. Once a perfect individual (in

terms of fitness, or variable contents) has been found, the search for representation

becomes meaningless, as it is no longer fitness driven.

This also partially justifies GAuGE’s inability to find suitable representations

for the deceptive trap problems. With an evolutionary process that lasts only a

few generations, there is little room for the evolution of representation, before the

system either solves the problem, or is stuck in local optima.

7.3 General Conclusions

The analysis of the GAuGE system, conducted in this chapter,gives a deeper

understanding of how the system works, which in turn allows abetter definition

of the problem domains where it might be useful.

The use of a compact representation with GAuGE creates representation bi-

ases throughout the genotype strings. These biases affect the initial search space,

but have been shown not to affect the system performance in a severe fashion, as

long as a minimum setting ofpfs = minpfs is used.

Those biases are also easily removed by increasing thepfs parameter; this,

however, leads to an increase in system run-time, so moderation should be used.

The settingpfs = minpfs + 2, used throughout the experiments in this thesis,

seems to be a good all-round choice.

4Which in the problems analysed makes it harder to search, although this might not be the case

on different problem domains.
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The analysis of representation evolution started with a look at genetic opera-

tors, and their effect on the generation of phenotype strings with GAuGE. It was

shown that these operators can have drastic effects on GAuGE; crucially, though,

the relative ordering of variables is kept when these operators are applied, which

makes them suitable for ordering problems.

This aptitude of GAuGE for relative ordering problems is illustrated with the

BinInt problem; it adapts its genotypic representation to match the saliency of the

problem, that is, the exponential fitness contribution of the variables composing

the problem. This representation evolution, however, did not extend itself to the

deceptive trap problems, suggesting that GAuGE is only ableto learn relative

relationships between variables, and not local linkages ofindependent sub-groups

of variables.

Finally, the size of the representation search space, and its relationship to the

value search space, was analysed; if the former is much bigger than the latter, the

search for good permutations of values becomes harder. Thisin turn suggests that

GAuGE could be particularly suitable for problems whose variables have arity

higher than binary.
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Chapter 8

Practical Application of the GAuGE

System

After a deep analysis of the system, both empirical and theoretical, a suitable prob-

lem domain for its application is easier to define. As discussed earlier, GAuGE

seems particularly suitable for relative ordering problems, where “the relative or-

dering of alleles is important”, as opposed to the “absoluteposition of alleles”

(Karguptaet al., 1992).

Also, the search space for permutations should ideally be smaller than the

search space of values, as this improves the system’s searchfor good representa-

tions; problems with a large range of values for each variable should be particu-

larly suitable.

The Sudoku puzzle is one such problem. As solutions for it aresequences of

logical instructions, the relative ordering of those instructions is far more impor-

tant than their absolute position. With a number of logical instructions to choose

from, in various forms, the range of values for each variableis also quite large.

This chapter compares the performance of the sGA and GAuGE ona variation

of the Sudoku problem. First, the problem domain is defined, followed by the

experimental design. The results obtained are then analysed, including an in-

depth analysis of specific runs. These results were published recently (Nicolau &

Ryan, 2006b; Nicolau & Ryan, 2006a).
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8.1 Problem Domain

The Sudoku game is a logic-based placement puzzle, which hasrecently taken

the world by storm (Sudoku means “numbers singly” in Japanese). The first pub-

lished Sudoku puzzles seem to originate from French newspapers, from as early

as 1892. The daily newspapers “Le Siècle” and “La France” published at that

time puzzles which resemble the modern variants of Sudoku, although they dis-

appeared at about the time of the first world war.

The modern variety of Sudoku originated in the United States, where it was

first published under the nameNumber Placein 1979. In 1984 it was first pub-

lished in Japan, where it was slightly changed, and quickly gained popularity.

In November 2004 the British newspaper “The Times” first published its Su-

doku puzzles (sometimes referred to asSu Doku, as it originates on two Japanese

words). Since then, many newspapers followed suit, and its popularity in the west-

ern world has increased immensely, to the point where it is being dubbed as “the

Rubik’s cube of the 21st century” (Galanti, 2006).

8.1.1 Basics

Traditionally, the puzzle consists of a9× 9 grid, containing81 cells. This grid is

divided into three types ofregions: rows, columnsandblocks, each containing9

cells. Figure 8.1 illustrates the Sudoku referencing system.

The objective of the puzzle is to place the numbers1 through9 in each cell,

such that the following rule set holds:

1. Each row must contain the numbers1 through9 only once;

2. Each column must contain the numbers1 through9 only once;

3. Each block must contain the numbers1 through9 only once.

Each puzzle comes with a set of numbers already placed (called givens). It is

consideredwell-formedif it has only one solution, and it can be solved using logic

(that is, no guessing is required to place any of the numbers). Figure 8.2 shows an

example of a well-formed Sudoku puzzle, along with its (only) solution.

171



1
2
3
4

7
8
9

5

3 4 5 6 7 8 9

6

1 2
columns

r
o
w
s

block
1

block
7

block
4

block
8

block
5

block
2

block
3

block
6

block
9

Figure 8.1: Referencing system used with Sudoku puzzles. A board is composed
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3× 3 blocks, containing9 cells each.
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Figure 8.2: Example Sudoku puzzle and its solution. The original puzzle is shown

on the left, containing40 givens; its (only) solution is shown on the right.
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Although numbers have traditionally been used (and are usedin this chapter),

any set of distinct symbols can be used in Sudoku puzzles (such as letters, shapes

or colours). Also, although the9× 9 size grid is the most common, other variants

exist, the most common being16×16 and25×25. Finally, the number and shape

of the regions can vary as well; extra regions can be used, such as diagonals or

superimposed blocks, and their shapes can be quite different.

8.1.2 Solving Sudoku with computers

The problem of solving Sudoku puzzles onn2 × n2 boards ofn × n blocks is

classified as NP-hard, and in fact the problem of checking whether a puzzle is

well-formed is known to be NP-complete (Yato & Seta, 2003); this gives an indi-

cation of why solving Sudoku puzzles can be difficult. However, due to the finite

size of the puzzle, it can be solved by a deterministic finite automaton that knows

the entire game tree (Wikipedia, 2006).

A different approach to solving Sudoku is to base each number-placing action

purely on logic. This technique is limited to well-formed puzzles, but has the

advantage of producing a list of logical actions, which can be easily reproduced

by a human. Most Sudoku software packages tend to use a mix of logic and brute

force computation.

8.1.3 Logical Operations

There are many logic-based operations that can be used to solve Sudoku puzzles,

from simple number-placing techniques, to complex operations that usually re-

quire look-ahead tries or memory of several possible combinations. Below is a

list of some of the most common (and simpler) techniques.

Slice and Dice

This is a combination of two operations,slice anddice (Vorderman, 2005), and

can be applied when trying to place numbern in block b. Slice works by looking

for n in each row passing throughb; if any row containsn, then the three cells

which are part of that row and also ofb cannot containn. Dice works in a similar
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way, but looks at columns instead. If, after applying slice and dice, only one cell

is available, then that cell must containn. Figure 8.3 shows an example.

Column Fill

This technique tries to place numbern in columnc. It looks for n in all rows

and blocks passing throughc; if a row or block containn, then the cell(s) corre-

sponding to the intersection of that region and columnc cannot containn. If after

checking all rows and blocks there is only one cell availablein columnc, then that

cell must containn. Figure 8.4 shows an example.

Row Fill

This technique tries to place numbern in row r, and works in the same way as

Column Fill, but checking all the columns instead; Figure 8.5 shows an example.

Raising Numbers

This technique tries to place numbern in block b, by checking each empty cell in

b to see ifn is the only number that can be placed in that cell. This is a technique

similar to slice and dice, but rather than looking for unsuitable cells forn, it looks

for suitable cells forn andn alone; Figure 8.6 shows an example.

Last Remaining

This is a simple logic operation, that can be applied to any kind of region (row,

column or block). It simply checks if that region has alreadyeight numbers placed,

in which case it places the remaining one (which is always known, as all numbers

in a region must be different). It is particularly useful to apply this technique just

after a number has been placed; Figure 8.7 gives an example.

Sometimes different operations can be used to place the samenumber in the

same cell; other times only a specific operation will do. Notealso that often an

operation can only be applied to place a certain number if a previous operation has

placed another number. In other words, there are manylogical chainsof action

when solving Sudoku puzzles using logic operations.

Other operations exist, such as graph-colouring based operations, but in this

study only the above instructions are considered.
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Figure 8.3: Applying slice and dice to place number9 in block 2. Starting with

board (1), slice finds a9 in the third row, so9 cannot be placed anywhere else in

that row (relevant cells are marked with anX in board (2)). Dice finds a9 in the

fifth column, so9 cannot be placed anywhere else in that column (board (3)). This

results in only one cell being available to place number9 in block2 (last board).
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Figure 8.4: Applying Column Fill to place number9 in column6. By searching

through all rows in board (1) for the number9, a set of cells can be marked as

being unsuitable to receive that number (board (2)); then looking through blocks

2, 5 and8 (the blocks that intersect column6) another unsuitable cell is discovered

(board (3)); finally, only one cell is available in column6, and it must therefore

contain the number9 (last board).
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Figure 8.5: Applying Row Fill to place number3 in row 6. By searching through

all columns in board (1) for the number3, a set of cells can be marked as being

unsuitable to receive that number (board (2)). Further inspection of blocks4, 5

and6 (the blocks that intersect row6) does not mark any more unsuitable cells

(board (3)), as there is only one free cell remaining in row6, so it must contain

the number3 (last board).
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Figure 8.6: Applying Raising Numbers to place number4 in block 4. Board (1)

contains four empty cells in block4; starting with the top empty cell, if the number

4 can be placed there, then the set of all other numbers that canalso be placed in

this cell is calculated (board 2). After calculating these sets for all the empty cells

(board 3), only the bottom cell can receive number4 alone, so it is placed there

(board 4).
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Figure 8.7: Applying the Last Remaining operation. Following the example from

Figure 8.6, which placed number4 in block 4 (board 1), each of the areas that

contain that cell are checked: these are block4 (board 2), row6 (board 3), and

column2 (board 4). From these checks, the last remaining number in row 6 was

placed.
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8.1.4 Blind Sudoku

In this work, a variation of the original Sudoku puzzle is solved, which is termed

Blind Sudoku. All the same rules and constraints of the original puzzle still apply;

the difference lies in the way in which solutions are evaluated:

1. A sequence of logical instructions is applied to the puzzle;

2. A fitness score is returned for the whole sequence;

3. If the puzzle was not solved, it is reset to its original configuration.

This cycle continues until a solution is found, or a stop condition (such as a max-

imum number of evaluations) is reached. In other words, the puzzle is never

available to the algorithm, neither is a measure of goodnessfor each individual

logic instruction, effectively making the problem much harder.

This way of solving Sudoku puzzles is similar to the Santa Fe Ant Trail prob-

lem (Koza, 1992), in which a sequence of instructions is given to an ant in a

toroidal grid world, and the number of food objects caught bythe ant is returned

as the fitness measure.

Objective Function

As the number of empty cells in a9× 9 Sudoku board is always81 or less, that is

used as the size of a sequence of instructions; this makes thesystem applicable to

any Sudoku puzzle, as it is independent of the number of givens. The fitness of a

sequence of instructions is simply the sum of the fitness of each of its instructions,

which is defined as follows:

f =

ℓ∑

i=1

fi fi =







k × (82− i) if successful;

coverage− 9 if unsuccessful;

0 if puzzle solved.

(8.1)

wherek is a constant, andcoverageis a measure of how many cells were ruled

out when unsuccessfully trying to place a number in a block, row or column (the
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X marks). If the puzzle is completed before executing all the instructions, all

remaining instructions are considered neutral, and their fitness isfi = 0.

The fitness function heavily rewards successful instructions, and punishes un-

successful ones. A linear decreasing reward is also appliedto each successful in-

struction: the earlier it is executed, the bigger the reward. This temporal saliency

is regulated by thek parameter; the higher its value, the higher the reward (in

these experiments, a value ofk = 81 was used).

This problem has interesting characteristics. There is a clear temporal de-

pendency between each phenotypic variable, as certain instructions can only be

successful if a set of numbers has been placed before their execution. The nega-

tive score applied to unsuccessful instructions can be seenas an effort factor - the

more unsuccessful instructions, the bigger the effort spent.

The GAuGE system seems suitable to solving this problem, as seen in the

previous chapters. It allows for successful instructions,which have already been

discovered, to change their phenotypic location (either through crossover, or muta-

tion of its position fields), allowing them to be moved to the start of the phenotype

string, thus maximising their contribution to the fitness ofthe set of instructions.

8.2 Experiments

8.2.1 Practical Considerations

In these experiments, GAuGE and the sGA were used to evolve sequences of 81

logic instructions, taken from the set{SliceDice, RowFill, ColFill, RaisingNum-

bers}. Whenever an instruction is successful, its correspondingregion is checked

to see if there is only one number left, in which case it is automatically placed,

i.e. the LastRemaining instruction is always tried after a successful instruction (as

it is a fast instruction).

Also, the logic instructions are mapped onto the original board. For example,

if the algorithm tries to execute the instructionSliceDice(2,8)(place number8 in

block2 using SliceDice) on the board from Figure 8.2, that instruction is translated
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to SliceDice(2,9), as8 already exists in block2. This is only applied to the original

board, however: in other words, if a subsequent instructionis alsoSliceDice(2,8),

then it is considered unsuccessful, as number9 has already been successfully

placed in block2.

8.2.2 Encoding and Parameters

The experimental setup, for both systems, is the same as thatdescribed in Chapter

5. As there are 81 instructions in each evolved sequence, then minpfs = 7 (as

27 = 128), so thepfs parameter is set topfs = minpfs + 2 = 9 bits, in GAuGE.

In what concerns thevfs parameter, on both systems, each of the81 variables

encodes three choices:

1. which instruction to use (out of4 instructions);

2. which region to apply it to (out of9 regions, be it blocks, rows or columns);

3. which number to attempt to place (out of9 numbers).

To encode an instruction,2 bits are sufficient. To encode a region and a num-

ber, the minimum number of bits is4 (24 = 16); to soften the bias of the choices,

degeneracy is used, so5 bits are used for each of these encodings, which gives

vfs = 2+5+5 = 12. This means that the length of the genotype strings, for each

system, is:

LsGA = vfs × ℓ = 12× 81 = 972 bits

LGAuGE = (pfs + vfs)× ℓ = (8 + 12)× 81 = 1620 bits

Figure 8.8 illustrates how these fields are decoded in the GAuGE system. The

sGA uses an identical encoding, except that no position fields are used.

8.2.3 Test Set

The test set consisted of puzzles taken from Carol Vorderman’s How to do Sudoku

(Vorderman, 2005) (pp. 178–187). These were taken from the “Difficult” section,

and the first twenty puzzles were used (#111 to #130). Note that there is no easy
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0 0 1 0 0 1 1 0 1 1 0 1 0 1 0 1 0 0 0 1 ...
value

instruction , region , number

1101
position

Figure 8.8: GAuGE encoding for the Sudoku problem.8 bits are used for each

position field, and12 bits for each value field. The value field is divided into

three parts:2 bits for the logical instruction to use,5 for the region to apply that

instruction to, and5 for the number to attempt to place.

(nor standard) way to rate the difficulty of Sudoku puzzles: in some publications,

9×9 puzzles are rated as Easy, Medium, Difficult and Super-Difficult (Vorderman,

2005), whereas in others they are Easy, Medium, Hard and Evil(Websudoku,

2006), and the degrees of difficulty vary wildly. A rough ruleof thumb is the

number of givens (the less there are, the harder the puzzle),but other factors must

be taken into account, such as the logical operations required to solve the puzzle.

8.3 Analysis

8.3.1 Results

Table 8.1 shows the results obtained. For each puzzle, 100 independent runs were

performed; each run was stopped after all missing numbers were placed on the

board, or the maximum number of generations was reached (this was set to3200,

to allow some of the harder puzzles to be finished).

When using GAuGE, all but three puzzles were solved by all runs (these were

puzzles #116, #117 and #123); the sGA could not solve these and also puzzle

#130. The average number of generations required to complete a puzzle can be

seen as a rough measure of its difficulty: notice how for puzzle #118, which re-

quired 54 numbers to be placed, a higher average number of generations were

required for all runs to be successful (as compared to most ofthe other puzzles).
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Table 8.1: Experimental results. For each system, the average numbers placed per

puzzle is shown, along with the number of successful runs (out of 100), and the

average number of generations required for a run to succeed (only displayed when

all runs were successful).

Puzzle sGA GAuGE

Avg. Runs Gen. Avg. Runs Gen.

#111 53.0 100 342 53.0 100 199

#112 51.0 100 297 51.0 100 154

#113 53.0 100 229 53.0 100 146

#114 53.0 100 352 53.0 100 179

#115 51.0 100 141 51.0 100 104

#116 21.0 0 N/A 21.0 0 N/A

#117 13.0 0 N/A 13.0 0 N/A

#118 54.0 100 888 54.0 100 260

#119 51.0 100 229 51.0 100 148

#120 51.0 100 161 51.0 100 118

#121 51.0 100 179 51.0 100 125

#122 51.0 100 248 51.0 100 147

#123 52.5 89 N/A 52.4 88 N/A

#124 55.4 100 484 56.0 100 224

#125 55.0 100 152 55.0 100 120

#126 54.8 100 628 55.0 100 224

#127 53.0 100 391 53.0 100 185

#128 53.0 100 263 53.0 100 160

#129 51.0 100 322 51.0 100 181

#130 51.5 82 N/A 53.0 100 379
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Figure 8.9 shows an histogram of the performance of both systems for each

puzzle used. Across all puzzles, GAuGE consistently outperformed the sGA; it

found solutions faster (particularly with difficult puzzles, such as #118), and had

more successful runs.

An exception to this was puzzle #123, in which the sGA slightly outperformed

GAuGE (although not in a statistically significant way). Analysis of the results ob-

tained showed however that this was due to the fitness function (Equation 8.1); the

average best fitness obtained with the sGA was254, 324, whereas with GAuGE it

was267, 828, but in this particular puzzle, a higher fitness did not correspond to a

higher amount of numbers placed.

Puzzles #116 and #117 were never solved by either system. Close analysis of

these puzzles showed that the function set used was not sufficient to solve them: a

brute force search with the available logical functions wasperformed, and a result

could not be reached. Also, the maximum amount of numbers placed for each

puzzle with the brute force search method was21 and13 respectively, which were

the results obtained with both the sGA and GAuGE.

8.3.2 Example Puzzle

In this subsection, the results obtained with both systems for puzzle #111 are

analysed (results for most of the other puzzles are comparable to these); Figure

8.10 shows the results obtained.

These graphs show how GAuGE converges much faster to a solution than the

sGA, and typically with less variance across runs. This is quite explicit when

observing the mean best individual plot, where there is a significant difference

between the performance of both systems, with only a minimalamount of over-

lapping of the confidence interval for the mean.

Figure 8.11 plots the results in terms of the mean amount of numbers placed

per generation. It is interesting to observe, by comparing this graph and that of

Figure 8.10 (top), how GAuGE places all numbers before the sGA, and how its

fitness keeps increasing at a substantial rate, even after generation 333 (by which

all runs have successfully placed all 53 numbers).
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Figure 8.9: Results for the Sudoku experiments. For each puzzle, the average

number of generations required to solve the puzzle are shown, for both the sGA

and GAuGE (lower figures are better). An absence of results indicates a puzzle

where less than 100 runs were successful.
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Figure 8.10: Results for the Sudoku experiments, using puzzle #111. Population

size is 100 individuals, evolved during 800 generations. The top graph plots the

mean best individual across all runs, with error bars plotting the95% confidence

interval; the bottom graph plots the cumulative frequency of successful runs, per

generation (across 100 runs).
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Figure 8.11: Mean numbers placed per generation, for puzzle#111 (out of a max-

imum of 53). Error bars plot the95% confidence interval for the mean.

8.3.3 Representation Evolution

Not only does GAuGE discover which operations are successful, but also the order

in which to execute them; an analysis of a sample run for puzzle #111 illustrates

this. Figures 8.12 and 8.13 show the best phenotype string evolved with the sGA

and GAuGE respectively, every10 generations: these strings are expressed as a

sequence of logical instructions, with a red dot indicatingan unsuccessful instruc-

tion, and a green dot a successful one.

These figures show a fundamental difference in the way both systems solve

this problem. Whenever the sGA discovers new instructions,they are exchanged

between individuals while keeping their global phenotypiclocation. As a result,

the left side of the best phenotype string tends to converge quickly, often including

unsuccessful instructions1. The only way the sGA can move successful instruc-

1This is because if the left side changes, then the context within which the rest of the logical

instructions are evaluated also changes.
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Figure 8.12: Best individual found with the sGA, every 10 generations (from

puzzle #111, sample run). Each horizontal string represents an individual as a

sequence of logical instructions: a red dot indicates an unsuccessful instruction,

and a green dot a successful one (first line is best individualat generation 0, sec-

ond line at generation 10, and so on). Successful instructions keep the original

phenotypic locations where they were first found, until mutation creates a similar

instruction closer to the start of the individual.
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Figure 8.13: Best individual found with GAuGE, every 10 generations (from puz-

zle #111, sample run). Each horizontal string represents anindividual as a se-

quence of logical instructions: a red dot indicates an unsuccessful instruction, and

a green dot a successful one (first line is best individual at generation 0, second

line at generation 10, and so on). As evolution progresses, successful instructions

are moved towards the start, due to GAuGE’s disassociation between position and

value specifications, and to fitness pressure.
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tions towards the left-side of these sequences (leading to better fitness, as per

Equation 8.1) is to rediscover them at a new location, closerto the start of the

sequence.

GAuGE solves this problem in a totally different manner. Whenever a success-

ful instruction is discovered, it can be moved towards the start of the sequence, by

means of mutating its position specification at the genotypic level; this will not

affect most of the other successful instructions, as they will keep their relative or-

der (as shown in Chapter 7). Furthermore, moving an instruction leftwards will

open up the possibility of moving instructions which dependon it for success to

be moved leftwards as well, thus increasing the fitness of theindividual.

Crossover, on the other hand, plays a role in exchanging discovered sequences:

as the relative ordering of the exchanged parts is maintained, so is the dependency

of certain instructions on previous ones for success. Whilethe sGA exchanges the

absolute location of those sequences, GAuGE exchanges their relative location,

thus enabling the mixing of logical sequences of instructions originating from

both parents, creating potentially fitter offspring.

8.3.4 Sample Solution

One of the interesting aspects of this problem is that the solution is unknown at

the start - as the whole process is based on logic, a known solution is not required

to calculate the fitness of a sequence of logic instructions.

This, associated with the fact that there are many ways to solve a Sudoku

puzzle, creates the potential for each evolutionary run to find unique solutions2.

Figure 8.14, for example, shows puzzle #111, and one of the solutions found for

it, with GAuGE.

2This was the case for puzzle #111 with GAuGE, for example; each of the100 runs found a

distinct solution, both in terms of the order in which the numbers were placed, and the instructions

used to place them.
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Figure 8.14: Puzzle #111 and a sample solution found for it.

8.4 Conclusions

Sudoku is currently experiencing huge popularity, particularly in the Western so-

cieties (Europe and U.S.), which makes it a very contemporary problem. The

variety of Sudoku puzzles available (there are6, 670, 903, 752, 021, 072, 936, 960

different Sudoku grids (Felgenhauer & Jarvis, 2005)) allowfor a high degree of

difficulty ranges.

Another of the attractive aspects of this problem is the factthat solutions are

not known in advance, and neither are they required by the fitness function, ef-

fectively making this a real-world problem. The existence of many successful

sequences of logical instructions, for each puzzle, also creates the potential of

discovering unique solutions.

Finally, as sequences of logical instructions are evolved,the solutions obtained

areprovably correct, and also understandable by human players, thus adding to

the usefulness of the results obtained.

There are clear parallels between Sudoku and planning problems, such as

timetabling. Constraint satisfaction, in this case, is handled by the application

of logical instructions, while temporal saliency is reflected in the order of execu-

tion of those instructions; this is similar to the scheduling of tasks, where a certain

task must be finished before another one can start.

The results obtained show the suitability of GAuGE for this problem. Its dis-

association between the position and value of each variable, shown to be a disad-
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vantage on absolute ordering problems (such as Binary Matching, Section 6.2.3),

is particularly suitable for the Sudoku approach presented. The results obtained

over a large set of puzzles show its effectiveness, as compared to the sGA.

The analysis presented also illustrates the way the system solves the problem.

The ordering effect that standard genetic operators have, when applied to GAuGE

strings, makes them particularly suitable for this problem, as they achieve the

moving of successful logical instructions to the start of the phenotype strings,

thus increasing their fitness contribution.

These results confirm the experimental results obtained in Chapter 6, and fit

nicely with the analysis of the GAuGE system (Chapter 7). Theproblem domain

possesses most of the characteristics deemed suitable for GAuGE, and the Blind

Sudoku approach takes full advantage of the characteristics of the system.
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Chapter 9

Conclusions

The topic of representations for Evolutionary Algorithms (EAs) is as fresh as it

was40 years ago, when Bagley (Bagley, 1967) began experimenting with it. The

amount of research produced every year on this topic, with dedicated sessions,

tutorials and/or workshops in some of the main conferences in the field, is a testi-

mony to its importance.

As far as representation is concerned, there are two main approaches to solv-

ing a problem with genetic algorithms. One is to choose a specific representation;

if domain-knowledge is available, and the action of the genetic operators is under-

stood, this is most likely the best option. Another possibility is to let the algorithm

itself evolve the representation of the problem. To this end, the last40 years have

seen many representations and systems emerge, with varyingdegrees of success.

The GAuGE system is one such system. Its approach to evolvable represen-

tations is remarkably simple: it defines a mapping process, which is applied to

a standard genetic algorithm. It does not require specific operators or any other

changes to the GA, and yet it is guaranteed to always produce feasible solutions.

As with any other approach, GAuGE possesses advantages and disadvantages.

In this chapter, the research conducted in the design, testing and analysis of the

system is summarised. This is followed by a list of possible future research direc-

tions, derived from the work presented in this thesis.
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9.1 Summary

This thesis presents a new approach to the problem of evolvable representations

for genetic algorithms, in the form of the GAuGE system. Thisresearch was

conducted with the objective of developing a simple and fastalgorithm, with no

repair mechanisms involved, and independent of the search engine used.

These objectives were met by the work presented; the analysis that followed

further allowed the comprehension of the system. Below is a summary of the

research conducted.

Background review

As the system is built as a mapping process applied to the simple Genetic Algo-

rithm (sGA), an introduction to the main features of that algorithm was provided;

this was followed by an overview of different techniques andalgorithms designed

over the years, with similar objectives as those defined for GAuGE.

Design

The introduction to GAuGE, presented in Chapter 4, shows itssimilarities to

Grammatical Evolution; both systems are based on the idea ofa genotype-to-

phenotype mapping, resulting in separate search and solution spaces; this in turn

allows the freedom to choose any search engine. Both systemsalso use a sim-

ilar approach to ensure the generation of correct solutions(mostly based on the

mod operator), resulting in biologically-inspired effects such as degeneracy and

functional dependency.

Chapter 4 also gave a formal definition of the mapping process. This is a

substantial contribution, in two ways: by formally definingthe mapping process,

the performance (in terms of number of fitness evaluations) to expect from the

system is the same, regardless of the implementation used; but more importantly,

it provides a useful way to analyse the system. Indeed, this formal definition was

used in Chapter 7, to analyse the effect of degeneracy and of genetic operators in

GAuGE.
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Setup

Much attention was devoted to ensure the replicability of the experiments re-

ported. To this end, Chapter 5 described and justified the setup used throughout

this thesis, along with the statistical tools applied to analyse the results obtained.

Experiments

An experimental proof of concept followed. This was based onquantitative test-

ing: a set of benchmark problems from the literature were chosen, and GAuGE

and the sGA were applied to these. The results obtained were mixed; on some

problems, there is a clear advantage in the use of GAuGE, whereas in others it

clearly is not as suitable as the sGA. Most importantly, two main characteristics

of problems for the successful application of GAuGE have been pointed out:

• The variables of the problem must all be of the sametype;

• The relative ordering of the phenotypic variables is of importance, as op-

posed to their absolute ordering.

In other words, GAuGE’s performance is limited in problems with “position-

sensitive data”, in which the functionality of a value is completely dependent on

its phenotypic location, and different phenotypic variables encode different types

of data. These are absolute ordering problems; a typical example of this class of

problems is the Binary Matching problem, in which the performance of GAuGE

was substantially lower than the sGA.

In problems where the search for permutations is not only suitable, but actually

required, GAuGE is clearly superior to the sGA; the results obtained with Master-

mind confirm this. The reason is simple: its representation provides the flexibility

for permutations of the phenotypic variables’ positions, which are always fixed

with the sGA.

Another interesting finding is related to the problem representation. The re-

sults obtained with the HIFF and deceptive problems have shown that the choice of

problem representation can seriously impair the performance of the sGA. This is

not so with GAuGE, suggesting that the system is “representation-independent”.
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Analysis

The analysis of GAuGE that followed these experiments, in Chapter 7, concen-

trated on the inner workings of the system, confirming the empirical evidence of

the proof of concept experiments. It started by analysing the biases that the com-

pact representation used with GAuGE introduces, and the effect of degeneracy on

those biases.

The analysis of the phenotypic effect of genetic operators has highlighted

GAuGE’s suitability for ordering problems: problems wherenot only the contents

of the variables are to be found, but also their relative ordering. The interesting

characteristic of those operators is that they do not have tobe specifically encoded;

they derive from standard genetic algorithm operators, which, by the nature of the

mapping process, are transformed into relative ordering operators.

With regards to its genotypic representation, GAuGE was shown to adapt it

to the problem representation, with varying degrees of success. One of the main

obstacles to this adaptation is the different sizes of the representation and value

search spaces; once the representation search is no longer rewarded with fitness,

the structure of genotype strings ceases to evolve.

Application

Finally, in Chapter 8, GAuGE was applied to a version of the Sudoku puzzle,

and its performance compared to the sGA. When supplied with suitable logical

instructions, GAuGE is able to solve the problem, and consistently do so with a

clear advantage over the sGA. The solutions obtained also provide a list of the

logical steps taken, when solving each puzzle; this could beinvaluable when tack-

ling planning problems with similar characteristics, as the list of steps provides an

audit trail, so the solutions produced areprovably correct.

The Sudoku problem exemplifies the class of problems for which GAuGE can

be a potentially useful tool: problems where not only the contents of variables

have to be found (and the alphabet is too extensive for a localexhaustive search),

but also the ordering of those contents. Most research seemsto aim at either value

optimisation, or ordering optimisation, and there is surprisingly little research into
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joining both searches; Sudoku is a good example of the kind ofproblem that

requires both. GAuGE achieves this by acting as a combination of a standard

genetic algorithm, useful for discovering values, and an ordering algorithm, useful

for discovering permutations of those values.

9.2 Future Work

The development of the GAuGE system, and the results and analysis derived from

it, have left many unexplored areas of research. Below is a list of some of them.

Further applications : the application of GAuGE to Sudoku has illustrated a

class of problems for which it is particularly suited. Otherreal-world prob-

lems exist, however, to which the system can be applied. Preliminary results

on the application of GAuGE to learning Deterministic Finite Automata

from noisy samples (Nicolauet al., 2004), for example, met with some de-

gree of success.

Saliency : the application of GAuGE to the BinInt class of problems showed

that the system has a remarkable capability of selecting individuals from its

population whose representation loosely matches that of the problem. It will

be interesting to see how will it fare in other problems exhibiting some form

of saliency, be it in the form of temporal sequentiality or fitness scaling.

The relation to Grammatical Evolution : the similarities between GAuGE and

GE have been stressed throughout this work. Given these similarities, a

possible line of research could apply the findings of this thesis to GE, par-

ticularly the formal definition of the mapping process, and the analysis of

degeneracy, operators and representation evolution.

Different Search Engines : as with GE, the design of GAuGE as a mapping pro-

cess allows the use of different search engines. The research presented here

concentrated purely on the use of a genetic algorithm; it will be interesting

to see what the effect of the mapping process will be, when coupled with

other search engines.
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Different mapping processes: the mapping process, formally defined in Chap-

ter 4, can be easily changed; early experiments (Nicolau & Ryan, 2002)

investigated the introduction of dependency between valuespecifications,

for example. One could also take a step back and simplify the mapping

process, stripping it of value fields and transforming the system into a per-

mutation search algorithm. This would allow the application of GAuGE to

permutation problems on ordinal sets.

Specific crossover operators: the 1-point crossover operator used with GAuGE

has no knowledge nor respect for the mapping process applied; this leads to

good results in relative ordering problems, but disappointing performance

in absolute ordering ones. The extension of GAuGE with specific crossover

operators that respect its(position,value)associations (Nicolau & Ryan,

2004b; Nicolau & Ryan, 2004a) met with considerable successin problems

where GAuGE typically failed; this was however at the cost ofincreased

complexity and loss of independence of the search engine. Further work

and analysis is required in this area.

Reordering operator : undoubtedly, one of the reasons for the partial success

in linkage learning with GAuGE is the lack of a reordering operator, such

as the Inversion Operator; without the capacity to alter thegenotypic lo-

cation of values, GAuGE relies purely on selection to evolveits genotypic

representations. As with crossover, the introduction of a specific reordering

operator will mean the system looses its independence of thesearch engine;

the benefits of such an operator may payoff that loss, however.

Increased arity problems : Chapter 7 detected problems with a large range of

values for the phenotypic variables as potentially suitable for the application

of GAuGE, yet most of the used benchmark problems are binary based.

It will be interesting to analyse how the structure of genotype strings will

evolve, in problems with increased value ranges.
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Appendix A

Proof of Theorem 7.1.1

Before giving the proof of Theorem 7.1.1, an alternative view of the mapping

described in Section 4.3 is proposed. The mapping is seen as apermutation of the

set of values{R̃0
i , . . . , R̃

ℓ−1
i }. Indeed, the string of positionsRi = (R0

i , . . . , R
ℓ−1
i )

where for allj ∈ {0, . . . , ℓ − 1}, Rj
i ∈ {0, . . . , ℓ − 1} is nothing but a classical

manner to write a permutation ofℓ elements,i.e. a bijective function of a set ofℓ

elements into itself. Formally the permutationρ : {0, . . . , ℓ−1} → {0, . . . , ℓ−1}
induced by the mapping is defined as follows:

ρ(j) = Rj
i for 0 ≤ j ≤ ℓ− 1

And the mapping consists then in permuting the elements{R̃0
i , . . . , R̃

ℓ−1
i } into

{R̃ρ(0)
i , . . . , R̃

ρ(ℓ−1)
i }. This alternative view is used in the proof of the following

Theorem:

Theorem 7.1.1Let i be an integer in{0, ..., N − 1} and letRi = (R0
i , ..., R

ℓ−1
i )

defined by Equation 4.4, thenfor all j ∈ {0, . . . , ℓ− 1}

E(Rj
i ) =

ℓ− 1

2
+O(ℓ32−pfs) (A.1)

Proof Considering eachRj
i defined by Equation 4.4 (page 63) as a random vari-

able, one sees that the distributions ofRj
i are the same for anyi. Thus, for sake

of simplicity, the subscripti is omitted in this proof. For consistency with the

formalisation of the mapping in terms of permutation, whereR = (R0, . . . , Rℓ−1)
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is identified with a permutation, for any given permutationρ ∈ Sl (Sℓ being the

permutation group on{0, . . . , ℓ−1}) the notationR = ρ denotes in the sequel the

event:

Rj = ρ(j) for all j

From the construction ofRj one sees that, for an acceptable valuea (among the

ℓ− j possible values) forRj, one has

P (Rj = a|Rj−1, . . . , R0) = 2−pfs
(
⌊ 2pfs

ℓ− j
⌋+ 11{a<2pfs mod ℓ−j}

)
(A.2)

where⌊2pfs
ℓ−j
⌋ denotes the integer part of2pfs

l−j
and11{a<2pfs mod ℓ−j} = 1 if a <

2pfs mod ℓ− j and0 otherwise. Simplifying Equation A.2, one has,

P (Rj = a|Rj−1, . . . , R0) =
1

ℓ− j
+ rj,pfs(a)

with |rj,pfs(a)| ≤ 2−pfs. Therefore, for a given permutationρ, P (R = ρ) is the

product of the above probabilities and a straightforward computation leads to

P (R = ρ) =
1

ℓ!
(1 +O(ℓ22−pfs))

where the notationO(ℓ22−pfs) means thatO(ℓ22−pfs)
ℓ22−pfs is bounded whenpfs → ∞

by a constant independent ofℓ. Now the expectation of the random variableRj is

E(Rj) =
∑

0≤a<ℓ

a
∑

ρ∈Sℓ

P (R = ρ & ρ(j) = a) (A.3)

but the number of permutationsρ such thatρ(j) is fixed and is equal to(ℓ − 1)!,

hence

E(Rj) = (ℓ− 1)!
1

ℓ!
(1 +O(ℓ22−pfs))(0 + 1 + · · ·+ (ℓ− 1)).

Finally

E(Rj) =
ℓ− 1

2
(1 +O(ℓ22−pfs))

or

E(Rj) =
ℓ− 1

2
+O(ℓ32−pfs).

2

Remark A.0.1 Complexity for the computation of E(Rj)

As one can see on Equation A.3, the complexity to computeE(Rj) is ℓ!.
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ter, James A., Deb, Kalyanmoy, Davis, Lawrence, Roy, Rajkumar, O’Reilly,

Una-May, Beyer, Hans-Georg, Standish, Russell K., Kendall, Graham, Wil-

son, Stewart W., Harman, Mark, Wegener, Joachim, Dasgupta,Dipankar,

215



Potter, Mitchell A., Schultz, Alan C., Dowsland, Kathryn A., Jonoska,

Natasa, & Miller, Julian F. (eds),Genetic and Evolutionary Computation -

GECCO 2003, Genetic and Evolutionary Computation Conference, Chicago,

IL, USA, July 12-16, 2003. Proceedings, Part II. Lecture Notes in Computer

Science, vol. 2724. Springer.

Pelikan, Martin, & Mülhenbein, Heinz. 1999. The BivariateMarginal Distribution

Algorithm. Pages 521–535 of:Roy, R., Furuhashi, T., & Chawdhry, P. K.

(eds),Advances in Soft Computing - Engineering Design and Manufacturing.

Springer-Verlag.

Pelikan, Martin, Goldberg, David E., & Cantú-Paz, Erick. 1999a. BOA: The
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