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Abstract

The collection, publication, and mining of personal data have become key

drivers of innovation and value creation. In this context, it is vital that or-

ganizations comply with the pertinent data protection laws to safeguard the

privacy of the individuals and prevent the uncontrolled disclosure of their

information (especially of sensitive data). However, data anonymization is a

time-consuming, error-prone, and complex process that requires a high level

of expertise in data privacy and domain knowledge. Otherwise, the quality

of the anonymized data and the robustness of its privacy protection would

be compromised. This thesis contributes to the area of Privacy-Preserving

Data Publishing by proposing a set of techniques that help users to make

informed decisions on publishing safe and useful anonymized data, while

reducing the expert knowledge and effort required to apply anonymization.

In particular, the main contributions of this thesis are: (1) A novel method

to evaluate, in an objective, quantifiable, and automatic way, the semantic

quality of VGHs for categorical data. By improving the specification of the

VGHs, the quality of the anonymized data is also improved. (2) A frame-

work for the automatic construction and multi-dimensional evaluation of

VGHs. The aim is to generate VGHs more efficiently and of better quality

than when manually done. Moreover, the evaluation of VGHs is enhanced

as users can compare VGHs from various perspectives and select the ones

that better fit their preferences to drive the anonymization of data. (3) A

practical approach for the generation of realistic synthetic datasets which

preserves the functional dependencies of the data. The aim is to strengthen

the testing of anonymization techniques by broadening the number and di-

versity of the test scenarios. (4) A conceptual framework that describes a

set of relevant elements that underlie the assessment and selection of anony-

mization algorithms. Also, a systematic comparison and analysis of a set of

anonymization algorithms to identify the factors that influence their perfor-

mance, in order to guide users in the selection of a suitable algorithm.
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Chapter 1

Introduction

This chapter begins by discussing the main motivations behind the research

work presented in this thesis, as well as presenting the problem statement.

Next, it describes the different contributions of the thesis. Finally, the chap-

ter concludes by presenting an overview of the rest of the thesis.

1.1 Motivation

Currently, the volume of digital data generated globally grows exponen-

tially every year [84]. Within this data, about 75% is generated by indivi-

duals [188]; personal data such as physical conditions, preferences, habits,

or mobility traces. This fact has attracted the interest of various organi-

zations (e.g., governments, research institutions, corporations) to actively

collect and analyze this data for creating new business models or delivering

better services. Therefore, motivated by reciprocal benefits (or required by

law), there is a high demand for the exchange and publication of personal

data among different parties (e.g., interdepartmental, outsourced partners,

or public in general).

However, this data may contain sensitive information about the indi-

viduals (e.g., medical conditions, religious beliefs) that could potentially

bring harm to the involved parties if the uncontrolled disclosure of this in-

formation occurs. For example, individuals may suffer from discrimination,

embarrassment, or identity theft. Likewise, organizations may suffer from

negative publicity, fines, or other sanctions [165]. Hence, personal data must

be anonymized before being disseminated. To achieve this goal, the area of

1
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Privacy-Preserving Data Publishing (PPDP) provides methods for publish-

ing data without compromising the confidentiality of individuals, while also

trying to retain the utility of the data for a variety of tasks (e.g., to feed data

mining models, perform aggregate query answering, create decision-support

systems, etc.) [82].

While the research on PPDP has made great progress [56, 82], its prac-

tical utilization lags behind. Data publishers are commonly unfamiliar with

very robust anonymization methods, other than de-identification techniques

(i.e., removing all the direct identifiers from data such as names and unique

identifying numbers) or hashing functions [76, 78, 160]. Nonetheless, it

has been proven that these types of strategies are not sufficient to pro-

tect datasets from disclosure attacks [38, 78, 91, 138, 179]. This is because

it is still possible (for an attacker) to make inferences about the identity

of individuals by combining different published datasets, or by possess-

ing an amount of background information about individuals. For example,

the re-identification of an individual may be achieved by linking published

anonymized datasets with identified data by using certain attributes known

as quasi-identifiers (QIDs). QIDs are attributes which are sufficiently cor-

related with an individual that could be combined to uniquely identify that

individual (e.g., gender, date of birth, ZIP code) [179]. To prevent such as-

sociations, anonymization is usually performed over these attributes. How-

ever, anonymizing data is not a trivial task as data publishers face many

challenges to put PPDP knowledge into practice. In this context, a data

publisher refers to any individual or organization (e.g., practitioners, re-

searchers, self-employed consultants) who is involved in the sharing of data

and seeks to disseminate it in a safe and useful manner (hereinafter referred

to as users).

An initial challenge faced by users is the selection of an appropriate

anonymization algorithm to sanitize the data. Given the many occurrences

of privacy breaches in (supposedly) anonymized datasets [38, 78, 91, 138,

179], users are required to adopt more robust anonymization strategies with

the aim of providing stronger and more formal guarantees of privacy preser-

vation. However, due to the large number of anonymization algorithms

available and the limited information regarding their performance, it is dif-

ficult for users to generalize this knowledge and decide which algorithm is

best suited for their particular requirements. These problems can lead to
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ineffective anonymizations if the process is not performed by experts. How-

ever, this is often not possible as small and medium-sized organizations, or

independent consultants, do not usually have the resources for hiring qual-

ified privacy experts [145]. In order to assist users in the anonymization

process, a number of tools have been proposed in the literature [157]. How-

ever, a high level of expertise is still required to apply the algorithms and to

properly configure their associated parameters. Likewise, conducting exten-

sive testing of anonymization techniques is critical to assess their robustness

and identify the scenarios where they are most suitable. To mitigate the

risk of failing to protect data, it is desirable to test with diverse datasets

such that an adequate coverage of scenarios is considered. However, the

access to raw personal data is highly restricted and the data that is released

to the public has already passed through anonymization and aggregation

procedures [1, 6, 20]; hence, reducing its value for testing purposes. Con-

sequently, a common practice is to generate synthetic data. However, most

of the existing methods [96, 146] are not suitable for testing anonymization

techniques as they do not satisfy the particular needs of PPDP.

Another challenge typically faced by users is to produce anonymized data

of high quality (while still satisfying the desired privacy requirement). Data

utility is an important dimension of PPDP as the objective of publishing

data is to enable the extraction of useful information from the data. In

this sense, it is critical for many applications that the truthfulness and the

meaning of the original data are preserved as much as possible after anonymi-

zation. For this reason, the set of transformation rules for anonymizing the

data needs to be precisely defined. Value Generalization Hierarchies (VGHs)

play a crucial role in this context. VGHs are tree-like structures that feed

the anonymization algorithms (based on generalization) and dictate how the

anonymization of the data occurs. They define the set of transformations

that the values of an attribute can undergo. Therefore, it is important to

properly specify the VGHs.

Traditionally, VGHs are created and evaluated by the users based on

their own knowledge and experience, as it is commonly assumed that they

are fully capable of bringing adequate domain expertise to the definition of

VGHs [53, 125]. Users often follow an iterative process for assessing the

appropriate coverage of the concepts and details to represent in the VGHs.

This process can yield multiple candidates of VGHs (per attribute) which
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can be used for anonymization. Users must then decide which VGH will be

used to anonymize each attribute. This decision has a big impact in the util-

ity remaining in the anonymized data and ultimately in the precision of the

analysis results, as both can diminish if poorly-specified VGHs are used [26].

All these tasks are often performed manually, relying on the users’ judgment.

A key problem of this practice is that the quality of VGHs is evaluated in a

subjective and informal way. This can lead to misclassifications or inconsis-

tencies which significantly impact the quality of the anonymized data. To

mitigate this issue, knowledge engineers often participate in the VGH de-

sign process. However, the process may become expensive due to the limited

availability of experts and the laborious work involved. In any case, the de-

cision about the quality of VGHs generally represents the subjective opinion

of a single individual, and thus corresponds to only one interpretation of a

domain.

The creation of VGHs is also a burdensome process for users as one VGH

needs to be created per QID attribute, based on the input dataset. If the

input values change, VGHs must be modified accordingly, which requires

additional manual effort. While it is feasible to create VGHs of small size,

the effort considerably increases when larger VGHs are required (e.g., to

anonymize the responses of open-ended surveys), or in scenarios where data

constantly changes (e.g., anonymization of streaming data). To tackle this

issue, various approaches to generate VGHs automatically have been pro-

posed [53, 89, 195]. However, most of them are designed to handle numerical

attributes only, while methods applicable to categorical data remain scarce.

Numerical approaches often consist in creating intervals that fit the distribu-

tion of the input data. Therefore, they are not suitable for categorical data,

as its inherent semantics is ignored (a key factor to preserve its meaning).

The construction of categorical VGHs presents even more challenges [113]

such as word-sense disambiguation, definition of meaningful labels to repre-

sent clustered concepts, etc.

Clearly, the tasks of selecting and testing anonymization techniques, as

well as creating and evaluating VGHs for anonymization are challenging and

the current practices are not effective [32, 195]. This is because, in general,

these tasks require expert knowledge and a significant amount of manual

effort, and are currently highly error-prone and time-consuming.
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1.2 Problem Statement

Knowledge about anonymization techniques becomes necessary for data

publishers as they are facing the problem of releasing useful data about

individuals without compromising their privacy. However, anonymization is

a complex process that requires a high level of expertise in data privacy and

domain knowledge. The quality of the anonymized data and robustness of

its privacy protection highly depends on the ability of the data publishers to

understand the anonymization techniques and their associated parameters,

and to precisely define the transformations rules applied to data.

The above statement motivates the core research question here:

What techniques can be developed to help data publishers to

make better informed decisions about how to disseminate

data in a safe and useful manner while reducing the expert

knowledge and effort required to apply anonymization?

1.3 Thesis Contributions

To answer this question, this thesis makes several contributions to the area

of PPDP, especially targeting the anonymization mechanisms that preserve

the truthfulness of relational data. The main contributions of this thesis are

presented below, as well as their corresponding supporting contributions:

1. A method to evaluate in an objective, quantifiable, and automatic way,

the semantic quality of VGHs for categorical data. This enables users

to compare various VGHs and select the ones that better preserve the

semantics of the original data in their specification, with the aim of

reducing the information loss induced by the anonymization.

� An analysis and discussion about the issues commonly encoun-

tered in the specification of VGHs and the desirable properties in

a “good”/well-defined VGH.

� A metric (Generalization Semantic Loss -GSL-), which captures

the quality of VGHs with respect to their semantic consistency

and taxonomy. Also, two variations of GSL that can be used in
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local and global anonymization contexts. Finally, a rating scale

to classify the VGHs based on their quality (measured with GSL)

which also facilitates the interpretation of the GSL score.

� A comprehensive evaluation of GSL, consisting of a prototype

and a set of experiments to assess the accuracy, benefits and

costs of using GSL. Additionally, key findings that could serve as

guidelines for data publishers to use GSL, as well as the conditions

under which the metric can be more useful.

2. A knowledge-based framework (AIKA) to automatically construct and

evaluate VGHs for categorical data, which considers users’ preferences.

� A method that automatically generates and tailors VGHs for data

anonymization based on the input datasets, privacy constraints,

and external knowledge sources that model the domain expert

knowledge and human judgment.

� A method for the multi-dimensional evaluation and ranking of

VGHs which is based on the combination of a set of metrics that

capture the quality of VGHs from different perspectives that are

relevant in the PPDP context.

� A comprehensive practical evaluation of AIKA, consisting of a

prototype and a set of experiments to assess the benefits of AIKA

for the creation and evaluation of VGHs for anonymization, and

its usage costs.

3. A framework (COCOA) for the generation of realistic synthetic datasets

(at record-level) that supports the definition of multi-attribute rela-

tionships in order to preserve the functional dependencies of the data.

� A comprehensive practical evaluation of COCOA, consisting of a

prototype and a set of experiments to assess it in terms of the

benefits it brings to the testing of anonymization techniques as

well as the costs of using COCOA.

� Three sets of benchmarks (publicly available), each one com-

posed of 72 different datasets (based on real data and offering

diverse data distributions and sizes) which can be useful for the

research community to perform more comprehensive validations

in the area of data privacy.
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4. A systematic comparison of a set of anonymization algorithms and a

comprehensive analysis to guide users in the selection of an algorithm

that best suits a particular publishing scenario.

� A conceptual framework that describes a series of relevant ele-

ments that underlie the assessment and selection of anonymi-

zation algorithms.

� Simplified descriptions of anonymization algorithms which aim to

facilitate understanding for non-expert users, so they can identify

the scenarios where one algorithm is suitable.

� A series of experiments to evaluate the efficiency and effectiveness

of anonymization algorithms in order to identify the factors that

impact their performance and the conditions under which they

perform well or poorly. Also, the proposal of a set of guidelines

for practitioners to help them in the selection of an algorithm.

1.4 Thesis Overview

The remainder of the thesis is structured as follows:

� Chapter 2 presents a summary of the pertinent state-of-the-art, in

terms of background information and related work.

� Chapter 3 presents a conceptual framework of the evaluation and se-

lection of anonymization algorithms. It also presents a comparative

study of a set of highly-cited anonymization algorithms.

� Chapter 4 presents the proposed framework (COCOA) for the gen-

eration of synthetic datasets as well as the supported domains, the

generated datasets, and the implemented prototype.

� Chapter 5 describes the proposed method to evaluate the semantic

quality of VGHs (and its associated metric -GSL-). It also discusses

the variations of GSL and the proposed rating scale to classify VGHs.

� Chapter 6 presents the proposed framework (AIKA) for the automatic

construction and multi-dimensional evaluation of VGHs.

� Chapter 7 presents the conclusions of this research work and provides

pointers to future work in this area.



Chapter 2

State-of-the-Art

This chapter presents the relevant state-of-the-art in terms of the applica-

ble background information and related work. The following two sections

describe them.

2.1 Background

This section presents the main concepts of PPDP, some of the available data

protection regulations, the implications of failing to protect users’ privacy,

as well as the measures of privacy and data utility, which are necessary to

understand the rest of the thesis. The section also describes the semantic

similarity concepts used in this work.

2.1.1 Data Protection

Recent technology trends (e.g., Big Data, Internet of Things, etc.) have

raised new concerns about the privacy of individuals [57, 150, 184]. More-

over, the increasing incidents of personal data misuse have led to put into

practice different approaches to ensure privacy when data is made available

for secondary use [143]. A commonly-used approach to protect private in-

formation is non-disclosure agreements, which stipulate the use and storage

of sensitive data. Whereas this can be an effective way to secure proprietary

information and intellectual property of organizations, it cannot guarantee

that sensitive data will not be carelessly misplaced and end up in the wrong

hands. Moreover, these kinds of agreements require a trust level that is

impractically high in many data-sharing scenarios.

8
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2.1.1.1 Regulations

De-identification is another common practice used by organizations to dis-

seminate data while protecting privacy. This consists in releasing personal

information with all explicit identifiers removed. This type of approach is

commonly implemented in the data privacy regulations designed by gov-

ernments in different countries. These regulations dictate the protection

of sensitive data that involves personally identifiable information (PII) by

restricting the types of publishable data in order to meet the legal stan-

dards. For example, the safe harbor provision of the U.S. Health Insurance

Portability and Accountability Act (HIPAA) privacy rule [8] defines a set

of 18 highly distinguishing attributes that must be removed from medical

data before releasing it. These include names, identifying numbers, email

addresses, geographical information, among others. However, the list is not

intended to be comprehensive. Although this approach offers a certain level

of protection, the remaining data is still vulnerable as in many cases it can

be used to re-identify individuals by linking the data to public data sources,

or by looking at unique characteristics found in the released data.

2.1.1.2 Failing to Protect Users’ Privacy

Despite the efforts to anonymize and restrict the types of publishable data,

there has been some notable cases of datasets’ de-anonymization. The fol-

lowing examples of data re-identification demonstrate that removing direct

identifiers or performing simple transformations to the data is not sufficient

to protect individuals’ privacy. Moreover, they illustrate the challenges con-

fronted in the development and application of PPDP techniques.

Governor of Massachusetts Incident [179]. In 1997 in Massachusetts,

the Group Insurance Commission (GIC) collected a dataset containing med-

ical records of 100,000 state employees and their families. The data was

anonymized by removing all direct identifiers such as names, addresses, and

phone numbers. Thus, this data was considered safe to be shared with re-

searchers. However, this data still contained demographic information such

as birth date, gender, and ZIP code. A researcher obtained a copy of this

dataset and, by linking it to a bought copy of the Massachusetts voter reg-

istration list, she was able to re-identify the record of the governor of Mas-

sachusetts which was hidden in the medical dataset. This re-identification
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was possible because only six people had his particular birth date; only three

of them were men; and, he was the only one in his 5-digit ZIP code. The

researcher showed that 87% of the U.S. population could be identified based

on only the combination of ZIP code, date of birth, and sex. This type of

attack (where external data is combined with published anonymized data)

provides a demonstration of how record linkage attack works.

AOL Dataset [38]. In 2006, AOL released an “anonymized” file con-

taining millions of search queries from 650,000 users with the intention

to help the information retrieval research community. To anonymize the

dataset, AOL replaced the user id with a pseudonym which was a random

number. The dataset contained information such as which URL from the

search results was clicked and what was its ranking. However, soon after the

dataset was released, many users together with their private queries were

identified. One example becoming public was the one of two NY Times jour-

nalists that tracked down a user based on the semantic content of her search

queries and other sources of information: the name of her town, family name,

and age-related information. Several lawsuits were filed against AOL, and

nine days after the release, AOL made an apology and terminated several

employees involved in the data release, including the CTO. This privacy

breach occurred because AOL did not take into consideration the dispersed

information sources available and the semantic content of search queries.

Netflix Prize [138]. In 2008, Netflix announced the Netflix Prize, a

contest for the development of an accurate movie recommendation algo-

rithm. To help participants, Netflix released 100 millions ratings for 18,000

movie titles collected from 480,000 randomly chosen users. This dataset

contained movie ratings and the dates when the ratings were created. The

anonymization scheme to protect privacy consisted of removing personal in-

formation and replacing the user ids with pseudonyms. This dataset was

later de-anonymized by two researchers who showed that using external in-

formation (such as IMDb) and a little bit of knowledge about an individual

subscriber can easily identify a subscriber’s record in the data.

NYC Taxicabs [91]. In 2014, New York City officials released a dataset

containing details about taxi rides in NYC in 2013 in response to a Freedom

of Information Law request. This dataset included pickup and drop off

times, locations, fares and tip amounts, as well as an anonymized version

of the divers’ license and medallion numbers. The anonymization technique
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utilized was a hashing function using the MD5 algorithm [163]. However,

given that the license and medallion numbers were structured in predictable

patterns, a software developer was able to de-anonymize all of the dataset

entries in a process that lasted less than two hours. This was done by

running all possible iterations through the same MD5 algorithm and then

comparing the output to the ones from the anonymized dataset. This attack

occurred because an ineffective mechanism to anonymize data was used and

due to the structured format of the input data.

2.1.2 Privacy-Preserving Data Publishing

PPDP is the area that studies the development of methods and tools to

publish anonymized datasets that can still be useful for performing various

analysis tasks while protecting the privacy of the individuals represented in

the datasets by preventing their re-identification [82].

Figure 2.1: Overview of Privacy-Preserving Data Publishing.

A typical scenario of PPDP is depicted in Fig. 2.1, which shows the dif-

ferent phases of the data processing. During data collection, vast amounts

of data are actively gathered on individuals. In order to exploit this data,

data publishers often require to release this data to third parties under dif-

ferent circumstances (e.g., research, commercialization, outsourcing). Some

examples of publishing scenarios can include [192]: a hospital providing

information about patient admissions, a school sharing student education

data, a retailer sharing data about customers, etc. Since the data may

contain sensitive information, this data must be anonymized before being

disseminated in order to protect individuals’ privacy while still being useful

for analysis. Various steps are involved in the data anonymization process

which will be later explained in Section 2.1.2.1. The released anonymized
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data can be used by diverse types of data recipients (with different trust-

worthiness levels) such as outsourced partners, researchers, or even public

in general. One key assumption of the PPDP model is that attackers can

be found among the data recipients, who intend to uncover sensitive infor-

mation about individuals. Thus, the objective of PPDP techniques is to

prevent privacy attacks by releasing safe but still useful data. One essential

premise of PPDP is to produce datasets that have good utility for a variety

of tasks. This is because all the potential usage scenarios for the data are

commonly unknown at the time of publication. For example, under open

data initiatives [9, 21], it is impossible to foresee all the possible data uses.

In the most basic form of PPDP, a microdata table (i.e., tables which

contain unaggregated information about individuals) is composed of tuples

defined over a set of attributes, where each tuple corresponds to a record

that is associated with an individual. The attributes are typically classified

in categories according to the information they contain [82]:

� Identifiers (IDs): attributes that explicitly identify individuals (e.g., na-

me, unique identifying numbers).

� Quasi-Identifiers (QIDs): attributes that could potentially re-identify

individuals when combined with external information such as publicly

available datasets (e.g., occupation, nationality).

� Sensitive (SAs): attributes that represent sensitive information about

individuals (e.g., disease, salary).

� Non-Sensitive (NSAs): attributes that do not fall into the previous

categories, thus, they do not cause any problem if revealed.

2.1.2.1 Traditional Anonymization Process

Internally, the traditional anonymization process in PPDP is composed of

a series of steps. Fig. 2.2 depicts the most common practice when applying

data anonymization in PPDP:

(1) A data publisher, such as organizations (e.g., statistical agencies, insur-

ance companies) or independent consultants (e.g., doctors, lawyers),

collects information about individuals and is required to publish it.

(2) The user (who in our work is the data publisher) classifies the at-

tributes of the dataset in one of the previously shown categories (e.g., IDs,

QIDs, SAs, NSAs). In order to protect individuals’ privacy, the IDs

will be removed and the chosen QIDs will be anonymized/sanitized.
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Figure 2.2: Traditional Anonymization Process in PPDP.

(3) The user then makes two critical decisions with respect to the anony-

mization of the data which will have an impact on the quality of the

resulting data. The successful decisions mainly depend on the user’s

understanding about the anonymization techniques and their associ-

ated algorithms, and in her ability to properly model the domain rep-

resented in the VGHs (applicable to generalization-based algorithms,

which is the process we exemplify here).

a. For each QID attribute, the user manually creates a set of candi-

date VGHs modeling the domain of the QID. Several candidate

VGHs can be considered depending on how the user wants to re-

fine the anonymizations (e.g., to balance the potential utility and

privacy of the data). The quality of the resulting VGHs is then

manually evaluated by the user based on her own knowledge and

experience, so it is a time-consuming and error-prone process.

b. The user also requires to select an appropriate algorithm to per-

form the anonymization of the data based on the intended busi-

ness case. Anonymization algorithms utilize different types of

operations to carry out the sanitization of the data which would

have different implications over the quality of the data, the size

of the search space, and the level of data privacy protection.
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(4) Once these decisions have been made and the user is confident about

the chosen algorithm and VGHs, they are used to anonymize the data.

A privacy criterion may also be provided by the user to define whether

the anonymized dataset is safe or not. This criterion usually serves as

stopping condition for anonymization algorithms as the sanitization of

the data will be performed until the given privacy criterion parameter

is satisfied.

(5) After anonymization, the quality of the resulting data is evaluated

either by comparing it to the original data or based on the accuracy

obtained from a particular application task. Likewise, the disclosure

risk may also be assessed (in the cases where the privacy criterion is

not provided in advance).

(6) The trade-off between data utility (how accurate the analysis per-

formed in the anonymized data is) and privacy (how much information

an attacker can learn from the anonymized records) is evaluated.

a. If the utility is acceptably high and the risk is small enough, the

data is released.

b. Otherwise, a new cycle of anonymization starts (Step 3) in which

the anonymization settings (including the VGHs modeling) can

be tailored depending on the user’s objectives.

2.1.2.2 Comparing PPDP with Other Related Areas

PPDP is closely related to other research areas such as Privacy-Preserving

Data Mining (PPDM), Statistical Disclosure Control (SDC), and Data En-

cryption (DE). Whereas these areas share some similarities with PPDP,

several differences exist among them.

PPDM enables to conduct data mining tasks (e.g., learning and use of

data mining models) while controlling the disclosure of data about indivi-

duals [28]. There are two approaches usually followed in PPDM: to sanitize

the input data before performing a particular data mining task, or to san-

itize the data mining output to prevent the inference of sensitive patterns

from it. This illustrates one of the main differences between the two areas.

PPDM focuses on the results of the data mining as the developed solu-

tions are tightly coupled with the data mining tasks under consideration. In

contrast, PPDP is not tied to a particular data mining task but instead it fo-

cuses on anonymizing and publishing datasets that are useful for performing
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multiple analysis tasks while protecting individuals’ privacy. Moreover, an

assumption in PPDP is that the data publisher does not necessarily require

to be involved in the analysis of the data as she might not be an expert in

data mining.

In the field of SDC, much of its work is highly relevant for data dissem-

ination. However, this predominantly focuses on releasing tabular statistics

where the cells in a table often represent the collection of aggregated data,

summaries, counts of people, or cross-tabulations between attributes [101].

Additionally, many of the proposed techniques in SDC do not often preserve

the truthfulness of the data at the record level, as the main objective is to

publish datasets that preserve as much as possible the statistical properties

from the original data. Therefore, perturbation and noise-adding techniques

are often utilized. Moreover, SDC solutions usually evaluate privacy threats

subsequent to the sanitization process by measuring the risk of disclosure.

On the contrary, PPDP relies on privacy models which provide a priori

guarantees over the level of data protection that algorithms offer. That is,

PPDP considers background knowledge attacks, inference of sensitive at-

tributes, and other notions of information metrics that the work in SDC

does not take into account.

Although encryption is a related topic to anonymization (as both are

effective techniques for protecting privacy), they differ in the data transfor-

mation techniques used and their ultimate goal. In data encryption [85],

the original data is transformed into an unreadable format which protects it

from being processed by untrusted parties (hiding the identifying informa-

tion). That is, only trustworthy and authorized recipients are given the key

for decrypting the data and access the cleartext. While this technique repre-

sents a suitable solution to protect data when this is transmitted or stored,

it is still not feasible for data which is used for computation as it highly

restricts further data processing. Some state-of-the-art cryptography works

have offered more versatile encryption schemes that allow computations on

the ciphertext [85, 187]. However, they are still primary calculations which

perform too slow to be viable for real-world applications. On the contrary,

in data anonymization, the original data is transformed such that it safe-

guards individuals’ privacy while its semantics is preserved. Therefore, the

resulting data can be securely shared with multiple parties maintaining its

flexibility to perform any required analysis or data mining task.
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2.1.3 Anonymization Operations

The anonymization of a table is performed by applying a sequence of opera-

tions (usually to the QIDs), in order to achieve a predefined privacy criterion.

Among these operations, deterministic mechanisms [56] represent a suitable

option when the aim is to preserve the truthfulness of the data (as in medi-

cal research). Data truthfulness refers to the condition that each published

record corresponds to an existing individual in real life [82]. Some examples

of deterministic mechanisms are bucketization (a.k.a. anatomization) [205],

generalization and suppression [109, 167, 178]. In contrast, some examples

of randomized mechanisms (i.e., those that do not preserve data truthful-

ness) are microaggregation [69, 129], random perturbation [206], additive

noise [98], data swapping [68], and synthetic data generation [142, 166].

Since the work in this thesis is evaluated using algorithms based on gene-

ralization and suppression, in the following paragraphs we provide more

details about these operations. Readers interested in other anonymization

operations may refer to [56, 82, 101].

Generalization and Suppression. These operations have received

much attention in the literature [27, 35, 105, 109, 141]. Suppression con-

sists in replacing some of the original data with a special value (e.g., “*”)

to indicate that this data is not disclosed. Generalization consists in re-

placing the original values of an attribute with others that are less precise

but semantically consistent [178]. The idea is that the original data loses

its specificity, which reduces the probability of re-identifying the individuals

in the anonymized datasets. For example, “oncologist” can be generalized

to ‘doctor” to safeguard the profession of a person. A common prerequisite

of generalization algorithms is the use of Value Generalization Hierarchies

(VGHs) [167], which are tree-like structures that drive the anonymization

process. They contain the set of transformations that an attribute can

undergo. Examples of VGHs are shown in Fig. 2.3. The leaf nodes (L0)

correspond to the actual values of an attribute in the dataset and the an-

cestor nodes (L1 to root) correspond to the candidate values used for the

generalizations. More general terms are located at higher levels in the VGH

and more specialized terms are found lower in the VGH.

Generalization can be performed using a global (a.k.a. full-domain gene-

ralization) or local scheme. In local generalization [208], different levels of

generalization (i.e., granularity) can be applied to records even when they
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Figure 2.3: VGHs for marital status, age, and ZIP code.

share the same attribute values. On the contrary, in full-domain generali-

zation the same generalization is applied to all the instances of an attribute

such that they share the same generalized value. For example, in Fig. 2.3

for the marital status attribute, if “Married” and “Re-married” are general-

ized to “Married”, then it also requires generalizing “Single”, “Separated”,

“Divorced”, and “Widowed” values to “Not Married”. Full-domain gene-

ralization is further classified in two types: single-dimensional [115, 178],

which treats each attribute in the QID group independently; and multi-

dimensional [116], which generalizes a domain of n-vectors that are the cross

product of the domains of the individual QID attributes.

To illustrate how generalization-based anonymization works, consider

Table 2.1 showing a table with criminal records. Among the attributes,

name is the identifier; marital status, age, and ZIP code are the QIDs;

and crime is the SA. Table 2.2 shows a 3-anonymous version of Table 2.1,

which means that each tuple has at least two other tuples sharing the same

values of the QIDs. To achieve anonymity, the ID has been removed and the

QIDs have been generalized using a single-dimensional scheme: the marital

statuses have been replaced with a less specific but semantically consistent

description, the ages have been replaced with ranges of values, and the last

digit of the ZIP codes has been replaced by a “*”.
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Table 2.1: Microdata table of criminal records.

ID QIDs SA

Tuple# Name Marital Status Age ZIP Code Crime

1 Joe Separated 29 32042 Murder

2 Jill Single 20 32021 Theft

3 Sue Widowed 24 32024 Traffic

4 Abe Separated 28 32046 Assault

5 Bob Widowed 25 32045 Piracy

6 Amy Single 23 32027 Indecency

Table 2.2: A 3-anonymous version of Table 2.1 (k=3).

QIDs SA

Tuple# EQ Marital Status Age ZIP Code Crime

1 Not Married [25-30) 3204* Murder

4 1 Not Married [25-30) 3204* Assault

5 Not Married [25-30) 3204* Piracy

2 Not Married [20-25) 3202* Theft

3 2 Not Married [20-25) 3202* Traffic

6 Not Married [20-25) 3202* Indecency

2.1.4 Anonymization Algorithms

There is a large body of anonymization algorithms proposed in the liter-

ature across the various data privacy areas. In [102], an approach using

a genetic algorithm is proposed which aims to preserve classification infor-

mation in anonymized data. An iterative bottom-up generalization algo-

rithm is presented in [199] offering a minimal k-anonymization for classi-

fication. kACTUS [107] is another k-anonymization algorithm focused on

preserving the privacy in classification tasks using multi-dimensional sup-

pression. Top-down specialization [83] is an algorithm that goes from the

most generalized state of a table and specializes it according to a search

metric, offering minimal k-anonymization. k-Optimize [41] offers optimal

anonymity using subtree generalization and record suppression with prun-

ing techniques. Besides generalization-based algorithms, another representa-

tive family of algorithms are those using using microaggregation techniques.

Some of the most representative methods are maximum distance to average

vector method (MDAV) [101], multivariate fixed-size microaggregation [66],

minimum spanning tree partitioning [111], MDAV-generic [69] and variable-



CHAPTER 2. STATE-OF-THE-ART 19

size MDAV [171]. For a more comprehensive description of these and other

privacy-preserving algorithms, the reader is referred to [56, 82, 88, 101].

2.1.5 Measures of Privacy

Although the aim of PPDP is to share anonymized data for legitimate (non-

privacy-violating) purposes, a key assumption in this area is that attackers

can also be found among the data recipients (i.e., data publishing in a hos-

tile environment). Thus, multiple notions of privacy protection have been

developed in the literature by considering different attack scenarios to the

anonymized data. For example, it is assumed that an attacker can have

various levels of background knowledge that could lead to information dis-

closure. PPDP algorithms are used in conjunction with a privacy model

with the aim of providing formal privacy guarantees over the anonymized

data. Given that every newly proposed model may be vulnerable to cer-

tain attacks, it is common to combine these models to provide sufficient

protection. Examples of well-known models are k-anonymity [167, 179], `-

diversity [127], t-closeness [117], and differential privacy [73]. Below, we

discuss in more detail these representative models.

k-Anonymity [167, 179]. It was the first model proposed for micro-

data anonymization and it is the base from which further extensions have

been developed. This model was proposed to prevent record linkage attacks

which consist in uniquely identifying the record of a person (denominated as

victim) in a published anonymized dataset. This is possible because the at-

tacker has knowledge of the QIDs of the victim. For example, in her seminal

work [179], Sweeney was able to re-identify the medical record of the gover-

nor of Massachusetts by knowing his sex, date of birth, and ZIP code. The

k-anonymity model consists in altering the QID attributes, mostly through

generalization and suppression operations, to create groups of records shar-

ing the same QID values called equivalence classes (EQs). Hence, making

each record indistinguishable from a group of at least k-1 other records. For

instance, Table 2.2 shows a 3-anonymous version of Table 2.1. This means

that each tuple has at least two other tuples sharing the same values of the

QIDs. One of the shortcomings of k-anonymity is that it assumes that each

record represents a distinct individual. Thus, if there are duplicate records

in a dataset, the achieved k may actually represent fewer than k record own-

ers. An extension of this model called (x, y) − anonymity [198] addresses
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this problem by ensuring that each x group is matched to at least k distinct

individuals. Another limitation of k-anonymity is that in the cases where

all the records of an EQ share similar values on the sensitive attribute, the

attacker can still infer the sensitive attribute of a victim without having to

precisely re-identify her record. This attack is known as attribute linkage.

`-Diversity [127]. This model was introduced to prevent the attribute

linkage attack in which an attacker can still infer sensitive information about

the victim without having to re-identify her record. This occurs because the

set of sensitive values in an EQ are similar or because some of them predomi-

nate. To prevent this attack, `-diversity requires that every EQ has at least `

“well-represented” sensitive values. There are different instantiations for the

diversity principle (e.g., distinct `-diversity, entropy `-diversity, and recur-

sive `-diversity) [127]. The simplest and most used version is the distinct

`-diversity, which requires each EQ to contain at least ` distinct values for

the sensitive attribute. One limitation of `-diversity is that even when the

sensitive attribute values are distinct in a table, they could still be semanti-

cally similar, making possible to infer sensitive values. For example, consider

a table having disease as the sensitive attribute. After anonymization, an

EQ has values such as “gastric ulcer”, “gastritis”, and “stomach cancer”.

Although these values are distinct, an attacker could still make inferences

about the victim’s disease as all the diseases are semantically similar. That

is, they all correspond to stomach-related problems. This type of attack is

known as similarity attack. Another limitation of `-diversity is that when

the overall distribution of a sensitive attribute is skewed, it does not prevent

attribute linkage attacks as an attacker could infer with high percentage of

confidence the sensitive attribute.

t-Closeness [117]. This model tackles skewness and similarity attacks

as it requires the distribution of a sensitive attribute in an EQ to be close to

the distribution of the attribute in the overall table. In other words, a table

satisfies t-closeness if in each EQ, the distance between the distribution of a

sensitive attribute value in the EQ and in the whole table is no more than

a threshold t. Although this model offers stronger privacy guarantees, it

also has some weaknesses. For example, enforcing the data to satisfy this

privacy criterion would highly degrade the data utility. Another limitation

is the lack of flexibility to specify various degrees of protection for different

sensitive values.
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Differential Privacy [73]. This notion of privacy provides a stronger

and more rigorous guarantee of protection for individuals as it does not

make any assumptions about the background knowledge that an attacker

has. This model ensures that the removal or addition of a record in the

database does not (considerably) affect the outcome of any analysis. Thus,

it guarantees that the anonymized output is insensitive (up to a ε privacy

parameter) to modifications in the input database records. More specifically,

given two databases that differ in one record, an algorithm that satisfies dif-

ferential privacy would require to provide randomized outputs that follow

almost identical probability distributions on both datasets. The similarity

between the randomized outputs is determined by the ε privacy parameter.

Differential privacy was originally proposed for an interactive scenario, in

which, instead of publishing an anonymized version of a dataset, the data

publisher returns answers, altered by adding noise (e.g., using the Laplace

mechanism), to queries performed on the data (e.g., a statistical database).

Whereas this model has gained popularity among the privacy community,

its applicability is still limited. For example, in scenarios which require

more flexibility to work directly with the data such as PPDP. Some research

works have shown that this model is mostly suitable for query answering

and other data mining applications. In general, scenarios that only require

the computation of statistics where the data is not published [60, 62].

Among the previously discussed models, k-anonymity has become a fun-

damental principle of privacy. In contrast to other models which are too

restrictive to be practical (e.g., entropy `-diversity [127]) or difficult to be

achieved for some scenarios (e.g., `-diversity [117]), its conceptual simplicity

has made it widely adopted in a variety of real-world systems [100, 178] and

domains such as healthcare [77, 108], data mining [102, 208], and SDC [69].

Moreover, although it has been pointed out that k-anonymity is vulnerable

to certain attacks [117, 127], it enables general-purpose data publication with

reasonable utility. This is in contrast to more robust models (e.g., differen-

tial privacy) which might hamper the utility of anonymized data in order

to preserve a more rigorous guarantee of privacy [173]. For these reasons,

k-anonymity still constitutes the basis of newer anonymization techniques

and enhanced privacy models in diverse contexts (e.g., social networks [203],

location-based services [209, 212], set-value data [182]).
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2.1.6 Measures of Data Utility

The benefits obtained from the exploitation of anonymized data highly de-

pend on the quality of the data used. Therefore, it is important to systemat-

ically evaluate such quality. This is done by measuring the utility remaining

in the data after anonymization (or its negative, the loss of information oc-

curred). According to the target application scenario for the anonymized

data, metrics can be classified in task-independent (or general-purpose) and

task-dependent (or special-purpose) metrics.

2.1.6.1 Task-Independent Metrics

Task-independent metrics evaluate the quality of the anonymized data based

on the level of distortion (either syntactic or semantic) suffered by the orig-

inal data. These metrics are applied when the ultimate use of the published

data is unknown. Hence, they usually consist of generic and distance-based

measures. In the following paragraphs, we describe a set of task-independent

metrics which are relevant to the scope of this thesis.

Generalized Information Loss (GenILoss). This metric captures

the penalty incurred when generalizing a specific attribute, by quantifying

the fraction of the domain values that have been generalized [102]. In this

work, we used the normalized version of this metric which was presented

in [141]. Let Li and Ui be the lower and upper bounds of an attribute i.

A cell entry for attribute i is generalized to an interval ij defined by the

lower Lij and upper bound Uij end points. The overall information loss of

an anonymized table T* can be calculated as given by (2.1):

GenILoss(T ∗) =
1

|T | · n
×

n∑
i=1

|T |∑
j=1

Uij − Lij

Ui − Li
(2.1)

where T is the original table, n is the number of attributes, and |T | is the

number of records in the table. This metric is based on the idea that data

cell values that represent a larger range of values are less precise than the

ones that represent a smaller range of values (e.g., “not married” is less

specific than “single” or “divorced”). In order to calculate the penalty for

categorical attributes, each categorical value is mapped to a numerical one,

as presented in [102]. For example, for the marital status attribute (whose
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VGH is shown in Fig. 2.3), “single” is mapped to 1, “separated” to 2 and so

on, until “re-married” is mapped to 6. Thus, the status of “not married” is

represented by the interval [1-4], which covers the statuses from “single” to

“widowed”. The GenILoss metric ranges between 0 (no generalization was

performed) and 1 (the data was generalized to the most general value).

Discernibility Metric (DM). This metric measures how indistinguish-

able a record is from others by assigning a penalty to each record equal to

the size of the EQ where it belongs [41]. If a record is suppressed, then it

is assigned a penalty equal to the size of the input table. The overall DM

score for a k-anonymized table T* is given by (2.2):

DM(T ∗) =
∑

∀EQs.t.|EQ|≥k

|EQ|2 +
∑

∀EQs.t.|EQ|<k

|T | · |EQ| (2.2)

where T is the original table, |T | is the total number of records in the table,

and |EQ| is the size of the EQ (i.e., the number of records in the EQ). The

idea behind this metric is that larger EQs represent more information loss,

thus, lower values for this metric are desirable.

Average Equivalence Class Size Metric (CAV G). This metric mea-

sures how well the creation of the EQs approaches the best case, where each

record is generalized in an EQ that consists of k records [116]. The objective

is to minimize the penalty: a value of 1 indicates the ideal anonymization

in which the size of the EQs is the given k value. The overall CAV G score

for an anonymized table T* is given by (2.3):

CAV G(T ∗) =
|T |

|EQs| · k
(2.3)

where T is the original table, |T | is the total number of records in the table,

|EQs| is the total number of EQs created, and k is the privacy requirement.

Semantic Information Loss (SemILoss). This metric measures how

semantically different the anonymized values are, on average, compared to

the original ones [130]. The overall SemILoss score for an anonymized table

T ∗ is given by (2.4):

SemILoss(T ∗) =

∑n
i=1

∑m
j=1 sdist(xij , x

∗
ij)

n ·m
(2.4)
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where n is the number of records in the dataset, m is the number of QIDs,

xij is the original value of the j-th attribute in the i-th record, and x∗ij is the

anonymized value. Since this metric is based on data semantics, it is appli-

cable only to categorical attributes. The range of SemILoss is determined

by the semantic similarity metric used to compute the semantic distance

sdist (e.g., Wu and Palmer metric [204] ranges between 0 and 1).

Semantic Sum of Squared Errors (SSE). This metric is defined as

the sum of squares of the distances between each element of a cluster and

their corresponding centroid [67]. The centroid is the value that minimizes

the distance with respect to all the objects in a dataset or cluster. The idea

in this metric is that the lower the SSE is, the higher the intra-group homo-

geneity and the lower the information loss resulting from the anonymization

process. The overall SSE score for an anonymized table T ∗ is given by (2.5):

SSE(T ∗) =
n∑

i=1

(∑m
j=1 sdist(xij , x

∗
ij)

m

)2

(2.5)

where n is the number of records in the dataset, m is the number of QIDs,

xij is the original value of the j-th attribute in the i-th record, and x∗ij is the

anonymized value. Similar to the SemILoss metric, SSE is applicable only

to categorical attributes and its limits depend on the semantic similarity

metric used to compute the semantic distance sdist.

2.1.6.2 Task-Dependent Metrics

Task-dependent metrics evaluate the quality of the anonymized data based

on the accuracy that it brings to a particular application scenario (e.g., data

clustering [130], aggregate query answering [116], mining association rules [79],

training classifiers [102]). Below, we describe a set of data clustering con-

cordance metrics which are relevant to the scope of this thesis.

Data Clustering Concordance. This type of metrics evaluate the

quality of the anonymized data by comparing the similarity between clusters

obtained from the original data and the ones obtained from the anonymized

data. To carry out the comparison, the original dataset, T , is firstly sani-

tized to obtain the anonymized dataset, T ∗. Then, a clustering method c is

applied to T and clusters c(T ) are obtained. The same clustering method
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is applied to T ∗ and clusters c(T ∗) are obtained. Finally, the similarity be-

tween the optimal cluster partitions obtained from c(T ) against the ones

obtained from c(T ∗) is compared. The idea is that the more similar c(T ∗)

is to c(T ), the lower the information loss. In this manner, the user can

determine which candidate anonymized dataset (or configuration value) is

the best solution. In the following paragraphs, we describe the metrics used

to compare the quality of the sets of clusters between the original dataset

(partition A) and the candidate anonymized datasets (partition B).

Pairwise Agreement Metrics. These metrics assess whether each

pair of data points from the dataset are either clustered together or sepa-

rated in different clusters. In anonymization, a pair of points is a pair of

records. The coefficients in these metrics are calculated based on a mismatch

matrix [99]. This is built upon the different scenarios on which a pair of data

points can fall: a, the number of point pairs that are in the same cluster in

both A and B; b, the number of point pairs that are in the same cluster in

A but not in B; c, the number of point pairs that are in the same cluster in

B but not in A; or d, the number of point pairs that are in different clusters

in A and B. Intuitively, a + d are considered as the number of agreements

between partitions A and B; and b + c are the number of disagreements

between partitions A and B. The pairwise agreement metrics used in this

work were the Rand index [159] and the Wallace coefficient [197]. For these

metrics, higher values are better: 0 indicates that the two data clusters do

not agree on any pair of points and 1 indicates that the data clusters are

exactly the same.

The Rand index represents the ratio of agreement between both matches

and mismatches. It is given by (2.6):

RAB =
a+ d

a+ b+ c+ d
(2.6)

The Wallace coefficient represents the probability that a pair of points

which are in the same cluster under A are also in the same cluster under B

and vice versa. The two asymmetric criteriaWI(A,B),WII(A,B) are given

by (2.7):

WI(A,B) =
a

a+ b
and WII(A,B) =

a

a+ c
(2.7)
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Entropy-Based Metrics. These metrics are built upon concepts from

information theory to measure how much information is shared between

partitions of clusters. In this work, we used the Normalized Mutual Infor-

mation (NMI) metric [176], which is expressed by (2.8a):

NMIAB =
2 · I(A,B)

H(A) +H(B)
(2.8a)

The agreement between two partitions, measured by the mutual informa-

tion I is given by (2.8b):

I(A,B) =
R∑
i=1

Q∑
j=1

nij
N

log
nij/N

ninj/N2
(2.8b)

where R and Q denote the number of clusters in partitions A and B re-

spectively, and nij denotes the number of shared patterns between clusters

Ci ∈ A and clusters Cj ∈ B.

The entropy H of the partition A is computed taking the frequency

counts as approximations for probabilities. It is expressed by (2.8c):

H(A) = −
R∑
i=1

ni
N

log
ni
N

(2.8c)

where ni represents the number of patterns in cluster Ci ∈ A. The entropyH

of the partition B is calculated in the same manner as in Eq. 2.8c.

The values of NMI range between 0 and 1. Larger values of NMI indicate

a higher similarity between the partitions.

2.1.7 Semantic Similarity

Semantic similarity refers to human judgments with respect to the degree to

which a given pair of concepts are alike [147]. It is used to identify concepts

that share common characteristics or patterns. For example, “river” and

“lake” are intuitively similar (as they are both bodies of water). Estimating

semantic similarity between words is a paramount topic in many research

areas as it helps to improve the accuracy of knowledge-based and information

retrieval systems [152]. The semantic similarity between two concepts can

be quantified using measures. These can exploit diverse knowledge sources

as the base to perform their estimations. One of the most extensively used

sources are ontologies where “the proximity of two concepts within a given

ontology” is assessed [114].
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2.1.7.1 Ontologies: Standard Knowledge Structures

Ontologies are structures that model the knowledge of a particular domain.

They represent a formal and explicit specification of shared conceptualiza-

tions of a domain of interest [93]. Since they are usually created from the

consensus of multiple experts, they are widely accepted as accurate and im-

partial representations of a domain. In an ontology, the concepts are associ-

ated through relationships. The subsumption relationship (is-a) constitutes

the backbone of an ontology. However, other type of relationships can ex-

ist, such as aggregation (part-of ), synonymy (synOf ), or other application-

specific relationships. An example of an ontology and the relationships that

can be found in it are shown in Fig. 2.4.

Figure 2.4: An example of a simple ontology for the concept vehicle.

For several years, much effort has been devoted to the development of

ontologies. Thus, many large and consensus ontologies are available nowa-

days [63, 132]. These ontologies range from general-purpose (e.g., Word-

Net [81], Yago [177]) to domain-specific sources (e.g., geoNames [23] for

geospatial information; UNSPSC and NAICS [65] for e-commerce; MeSH [12]

and UMLS [122] for medical concepts).

WordNet. This ontology is one of the most widely used and largest

lexical databases for English terms [202]. Its quality and accessibility have

made it extensively used for various purposes [136]. For example, concep-

tual disambiguation, semantic distance measurement, document structuring

and categorization, audio and video retrieval, query expansion, text clus-

tering, etc. WordNet’s dictionary contains nouns, verbs, adjectives, and

adverbs, which are grouped in sets of synonyms, called synsets. Synsets

represent one underlying lexical concept or a sense of a group of terms. For
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instance, to refer to the concept expressed by “a motor vehicle with four

wheels usually propelled by an internal combustion engine”, any of the fol-

lowing terms could be used: car, auto, automobile, machine or motorcar. In

WordNet, common semantic relationships connecting noun concepts are re-

ferred to as: synonymy (similarity), hypernymy/hyponymy (subsumption)

and holonymy/meronymy (aggregation). Fig. 2.5 provides part of the syn-

onyms and hypernyms in WordNet for the noun bow, showing two different

senses: weapon and decoration.

Sense 4

Bow: A weapon for shooting arrows, composed of a curved piece of resilient

wood with a taut cord to propel the arrow.

⇒ weapon

⇒ instrument

⇒ device

⇒ instrumentality, instrumentation

⇒ artifact, artefact

⇒ whole, unit

⇒ object, physical object

⇒ physical entity

⇒ entity

Sense 8

Bow: A decorative interlacing of ribbons.

⇒ decoration, ornament, ornamentation

⇒ artifact, artefact

⇒ whole, unit

⇒ object, physical object

⇒ physical entity

⇒ entity

Figure 2.5: A hypernym of senses for the term bow in WordNet.

2.1.7.2 Ontology-based Semantic Similarity Metrics

Several approaches have been proposed to measure semantic similarity. These

include path-based, information content-based, and feature-based [50, 133,

168]. Path-based metrics [112, 119, 204] represent a straightforward way

of computing similarity by relying on the path length connecting two con-

cepts in a taxonomy. The lower the distance between the concepts, the
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higher their similarity. Information-Content (IC) metrics [104, 121, 161]

complement the exploitation of the taxonomy structure by incorporating

additional information about the probability of occurrence of the concepts

within a knowledge source, namely, a corpus. In IC metrics, the semantic

similarity between two concepts is based on the amount of information that

they share in common; the more they share, the more similar they are. One

disadvantage of IC metrics is precisely their dependency on corpora, as the

accurate computations of concepts probabilities depend on the size, quality,

and nature of the input corpus. Feature-based metrics [164, 168, 189] es-

timate the similarity between concepts as a function of their properties or

features. This is performed by considering the overlapping degree between

sets of ontological properties. Using notions from set theory, feature-based

metrics assume that the more common features two concepts have and the

less non-common features they have, the more similar the concepts are. The

set of features can be determined by glosses and synsets in WordNet, or other

semantic relationships. In the following paragraphs, we discuss the semantic

similarity metrics relevant to the scope of this thesis.

Wu and Palmer (WUP) metric [204] is a well-known path-based mea-

sure that considers the position of the compared concepts in the taxonomy

relatively to the position of their least common subsumer (LCS). In this

metric, equally distant pairs of concepts located in a higher level in the tax-

onomy are considered less similar than those in a lower level. The WUP

metric is given by (2.9):

SimWUP (c1, c2) =
2 ∗N3

N1 +N2 + 2 ∗N3
(2.9)

where c1 and c2 are the concepts to be compared, N1 and N2 are the number

of is-a links on the path from c1 and c2 respectively, to their LCS, and N3

is the number of is-a links on the path from the LCS to the taxonomy root.

The score range is (0,1] (1 for identical concepts).

Leacock and Chodorow (LCH) metric [112] takes into account the

number of nodesNp on the shortest path between the two concepts compared

(c1 and c2), and the maximum depth D of the taxonomy in which they occur.

The LCH metric is given by (2.10):

SimLCH(c1, c2) = − log
Np

2D
(2.10)



CHAPTER 2. STATE-OF-THE-ART 30

2.2 Related Work

In this section, we first expand on the recent work in the area of evaluation

of anonymization techniques. Then, we review the state-of-the-art work

in synthetic data generation, with a special emphasis on those techniques

which are more applicable to the data privacy domain. Finally, we discuss

the related work in the areas of construction and evaluation of VGHs.

2.2.1 Evaluation of Anonymization Algorithms

The selection of an appropriate anonymization algorithm to protect indivi-

duals’ privacy when disseminating data is a major concern for users (i.e., data

publishers). As a result, an important body of research work has been pro-

duced with the objective of facilitating this task.

2.2.1.1 Anonymization Tools

A large part of this work has concentrated on developing tools that can

assist users on the assessment and comparison of anonymization algorithms

under a common framework. Below, we discuss some non-commercial and

widely-known software tools and prototypes for anonymizing data.

In [61], a Tool for Interactive Analysis of Microdata Anonymization Tech-

niques (TIAMAT), was presented. This visual tool helps the users to assess

the benefits (i.e., accuracy) and costs (i.e., overhead) of a set of existing

k-anonymization algorithms. Among its functionality, the tool allows to

edit the VGHs used to anonymize the QID attributes. TIAMAT imple-

ments Mondrian [116] and k-Member [51] as anonymization algorithms, and

global certainty penalty [86] and classification metric [51, 102] as information

metrics to assess the quality of the anonymized data. However, neither the

source code nor the tool is publicly available to be used by other researchers.

Another example tool is the Cornell Anonymization Toolkit (CAT) [5,

207]. This tool is a research prototype that was developed to demonstrate

a new anonymization approach. Therefore, it implements only the Incog-

nito [115] algorithm with the `-diversity [127] and t-closeness [117] models.

Moreover, as all the data is kept in main memory, the tool is not aimed for

real-world applications that require to handle large datasets. Apart from

the anonymization module, CAT also includes a risk analyzer for evaluating
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the disclosure risk for anonymized data based on an attacker’s background

knowledge over the QID set defined by the user.

The UTD Anonymization Toolbox [22] is a public-use tool for researchers.

It implements four anonymization algorithms: Datafly [178], Mondrian [116],

Incognito [115], and Anatomy [205]; and three privacy models: k-anony-

mity [167, 179], `-diversity [127], and t-closeness [117]. This tool lacks a

graphical interface to perform the data anonymization. Thus, the user re-

quires to manually configure the parameters via an XML file. Another

limitation is that it does not implement information metrics that can be

used to evaluate the quality of the resulting datasets. Despite these issues,

this is a valuable tool as its source code is publicly available so researchers

can extend its functionality or develop new privacy-preserving mechanisms.

SECRETA is a System for Evaluating and Comparing RElational and

Transaction Anonymization algorithms [154]. SECRETA provides a graph-

ical user interface that allows the users to specify the configuration settings

of the anonymization algorithm to execute. Additionally, it supports the vi-

sualization and storage of the obtained test results. SECRETA implements

nine algorithms: Incognito [115], Cluster [155], Top-down [83], and Full sub-

tree bottom-up, for relational data; and COAT [126], PCTA [87], Apriori,

LRA and VPA [183], for transaction data. Whereas this tool offers vari-

ous functionality to facilitate the comparison and evaluation of algorithms,

neither the tool nor the source code is available to the public.

ARX [157] is a mature publicly-available data anonymization tool. ARX

supports four different graphical perspectives with actions to tailor the

anonymization process. In these perspectives, the user can upload the

dataset, configure the privacy settings to run the anonymization, explore

the solution space, assess the utility of a specific candidate anonymization

solution using multiple metrics, and analyze various types of privacy risks.

ARX supports many variants of the Flash algorithm [108], a globally-optimal

anonymization algorithm. However, as the source code is publicly available,

ARX can also be used to implement new methods. In terms of privacy

models, the supported ones are: k-anonymity [167, 179], all variants of `-

diversity [127], two variants of t-closeness [117], and δ-presence [140].

Finally, in the area of SDC, there are two widely-known tools that are

commonly used by statistical agencies in the European Union [42]: µ-Argus

and sdcMicro. µ-Argus [100] is an open-source software that implements
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various SDC techniques (e.g. microaggreation, PRAM, rank swapping, and

synthetic data) to sanitize microdata. It also includes a module for risk

analysis. sdcMicro [15] is an open-source package for the R statistical soft-

ware. It includes all the methods from µ-Argus plus additional new ones.

Both software tools require that the user has detailed knowledge about the

implemented SDC mechanisms for applying them.

Even though all these works have proven useful and have helped users

to make more informed decisions when publishing data, the users still re-

quire to have a high level of expertise to effectively apply the anonymization

algorithms supported by the tools, as well as to properly configure their

associated parameters.

2.2.1.2 Comparative Studies and Evaluation Frameworks

Alternatively, another explored approach has been to conduct comparative

studies that can help the users to select among the wide variety of data

anonymization techniques. These research works normally involve the test-

ing of a set of anonymization algorithms to evaluate the trade-off between

the data utility and privacy they offer. However, in order to guarantee a

systematic evaluation approach, the users also require to follow a proper

methodology and define a suitable evaluation criteria. To address this, al-

ternative works have focused on defining frameworks and methodologies for

the evaluation of anonymization algorithms. Below, we discuss some mature

comparative studies and evaluation methodologies in the literature concern-

ing anonymization algorithms. Given the close relation between PPDP and

the research areas of PPDM and SDC, we also discuss some relevant works

proposed in those areas.

In [156], the authors conducted a systematic evaluation of a set of op-

timal search-based anonymization algorithms that use full-domain genera-

lization (OLA, Flash, and Incognito) plus two general-purpose algorithms

(depth-first and breadth-first search). The privacy models covered in this

study were k-anonymity, `-diversity, t-closeness, and δ-presence. Moreover,

as evaluation data, the authors used five real-world datasets which are repre-

sentative of data anonymization problems: the 1994 US census dataset, the

1998 KDD Cup dataset, the US NHTSA crash statistics data, the American

Time Use Survey data, and the Integrated Health Interview Series data. The

defined evaluation criteria consisted of the number of transformations, the
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number of roll-ups, and execution times. This study represents a positive

step towards the availability of benchmarks for anonymization methods (in

this case, for globally-optimal algorithms particularly).

In [44], the authors presented an evaluation framework that serves to

compare PPDM algorithms with the aim of helping users to select a suitable

PPDM technique based on their application domain requirements. The

framework consists of an evaluation criteria and a set of tools to carry out

data pre-processing and evaluation of PPDM algorithms. The evaluation

criteria consider the following dimensions: efficiency (i.e., computational

costs), scalability, data quality (e.g. information loss), hiding failure, and

privacy level. The evaluated algorithms relied on a heuristic-based hiding

approach whose goal was to protect the extraction of sensitive association

rules from a supermarket itemset database (synthetically generated).

In [68], the authors compared a set of representative SDC methods in

order to provide guidance in choosing a particular method. The evalua-

tion data consisted of microdatasets extracted from the US Census Bureau.

The set of evaluated SDC methods included mechanisms for continuous mi-

crodata (e.g., additive noise, resampling, microaggregation, rank swapping)

and categorical microdata (e.g. top-coding, bottom-coding, global recoding,

PRAM). The comparison consisted in deriving an overall score for the eval-

uated SDC methods which is made up of a weighted sum of information loss

metrics and disclosure risk assessment measures. Additionally, a ranking

was calculated for those metrics. The approach used to evaluate disclosure

risk of both types of methods is described as empirical as it is based on

conducting re-identification experiments using record-linkage (e.g. distance-

based, probabilistic, interval disclosure) algorithms. In order to measure

information loss for continuous data, the authors utilized a syntactic metric

as a manner to enable general-purpose comparison. For categorical data,

the information loss metrics consisted of direct comparison of categorical

values, comparison of contingency tables, and entropy-based measures.

These types of works have established a useful baseline for the data pri-

vacy community as various dimensions about the performance of anonymi-

zation algorithms are analyzed and compared. Nevertheless, there are still

some relevant and interesting issues that need to be addressed. For example,

how to make the discussed privacy notions and the analysis results of such

studies more intuitive for non-expert practitioners. In our work, we propose
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to generalize the knowledge about the evaluation and selection of anonymi-

zation algorithms in a conceptual framework that illustrates the aspects and

relationships comprised in those processes. Furthermore, we integrate these

elements in a comprehensive comparative study which considers algorithms

of different strategies and a broad range of evaluated perspectives.

2.2.1.3 Anonymization Guidelines

Another strategy used to help practitioners in adopting an effective anonymi-

zation method is the development of guidelines and anonymization method-

ologies. These are usually defined by experts (i.e., persons who have appro-

priate experience and knowledge to apply privacy-preserving methods).

In [75], the author discusses twelve characteristics that a de-identification

methodology needs to have. He claims that if a particular methodology

meets these criteria, then it will be consistent with existing standards from

regulators and governments. Otherwise, the methodology may incur in data

breaches. The proposed characteristics were derived by extracting key ele-

ments from existing codes of practice from regulatory bodies such as the US

Department of Health and Human Services [8], the UK Information Com-

missioner’s Office [190], the Canadian Institute for Health Information [185],

and the US Federal Committee on Statistical Methodology [193].

Another examples of anonymization practices are those defined by in-

ternational agencies and regulatory bodies. In [42, 72], the International

Household Survey Network [11] provides a suite of guidance materials and

best practices related to the anonymization and dissemination of microdata.

These works discuss a series of SDC methods and provide some examples of

them. Moreover, they provide details about the use of the R package for SDC

called sdcMicro [15]. The UK Information Commissioner’s Office (ICO) [18]

is another body that proactively publishes guidelines and best practices for

organizations in different sectors about how to comply with their obligations

of data protection. For example, in [192], the ICO provided a statutory code

of practice that provides practical advice to organizations that are involved

in the sharing of personal data. Moreover, this code explains how the Data

Protection Act 1998 (“the main UK legislation which governs the handling

and protection of information relating to living people” [192]) applies to the

sharing of personal data. Furthermore, the ICO has released numerous codes

of practice [190, 191] that aim to inform data controllers and data producers
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about the role of the ICO and the definitions of the Data Protection Act.

Additionally, it educates organizations regarding data protection practices

and anonymization of personal data.

2.2.2 Synthetic Data Generation

Generation of synthetic datasets is a commonly-used mechanism for testing

new and existing systems and techniques in different domains (e.g., software

applications, algorithms). For this reason, numerous approaches have been

proposed to generate synthetic data. In the following paragraphs, we re-

view some relevant work developed by the academic community to generate

synthetic data.

Some of those research works are general-purpose synthetic data gen-

erators [96, 146]. That is, they do not target a specific application area.

However, this generality may reduce the accuracy in the results when spe-

cific features are required. Depending on the domain, it is important to

preserve certain characteristics in the generated datasets to make it realistic

and thus, suitable for their intended use. For example, in software testing,

test data needs to resemble production data (e.g., similar amount and diver-

sity of data). Thus, existing methods normally implement sampling methods

to extract data from production environments to be applied in the testing

environments [49, 144, 180, 181]. There are also other types of strategies for

generating synthetic data. For example, the authors of [64] describe an ap-

proach for generating synthetic data based on a priori knowledge regarding

the original database (e.g., expected behavior for a test case). Meanwhile,

the work in [55] presents an approach that generates data based on queries

given as input. Other similar approaches are MyBenchmark [124], Data-

Synth [31], and QAGen [45], which generate query-aware databases based

on cardinality constraints. Other approaches [49, 181] focus on extrapolat-

ing relational databases to produce a representative database of a particular

size. Most of the existing synthetic database generators require complex

inputs (e.g., the probability perturbation exponent) from the users in or-

der to generate realistic data. Therefore, most approaches require expert

knowledge to be properly configured, which limits their applicability for

practitioners.

Other research works have focused on developing data generators for a

particular application domain. For example, the authors of [30] propose a
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synthetic generator for the Internet of Things applications. Similarly, the

authors of [210] propose a generator tailored for social media analytical

queries. Meanwhile, the authors of [149] propose a synthetic generator for

data clustering and outlier analysis that requires input parameters related to

clusters (e.g., number and size of expected clusters). Likewise, the authors

of [103] propose a generator tailored for evaluating the accuracy of knowledge

discovery systems.

In the data privacy community, synthetic data generation usually has a

different application context from the previously discussed research works.

In SDC, synthetic data generation is used as a technique for disseminating

data while also ensuring confidentiality [70]. The work in this research area

focuses on generating synthetic populations that reproduce certain statisti-

cal properties of the original data. This kind of approaches was firstly intro-

duced in [166]. Afterward, many techniques and tools have been proposed

for generating synthetic datasets and populations [16, 17, 131]. Similarly,

other research efforts have focused on evaluating the privacy of synthetic

methods, as well as on avoiding the risk of disclosure [97, 128]. For instance,

the authors of [131] proposed a method for generating continuous synthetic

microdata that preserves the univariate statistics and the covariance matrix

of the original data.

In our work, we propose a technique for generating synthetic data at

record-level, not as a technique of data protection, but as a mechanism to

improve the testing process of anonymization techniques. Also, our solution

focuses on categorical data due to its relevance (e.g., it has become a valuable

asset of data mining) and because methods for numerical data have been

well studied in the literature.

2.2.3 Construction and Evaluation of VGHs

VGHs are of particular interest for users as their (poor or rich) specification

impacts the quality of the anonymized datasets. Several research studies

have discussed the role that VGHs play in the utility of anonymized data [53,

118, 141, 195]. These works have shown that a well-defined VGH would

improve the usefulness of the data, whereas a poorly-defined VGH would

reduce the quality of the data; hence, the precision of the analysis results

obtained from it. Although these works have helped to understand a set of

desired properties in VGHs, formal quantitative methods for assessing the
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quality of VGHs are still scarce as VGHs continue to be created and judged

by the users based on their own knowledge and experience [106, 125].

Various methods for creating “good” VGHs (i.e., those that yield a good

utility in the data after anonymization) have been proposed in the literature.

Nonetheless, most of the proposed methods focus on numerical attributes.

For instance, the authors of [53] presented an approach for creating numer-

ical hierarchies on-the-fly based on agglomerative hierarchical clustering.

Similarly in [195], the authors proposed a bottom-up approach for creating

numerical hierarchies based on the k-anonymity principle. For these types

of attributes, it is relatively easy to evaluate if the data quality has been pre-

served after anonymization (e.g., by minimizing the size of a generalization

interval, or by retaining the statistical properties of the numerical data).

Furthermore, it is important to highlight that these approaches (for numer-

ical data) are unsuitable for categorical data, as the inherent semantics of

the data is ignored.

On the contrary, relatively little research has been done to study the

quality of VGHs for categorical data. Most of the existing research work

focusing on categorical data belongs to the field of knowledge engineer-

ing. There, various techniques exist to create concept hierarchies, which

resemble the VGHs used in the data privacy domain. However, the goal

of both types of taxonomies are different, as the aim of concept hierarchies

in knowledge engineering is usually to facilitate the understanding of doc-

uments and processes, or to enhance the semantic interoperability among

systems [110, 113, 200].

A closely related research area (to VGH evaluation) is ontology evalua-

tion. This is because VGHs could be seen as particular cases of ontologies in

which only the is-a semantic relationships are considered. Several valuable

works have been proposed in the field of ontology evaluation [47, 94, 175].

However, the direct applicability of those techniques in PPDP is limited as

they do not consider the particular characteristics needed by a VGH in the

context of data anonymization. For example, those techniques usually val-

idate how well the domain of interest has been covered (i.e., granularity).

Nevertheless, in anonymization, a trade-off exists between the granularity

and the privacy vulnerability that a VGH should have. This is because the

finer the granularity, the more useful the anonymized data will be, but also

the more vulnerable it could be to inferences.
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Alternatively, some data privacy works have proposed to use ontologies

(instead of VGHs) to anonymize data [67, 130, 162]. However, the applica-

bility of ontologies may be limited as they can bring significant restrictions

to anonymization. For example: (1) The size of the search space in anony-

mization increases with respect to the number of QIDs considered and the

height of their corresponding VGHs. Due to the complexity of ontologies’

graph model, the search space would substantially increase. Consequently,

existing anonymization algorithms would not be able to efficiently handle

such deep and broad taxonomies. Hence, the algorithms would become im-

practical for real-world applications. (2) The fine granularity of ontologies

can overexpose information to an adversary such that the anonymized data

could be more vulnerable to inference attacks. (3) Ontologies cannot be

easily customized to the requirements of the data recipients, whereas VGHs

are more flexible and can be adapted to different use cases (e.g., eliminating

undesirable generalizations or controlling the level of explicitness).

For these reasons, our work only uses ontologies as an external source of

knowledge for the creation and evaluation of VGHs; leveraging the fact that

various large and consensus ontologies have been made available [63, 132].

Moreover, multiple ontologies can be integrated to complement each other

and have a more complete source of knowledge [170, 172] (hence, overcoming

the limitation of exploiting a single ontology).



Chapter 3

Evaluation and Comparison

of Anonymization Techniques

As discussed in Chapter 1, the selection of the most appropriate anonymi-

zation algorithm for a given data publishing scenario is a challenging and

error-prone task. The large number of algorithms available and the limited

information regarding their performance make it difficult to generalize this

knowledge. This is because the performance of an algorithm can vary un-

der different configurations (e.g., dataset characteristics, input parameters).

Furthermore, even though there are some tools that can facilitate the anony-

mization of datasets, they still require a high level of expertise to effectively

use the algorithms and properly configure their settings.

This chapter introduces our proposed solution to conduct a system-

atic comparison and evaluation of anonymization algorithms. Section 3.1

presents the overview of the solution listing the elements involved in the as-

sessment and selection of an anonymization algorithm. Section 3.2 discusses

our proposed approach to facilitate the comprehension of the algorithms

for non-expert users. Section 3.3 describes the criteria by which algorithms

should be evaluated to make an informed decision. The chapter continues

with the experimental evaluation and the discussion of the results obtained

in Section 3.4. Finally, the chapter concludes with a discussion for practi-

tioners in Section 3.5 and a summary of the chapter in Section 3.6.

39
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3.1 Overview

The objective of this research work has been to perform a systematic com-

parison of previously published anonymization algorithms extending their

original evaluations to cover a more comprehensive set of experimental con-

figurations. The intention is to provide users with more detailed explana-

tions of the reasons behind the performance variations of the algorithms.

In this manner, the users can leverage this information to make a more

informed decision about the selection of anonymization algorithms as more

generic conclusions can be obtained regarding their applicability, limitations,

and benefits. Additionally, we provide users with simplified descriptions of

existing notions handled in the area of data privacy in order to make them

more accessible to non-expert users so they can apply them. In this man-

ner, we aim to facilitate the practical application and adoption of PPDP

technology.

In order to study the processes of assessment and selection of anony-

mization algorithms for PPDP, we have developed a conceptual framework

(depicted in Fig. 3.1) which comprises the elements that we consider are the

most relevant ones in this decision-making process.

The concepts element refers to the knowledge required to understand

the anonymization techniques, their associated parameters, and the involved

privacy notions. Since the aim is to make this knowledge intuitive, different

Figure 3.1: Conceptual Framework of Anonymization Algorithm Decision-

Making in PPDP.
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techniques can be used to attenuate their complexity. These can include

abstracting the logic of the algorithms in simplified descriptions such as

flow diagrams, taxonomies, characterization tables, ontologies, etc.

The constraints element consists of the conditions that delimit a deci-

sion scenario. These can include the users’ requirements with respect to the

protection of the data (e.g., to prevent certain linkage attacks), the practi-

cality of the algorithm (e.g., computational costs), the applicability of the

privacy model (e.g., based on the characteristics of the input dataset), the

anonymization operations used by the algorithm (i.e., the manner in which

values are transformed such as generalization and partitioning), the different

types of data (e.g., relational, transactional), and the desired utility of the

anonymized data for different use cases (e.g., data mining, query answering).

All these aspects are classified as constraints because their interrelationship

defines the eligibility of other anonymization elements, thus, impacting the

characteristics of the resulting anonymized data. For instance, the appli-

cability of a privacy model can be delimitated by the characteristics of the

input dataset. Consider a dataset that consists of health records that have

one sensitive attribute to indicate the test result for a particular virus, pos-

itive or negative. In this case, using the l-diversity [127] model might be

inadequate as it would cause a high information loss just to ensure that the

anonymized groups have two diverse values in the sensitive attribute. In

this case, the lack of enough diversity in the sensitive values would make

difficult (even impossible) to achieve a strict privacy requirement.

The criteria element defines the principles by which the anonymization

algorithms will be assessed to make a decision. These mainly include the

algorithms’ effectiveness (how is the quality of the anonymized data going

to be evaluated?) and efficiency (what resources will the algorithm use?).

Furthermore, different weights can be allocated to the criteria in order to

tailor the selection of the algorithm for a particular use case.

Once the previous elements have framed the data publishing scenario,

the assessment process is conducted. In this step, the performance of the

anonymization algorithms is analyzed under different perspectives such as

varying the number of attributes to be anonymized, testing different levels

of privacy, evaluating multiple generalization hierarchies (VGHs), and as-

sessing the generality and scalability of the algorithms by using datasets of

diverse characteristics (e.g., sizes, data distributions, number of datasets).
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Finally, once the evaluation results are obtained, a selection process

occurs. There, the user leverages the information obtained to define the

method that will be used for anonymization. This is done based on the

user’s particular needs (e.g., time-efficiency, accuracy).

3.2 Abstraction of Anonymization Algorithms

As discussed in Chapter 1, the practical application of PPDP algorithms is

dependent on the ability of the users to understand those algorithms and

their associated parameters. Therefore, techniques to facilitate the compre-

hension of the anonymization algorithms’ logic are needed. In this work, we

opted to use flow diagrams as the manner to reduce the technical language of

the algorithms and simplify their description for non-expert users (i.e., con-

sultants not familiar with either the areas of data privacy or programming).

To exemplify the abstraction approach used in our comparative study,

we have selected three k-anonymization algorithms based on the following

reasoning: (1) these algorithms have been extensively cited in the literature,

(2) they use different strategies of anonymization (hence allowing a more

comprehensive evaluation), (3) a public implementation of these algorithms

is available, and (4) they can be evaluated within the same framework (hence

allowing a fairer comparison). In the following paragraphs, we describe the

algorithms relevant to the scope of this work. We also present a simplified

description in the form of flow diagrams and a schematic representation

with an example of each algorithm, with the objective of making them easily

comprehensible for practitioners. The presented examples utilize the records

shown in Table 3.1 as the original dataset that must be anonymized. The

attributes considered as QIDs are indicated in each example; their associated

VGHs are shown in Fig. 3.2. The privacy requirement parameter for all

examples was set to k=2 with a suppression threshold=0.

3.2.1 Datafly

Datafly [178] is a greedy heuristic algorithm that performs single-dimensional

full-domain generalization. Fig. 3.3 depicts the main steps of the Datafly

algorithm in a flow diagram. First, the algorithm performs a frequency

count over the QID set values. If k-anonymity [167, 179] is not yet satisfied,

Datafly will check if there is a threshold of records (defined by the users)
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Table 3.1: Microdata table of criminal records.

ID QIDs SA

Tuple# Name Marital Status Age ZIP Code Crime

1 Joe Separated 29 32042 Murder

2 Jill Single 20 32021 Theft

3 Sue Widowed 24 32024 Traffic

4 Abe Separated 28 32046 Assault

5 Bob Widowed 25 32045 Piracy

6 Amy Single 23 32027 Indecency

Figure 3.2: VGHs for marital status, age and ZIP code.

that could be suppressed. If the number of records that do not satisfy k-

anonymity is within that threshold, Datafly will proceed to suppress such

records (by assigning the maximum generalization value) and return the

anonymized dataset. Otherwise, Datafly generalizes the data (one attribute

at a time) using the attribute that has the most number of distinct val-

ues. The cycle is repeated until k-anonymity is satisfied. Note that whereas

Datafly guarantees a k-anonymous data transformation, it does not provide

the minimal generalization [167]. That is, the solution might not be the one

with the lowest information loss.
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Figure 3.3: Core process of the Datafly algorithm.

Example 1 (Anonymization using Datafly). A detailed example of

how the anonymization of a table is performed using the Datafly algorithm is

depicted in Fig. 3.4. This schematic representation illustrates the main steps

performed to produce the anonymized version of Table 3.1. The attributes

to be anonymized (i.e., QIDs) were marital status, age, and ZIP code. The

generalizations were guided by the VGHs presented in Fig. 3.2.

3.2.2 Incognito

Incognito [115] is a single-dimensional full-domain generalization algorithm

that builds a structure, called generalization lattice, to represent its search

space. An example of a generalization lattice created using the VGHs shown

in Fig. 3.2 is depicted in Fig. 3.5. The number of valid generalizations for

an attribute is defined by the depth of its VGH. In this case, it is four for

ZIP code (Z), and two for marital status (M) and age (A). Each node in the

lattice represents an anonymized state. For example, the node <M1,A1,Z1>

implies that all QIDs have been generalized once (one level up in their cor-

responding VGHs). Each edge connecting two nodes indicates that one

anonymized state is a direct generalization of another one which is derived

from climbing up one level in the VGH of one of the attributes (as only one

attribute can be generalized at a time).

Fig. 3.6 depicts the main steps of the Incognito algorithm in a flow dia-

gram. To anonymize data, Incognito traverses the lattice using a bottom-up
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Figure 3.4: A schematic representation of the Datafly algorithm.
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Figure 3.5: Lattice for QIDs: marital status (M), age (A), and ZIP code (Z).

breadth-first search and it utilizes predictive tagging to reduce the search

space. This means that, while traversing the lattice, if a node is found to

satisfy k-anonymity, all of its direct generalizations can be pruned/marked

as it is guaranteed that they also satisfy k-anonymity. Unlike Datafly, Incog-

nito produces an optimal solution. That is, the final anonymized solution

contains the maximal amount of information according to the chosen infor-

mation metric. The final solution is selected from a collection of solutions

which all meet the given privacy requirement (e.g., satisfying k).

Figure 3.6: Core process of the Incognito algorithm.
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Example 2 (Anonymization using Incognito). Fig. 3.7 provides a de-

tailed example of how the anonymization of Table 3.1 is carried out using

the Incognito algorithm. The anonymization is guided by the generalization

lattice shown in Fig. 3.5. The schematic representation depicts how the

nodes in the generalization lattice are checked for k-anonymity. The final

Figure 3.7: A schematic representation of the Incognito algorithm.



CHAPTER 3. EVALUATION OF ANONYM. TECHNIQUES 48

anonymization solution is also presented, which is selected among a collec-

tion of solutions that satisfy the given k-value. In this case, the criteria used

to select the final solution was to select the one that yields the maximum

number of EQs (i.e., anonymized groups).

3.2.3 Mondrian

Mondrian [116] is a greedy multidimensional algorithm that partitions the

domain space recursively into several regions, each of which contains at least

k records. Fig. 3.8 depicts the main steps of the Mondrian algorithm in a flow

diagram. The anonymization starts with the most generalized (least specific)

values of the attributes in the QID set and specializes them as partitions

are performed on the data. To choose the dimension (i.e., attribute) on

which to perform the partition, Mondrian uses the attribute with the widest

(normalized) range of values. If multiple dimensions have the same width,

the first one that enables an allowable cut (i.e., the cut which does not cause

a violation of k-anonymity) is selected. Once the dimension is selected,

Mondrian uses a median partitioning approach to choose the split value.

Namely, the value at which the partition will be performed. To find the

median for an attribute, a frequency sets approach is used. That is, the

data is scanned, adding up the frequencies for each of the unique values in

the attribute until the median position is found.

Figure 3.8: Core process of the Mondrian algorithm.
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Example 3 (Anonymization using Mondrian). A detailed example of

how the anonymization of a table is performed using Mondrian is depicted

in Fig. 3.9. For the sake of clarity, only two attributes were considered as

QIDs: marital status and age. The schematic representation shows the two

dimensional illustration of the chosen QID values. On the example, the

occurrence of a value is represented as a point. We also present some of the

recursive partitions performed to the data and the final anonymized solution

which is produced. Note that Mondrian does not utilize VGHs to guide the

anonymization as a median-partitioning strategy is used.

Figure 3.9: A schematic representation of the Mondrian algorithm.
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3.3 Evaluation Criteria

Performing a fair comparison of anonymization algorithms is inherently a

challenging task, as every proposed algorithm uses different metrics and set-

tings. The performance of the algorithms might vary among different com-

binations of datasets and input parameters (e.g., an algorithm may work

well in some experimental configurations and perform poorly in others). As

a result, it is important to assess the algorithms by defining a common con-

figuration that reflects the parameters used in existing evaluations. Further-

more, a comparison requires the use of criteria that can be widely applicable

to evaluate different aspects of the algorithms (e.g., efficiency and effective-

ness). Since all the potential usage scenarios are often not known in advance

in PPDP, this work focuses on data quality metrics that are applicable to

multiple scenarios (i.e., task-independent) and various types of algorithms.

Below, we describe the aspects considered in our evaluation criteria.

3.3.1 Efficiency

An algorithm should be evaluated by the resources required to carry out the

anonymization. This is an important dimension to consider as the anonymi-

zation process can be intensive in resource consumption. When resources are

limited, they represent a constraint in the selection of an algorithm. Even

when an algorithm achieves a good level of utility in the anonymized data, if

it is not efficient in terms of memory consumption, CPU usage, or execution

time, then it might not be practical for real-world usage. In particular, in

the era of Big Data, where the volumes of processed data are huge.

To measure the execution time, we monitored the elapsed time for dif-

ferent stages of the anonymization process: the upload/reading of the orig-

inal dataset, the data transformation, and the download/writing of the

anonymized dataset. Since the logic for the data upload and download does

not change among algorithms (as the testing is conducted under a common

data anonymization framework), we considered only the time of the data

transformations stage (which we simply refer as anonymization time).

To analyze the efficiency of the algorithms, we studied the relationship

between the anonymization time and the cost of the functional characteris-

tics (FCs) of the algorithms. These characteristics provide a good indication

of the algorithms’ performance in a standardized manner as they represent
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Table 3.2: Algorithms’ performance w.r.t. their FCs.

Algorithm Functional Characteristics (FCs) Example Values

Datafly Selected Gen 3 0 1

# of Gens 4

# of EQs 8

Mondrian Partitioned Atts Y N N

# of Iterations 115

# of EQs 58

Incognito Selected Gen 1 0 1

# of Gens 2

# of Eval Nodes 17/20

# of EQs 30

a type of standard unit which is independent of the implementation environ-

ment. In the following paragraphs, we describe the FCs that are reported

for the performance analysis of each algorithm (shown in Table 3.2):

� Selected Gen indicates the anonymization solution yield by the al-

gorithm (among all feasible solutions). This selected generalization

satisfies both the privacy requirement and optimality criterion. It

also indicates the number of generalizations applied to each QID at-

tribute. For example, 3 0 1 indicates that three QIDs participated in

the anonymization, from which the first QID was anonymized 3 times,

the second one 0 times, and the third one 1 time.

� # of Gens is the total number of generalization operations performed

in the anonymized data (it corresponds to the sum of the individual

QID attributes’ generalizations).

� # of EQs indicates the number of equivalence classes (i.e., anonymized

groups) created during the anonymization of the data.

� Partitioned Atts lists the QID attributes that were used (Y) or not (N)

during the data partitioning process of the Mondrian algorithm. The

feasibility of a QID to be used in the partition is based on the median

partitioning approach (previously explained in Section 3.2.3).

� # of Iterations is the number of recursive iterations made by Mondrian

to possibly partition the data (in which candidate regions are created).

� # of Eval Nodes indicates the number of nodes evaluated in the gene-

ralization lattice during an anonymization performed with Incognito.
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In terms of computational resources, the memory consumption and the

CPU usage are also good indicators of efficiency. Occasionally, they may

depend on the algorithm’s implementation. For example, some implemen-

tations load all the data into main memory to speed up the execution of the

anonymization. However, these types of approaches will not be scalable for

large volumes of data. In our comparative study, we measured the mem-

ory consumption during the anonymization process. We do not report the

results for CPU usage given that none of the algorithms were CPU intensive.

Given that the amounts of data to be anonymized can be considerably

large, it is important to also assess the scalability of the algorithms. Whereas

this might not represent an aspect to completely disregard an algorithm, de-

pending on the planned workloads, the user should be aware of the efficiency

of the algorithm to handle large datasets. In our work, scalability is also

evaluated with respect to the memory usage and the anonymization time. In

this scenario, we focused on analyzing the trends followed by the algorithms

as the size of the input dataset increased.

3.3.2 Effectiveness

The lack of standardized evaluation metrics make it difficult to compare the

algorithms to each other. For example, some data quality metrics rely on a

VGH to calculate the distortion of the data [167, 178]. Since these metrics

use the number of “hops” or the depth of the VGH, they are not applicable

to other types of algorithms that do not utilize VGHs for conducting the

data anonymization (e.g., those based on partitioning or clustering). Fur-

thermore, other metrics measure the quality of the anonymization based on

the utility of the data in a specific usage scenario. For example, for aggregate

query answering [116, 158], for mining association rules [79], or for training

classifiers [102]. However, these metrics are not frequently used in PPDP

as the user does not usually know (or is not required to know) the exact

usage scenarios for the data once this is released. Otherwise, the users could

simply execute the target task on the original data and share the results

with the interested parties instead of releasing the anonymized data. This

lack of knowledge regarding possible applications has motivated the need

for task-independent metrics, which use syntactic properties as a proxy for

measuring data utility [48].
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For our effectiveness evaluation criteria, we have selected a set of task-

independent metrics because we believe that using metrics that can be

widely applied to most of the anonymization algorithms represents a good

step towards a standardization of their comparison (e.g., to create bench-

marks). Below, we briefly describe those metrics in the scope of this work:

� Generalized Information Loss (GenILoss). This metric cap-

tures the penalty incurred when generalizing a specific attribute, by

quantifying the fraction of the domain values that have been gener-

alized [102]. In our evaluation, we use the normalized version of this

metric, which was presented in [141].

� Discernibility Metric (DM). This metric measures how indistin-

guishable a record is from others, by assigning a penalty to each record,

equal to the size of the EQ to which it belongs [41]. If a record is sup-

pressed, then it is assigned a penalty equal to the size of the table.

� Average Equivalence Class Size Metric (CAV G). This metric

measures how well the creation of the EQs approaches the best case,

where each record is generalized in an EQ of k records [116]. The

objective is to minimize the penalty: a value of 1 would indicate the

ideal anonymization in which the size of the EQs is the given k value.

For all the above metrics, lower values are better as it would indicate a

lower information loss in the anonymized data. Readers can refer to Sec-

tion 2.1.6 for the equations of the previously discussed metrics.

3.4 Experimental Evaluation

This section presents the experiments performed in our systematic compar-

ative study. First, the experimental setup is described. Next, the results

of the experiments are discussed in detail. Finally, the section concludes

with a discussion for practitioners where we summarize the key findings and

observations of our comparative study.

3.4.1 Experimental Setup

In the following paragraphs, we describe the test environment, the anony-

mization framework used to perform the comparative study, and the param-
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eters that defined the evaluated experimental configurations: the selected

datasets, VGHs, and privacy settings.

3.4.1.1 Test Environment

The experiments were performed on an unloaded machine running 64-bit

Ubuntu 12.04 LTS, with an Intel Xeon E5-2430 processor at 2.20GHz clock

speed with 24 GB RAM, using Oracle Hotspot JVM version 7. The memory

size of the machine allowed us to execute the experiments without trigger-

ing major garbage collections in Java (MaGC). Hence, obtaining accurate

and stable efficiency measurements, as any MaGC performance impact was

prevented [153].

3.4.1.2 Anonymization Framework

The algorithms evaluated in this work were Datafly, Incognito, and Mon-

drian (previously described in Section 3.2). For the three algorithms, we

used the implementations publicly available in the UTD Anonymization

Toolbox [22]. The fact that all algorithms are implemented using a common

framework (e.g., using the same data structures for anonymization) allows

for a fair performance comparison. In this implementation, the interme-

diate anonymization datasets are stored in a relational database. There-

fore, the (RAM) memory is only consumed by data structures used dur-

ing the anonymization, such as the generalization lattice, the list of the

attributes which are part of the QID set, and their corresponding VGHs.

These implementations, written in Java, do not have a priori optimizations

(i.e., pre-computation of frequency sets) that could give an advantage to

one algorithm over the others. The toolbox is a tool that only performs the

anonymizations of data but no evaluation metrics are implemented. Thus,

we developed a separate component to measure the efficiency and effective-

ness of the algorithms. Finally, we used MySQL 5.5.34 as the database to

store intermediate anonymization states, instead of the embedded SQLite

database, which is the default in this toolbox. This is because MySQL is

more scalable than SQLite when dealing with very large datasets.
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3.4.1.3 Evaluation Data

The first dataset used in our comparative study was the Adult census dataset

from the UCI Machine Learning Repository [120] which has become the

defacto benchmark to evaluate k-anonymization algorithms. We prepared

this dataset by removing the records with missing values, thus leaving 30,162

valid records as used in [102, 116, 117, 208]. The second dataset used was the

Irish dataset, which was synthetically generated using the frequency count

distributions from the Irish Census 2011 as the probability weights in the

data generation process. The approach for this dataset generation process

is presented in Chapter 4. The original Irish Census dataset was composed

of 3,550,246 records and it was scaled down to different sizes: 5K, 10K, 20K,

30K, 50K and 100K records.

The descriptions for the Adult and Irish datasets are shown in Tables 3.3

and 3.4, respectively. These tables present the attributes, their cardinalities

(number of distinct values), and the height of their associated VGHs. In

this last column, the number of VGH levels (i.e., available generalizations) of

each particular attribute is specified within brackets. For example, taxonomy

tree(2) means that two levels of generalization are available in the VGH for

the anonymization of the attribute. Similarly, taxonomy tree(1) means that

only one level of generalization is available for the attribute. For instance,

for the gender attribute the only allowed generalization is male/female to

any sex ). Thus, performing this generalization would be equivalent to the

full suppression of the attribute value.

Table 3.3: Adult Dataset.

# Attribute Card. Generalizations (Height)

1 Age 74 Taxonomy Tree (4) in 5-, 10-, 20-year ranges

2 Gender 2 Taxonomy Tree (1)

3 Race 5 Taxonomy Tree (1)

4 Marital Status 7 Taxonomy Tree (2)

5 Native Country 41 Taxonomy Tree (2)

6 Work Class 8 Taxonomy Tree (2)

7 Occupation 14 Taxonomy Tree (2)

8 Education 16 Taxonomy Tree (3)

9 Salary Class 2 Taxonomy Tree (1)
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Table 3.4: Irish Dataset.

# Attribute Card. Generalizations (Height)

1 Age 70 Taxonomy Tree (4) in 5-, 10-, 20-year ranges

2 Gender 2 Taxonomy Tree (1)

3 County 34 Taxonomy Tree (3)

4 Marital Status 7 Taxonomy Tree (2)

5 Native Country 56 Taxonomy Tree (3)

6 Economic Status 9 Taxonomy Tree (3)

7 Industrial Group 22 Taxonomy Tree (2)

8 Education 10 Taxonomy Tree (3)

9 Field of Study 48 Taxonomy Tree (2)

Table 3.5: Experimental Configurations.

# Experiment Parameter Settings Datasets (Size)

1 Varied |QIDs| k-value= 2 ,

|QIDs| ∈ [1..5]

Adult (30,162),

Irish Census (30,000)

2 Varied k-value k-value ∈ {2, 5, 10, 25,

50, 100, 250, 500, 1000},
|QIDs|= 3

Adult (30,162),

Irish Census (30,000)

3 Varied Size k-value= 50,

|QIDs|= 3

Irish Census (5K, 10K,

20K, 30K, 50K, 100K)

3.4.1.4 Experimental Configurations

To assess the performance of the anonymization algorithms under different

perspectives, we varied the following testing parameters:

� |QIDs|: This parameter defines the number of QIDs (i.e., attributes

that will be anonymized).

� k-value: This parameter defines the privacy level that must be satisfied

by the anonymization algorithm. It represents the minimum size for

the EQs in the anonymized solution.

� Dataset size: This parameter corresponds to the number of records

composing the dataset.

The range of values used in these experiments are shown in Table 3.5.

These values were selected on the basis of covering a wide range of data pub-

lishing conditions. Thus, they are a combination of values commonly used
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in the literature when new anonymization algorithms are proposed. Addi-

tionally, we extended some of these parameters with higher values (e.g., in

k-values) based on standards of generalization from Census Bureaus which

indicate that any disclosed geographic region must contain at least 10,000

or 100,000 individuals [60].

The suppression threshold, which defines the percentage of records that

can be suppressed during the anonymization process in order to still consider

a dataset as k-anonymous, was set to zero for all the experiments. In this

manner, all records are considered during the anonymization process.

The notation |QIDs| is used to refer to the number of attributes which

are part of the QID set. A QID of size n consists of the first n attributes

listed for a dataset. For example, |QIDs|=3 corresponds to the attributes

{age, gender, race} for Adult, and {age, gender, county} for Irish.

3.4.2 Experimental Results

In this section, we discuss the main results obtained from our evaluation in

terms of the metrics relevant to each experiment. As previously mentioned

(in Section 3.3.2), lower values are better for all the metrics.

3.4.2.1 Experiment 1: Varied Number of QIDs

In this experiment, we analyzed the performance of the algorithms as the

number of QIDs increased.

Anonymization Time. Figs. 3.10a and 3.10b show the anonymization

time results as the number of QIDs increases. The first observation in these

figures is that for the Irish dataset, Datafly and Incognito showed an anony-

mization time close to 0 when |QIDs| ∈ {1,2}. This behavior was caused

by the fact that the original dataset already satisfied 2 -anonymity for this

configuration, so these two algorithms did not perform any generalization.

On the contrary, Mondrian anonymized the dataset because this algorithm

does not check for k-anonymity as its stopping criteria. Instead, it tries to

make all possible partitions to the data until no more cuts are allowed (even

if the original dataset already satisfies k-anonymity). As a consequence, the

anonymization time increased. However, it is expected that this condition

improves the utility of the data as finer EQs would be created (i.e., smaller
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Figure 3.10: Anonymization Time vs Number of QIDs (k=2).

anonymized groups). This improvement can be captured by those informa-

tion metrics which are based on assessing the size of EQs.

Incognito was the slowest algorithm in almost all experimental con-

figurations (except the ones where no generalization was performed). It

experienced the highest increase in the anonymization time with respect

to the number of QIDs independently of the dataset (time complexity of

O
(
2|QID|) [59, 115]). For example, for Adult, Incognito performed the anony-

mization between 13 and 90 times slower than Mondrian and between 5

and 45 times slower than Datafly, when |QIDs| ≥3. This is explained by

the fact that the search space of feasible anonymization solutions becomes

bigger as more attributes are part of the QID set. As a consequence, the

time taken to traverse the generalization lattice and check for k-anonymity

in each individual state increases. This growth happens in different degrees

for each dataset and it depends on the total number of nodes to be eval-

uated, which in the worst case is determined by the size of the lattice (as

it can be less if the lattice is pruned). The size of the lattice depends on

the number of QIDs and the depth of the VGHs of each QID. For example,

consider the case where |QIDs| increased from 3 to 4, which showed the

first major increase (note the logarithmic scale on the y-axis). For Adult,

the number of evaluated nodes grew from 17 (out of 20) to 50 (out of 60),

whereas for Irish it grew from 10 (out of 40) to 91 (out of 120); this is why

Incognito showed a more substantial rise for Irish. This information can be

seen in Table 3.6, which shows a drill-down of the algorithms’ performance

in terms of their FCs (described in Section 3.3.1).

Mondrian and Datafly showed an acceptable performance (less than

16 min when |QIDs|=5). Overall, it can be noted that when comparing
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Table 3.6: Algorithms’ performance w.r.t. their FCs (Varied QID Size)

Adult Dataset

Number of QIDs (|QIDs|))
Algorithm FCs 1 2 3 4 5

Datafly Selected Gen 1 1 0 3 0 1 3 0 1 1 4 0 1 1 1

# of Gens 1 1 4 5 7

# of EQs 15 30 8 24 18

Mondrian Partitioned Atts Y Y N Y N N Y Y Y Y Y Y Y Y Y

# of Iterations 115 115 115 729 2347

# of EQs 58 58 58 365 1174

Incognito Selected Gen 1 1 0 1 0 1 1 1 1 1 1 1 1 1 2

# of Gens 1 1 2 4 6

# of Eval Nodes 2/5 3/10 17/20 50/60 174/180

# of EQs 15 30 30 45 45

Irish Dataset

Number of QIDs (|QIDs|))
Algorithm FCs 1 2 3 4 5

Datafly Selected Gen 0 0 0 1 0 1 3 0 2 1 3 0 3 1 2

# of Gens 0 0 2 6 9

# of EQs 70 140 504 64 64

Mondrian Partitioned Atts Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y

# of Iterations 113 229 5665 7855 10,957

# of EQs 57 115 2833 3928 5479

Incognito Selected Gen 0 0 0 0 0 2 0 0 2 2 0 0 2 2 3

# of Gens 0 0 2 4 7

# of Eval Nodes 1/5 1/10 10/40 91/120 465/480

# of EQs 70 140 560 560 560

the performance of the three algorithms for both datasets, the algorithms

performed better for Adult than for Irish; as the cost of the FCs was higher

for Irish. Furthermore, the best performer regarding anonymization time

was different in each dataset: Mondrian was the fastest for Adult once

|QIDs| ≥3, while Datafly was the fastest for Irish.

Memory Consumption. Figs. 3.11a and 3.11b show the memory con-

sumption during the anonymization process as the number of QIDs increases.

Datafly and Mondrian exhibited minor variances remaining relatively sta-

ble. On the contrary, Incognito showed to be memory intensive as it reached

21 GB of memory when |QIDs|=5. The reason behind this growth is possi-

bly due to the increased number of nodes in the generalization lattice. For

example, when |QIDs|=5, the number of nodes (candidate generalizations)

for Irish was 480.
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Figure 3.11: Memory Consumption vs Number of QIDs (k=2).
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Figure 3.12: Data Utility (GenILoss) vs Number of QIDs (k=2).

Generalized Information Loss (GenILoss). Figs. 3.12a and 3.12b

present the data utility results with respect to the GenILoss metric as the

number of QIDs increases. It can be seen how the trends for each algorithm

are different for both datasets. Datafly and Mondrian showed an erratic

behavior for Adult whereas for Irish they mostly showed an increasing trend.

Moreover, the information loss penalties for the Adult dataset are higher

than for Irish for all the algorithms. For example, Mondrian performed

well for Irish but it had the worst scores for Adult (when |QIDs| ∈ {2,3}).
The reason for such high values in Mondrian for Adult is the manner in

which the partitioning was performed (median approach), as well as the

skewed distribution of the values in the QIDs. More specifically, the fact

that Mondrian partitioned the data using a single attribute, instead of the

two or three available in the QID set, caused the rest of the attributes in the

QID set to retain their most generalized value. This caused a high penalty for

those attributes. The attributes used in the median partitioning approach
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by Mondrian are shown in Table 3.6. For example, when |QIDs|=3 ({age,

gender, race}), age was the only attribute where cuts are allowed, as gender

and race cuts were discarded because the median partitioning condition

(i.e., each created region contains at least k records) was not satisfied.

This behavior resulted from the strategy used by Mondrian to find

the median, which relies on frequency sets. To illustrate this median-

partitioning approach, let us consider the first iteration of Mondrian when

the data is scanned to find the median value for the gender attribute. Gen-

der has two values in its domain: female with a frequency count of 9,782

records and male with 20,380 records. When all records are considered, the

median is found at position 15,081; which is reached when the frequency

set for male is added to the count. Consequently, the selected split value

is male. Nevertheless, performing the cut at this value is not allowed be-

cause it does not satisfy the condition to have a minimum size of k records

for each new region (region1 size=30,162; region2 size=0). Hence, the data

cannot be partitioned using this attribute. Consequently, the attribute re-

tains the most generalized value (any sex ). A similar situation occurs with

the race attribute, which has the following distribution for Adult : Amer-

Indian-Eskimo 286, Asian-Pac-Islander 895, Black 2,817, Other 231 and

White 25,933. The selected split value is White, where the median value is

found, but again, the cut is not allowable. Whereas the median-partitioning

approach aims to obtain uniform occupancy, it causes a high information

loss when the data is skewed. This behavior demonstrates that Mondrian

performs better with uniform distributions because the majority of the QIDs

can be used to partition the data (i.e., making the data more specific, which

increases the data utility).

For Datafly and Incognito, a notable trend in both datasets is that the

GenILoss score tends to increase. This behavior was caused by the fact that

in order to achieve k-anonymity, most of the attributes needed to be general-

ized further, which degraded the utility of data. This confirmed the curse of

dimensionality, studied in [27], which is that the quality of the anonymized

data degrades when increasing dimensionality.

Discernibility Metric (DM). Figs. 3.13a and 3.13b present the data

utility results with respect to DM as the number of QIDs increases. For

the Adult dataset, it is clear that Mondrian was the best performer, as this
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Figure 3.13: Data Utility (DM) vs Number of QIDs (k=2).

algorithm aims to create finer EQs. However, for the Irish dataset, Mondrian

performed the worst when |QIDs| ∈ {1,2}. This was due to the fact that

the original dataset already satisfied the k-anonymity for that configuration;

nonetheless, Mondrian created partitions. This situation caused the number

of EQs (already formed in the original data) to decrease, but as a result, the

size of each individual EQ (i.e., the number of records in each EQ) increased,

which is not desirable for the DM metric. For example, the number of EQs in

the Irish original data was 70. Once the data is anonymized using Mondrian

and |QIDs|=1, the number of EQs was 57. The number of the created

EQs for all the compared anonymization algorithms across all parameters is

shown in Table 3.6.

Another observation was that DM did not capture the transformations

performed on the QIDs. For example, when |QIDs| ∈ [1..3] for Adult, Mon-

drian exhibited the same DM value (i.e., the same level of data utility was

obtained). This behavior was due to the fact that for those three exper-

imental configurations, Mondrian performed partitions using only a single

attribute (age); a situation that was previously explained in the GenILoss

metric. Hence, the same EQs were created for those three configurations.

Once other attributes became part of the QIDs set (i.e., the number of

QIDs increased), Mondrian was able to make partitions across all of them,

thus improving the DM value. Another aspect that impacted the utility of

the data when using Mondrian was the criteria used to select the dimension

(attribute) in which the partitions were performed. That is, selecting the at-

tribute with the widest range of values. In the case that multiple attributes

had the same range of values, Mondrian selects the first attribute as the
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untie criteria. This may affect the number of partitions that are created, by

reducing the number of partitions in some cases.

Regarding Datafly and Incognito, they exhibited the same DM values

when |QIDs| ∈ {1,2} for both datasets as the two algorithms achieved the

same anonymization solution. For a larger number of QIDs, Incognito al-

ways outperformed Datafly as Incognito’s cost metric is to select (among all

the available solutions) the generalization that yields the maximum num-

ber of EQs, which is exactly what the DM metric captures. Based on this

reasoning, it is expected that Incognito will perform better than Datafly

in terms of the data utility metrics that are based on group sizes (such as

DM and CAV G). However, Incognito did not outperform Mondrian, which

benefited from its multi-dimensional approach.

When comparing the data utility of the algorithms between datasets

with respect to DM, it can be observed that they performed better for Irish.

This was due to its data distribution, which allowed the algorithms to create

finer EQs, hence reducing the penalty of the DM score.

Average Equivalence Class Size (CAV G). Figs. 3.14a and 3.14b

present the data utility results for the CAV G metric as the number of QIDs

increases. The trends obtained for this metric were similar to the those re-

ported by DM for both datasets but with different magnitudes. Mondrian

was superior in most of the scenarios due to the number of the EQs created

during anonymization; an aspect that Mondrian aims to maximize. In the

cases where the score for CAV G was the same for two or more algorithms, it

means that those algorithms produced the same number of EQs. However,
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Figure 3.14: Data Utility (CAV G) vs Number of QIDs (k=2).
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it does not necessarily imply that the size of their EQs was the same. This

shows that CAV G does not capture the distribution of records among EQs.

Summary of Experiment 1 (Varied Number of QIDs). In this

experiment, it was shown that the algorithms obtained a better performance

for Adult than for Irish in terms of efficiency. For anonymization time

and memory consumption, Datafly and Mondrian performed better. Both

algorithms anonymized the data in reasonable time for the evaluated number

of QIDs. While Datafly and Incognito exhibited an exponential growth,

the magnitude of Incognito was much larger. Moreover, not only did the

number of QIDs have an influence on the time complexity, but so did the

number of possible anonymization states (i.e., the height of the VGHs).

The taller the VGHs, the larger the number of evaluation nodes in the

generalization lattice [35]. In terms of data utility, the algorithms performed

better for the Irish dataset due to the data distribution in its QIDs. For the

data utility metrics which depend on the size of the EQs such as DM and

CAV G, Mondrian outperformed the other algorithms. However, for GenILoss

which depends on the size of the generalization interval, it was shown that

Mondrian is substantially affected by outliers. This was because the median

partitioning could not be performed for some attributes, which resulted in

a high information loss.

3.4.2.2 Experiment 2: Varied k-values

In this experiment, we analyzed the performance of the algorithms as the

value of k increased. A configuration of |QIDs|=3 was chosen for this ex-

periment as the aim was to compare the algorithms using different levels of

privacy within a reasonable execution time.

Anonymization Time. Figs. 3.15a and 3.15b show the anonymization

time results as the value of k increases. Intuitively, as the level of privacy

is higher (value of k increases), the number of generalizations performed to

the data also increases (and consequently the anonymization time). This is

because it is more difficult to satisfy higher levels of k-anonymity.

For Datafly, the anonymization time showed a trend that remained prac-

tically steady (with marginal increases) for both datasets. This was be-

cause the number of generalizations performed did not vary drastically,
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Figure 3.15: Anonymization Time vs Varied k-value (|QIDs|=3).
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Figure 3.16: Memory Consumption vs Varied k-value (|QIDs|=3).

between 4 and 5 for Adult, and between 2 and 7 for Irish. Incognito ex-

perienced a low sensitivity to the growth of k for Adult, where the lowest

anonymization time was 110.70 sec (slightly below 2 min) and the highest

was 132.59 sec (slightly above 2 min). Incognito evaluated between 17 and

20 (out of 20) nodes from the generalization lattice created from Adult ’s

attributes. However, for Irish, the number of evaluated nodes was higher,

between 10 and 39 (out of 40). Therefore, Incognito showed an increasing

trend for Irish, where the lowest anonymization time was 528.50 sec (slightly

below 9 min) and the highest was 2,146.87 sec (slightly below 36 min). The

small differences in the number of applied generalizations or evaluated nodes

indicated that varying the k parameter, when the |QIDs| is fixed, did not

have a significant impact on the anonymization time for Datafly and Incog-

nito for Adult. Mondrian behaved differently, showing a decreasing trend

for both datasets. This was because the number of feasible partitions that

could be performed in the data decreased as the value of k increased. For

example, for the upper and lower bounds of k, Mondrian created between 15
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Table 3.7: Algorithms’ performance w.r.t. their FCs (Varied k-value).

Adult Dataset

k-values

Algorithm FCs 2 5 10 25 50 100 1,000

Datafly Selected Gen 3 0 1 3 0 1 3 0 1 3 0 1 4 0 1 4 0 1 4 0 1

# of Gens 4 4 4 4 5 5 5

# of EQs 8 8 8 8 2 2 2

Mondrian Partitioned Atts Y N N Y N N Y N N Y N N Y N N Y N N Y N N

# of Iterations 115 115 115 109 103 93 31

# of EQs 58 58 58 55 52 47 16

Incognito Selected Gen 1 0 1 1 0 1 2 0 1 4 0 0 4 0 0 4 1 0 4 0 1

# of Gens 2 2 3 4 4 5 5

# of Eval Nodes 17/20 17/20 17/20 17/20 17/20 19/20 20/20

# of EQs 30 30 16 10 10 5 2

Irish Dataset

k-values

Algorithm FCs 2 5 10 25 50 100 1,000

Datafly Selected Gen 1 0 1 1 0 2 1 0 2 2 0 2 2 0 2 4 0 2 4 0 3

# of Gens 2 3 3 4 4 6 7

# of EQs 504 112 112 56 56 8 2

Mondrian Partitioned Atts Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y

# of Iterations 5665 4431 2965 1403 739 401 33

# of EQs 2833 2216 1483 702 370 201 17

Incognito Selected Gen 0 0 2 2 0 0 2 1 0 0 0 3 0 1 3 4 0 0 2 1 3

# of Gens 2 2 3 3 4 4 6

# of Eval Nodes 10/40 14/40 22/40 29/40 29/40 32/40 39/40

# of EQs 560 476 238 140 70 68 7

and 57 partitions for Adult, and between 32 and 5,664 partitions for Irish.

The large difference between the number of partitions performed for Adult

and Irish showed the influence that the data distribution of the QIDs’ values

had in Mondrian’s performance as the decreasing trend for this algorithm

was more drastic for Irish. To complement the analysis, a drill-down of the

algorithms’ performance (when varying k) in terms of their FCs is presented

in Table 3.7.

Memory Consumption. Figs. 3.16a and 3.16b show the memory con-

sumption during the anonymization process as the value of k increases. As

it can be seen in the figures, the variability in k did not have a major impact

on the memory consumption for the algorithms. The three algorithms main-

tained a relatively stable behavior for both datasets. Mondrian even showed

a small decrease in memory consumption as k increased for Irish. On the

contrary, Incognito showed a small increase for this dataset. Datafly’s trend

remained steady for both datasets.
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Figure 3.17: Data Utility (GenILoss) vs Varied k-value (|QIDs|=3).

Generalized Information Loss (GenILoss). Figs. 3.17a and 3.17b

present the data utility results with respect to the GenILoss metric as the

value of k increases. For the Adult dataset, Mondrian exhibited the same in-

formation loss across all k values. This behavior is explained by the fact that

for this experimental configuration (i.e., varying k and |QIDs|=3), only one

QID attribute was suitable for partitioning the data. The anonymization

process for Mondrian uses a top-down approach. It starts by having all

the attributes in their least specific value to gradually specialize them with

each data partition. Thus, if only one attribute is partitioned, the remain-

ing ones retain the most general value, incurring the maximum penalty for

those attributes. Datafly showed a sudden increase in the GenILoss score

when k changes from 25 to 50. This occurred because Datafly produced

one anonymization solution when 2≤ k ≤25 and another one when k ≥50.

Incognito was the best performer with respect to GenILoss for the Adult

dataset; although, once k=100, the three algorithms experienced the same

information loss.

For the Irish dataset, Incognito showed an erratic behavior. The high

values (e.g., peaks shown when k ∈ {50, 500, 1000}) were caused because

two out of three attributes in the QID set (i.e., gender and county) were

generalized to their maximum level. The inclusion of the gender attribute

in the generalization incurred a higher GenILoss score compared to the one

incurred by other attributes that have a taller VGH. This demonstrates the

importance of not only considering the number of attributes in the QID

set (fixed to |QIDs|=3 in this experiment), but also the VGH defined for

the QIDs as the inclusion of certain attributes in the generalization may de-
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grade the quality of data more than others. Based on this information, users

may consider excluding attributes (when possible) that deteriorate the data

utility the most. Another alternative is to restructure the VGH for those

attributes to offer more granularity in their generalization and avoid data

degradation. In the case of Datafly’s performance for Irish, it showed an

increasing trend with a substantial rise when k changes from 50 to 100. This

occurred because the number of generalizations for the age attribute were

doubled (i.e., age values were grouped in wider intervals), making the result-

ing values less specific. Mondrian was shown to be the best performer for

the Irish dataset, with the GenILoss value increasing gradually, compared to

the other algorithms. This was caused by the fact that, as k increases, less

partitions are possible in the dataset. Thus, the QID values remain grouped

in wider intervals. Even so, Mondrian showed the lowest information loss for

Irish as it was able to perform partitions across all attributes in the QID set.

Discernibility Metric (DM). Figs. 3.18a and 3.18b present the data

utility results with respect to the DM metric as the value of k increases. It

can be observed that the overall trend for the DM value is to increase for

all three algorithms (much less so for Adult than for Irish). As the k value

increased, more records were part of an EQ and thus, records were less

distinguishable from each other. This increased privacy but deteriorated

utility. For the Adult dataset, the trends remained more steady, showing a

low sensitivity to the growth of k value. Mondrian was the best performer

as the objective of this algorithm and its partitioning mechanism is to max-

imize the number of EQs (minimizing their size). As the k value increased,
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Figure 3.18: Data Utility (DM) vs Varied k-value (|QIDs|=3).
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Mondrian created less EQs but of a larger size; a situation clearly shown for

the Irish dataset (i.e., the increasing trend). Intuitively, Incognito should

be the second best performer as the implementation of this algorithm se-

lects, as optimal solution, the one that yields the maximum number of EQs.

This was true in most of the cases, except for the Adult dataset when k ∈
{25, 100}. In this case, Datafly performed better than Incognito because,

even though Incognito yielded more EQs than Datafly, one of the EQs was

large (containing many records), which significantly impacted Incognito’s

DM score. For example, when k=25, Datafly created 8 EQs, where the

largest EQ had 9,362 records. Whereas Incognito created 10 EQs but the

largest EQ had 18,038 records which impacted the overall DM score.

Average Equivalence Class Size (CAV G). Figs. 3.19a and 3.19b

present the data utility results with respect to CAV G as the value of k in-

creases. It is often the case that CAV G and DM show similar trends for the

performance of the algorithms as both metrics measure data utility based

on the EQs that have been created. However, in this experimental con-

figuration (with varying k and |QIDs|=3), they exhibited different results.

The decreasing trends for the CAV G metric indicate that, as k increases, the

average size of the created EQs gets closer to the ideal scenario. That is,

the size of the EQs is equal to the given k defined by the user, where each

record is generalized and grouped in an EQ composed of k records.

The results for the Irish dataset presented lower values than the Adult

one. This indicated that the EQs created for Irish were finer (smaller size).

For example, consider Mondrian, which appears to be superior to the other
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Figure 3.19: Data Utility (CAV G) vs Varied k-value (|QIDs|=3).
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algorithms. When k=2, the average size of the EQs for Adult was 520.03

(in 58 created EQs) whereas for Irish was 10.58 (in 2,833 created EQs).

Summary of Experiment 2 (Varied k-values). This experiment of-

fered some interesting findings. The increase in k had little or no impact on

the algorithms’ efficiency (apart from Mondrian, as previously discussed).

This was because a similar number of generalizations/number of searched

nodes in the lattice was performed. Additionally, it was observed how the

anonymization time decreased with the number of partitions. Overall, Mon-

drian outperformed the other algorithms with respect to the metrics that

evaluate the size and number of the created EQs (e.g., DM and CAV G). How-

ever, for the metrics that capture the transformation of the QIDs (i.e., Ge-

nILoss), Mondrian performed worse in some scenarios. This was because,

when the data distribution was skewed, Mondrian was not able to perform

partitions across all attributes, which resulted in high penalties.

3.4.2.3 Experiment 3: Varied Dataset Sizes

In this experiment, we analyzed the scalability of the algorithms (in terms

of anonymization time and memory consumption) as the dataset size in-

creased. We utilized the Irish dataset scaled down to different sizes. Since

this dataset was synthetically generated, we were able to use the same data

distribution in our experiments.

Anonymization Time. Fig. 3.20a presents the anonymization time re-

sults as the dataset size increases. The three algorithms followed a smooth

growth trend. As the dataset size grows, the algorithms perform less gener-

alizations/partitions which is expected to decrease the anonymization time.

However, the increasing trend shown in the figures is due to the data vol-

ume itself; the time taken to anonymize the records. Mondrian was the

best performer, with the largest dataset taking around 370.17 sec (slightly

above 6 min) to anonymize. The time complexity of Mondrian is O
(
nlogn

)
[59,

116], where n is the number of tuples in the original table. For the same

dataset, Datafly and Incognito took around 448 sec (slightly above 7 min)

and 4,344 sec (slightly above 72 min), respectively. To complement the anal-

ysis, a drill-down of the algorithms’ performance (when increasing dataset

size) in terms of their FCs is shown in Table 3.8.
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Figure 3.20: Performance vs Varied Dataset Size (|QIDs|=3, k=50).

Table 3.8: Algorithms’ performance w.r.t. their FCs (Varied Dataset Size).

Irish Dataset

Dataset Size

Algorithm Characteristics 5K 10K 20K 30K 50K 100K

Datafly Selected Gen 4 0 2 4 0 2 4 0 2 2 0 2 2 0 2 1 0 2

# of Gens 6 6 6 4 4 3

# of EQs 8 8 8 56 56 112

Mondrian Partitioned Atts Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y

# of Iterations 127 267 517 739 1,209 2149

# of EQs 64 134 259 370 605 1075

Incognito k Selected Gen 4 1 1 4 1 0 0 1 3 0 1 3 0 0 3 0 0 3

# of Gens 6 5 4 4 3 3

# of Eval Nodes 37/40 36/40 32/40 29/40 29/40 26/40

# of EQs 18 34 70 70 140 140

Memory Consumption. Fig. 3.20b presents the comparison of the

anonymization algorithms in terms of memory consumption as the dataset

size increases. The three algorithms presented an increasing trend which is

mainly due to the growth of the volume of data. It should be noted that

no Java MaGC occurred during the anonymization process that could have

an impact on the algorithms’ performance. Hence, the maximum memory

consumption of each algorithm can be observed. Mondrian and Datafly pre-

sented similar trends of increase. Incognito consumed more memory com-

pared to the other algorithms due to the generalization lattice structure,

which is maintained in main memory. The other two algorithms required

memory for performing the frequency count in order to verify if k was satis-

fied (for Datafly), and for calculating the median value for partitioning (for

Mondrian).
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Summary of Experiment 3 (Varied Dataset Sizes). In the third

set of experiments, the best performers remained constant for the efficiency

metrics across the different dataset’s sizes. This finding leads us to conclude

that the performance of the algorithms are not affected by changes in their

workload as long as the distribution of data is constant among the workloads.

3.5 Discussion for Practitioners

The presented experimental results have demonstrated how a systematic

comparison of a set of anonymization algorithms and a detailed explanation

of their performance can facilitate their understanding for non-expert users.

In the following paragraphs, we provide guidelines for practitioners to in-

dicate the conditions under which the evaluated algorithms can yield more

benefits and discuss their wider applicability.

a) Experiments showed that there are significant performance differences

among the evaluated algorithms. Our evaluation showed that none of

the algorithms outperformed the others across all the metrics (i.e., there

was not “best for all” anonymization algorithm). Moreover, the best

performing algorithm for one dataset was sometimes different for the

other dataset. It was observed that the privacy requirements and the

data distribution have a large impact on the performance of the algo-

rithms. These differences are depicted in Fig. 3.21, which shows the

results across all the evaluation criteria metrics for a single experimen-

tal configuration (with |QIDs|=3 and k=2).
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Figure 3.21: Performance comparison across all metrics (|QIDs|=3, k=2).
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b) Incognito was shown to be time consuming and memory intensive with

respect to the size of the QIDs (e.g., presenting exponential growth).

This time would be higher for taller VGHs as the search space is

wider. This is a consequence from the time taken to traverse the gene-

ralization lattice and check for k-anonymity in each individual state

(i.e., node).

c) The data utility for Mondrian is significantly impacted by the distri-

bution of the input dataset and the mechanism used for partitioning.

The median-partitioning approach has shown to be more suitable for

uniform distributions because the majority of the QID attributes can

be used to partition the data. On the contrary, when the data is

skewed, the data cannot be partitioned across all attributes which im-

pacts the data quality score. Consequently, Mondrian performs poorly

in this case. Furthermore, when anonymizing categorical values (which

do not have a fixed defined ordering), the order in which the values

are processed to calculate the median plays an important role in the

execution of the algorithm as this may be the reason why the data

partitioning is not possible. Another characteristic of this algorithm

is that it terminates its execution once no more partitions are feasible

(as the created regions need to be of size k). It is expected that this

strategy benefits the data utility metrics which are based on the size

of EQs (e.g., DM) as finer EQs will be created in the anonymization

process. However, for datasets which originally satisfy k-anonymity,

DM is not improved. This is because the number of EQs that are

created may be lower than the number of EQs already present in the

original dataset.

d) Datafly was shown to be the second best performer in terms of anony-

mization time, memory consumption and GenILoss. For the metrics

based on the size of EQs (i.e., DM and CAV G), it performed the worst

in almost all experimental configurations.

e) The simplified descriptions provided about the algorithms discussed

some of the most important prerequisites for their applicability. Datafly

and Incognito require the specification of a VGH for each of the QID

attributes. This task requires knowledge of the domain in order to

provide the adequate semantic background in the VGH. In the case of
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Mondrian, an ordering on each QID needs to be imposed to perform

the partitioning. Consequently, the chosen ordering may have an im-

pact in the effectiveness of the median partitioning used by Mondrian.

f) Regarding the strategies used by the algorithms, Datafly and Incognito

use a hierarchy-based generalization, whereas Mondrian uses partition-

based generalization. From a practitioner’s perspective, the strategies

matter in two aspects. Firstly, in the type of anonymization solution

that the algorithms will produce. Secondly, the prerequisites that

practitioners need to provide in order to apply the algorithms. In

terms of the produced solution, Datafly and Incognito, which are based

on user-defined generalization hierarchies (i.e., VGHs) will produce an

anonymization which respects the constraints/bounds defined in the

VGH. On the contrary, Mondrian is an uncontrolled anonymization

as the partitioning eliminates all hierarchical constraints. Therefore,

the generalization intervals are dynamically created. Based on this

characteristic, Mondrian would be more suitable (and practical) for

the anonymization of numerical datasets [29]. This is because in the

case of categorical attributes, any semantics associated with the values

can be compromised (e.g., to group together countries belonging to

the same continent) as the data is partitioned without control over

the groups created.

g) Regarding the efficiency of the algorithms: (1) In terms of |QIDs|,
Datafly and Mondrian are the best options when the number of QIDs

is large. On the contrary, Incognito performs poorly for efficiency

measures, especially when the generalization lattice is large and the

attributes are heterogeneous (i.e., high cardinality due to distinct val-

ues). (2) In terms of k-anonymity level, Mondrian performed best

when k increased. In general, the three algorithms handled well the

increase in k as there was not any major time increase for the algo-

rithms. Mondrian even showed an improvement in time as the level

of k increased. Regarding memory, the three algorithms showed a

relatively stable consumption. (3) In terms of scalability, Mondrian

and Datafly performed better as the dataset size increased, exhibit-

ing lower magnitudes of growth in anonymization time and memory

consumption.
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h) Regarding the effectiveness of the algorithms: Mondrian was shown

to be the best performer with respect to the metrics based on group

size (i.e., DM and CAV G). This means that Mondrian offers a finer

granularity in the EQs, which is expected to improve the precision of

the data results. An exception to this is when the original dataset al-

ready satisfies k-anonymity, as the data utility regarding these metrics

may decrease. For the metric capturing the attributes’ transformation

(i.e., GenILoss), although there is not a clear best performer, Incognito

and Mondrian showed good results. In particular, Mondrian would be

better suited if the original data follows a uniform distribution.

i) From a qualitative perspective, our comparative study also allowed us

to take a closer look at the challenges commonly faced by practition-

ers when developing and testing anonymization techniques: (1) The

access to unaggregated real data (i.e., microdata). Whereas the use

of publicly available real datasets guarantees the reproducibility of ex-

periments, the usefulness of those datasets can also be limited. This

is because the data has already undergone a series of data protection

mechanisms which limits its versatility for testing anonymization tech-

niques. This brings up the chicken and egg problem of de-identification

systems examined in some works [194] which discusses that new anony-

mization approaches cannot be effectively developed without having

access to real individual records, but individual records cannot be eas-

ily made available for research without being de-identified. This moti-

vates the use of realistic and publicly-available synthetic datasets that

complement the testing of anonymization techniques. (2) The impor-

tance of using a suitable VGH that matches the user’s requirements.

This is because the structural and semantic properties of VGHs may

impact the quality of the resulting data. For instance, the structure of

VGHs can be modified to obtain a higher utility in the data (e.g., by

increasing the number of generalization levels, the granularity of the

information also increases). However, these changes can also bring

other issues, such as increasing the computational cost of the anony-

mization process. Likewise, evaluating the semantic consistency of

VGHs was challenging as it was time-consuming and subject to user’s

judgment. Furthermore, at the end of the VGHs’ evaluation process,

there was uncertainty about the quality of the VGHs used. This could



CHAPTER 3. EVALUATION OF ANONYM. TECHNIQUES 76

only be assessed after anonymizing the data (with each VGH) in order

to inspect and compare which VGH yield the highest utility in the

resulting data.

Finally, we believe that to enable a systematic comparison of algorithms

in PPDP, a set of evaluation metrics that can be applied to the majority

of the algorithms, neither targeting a specific publishing scenario nor limit-

ing the applicability of the metric, should be considered. Moreover, when

evaluating different algorithms, a practitioner should also take into account

the features of the metric (strengths and weaknesses) in the evaluation cri-

teria in order to select the metric(s) of interest. Below, we discuss some

of the features we identified for the task-independent metrics used in our

experiments:

� DM focuses on capturing the size of the created EQs. The idea is

that smaller anonymized groups would preserve a higher utility in the

data. For this reason, this type of metric particularly suits scenarios

where the accuracy of the analysis results depends on the granularity of

the anonymized groups, such as aggregate query answering. However,

one weakness of DM is that it does not capture the transformations

performed on the QIDs. Thus, multiple anonymization solutions can

have the same data utility with respect to DM, even though different

QIDs have been anonymized in each solution. Also, the records in an

EQ may not have been generalized, but even so, they will be penalized.

� The CAV G metric also suffers from the weakness previously discussed

for the DM metric. Additionally, it also fails to capture the granu-

larity of the created EQs (i.e., the distribution of the records within

each EQ). Despite this, the idea behind this metric represents a good

indicator in scenarios where the aim is to produce anonymized groups

with sizes close to a specified k.

� The GenILoss metric was shown to be sensitive to the VGH depth of

the QIDs. A generalized attribute with a taller VGH will incur in a

lower penalty compared to the one incurred by other attributes that

have a flatter VGH (e.g., gender attribute). This is an important as-

pect to consider as the inclusion of certain attributes may considerably

degrade the data utility.
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� These sets of metrics capture some degree of data distortion, as they

capture syntactic properties of the data. However, it is still limited

with respect to capturing the semantics of the data (in the case of

categorical attributes). Therefore, considering this inherent property

of the categorical data would be desirable.

� Even though these metrics suffer from the above weaknesses, they can

complement each other by capturing different aspects of the anonymized

data. Therefore, demonstrating how it is advisable to evaluate an algo-

rithm from different perspectives in order to get a better understanding

of its performance.

3.6 Summary

In this chapter, we presented a conceptual framework that explored the key

concepts and relationships involved in the assessment and selection of anony-

mization algorithms for PPDP. These elements were integrated as part of

a systematic performance evaluation which studied the efficiency and effec-

tiveness of a set of anonymization algorithms under various perspectives.

Using publicly available implementations of the algorithms under a com-

mon framework, the comparative study helped us to identify the scenarios

in which the algorithms performed well (or poorly), in terms of a set of se-

lected metrics of interest, as well as to provide an in-depth discussion of the

reasons behind these behaviors. The results also demonstrated that there is

no best anonymization algorithm for all scenarios, but the best performing

algorithm in a given situation is influenced by multiple factors. Based on

our analysis, we provided insights about the factors to consider when select-

ing an anonymization algorithm and discussed the features (strengths and

weaknesses) of a set of task-independent utility metrics. Moreover, we mo-

tivated the importance of considering the needs of practitioners (who may

not be data privacy experts), in order to offer guidelines that facilitate them

with the adoption of privacy-preserving techniques. Finally, these results

provided evidence of the complexities of the selection process of anonymi-

zation algorithms, reflecting the necessity for creating methods that assist

users in the process of identifying which anonymization algorithm is best

suited for a particular publishing scenario.
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Synthetic Data Generation

As discussed in Chapter 1, a common limitation of the performance eval-

uations of anonymization methods is the number and the diversity of the

datasets used, as the process to obtain good quality datasets can be bur-

densome and time-consuming. Since the access to real data is highly re-

stricted, researchers often use datasets that are publicly-available (already

anonymized or aggregated) or synthetic data generated in an ad-hoc man-

ner. Both solutions are to some extent biased as they are constrained by a

specific data distribution. Therefore, this data lacks sufficient diversity to

comprehensively evaluate the robustness of anonymization methods.

This chapter presents our research work centered on developing a frame-

work (COCOA) to create realistic synthetic datasets applicable to the pri-

vacy domain. First, the context of the solution is provided in Section 4.1.

Next, the internal workings of COCOA are described in Sections 4.2 and 4.3,

which present in detail the processes and architecture. Next, the distinct

types of supported data generators and business domains are presented in

Sections 4.4, 4.5 and 4.6. The chapter continues with the description of

the experimental evaluation and the discussion of the results obtained in

Section 4.7. Finally, the chapter concludes with a discussion oriented for

practitioners in Section 4.8 and a summary of the chapter in Section 4.9.

4.1 Overview

The goal of this research work has been to develop a framework for the syn-

thetic generation of datasets (COCOA) that can be used to diversify the set
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of characteristics available in microdata (i.e., individual-level records). This

strategy would help researchers to improve the testing of anonymization

techniques. Fig. 4.1 depicts the conceptual view of our solution. It illus-

trates how COCOA follows an iterative process (see Section 4.2) to build

a set of datasets based on the information base provided by the user. The

information base is composed of all the input parameters required by the

chosen dataset domain (e.g., the size and name of the output dataset).

Figure 4.1: COCOA - Conceptual View.

The key element of COCOA is its domain base, which encapsulates the

expert knowledge of the supported business domains (e.g., census, health-

care, finance). This element allows COCOA to be easily extensible and

capable of incorporating multiple business cases (even for the same domain

e.g., Irish census, USA census), which might be suitable to different test

scenarios. In this context, a domain defines the rules and constraints re-

quired to generate a dataset that preserves the functional dependencies of a

business case. Each domain is characterized by a name, a set of attributes

and their corresponding attribute generators (described below).

To generate data, the domains make use of the available set of attribute

generators. These elements are supporting logic which offer miscellaneous

strategies to generate the values of attributes. For example, a generator

might focus on diversifying the data in an attribute by fitting it into a data

distribution (e.g., normal distribution). In this example, several genera-

tors can be combined to offer different data distributions (as the appropri-

ate distribution might vary depending on the usage scenario). In the case

that an attribute generator requires any particular settings to work prop-

erly (e.g., the default values for its applicable parameters), this information

(e.g., mean and variance for a normal distribution) can also be captured by

the framework (as an attribute generator setting).
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4.2 Core Process

From a workflow perspective, COCOA has a core process (depicted in Fig. 4.2).

It requires three user inputs related to desired characteristics of the resulting

dataset: the domain (selected from the ones available in the framework), the

dataset size, and the name of the output dataset. An additional optional in-

Figure 4.2: COCOA - Core Process.
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put that the user can provide is the set of specific parameters that a domain

might need to initialize a dataset.

The steps involved in the core process are:

(1) As an initial step, the process sets all the configured input parameters

and generates an empty dataset for the chosen domain. Next the loop

specified in the monitor, generate, consolidate, and validate phases is

performed.

(2) First, the size of the new dataset (number of tuples) is monitored.

This check is done in order to determine when the dataset has reached

the target size and to finish the process.

(3) Next, the relevant generators to create the attributes’ data are re-

trieved from the knowledge database (as they will depend on the do-

main). Then, their relationships are identified in order to sort the

generators and execute them in the correct order, so that the proper

chain of functional dependencies is executed (see Section 4.4).

(4) Once there are new values for all the attributes, a new entity object is

created to represent the new tuple. Later, its attributes are populated

with the new values and the tuple entity is added to the dataset.

(5) Moreover, any exceptions are internally handled and reported. This

core process continues iteratively (steps 2 to 5) until the new dataset

has been fully generated. As a final step, the dataset is saved to

disk (step 2). Once this is done, a new dataset variant of the chosen

domain is ready and accessible to users.

4.3 Architecture

COCOA is complemented by the architecture presented in the component

diagram [19] of Fig. 4.3. COCOA is composed of three main components

that support different logic: the generic, the attribute generator, and the

dataset domain components. The generic component contains the control

logic and all supporting functionality which is independent of the supported

domains and attribute generators (e.g., the monitor and validate phases of

the core process). Regarding the logic that interfaces with the domains, it

needs to be customized per domain (by defining a tuple entity and a dataset

generator). Similar case with the logic of the supported attribute genera-

tors. Therefore, these two sets of logic are encapsulated in their respective
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Figure 4.3: Control Agent - Component Diagram.

components to minimize the required code changes.

To complement this design strategy, the components are only accessed

through interfaces. This is exemplified in Fig. 4.4, which presents the high-

level structure of the attribute generator component. It contains a main

interface IGenerator to expose all required actions and an abstract class

for all the common functionality. This hierarchy can then be extended to

support specific attribute generators.

Figure 4.4: Attribute Generator Component - Class Diagram.
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4.4 Attribute Generators

As discussed in Section 4.1, attribute generators are supporting logic which

offer miscellaneous strategies to generate the values of attributes. Among

the alternative choices to develop attribute generators for COCOA, we have

initially concentrated on implementing the following three:

4.4.1 Distribution-based Generator

This type of generator produces independent data, so it is applicable for

attributes whose values do not depend on others. In this case, the strat-

egy used to diversify the data is to mimic a probability distribution. This

generator can also be a good fit for data that comes from a previously con-

solidated real data source (like most of the datasets currently available).

This is because the objective in those cases is commonly to diversify the

frequencies of the existing values without modifying the actual values or the

cardinality of the attribute.

A distribution-based generator requires two parameters: a distribution

(which will be used to re-distribute the frequencies of the values) and a sort-

ing strategy (which will be used to order the candidate values before applying

the distribution). For the initial version of COCOA, eleven commonly-used

data distributions are supported [196]: normal, beta, chi, chi square, ex-

ponential (exp), gamma, geometric, logarithmic (log), poisson, t-student

(Tstu), and uniform (uni). An additional supported distribution is the

“original” one; when used, the generator only mirrors the given input dis-

tribution. This is useful for generating new datasets (of different sizes) for

existing domains (e.g., Adult dataset [120] which is based on census data)

without modifying the original distribution present in the real data.

COCOA currently supports three sorting strategies: alpha-numeric, re-

verse alpha-numeric, and no-sort. Alpha-numeric and reverse alpha-numeric

allow a user not only to logically sort the categorical values, but also helps

to further diversify the tested behaviors by mixing the supported sorts and

distributions. For instance, the use of an alpha-numeric sorting and an ex-

ponential distribution can generate a J-Shaped distribution, while a reverse

J-Shaped distribution can be easily generated by switching to the reverse

alpha-numeric sorting. Finally, the no-sort strategy respects the original

order of the data.
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4.4.2 Attribute-based Generator

This type of generator produces dependent data. It is applicable to cases

when there are functional dependencies that need to be preserved between

attributes (so that the generated data can be realistic) as well as cases when

an attribute needs to be derived from others. For instance, consider a dataset

with information about individuals which is owned by an insurance company.

The aim is to derive a class attribute that identifies groups with a higher risk

of having an accident. One way to derive this class (e.g., low, medium, high

risk) would be to use the values from attributes such as age, occupation, and

hobbies. The parameters required by this type of generator might vary, but

normally they will take most of their required input information from other

attributes. As discussed in Section 4.2, COCOA executes the generators in

such an order that an attribute-based generator has its required information

available (i.e., the attributes it depends on) before its execution.

4.4.3 Distribution- and Attribute-based Generator

This type of generator also produces dependent data. This is because it

is a hybrid of the previous two generators. It is useful to capture more

complex relationships where the generation of a value is influenced not only

by a frequency distribution, but also by the value of one or more attributes.

For example, the place where an activity is practiced does not only depend

on the performed activity but also on a certain distribution. For example,

based on historical information, soccer is mostly practiced on outside fields,

and to a lesser degree, in other places such as an indoor facility or the beach.

Another example is the salary of a person, which is influenced by multiple

factors such as her occupation and years of work experience. These kinds of

relationships can be easily captured in COCOA by this type of generator.

4.5 Supported Domains

The following sections describe the set of domains that are currently sup-

ported by COCOA: Irish census, Insurance, Adult, and German credit. The

datasets generated for all the domains are publicly available [4].
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4.5.1 Irish Census Domain

This domain is composed of nine attributes belonging to the Irish Census

2011 [2]. Table 4.1 lists the attributes and their respective generators. It is

worth noticing how different types of generators (mostly hybrid ones) were

used to capture the multiple relationships among the data (e.g., marital

status is influenced by the age of the person, while the family names are

heavily dependent on the native country of the people).

Table 4.1: Irish census domain structure.

Attribute name
Distribution

-based

Distribution-/

Attribute-based

Attribute

-based

given name x (gender,native country)

family name x (native country)

age x

gender x

marital status x (age)

education level x (age)

county x(age)

economic status x (age)

industral group x (gender)

field of study area x (gender)

field of study x (field of study area)

native country x

4.5.2 Insurance Domain

To further exemplify the capabilities of COCOA and its different attribute

generators, we have designed the Insurance domain. This dataset repre-

sents personal information that can be of interest to an insurance company

carrying out a risk assessment on potential clients (e.g., age, occupation,

workplace, favorite recreational activity [activity], and places where this is

practiced). For instance, this information can be used to identify groups

with a higher risk of having an accident with the purpose of increasing the

premium of their insurance policy. This domain is based on real information

obtained from the Payscale USA website [14]. The list of attributes, as well
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as the type of generator used for generating their data, are shown in Ta-

ble 4.2. Similarly to the Irish census, it is worth highlighting the extensive

use of different attribute generators to retain the realistic characteristics of

the generated data. For example, the salary class depends on the occupation

and the number of years of work experience that a person has. Likewise,

the gender assigned to a tuple depends on a person’s occupation (e.g., the

nursing profession remains overwhelmingly female).

Table 4.2: Insurance domain structure.

Attribute name
Distribution-

-based

Distribution/

Attribute-based

Attribute

-based

gender x (occupation)

age x

age range x (age)

occupation x

workplace x (occupation)

activity x

place of activity x(activity)

years of experi-

ence (YoE)

x (age)

salary
x (occupation,

YoE)

risk of accident

x (age, occupation,

workplace, activity,

placeOfActivity)

salary class x (salary)

risk of accident

class

x (riskOfAccident)

4.5.3 Adult Domain

This domain is based on the Adult census dataset from the UCI Machine

Learning Repository [120], which has become one of the most widely-used

benchmarks in the privacy domain (e.g., it is the defacto benchmark to

evaluate k-anonymization algorithms). This domain is composed of nine
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socio-economic demographic attributes (e.g., occupation, education, salary

class). To mimic the values of this dataset, this domain exclusively leverages

on distribution-based data generators.

4.5.4 German Credit Domain

This domain is based on the German credit approval dataset from the UCI

Machine Learning Repository [120]. This domain is composed of twenty

credit-related attributes (e.g., employment, purpose of credit, credit class).

To mimic the values of this dataset, this domain exclusively leverages on

distribution-based data generators.

4.6 Example Domain: Irish Census

In this section, we complement the discussion of COCOA and its capabilities,

by describing in detail the internal workings of one of its supported domains:

the Irish Census.

4.6.1 Use Case Context

Given that access to microdata is commonly restricted, the census offices

usually publish only the aggregated statistics for some of the data attributes

(to protect vulnerable populations with regard to privacy). To perform this,

these attributes are often correlated with each other and the statistics for

these relationships are disseminated. One example of the published rela-

tionships are: marital status by age group, and highest level of education

completed by socio-economic group. In our analysis of census data, we cap-

tured the frequency distributions of multiple attributes and used them as

probability weights in the data generation process in order to mimic the orig-

inal domain distribution. By using this approach, we preserve the density

of the population corresponding to the selected demographic attributes.

From a scope perspective, we captured the statistics from people corre-

sponding to the Adult population only (i.e., ages between 17 and 84 years).

This selection results in a population count of 3,550,246 people. This is the

total number of records we considered as the original Irish Census data in

our work to verify the accuracy in which the synthetic data is generated.
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Figure 4.5: Irish Census Generation Flow.

4.6.2 Generation Process

Following the architecture described in Section 4.3, we implemented the logic

to use the census data as the domain values and the aggregated statistics as

the initial weights for the generation process.

Fig. 4.5 shows the steps and the main components involved in the gener-

ation of the synthetic data for the Irish census domain. Firstly, we configure

a descriptor file, which is stored in XML format. In this file we indicate the

number of records to be generated, the type of entity to be created (e.g., a

census-based person), its attributes (e.g., age, marital status), and the type

of the output dataset (e.g., plain text file, databases).

In a separate file, which is stored in comma-separated value format

(CSV), we also configure the universe of values that each attribute can take

and the distribution they will follow in the dataset. Whereas the records can
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be randomly generated, in our case, we wanted to mimic the distribution of

the aggregated statistics from the Irish census.

Once the metadata has been set up, the generator object for the entity

(i.e., entity generator) will start the creation of the synthetic records. The

entity generator acts as the controller to run the attribute generators cor-

responding to each of the demographic attributes. Once an entity object

is created, it will be made available to the other attribute generators so

they can use it in their generation process. The entity generator also has

the logic to respect a set of constraints between some of the attributes (one

of the main characteristics of realistic datasets). This logic ensures that

realistic values for the attributes are assigned. For example, when generat-

ing marital status, it is important to consider that most of the population

between 15 and 19 years are single thus the generator should not assign a

widowed status, which is less likely. These kinds of characteristics are the

ones that we captured after analyzing the distribution of the original data

(i.e., Irish census). The final outcome of the synthetic generation process is

a set of entities (e.g, census-based person records) which are stored in CSV

files. We chose to use CSV format because it is widely-known format, easy

to manipulate (i.e., export/import) and portable among different types of

applications (e.g., supported by most of frameworks and tools).

4.6.3 Implementation Details

Fig. 4.6 shows the classes involved in our customization (for the sake of

clarity only some representative classes are shown in the diagram). In order

to respect the multi-attribute constraints, we followed a specific order in the

generation of the data that is part of the PersonCensus entity. This logic is

implemented in the PersonCensusGenerator class. The first attributes to be

generated are the independent ones: gender, nationality, and age. Once the

values for those attributes have been generated, the dependent attributes can

use them to generate their own data. For example, full name is dependent on

gender and nationality to be customized accordingly. Industrial group and

field of study are dependent on age and gender. The rest of the attributes

(education, marital status, etc.) are generated using age groups as the base.

To better illustrate the synthetic generation process, we provide an ex-

ample of the configuration files we defined for our Irish census work, as well

as the output generated by this process:
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Figure 4.6: Class diagram for the generation of person census records.

� Descriptor File: In this file, we first configured the location (e.g., IE )

in order to use the appropriate set of regionalized files (i.e., Ireland in

this case). The type of entity to be generated was set as PersonCensus,

which is the name for the generator class discussed above. Addition-

ally, the number of entities to be created was set to 30,000. The gen-

erated entity is kept in a variable with name person. All the attributes

that are part of this entity are listed with their corresponding attribute
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generator. Finally, the output was directed to a CSV file. An example

of a descriptor file is shown in PersonCensusDescriptor.xml.

// Descriptor File: PersonCensusDescriptor.xml

<?xml version="1.0" encoding="iso-8859-1"?>

<setup defaultDataset="IE">

<import domains = "personcensus" />

<generate type="PersonCensus" count="30000" >

<variable name="person"

generator="PersonCensusGenerator" dataset="IE"

locale="IE"/>

<attribute name="gender" script="person.gender" />

<attribute name="age" script="person.age" />

<attribute name="maritalStatus"

script="person.maritalStatus" />

<attribute name="economicStatus"

script="person.economicStatus"/>

<attribute name="NativeCountry"

script="person.nativeCountry" />

<attribute name="FullName" script="person.givenName + ’

’ + person.familyName" />

<consumer

class="org.databene.platform.csv.CSVEntityExporter">

<property name="uri"

value="./output/irishcensus30m.csv"/>

<property name="columns" value="FullName,

NativeCountry, Gender, Age, MaritalStatus,

EconomicStatus"/>

</consumer>

</generate>

</setup>

� Configuration CSV Files: Here, we defined the universe of values

for each attribute and the weights to be used as the original distribu-

tion of the information. For the independent attributes, like national-

ity, a single file is configured (as shown in file Nationality.csv). On

the contrary, for dependent attributes, like marital status which de-

pends on age, one file is configured for each age group (as shown in files

MaritalStatusQty15-19.csv and MaritalStatusQty80-84.csv).
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//Nationality.csv

Irish,969087

Austrian,554

Belgian,932

Czech,1921

...

Australian,2190

New Zealander,914

//MaritalStatusQty15-19.csv

Single,282106

Married (first marriage),836

Re-married (following widowhood),4

Re-married (following dissolution of previous marriage),3

Separated (including deserted),55

Divorced,8

Widowed,7

//MaritalStatusQty80-84.csv

Single,11898

Married (first marriage),25133

Re-married (following widowhood),565

Re-married (following dissolution of previous marriage),209

Separated (including deserted),699

Divorced,308

Widowed,31301

� Generated Dataset (CSV file): Finally, Fig. 4.7 shows an example

of a dataset generated based on the Irish Census. It exemplifies the

type output which can be generated by the framework.

Figure 4.7: Example of generated data for person census domain.
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4.7 Experimental Evaluation

This section presents the experiments performed to assess the benefits and

costs of using COCOA. Firstly, we evaluated how well COCOA achieved

its objective of generating diverse datasets within a domain. Secondly, we

assessed how useful the resulting datasets are to strengthen the testing pro-

cess of an anonymization algorithm. Thirdly, we evaluated the costs of using

COCOA. The section concludes with a discussion where we summarize our

key findings and observations.

4.7.1 Experimental Setup

In the following paragraphs, we present the developed prototype, the test

environment and the parameters that defined the evaluated experimental

configurations. We also describe the evaluation criteria used in our experi-

ments.

4.7.1.1 Prototype

Our current prototype supports the four domains discussed in Section 4.5,

and the three types of attribute generators discussed in Section 4.4. To

simplify the configuration of the distribution-based attributes, as well as to

exemplify the benefits of using attribute generator settings, representative

default values were configured for the parameters applicable to each distri-

bution (e.g., a mean and a standard deviation for the normal distribution).

From a technical perspective, we built our prototype on top of the Benerator

tool [43]. This solution was chosen because it is open source and developed

in Java, characteristics which facilitated the development of the prototype as

well as its integration with the other used libraries (e.g., the OpenForecast

library [13], which is used for all statistical calculations). Developing the

prototype in Java also makes our solution highly portable, as there are Java

Virtual Machines (JVM) available for most of the contemporary operating

systems.

4.7.1.2 Environment

All experiments were performed in an isolated test environment so that the

entire load was controlled. The test environment was a machine with an
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Intel Core i7-4702HQ CPU at 2.20Ghz, 8 GB of RAM and 450 GB of HD;

running 64-bit Windows 8.1 Professional Edition, and Oracle Hotspot JVM

1.7.0 67 with a 1 GB heap.

4.7.1.3 Configurations

Evaluation Data. Regarding datasets, the domains discussed in Sec-

tion 4.5 were used. This selection was done with the aim of diversifying

the evaluated domains and testing the generality of the benefits and costs of

using COCOA. For the Irish census, Adult, and German credit datasets, the

richest attribute (in terms of diversity of categorical values) was used for the

anonymization (as QIDs) and for the data generation: field of study for Irish

census, occupation for Adult, and purpose for German credit. In contrast,

as the Insurance dataset offers a broader set of interesting categorical at-

tributes, four of them were selected as QIDs: occupation (Occ), workplace,

activity (Act) and place of activity. For each domain, 72 different datasets

were created. This was achieved by varying the frequencies of the QIDs (by

using the 12 different distributions discussed in Section 4.4) and generating

6 different dataset sizes (5K, 10K, 20K, 30K, 50K and 100K). These sizes

are similar to those used in previous works [33].

Privacy Settings. As anonymization settings, we selected Mondrian [116]

which is a popular greedy multidimensional algorithm that partitions the do-

main space recursively into several regions, each of which contains at least

k records (i.e., it fulfills the k-anonymity privacy model [167, 179]). Specif-

ically, we used the algorithm implementation which is publicly available as

part of the UT Dallas Anonymization Toolbox [22]. We also tested a broad

range of different levels of privacy, varying the k-values ∈ [2..100].

4.7.1.4 Evaluation Criteria

Dataset Diversity. To evaluate the diversity among the generated

datasets, we used the Principal Components Analysis (PCA), which is a

technique commonly used in the literature [46, 58, 74] to assess the (dis)simila-

rity among benchmarks (such as our datasets). PCA is a multivariate sta-

tistical procedure that decreases a X dimensional space into a lower dimen-

sional uncorrelated space (hence simplifying the analysis of the dimensions).

Furthermore, it generates a positive or negative weight associated with each
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metric. These weights transform the original higher dimension space into Y

principal components. In our case, the chosen constituent metrics were the

average and standard deviations of the frequencies of all the attributes in a

domain. This strategy is similar to the one used in [46].

Data Utility. To measure the utility remaining in the data after anony-

mization, we used generalized information loss [102] (GenILoss), a widely-

used general-purpose metric. GenILoss captures the penalty incurred when

generalizing a specific attribute (by quantifying the fraction of the domain

values that have been generalized). For this metric, lower values are better.

Costs. In terms of costs, our main metrics were the execution time,

CPU (%) and memory (MB) utilizations. The garbage collection (GC) was

also monitored because it is an important performance concern in Java [153].

In all cases, lower values are better.

4.7.2 Experimental Results

In this section, we discuss the results obtained from our experiments in

terms of three main perspectives: the diversity and representativeness of

the generated datasets, the benefits of using diverse datasets in the testing

of anonymization algorithms, and the costs of using COCOA. For the sake

of clarity, we only present the most relevant results.

4.7.2.1 Dataset Diversity

To assess the diversity of the datasets generated by COCOA, we calculated

the PCA for all the datasets (grouped by domain and size). PCA is a

statistical technique which computes the principal components (i.e., PC1,

PC2, etc.) and identifies them in order of significance (i.e., PC1 is the

most determinative component). Typically, most of the total variance is

explained by the first few principal components. In our case, PC1 and

PC2 accounted for at least 80% of the total variance in all the cases, so

our analysis centered on them. Our hypothesis was that the use of the

different types of attribute generators (see Section 4.4) should lead to a

varied set of characteristics in the data regardless of the domain and size.

This was confirmed by the results of this analysis. Although there were

some (expected) differences in the degree of variance that COCOA achieved

across the tested domains, in all cases a fair diversity of characteristics was
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Figure 4.8: PC1 vs PC2 for Insurance dataset with sizes (a)5K and (b)100K.

achieved. Similar behavior was exhibited with all the different sizes of the

generated datasets. The main difference when comparing them was that the

“scales” of the differences varied (precisely due to the size differences). This

behavior is visually illustrated in Figs. 4.8a and 4.8b, which shows how the

Insurance datasets differ in a two-dimensional space (PC1 vs. PC2) for the

5K and 100K sizes. Intuitively, the farther the distance that separates the

datasets within a domain size, the more different they are with respect to

the metrics. Thus, as the datasets are well dispersed in both figures, the

datasets differ independently of the size. A similar behavior was observed

for the other domains and sizes.

Furthermore, to complement this analysis, Table 4.3 lists the names of

the constituent metrics used to perform the PCA analysis of each of the

domains whose datasets were generated by COCOA.
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Table 4.3: Constituent Metrics for PC Analysis of Domains.

Irish Census Domain Metrics

firstname-Avg.Freq. marital-Avg.Freq. indgroup-Avg.Freq.

firstname-Stdev.Freq. marital-Stdev.Freq. indgroup-Stdev.Freq.

lastname-Avg.Freq. education-Avg.Freq. fosarea-Avg.Freq.

lastname-Stdev.Freq. education-Stdev.Freq. fosarea-Stdev.Freq.

age-Avg.Freq. county-Avg.Freq. fos-Avg.Freq.

age-Stdev.Freq. county-Stdev.Freq. fos-Stdev.Freq.

gender-Stdev.Freq. ecstatus-Stdev.Freq. ncountry-Stdev.Freq.

gender-Stdev.Freq. ecstatus-Stdev.Freq. ncountry-Stdev.Freq.

German Credit Domain Metrics

age-Avg.Freq. installmentRate-Avg.Freq. property-Avg.Freq.

ageRange-Avg.Freq. installmentRate-Stdev.Freq. property-Stdev.Freq.

ageRange-Stdev.Freq. job-Avg.Freq. purpose-Avg.Freq.

age-Stdev.Freq. job-Stdev.Freq. purpose-Stdev.Freq.

costMatrix-Avg.Freq. numberExistingCredits-Avg.Freq. savings-Avg.Freq.

costMatrix-Stdev.Freq. numberExistingCredits-Stdev.Freq. savings-Stdev.Freq.

creditAmount-Avg.Freq. numberLiablePeople-Avg.Freq. statusAndSex-Avg.Freq.

creditAmount-Stdev.Freq. numberLiablePeople-Stdev.Freq. statusAndSex-Stdev.Freq.

creditHistory-Avg.Freq. otherDebtors-Avg.Freq. statusCheckAccount-Avg.Freq.

creditHistory-Stdev.Freq. otherDebtors-Stdev.Freq. statusCheckAccount-Stdev.Freq.

duration-Avg.Freq. otherInstallmentPlans-Avg.Freq. telephone-Avg.Freq.

duration-Stdev.Freq. otherInstallmentPlans-Stdev.Freq. telephone-Stdev.Freq.

foreignWorker-Avg.Freq. presentEmployment-Avg.Freq.

foreignWorker-Stdev.Freq. presentEmployment-Stdev.Freq.

housing-Avg.Freq. presentResidence-Avg.Freq.

housing-Stdev.Freq. presentResidence-Stdev.Freq.

Adult Census Domain Metrics

age-Avg.Freq. income-Avg.Freq. race-Avg.Freq.

age-Stdev.Freq. income-Stdev.Freq. race-Stdev.Freq.

country-Avg.Freq. marital-Avg.Freq. sex-Avg.Freq.

country-Stdev.Freq. marital-Stdev.Freq. sex-Stdev.Freq.

education-Avg.Freq. occupation-Avg.Freq. typeEmployer-Avg.Freq.

education-Stdev.Freq. occupation-Stdev.Freq. typeEmployer-Stdev.Freq.

Insurance Domain Metrics

activity-Avg.Freq. placeOfActivity-Avg.Freq. riskOfAccidentClass-Avg.Freq.

activity-Stdev.Freq. placeOfActivity-Stdev.Freq. riskOfAccidentClass-Stdev.Freq.

age-Avg.Freq. Workplace-Avg.Freq. semAge-Avg.Freq.

age-Stdev.Freq. Workplace-Stdev.Freq. semAge-Stdev.Freq.

gender-Avg.Freq. salaryCatClass-Avg.Freq.

gender-Stdev.Freq. salaryCatClass-Stdev.Freq.

occupation-Avg.Freq. salaryClass-Avg.Freq.

occupation-Stdev.Freq. salaryClass-Stdev.Freq.
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4.7.2.2 Data Representativeness

As next step, we assessed the representativeness of the generated data. The

overall results showed that COCOA worked well, as all the datasets gener-

ated by COCOA respect their corresponding representativeness of the data,

including the case of using the original distribution. This is a key property

achieved by COCOA, so that it can be suitable for those usage scenarios

in which the main goal of the synthetic data generation is only to create

different sizes of a dataset (e.g., current benchmarks like the Adult dataset)

by mimicking its distribution. Below, we present two examples showing

how the “shape” of the original distribution was respected by COCOA (in

dependent and independent attributes).

� Independent Attributes. Fig. 4.9 shows the comparison between

the distributions of the original Irish Census data (Fig. 4.9a) and one

of the synthetic datasets generated (Fig. 4.9b) for the age attribute. It

can be seen that both data distributions have a similar shape, show-

ing that the generation process closely resembles the distribution of

individual attributes of the real dataset.
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Figure 4.9: Comparison between original and synthetic data (age).

� Dependent Attributes. Fig. 4.10 shows the comparison between

the distributions of the Irish Census data (Fig. 4.10a) and one of the

synthetic datasets generated (Fig. 4.10b) for the marital status at-

tribute, which is constrained by age group. It can be seen how the

generated synthetic data also preserves a good level of accuracy in

this more complex scenario.
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Figure 4.10: Comparison between original and synthetic data (marital status

per age groups).

4.7.2.3 Anonymization

To assess the benefits that COCOA can bring to the testing of anonymization

algorithms, we performed two sets of anonymizations. Firstly, to exemplify

the usefulness of testing with multiple different datasets, 5 datasets of size

5K for each domain were anonymized. Secondly, to exemplify the benefits

of testing with different sizes (i.e., scalability), we used a single variant of

the Insurance dataset (ActPoissonOccNormal distribution) with 6 different

sizes. It is important to remark that our intention was not to exhaustively

investigate the performance (in terms of the yield data utility) of the Mon-

drian algorithm, but to document how the datasets generated by COCOA

were useful to broaden the testing of anonymization algorithms.

Our first analysis focused on assessing the data utility. Figs. 4.11a and

4.11b offer a high-level view of the GenILoss obtained, per domain, for each

tested k-value. Fig. 4.11a shows the results obtained by using the original
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Figure 4.11: Data Utility comparison between (a) original datasets and

(b) generated datasets of 5K size.

versions of the domains, while Fig. 4.11b shows the results achieved by using

all the different generated datasets per domain. By comparing the figures,

it can be clearly noticed how diverse values can be obtained by using a

broad range of datasets (depicted by the standard deviations in Fig. 4.11b).

This test strategy can then help to derive more generic conclusions from the

results obtained from an experimental evaluation process.
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Figure 4.12: Data Utility: Adult.
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Figure 4.13: Data Utility: German.
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Figure 4.14: Data Utility: Insurance

To further exemplify the risks of evaluating with single datasets, Figs. 4.12,

4.13, and 4.14 present the GenILoss obtained for each anonymized dataset

version, per domain, using a k-value=5 (value commonly used in the litera-

ture as the minimum level of privacy in some domains like healthcare [130,

156]). It can be seen how the GenIloss values considerably fluctuate among

the dataset variants. This behavior shows the variability of results that can

be obtained when different datasets are considered. This further motivates

the usage of benchmarks that provide an adequate coverage of test scenarios

(as it would be risky to test with a single dataset). For instance, if a re-

searcher relies only on the original version of the Adult dataset (Fig. 4.12),

the reported information loss would be 0.06. In contrast, by testing all its
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Figure 4.15: Efficiency of Anonymi-

zation w.r.t. Execution Time.
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Figure 4.17: Efficiency of Anonymi-

zation w.r.t. Memory Consumption.

different variants, the accuracy of the results would be higher. In this case,

the values would range between 0.01 and 0.10 (an average of 0.05 with a

standard deviation of 0.04).

Normally, the most important aspect of a scalability testing is to assess

the costs of using an anonymization technique. These results are shown in

Figs. 4.15, 4.16, and 4.17 which depict the execution time, average CPU

usage, and memory consumption of an Insurance dataset variant (ActPois-

sonOccNormal distribution). It can be noticed how Mondrian experiences

a relatively exponential growth in terms of execution time, while requiring

a low amount of resources (as both CPU and memory do not considerable

grow with respect to the dataset size). Finally, the analysis of GC behavior
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showed that its performance cost was only significant for the 100K versions

of the datasets. In those cases, the time spent performing MajorGC (MaGC)

was 5% of the execution time (meaning that the anonymization processes

can benefit of additional physical memory).

4.7.2.4 COCOA’s Costs

Finally, we also assessed the costs of using COCOA. Figs. 4.18, 4.19, and

4.20 present the results obtained in terms of execution time, average CPU

usage, and memory consumption of the data generation process (per dataset

size). It can be seen how COCOA experienced a relatively linear growth
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Figure 4.18: Efficiency of COCOA

w.r.t. Execution Time.
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in all metrics. Furthermore, COCOA proved to be lightweight in terms

of CPU and execution time. For instance, the generation of the largest

datasets (i.e., 100K) took an average of 4 sec (with a standard deviation

of 1.5 sec). Similarly, the CPU never exceeded 10% (meaning that there

was a considerable amount of idle resources to support larger dataset sizes).

In terms of memory, COCOA only used approximately 35% of the available

memory. It also never triggered a MaGC, which was another indicator that

the memory settings were always appropriate for COCOA.

The costs were also analyzed per domain. Although comparable costs

occurred across the domains, the biggest costs were experienced by the Ger-

man credit domain. This is because this domain contains the largest number

of attributes. A second factor influencing the execution time was the com-

plexity of the attribute generators. In this sense, the distribution-based ones

tend to be less expensive (in terms of resources) than the other two types.

This was reflected by the fact that the generation of the datasets for the

Insurance domain required more resources than the Adult domain, despite

being composed of a lower number of attributes.

4.8 Final Discussion for Practitioners

The presented experimental results have demonstrated how COCOA can

help to significantly improve the testing process of anonymization algo-

rithms. In the following paragraphs, we provide guidelines for practitioners

to indicate the conditions under which COCOA can yield benefits and dis-

cuss the wider applicability of the technique.

a) Regarding business domains, COCOA currently supports four differ-

ent domains (discussed in Section 4.5). They were carefully selected

to cover not only the commonly experienced scenario of having mul-

tiple data sources that need to be mixed in order to be usable in the

anonymization field (e.g., the Irish census or the Insurance domains),

but also the scenario of supporting existing benchmarks which are al-

ready widely-used in the literature (e.g., the Adult dataset, which has

become the defacto standard for testing k-anonymization techniques).

As the experimental results have shown, the benefits achieved by using

COCOA (i.e., to strengthen the experimental validation of an algo-

rithm through the usage of the diverse set of generated datasets) were
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evident for all the tested domains, and so it is expected that COCOA

can yield similar results when supporting other domains (as long as

the appropriate entity and attribute generators are developed).

To support practitioners in the task of building other domains within

COCOA, we have discussed in detail how we developed the Irish Cen-

sus (in Section 4.6), so that practitioners can have a better under-

standing with respect to which classes, as well as configuration files,

are required to add a new domain into the framework.

b) Regarding attribute generators, COCOA currently supports three dif-

ferent types (discussed in Section 4.4). As the experimental results

have shown, they have proven useful to appropriately model the sup-

ported domains. However, other attribute generators can be created

in order to extend and diversify the type of data values that COCOA

can generate. For instance, there are similarities in some categories

of personal information (e.g., age or occupations) which multiple do-

mains share. These similarities can be leveraged in order to deepen

the hierarchy of available attribute generators. These new generators

can then help to simplify the creation of new domains (e.g., having a

pool of attribute generators from which the user can drag and drop

elements to create a new business domain). Likewise, COCOA cur-

rently has only one instance pre-configured per distribution type. That

is, only one predefined set of parameters per distribution type is used.

However, this can be extended in order to have multiple instances con-

figured per distribution type. This strategy would support even more

diversity of the different data variants that COCOA supports. For ex-

ample, for the normal distribution, supporting even a relatively small

range of standard deviations (e.g., between 0.5 to 5.0) can produce

significantly different normal distributions (even if a constant mean is

maintained).

c) In the experimental evaluation, we selected one anonymization al-

gorithm which is widely-known in the data privacy field (i.e., Mon-

drian). As the results have shown, the achieved benefits gained by

using COCOA are evident, and so it is expected that COCOA can

yield similar benefits when used to strengthen the testing of other

anonymization algorithms. Likewise, although we tested a single pri-



CHAPTER 4. COCOA 106

vacy model (i.e., k-anonymity), it is expected that COCOA should

be applicable to strengthen the testing of algorithms based on other

privacy models (e.g., `-diversity or t-closeness).

d) In terms of the costs of using COCOA, the experimental results have

shown that the introduced overhead usually follows a relatively linear

growth with respect to the dataset size. For this reason, the results

obtained can be used as a valuable input information for a capacity

planning process. This would allow practitioners to better estimate

the CPU and memory characteristics required by an experimental en-

vironment to support a particular dataset size.

e) As of now, one of the main motivations behind developing COCOA

has been to diversify the data available for testing anonymization al-

gorithms. Therefore, most of our research efforts have focused on ad-

dressing this need and assessing the generality of COCOA’s benefits

and costs (in terms of the tested domains and datasets). However, an

additional motivation that we have not explored much so far is to in-

vestigate how COCOA can be useful for uses cases involving Big Data.

This niche is particularly interesting because of the rapid development

of the Internet, Cloud Computing, and (more recently) the Internet of

Things, trends which have led to an explosive growth of data in almost

every business area and industry field. In order to assess the suitability

of COCOA to support such scenarios, a more extensive experimental

evaluation (in terms of the scalability and reliability of COCOA’s ben-

efits and costs) would be needed. Such results would help to assess

how well COCOA can fit into the challenges commonly faced in Big

Data scenarios. For instance, the computational complexity of CO-

COA (in terms of costs); and the data complexity that COCOA is

able to handle (in terms of benefits).

f) Based on the previously discussed points, it can be concluded that a

framework that can generate realistic synthetic datasets (at record-

level), can offer significant benefits to the testing process of anonymi-

zation techniques (by diversifying the set of characteristics available in

the evaluation data). Given the broad spectrum of potential data types

that a domain might have, such framework should be extensible and

capable of supporting different types of domains and attribute genera-
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tors (as COCOA does). This strategy would also help to make a more

robust framework. Finally, such framework should be lightweight in

terms of computational resources, so that it is able to support multiple

(or large) dataset sizes with reasonable resources.

4.9 Summary

In this chapter, we presented COCOA, a framework for the generation of

realistic synthetic datasets (at the record-level) that can facilitate the test-

ing of anonymization techniques. Given the characteristics of the desired

data (e.g., distribution, sizes, dependency relationships), COCOA can ef-

ficiently and effectively create multi-dimensional datasets. The performed

experiments demonstrated how COCOA can considerably diversify the num-

ber, size, and characteristics of the testing datasets which enables the users

to perform more robust testing of their anonymization techniques (as the

specificities of a particular dataset were eliminated). More importantly, this

behavior was achieved irrespectively of the tested dataset domain, showing

the generality of COCOA. Our experiments also proved how the perfor-

mance of an anonymization algorithm varied depending on the dataset that

is being anonymized. This demonstrates the importance of using a compre-

hensive set of diverse testing datasets. Regarding its costs, COCOA showed

a relatively linear growth in the amount of required resources and execution

time. Even though the level of tolerable costs would depend on the partic-

ular usage scenario, the observed costs are considered acceptable because

the test environment was far from exhausting its resources (especially, con-

sidering its relative modest characteristics). Based on the results obtained,

COCOA proved to be lightweight in terms of consumption of computational

resources, a characteristic which makes it practical for real-world usage.



Chapter 5

Evaluation of VGHs for

Categorical Data

As discussed in Chapter 1, generalization is one of the most used techniques

to anonymize data. However, its effectiveness can be hampered by the qua-

lity of the VGHs used to dictate the anonymization of data. This is because

poorly-specified VGHs can reduce the utility of the resulting data and the

precision of the analysis results. Moreover, traditional practices to assess the

quality of VGHs are ineffective (e.g., most methods focus on numerical data

which are unsuitable for categorical data, VGHs are subjectively judged by

users based on their own experience and knowledge) and laborious to carry

out (e.g., manually performed).

This chapter introduces our proposed method for the quality evaluation

of VGHs for categorical data. Section 5.1 presents the context of the solu-

tion, while Section 5.2 describes some scenarios in the anonymization process

that can be improved by applying our proposed solution. Section 5.3 de-

scribes a set of desirable properties in well-defined VGHs and discusses the

importance of considering data semantics in the assessment of categorical

VGHs. Section 5.4 describes the internal workings of the proposed VGH

evaluation method, including the metric (GSL) that represents the quality

of the VGH, its interpretation scale, and two proposed variants of GSL. The

chapter continues with the experimental evaluation and the discussion of the

results obtained for the GSL metric in its two variants: s-GSL in Section 5.5

and d-GSL in Section 5.6. Finally, a discussion oriented for practitioners and

a summary of the chapter is presented in Sections 5.7 and 5.8, respectively.

108
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Figure 5.1: Contextual View of GSL in PPDP.

5.1 Overview

The objective of this research work was to develop a method to quantita-

tively and objectively evaluate the quality of VGHs for categorical data.

Such a method would help users to make an informed decision about the

quality of the VGHs used for anonymizing data. As a consequence the util-

ity of the anonymized data can be improved. Fig. 5.1 depicts the contextual

view of our solution within the traditional anonymization process in PPDP

(which was previously described in Section 2.1.2.1). Considering the sub-

jectivity, time-consuming, and error-prone nature of the VGH specification

process, users need to have an efficient and effective manner of assessing the
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VGHs and make an informed decision about which VGH to use for their

data publishing scenario. Our proposed solution fits into Step 3, where the

VGHs are designed. (3a) We provide users with a method that evaluates the

quality of VGHs by capturing, in a metric called Generalization Semantic

Loss (denoted as GSL), the degree of data semantics that VGHs lose in their

specification. The lower the GSL score, the less information loss incurred in

a VGH. Our method exploits two main elements to carry out the VGH eval-

uation: a knowledge base and semantic similarity metrics. (3b) The output

of our method is one GSL score per evaluated VGH, which enables the users

to quantitatively compare the quality of the candidate VGHs. There are

two variants of the GSL metric: s-GSL and d-GSL. s-GSL is based on a

static strategy. That is, it works under the assumption that for a given set

of domain values, there is an optimum “one-size-fits-all” VGH that would

suit any input dataset containing such values. Thus, it does not consider

information from the input datasets to assess the VGHs. On the contrary,

d-GSL is based on a dynamic strategy. That is, d-GSL assesses the VGHs

by considering the frequency distribution of the input datasets. Thus, one

d-GSL score is assigned to each VGH for a particular dataset scenario. Our

solution also defines a rating scale in which the GSL score can be mapped

to a qualitative category to facilitate the interpretation of GSL for practi-

tioners. (4) After evaluation, the users can select (a priori) the best VGHs

(e.g., those ranked #1 based on their GSL score) to drive the data anony-

mization with more guarantees that the chosen VGHs will help to retain

the desired level of data usefulness (hence eliminating the need of costly

trial-and-error anonymization cycles).

5.2 A Priori vs. A Posteriori Evaluation

As discussed in Section 5.1, the Traditional Anonymization Process (denoted

as TAS) is usually iterative. In TAS, several configurations can be tested by

the users before selecting an anonymized solution that satisfies their privacy

and data utility requirements. Two examples of possible tested scenarios in

TAS are:

1. Evaluating multiple candidate VGHs. This scenario typically in-

volves various candidate VGHs which have been defined to model the

domain of one attribute in the dataset. In order to identify the VGH
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that would produce the best anonymized solution (e.g., highest util-

ity), the user needs to perform the anonymization of the dataset with

each of the candidate VGHs and calculate the utility of the resulting

datasets (e.g., using an information metric).

2. Evaluating different levels of privacy. In this scenario, different

levels of privacy (e.g., k-values) often need to be tested as there is no

fixed standard of privacy to perform the anonymization (e.g., a mini-

mum size for a disclosed group). In this case, the user must anonymize

the data using each combination of candidate VGHs and privacy goals

to find an appropriate solution that achieves a good trade-off between

the privacy and the utility of the dataset.

The above scenarios describe situations in which the effectiveness of the

VGHs is evaluated using an a posteriori approach. This involved signifi-

cant effort to test various configurations. To tackle this problem, users can

leverage on our proposed metric GSL to perform an A Priori Evaluation

and Selection of VGHs. Our strategy (denoted as APES) allows users to

estimate the effectiveness of the VGHs (before anonymization) and identi-

fy/select the ones that better preserve the semantics of the original data.

As a consequence, not only can the quality of the resulting anonymized data

be improved but also the efficiency of TAS, as some trial-and-error cycles

can be eliminated.

5.3 Well-Defined VGHs

In the related work about generalization, it has been discussed that a “good”

VGH would improve the usefulness of the data, whereas a “poor” VGH

would reduce it. In order to improve understanding of these qualitative no-

tions, in the following paragraphs, we describe a set of properties that would

be desirable within well-defined VGHs. We also discuss the importance of

using a data semantics-oriented approach to evaluate VGHs.

5.3.1 Desirable Properties

Concepts can be decomposed/aggregated in different manners by users when

designing VGHs. However, users must carefully examine the features of the

concepts in order to avoid inconsistencies in the modeled domain. Based on
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the available literature in ontology evaluation [80, 90] and the outcomes of

the experiments we performed with human users, in the following sections

we explore a set of properties that would characterize well-defined VGHs

and some errors that people often make when designing VGHs.

5.3.1.1 Abstractness

Concepts can be situated in different parts of the VGH according to their

level of concreteness/abstractness. Concrete concepts (e.g., “dog”, “car”)

are considered physical entities having properties such as weight, shape,

color, mass, etc., whereas abstract concepts (e.g., “invention”, “anger”) re-

fer to entities that are not constrained physically nor spatially [39]. There are

also intermediate concepts (e.g., “cooking”, “furnishing”) which are some-

what concrete but more abstract than normal concrete concepts. In a well-

defined VGH, specific concepts would be located at the lower levels, whereas

abstract concepts would be at the upper levels since they cover a broader

knowledge. Errors related to incorrect abstractness classification can oc-

cur when the user situates a concept (that represents a broader domain) as

the subclass of another concept that has a narrower domain. For example,

when the user classifies the concept “mammal” as a subclass of “feline”.

The problem here is that “mammal” is more general than “feline” as it

could also include “canines” and “ungulates”.

5.3.1.2 Correct Domain Classification

Ideally, subclasses must possess all features of the superclass in order to

make the information coherent to the modeled attribute domain. Domain

misclassification errors can occur when the user situates a concept as a sub-

class of another concept to which that concept does not actually belong.

For example, consider a VGH where the user aggregates the concepts “let-

ter opener” and “hunting knife” into the class “knife”. Furthermore, she

classifies the concept “hammer” as an instance of “knife”. The problem here

is that the features of “hammer” do not match with the superclass “knife”

as they belong to disjoint domains.
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5.3.1.3 Domain Disjointness

Disjointness means that the decompositions made in a VGH, from classes

to subclasses (i.e., generalization groups), do not overlap with each other.

Errors with respect to disjointness (i.e., overlapping) can occur when the

user situates a concept as a subclass of a concept that only partially meets

the properties of superclass. As a result, the subclass concept can actually

belong to more than one superclass. For example, consider a VGH where

the user decomposes the concept “sport” into the disjoint subclasses “team

sport” and “individual sport”. Furthermore, the user decomposes “individual

sport” into “ball sport” and “racket sport”. This classification is wrong as

not all “ball sports” are “individual sports”. For instance, “basketball” is a

“ball sport” but not an “individual sport”.

5.3.1.4 Conciseness

Conciseness ensures that there are no redundancies in the definition of the

VGH. That is, there is not more than one class in the VGH with the same

formal definition (e.g., synonyms). The objective is that the VGH does not

have unnecessary or useless definitions. For example, if the user defines the

concept “illness”, the concept “sickness” should not exist in the VGH as

both concepts have the same meaning.

5.3.2 Importance of Data Semantics

In the following paragraphs, we motivate the importance of preserving the

data semantics in categorical data, and why our solution uses a data semantics-

oriented approach to evaluate the quality of VGHs for categorical attributes.

Motivation 1. Traditional task-independent metrics do not consider

semantics. Therefore, they are limited in reflecting the data distortion for

categorical values.

Data semantics is an implicit property of categorical data. Despite this,

traditional data utility measures in PPDP do not usually take it into ac-

count. This is because the quantification of the usefulness remaining in the

anonymized data is usually performed using metrics that are better suited

for numerical attributes than categorical. In the scenario of general-purpose

data publishing, two commonly-used types of metrics are: distance-based
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metrics (e.g., general loss metric [102, 141], generalization height [167, 178]),

and distributional metrics (e.g., discernibility metric [41], average equiva-

lence class size metric [116]). For instance, a typical approach is to transform

each categorical value to a numeric one, then the amount of data distortion

due to anonymization is determined by the size of the interval in which the

original values have been grouped [102]. Even though these types of metrics

capture a certain level of data distortion, they do not capture the loss in

the meaning of data for categorical values as the same degree of ambigu-

ity is assigned to all values. For example, consider that “heart disease” is

anonymized to “cardiopathy” (its synonym). A semantic-based approach

would correctly capture that both terms are semantically equivalent, thus

the information loss would be zero, as the meaning of the original value is

preserved.

Motivation 2. Classical data mining applications treat categorical data

at a syntactic level.

Some task-specific metrics also suffer from similar issues as those dis-

cussed in Motivation 1. For example, data mining techniques (e.g., cluster-

ing) typically ignore the inherent semantics of categorical data, which can

make the interpretation of the results difficult. Consider classical clustering,

where the comparison of the objects is performed by computing the dis-

tance over the raw attributes of the objects. This is often performed using

measures that are based on equality comparisons and/or frequency tables

with the number of occurrences of the terms (e.g., Hamming distance, Chi-

Squared) [40]. However, those methods do not consider the semantics of the

concepts being compared. For example, consider the terms: “bus”, “car”

and “bicycle”. Traditional approaches would consider them as equally dis-

similar. However, a semantic-based approach would capture more precisely

the degree of similarity between the terms by taking into account their

meaning. In this case, that “car” and “bus” are more similar than “car”

and “bicycle” (or “bus” and “bicycle”), as they are motorized vehicles.

Motivation 3. The loss of information might not be monotonic for

poorly-specified VGHs.

The “correctness” of the VGHs that feed generalization algorithms is a

property that most of the anonymization algorithms and data utility metrics
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take for granted. That is, they assume that the specification of the VGHs

is semantically consistent (i.e., concepts properly positioned in the VGH

based on their semantic proximity and level of abstractness) [127, 167, 178].

Considering this, the loss of information (due to generalization) should in-

crease monotonically as one goes up in the VGH until reaching the root

node, where the maximum generalization, and thus the maximum loss of

information occurs. However, as it has been motivated in Chapter 1, the

semantic consistency of a VGH is not always guaranteed (e.g., lack of ex-

pertise of users, limited availability of subject-matter experts, operational

costs). As a result, poorly-specified VGHs can be used in the anonymization

process. In these cases, the information loss (from a semantic point of view)

at a given level i can be lower than the information loss at the level be-

low it i − 1. This means that the maximum loss of information may occur

at any level of the VGH (not necessarily at the root node). In such sce-

nario, a semantic-based VGH evaluation approach would help to correctly

position the concepts in the VGH such that the fundamental property of

specialization/generalization is not infringed.

Considering the above reasoning, we have integrated the use of data

semantics in our VGH evaluation approach with the purpose of estimating

more accurately the loss of information incurred in the VGH. As a result,

well-defined VGHs can be used in data anonymization which would help to

achieve a higher utility in the anonymized data.

5.4 GSL: Generalization Semantic Loss

In this section, we describe our approach to evaluate the quality of VGHs

relying on a knowledge base and semantic similarity metrics applied to an

anonymization context. Moreover, we present two variants of the VGH

quality metric and their application scenarios.

5.4.1 Knowledge Base

In our work, the knowledge base is a crucial element in the evaluation of

VGHs. It acts as a gold standard in which the domain expert knowledge is

encapsulated. The knowledge base is represented in the form of ontologies.

This approach provides several advantages: Firstly, ontologies often incor-

porate the consensus opinion of a panel of experts, thus it mitigates the
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risk of having partial interpretations and single judgments over the domains

represented in the VGHs. Secondly, the use of ontologies facilitates the in-

terpretability of the terms in a VGH, hence, facilitating the communication

among users working on the same domain. Thirdly, ontologies represent an

efficient and scalable manner to perform an automatic evaluation of VGHs,

in contrast with manual expert-based evaluations.

The semantic content of the ontologies is exploited by semantic similarity

metrics to quantify the information loss incurred in a VGH. This is done by

measuring the proximity between the actual values of the original dataset

and their generalizations.

In this work, we use WordNet [81] as knowledge base, and a set of

path-based metrics as semantic similarity metrics [50]. The richness of

WordNet provides a broad coverage of general concepts (due to its domain-

independent knowledge). Furthermore, as it is manually assembled by ex-

perts, it provides a high-quality knowledge source [113]. However, the on-

tology used as the knowledge base is configurable (e.g., it can be tailored

to the domain of the data being anonymized). For example, there are

other large and consensus ontologies available [63, 132], which range from

general-purpose (e.g., Yago [177]) to domain-specific (e.g., MeSH [12] and

UMLS [122] for medical concepts). Additionally, the exploitation of a single

ontology does not represent a limitation, as much research has been done to

support the integration of multiple ontologies [172].

5.4.2 Computing the GSL Score

The quality of a VGH is quantified by the GSL score, which estimates how

good a given VGH would be to perform the anonymization of a dataset by

preserving more information. Note that GSL is not a data utility metric,

which measures the quality of the data after the anonymization occurs. In

contrast, GSL aims to capture, a priori, the degree of semantic information

loss that could result from the transformations of the original values in the

input dataset.

From a data utility point of view, lower values of GSL are desirable, as

it would suggest a higher retention level of the meaning of the original data

in the specification of the VGH. The GSL can be quantified at four different

degrees: TransGSL, LevelGSL, VghGSL and VghSetGSL. In the following

paragraphs, we provide the definitions of those scores.
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Definition 5.4.1 (TransGSL). The GSL for a transition edge in a VGH

captures the semantic loss caused by the generalization of a value to its

ancestor in level i (as depicted in Fig. 5.2). To perform this, we mea-

sure the semantic distance between the original values at the leaf nodes

L = {l1, l2, . . . , ln} and their corresponding candidate generalizations at the

ancestor nodes of each level i of the VGH Ai = {ai1, ai2, . . . , aik}. To consider

also the dataset distribution, the frequency of occurrence of the original val-

ues F = {f1, f2, . . . , fn} can be added as a variant of the measure. TransGSL

is given by (5.1):

T i
j =

{
SemDist(lj , a

i), if GSL is static

fj · SemDist(lj , ai), if GSL is dynamic

(5.1a)

(5.1b)

where lj is the j-th leaf node of the VGH, fj is the number of times that

the lj node value appears in the input dataset, and ai is the ancestor of lj

in level i. Both variants of GSL are further discussed in Section 5.4.4.

Definition 5.4.2 (LevelGSL). The GSL for the level i in a VGH is de-

fined as the overall semantic loss occurring at level i, which represents an

anonymized state for the modeled QID. LevelGSL is determined by an ag-

gregation function F applied to all the T i
j distance scores that go from the

j-th leaf node to its ancestor in level i. LevelGSL is given by (5.2):

LevelGSL(i) = F(T i
1, . . . , T

i
n) (5.2)

The function F(T i
1, . . . , T

i
n) can be any aggregation mechanism that allows

to combine the T i
j scores into a single representative value for each level of a

VGH, with the aim of assessing their quality. Thus, diverse aggregation and

fusion techniques can be used [186]. The choice depends on the intended

analysis to be performed by users. For example, considering the maximum

function (see 5.3a) would help to identify the transitions causing the highest

semantic losses in the VGH; whereas the average function (see 5.3b) can

serve to compare the overall quality of the VGH levels. This is useful be-

cause under some schemes of anonymization, the generalization occurs at

the domain level, that is, all the original values end at the same level of the

VGH (e.g., full-domain generalization).
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F(s1, ..., sn) =


max
i∈[i,n]

si, if F is maximum

1

n

n∑
i=1

si, if F is average

(5.3a)

(5.3b)

Definition 5.4.3 (VghGSL). The GSL for a VGH is the main score in our

evaluation scheme, as it represents the overall quality of a VGH. VghGSL

is defined as the weighted sum of the LevelGSL scores. It is given by (5.4):

V ghGSL(V ) =

h∑
i=1

wi · LevelGSL(i) (5.4)

where i is the index of a level in the VGH, h denotes the height of the VGH,

and wi is a predefined weight associated with the level i. The weights are

chosen such that, for 1 ≤ i ≤ h, 0 < wi < 1, and
∑h

i=1wi = 1. Different

weighting schemes can be used, as the ones given in (5.5):

wi =


1

h
if weighting scheme is uniform

(h+ 1− i)∑h
j=1 j

if weighting scheme is level-based

(5.5a)

(5.5b)

Weights are the manner in which the taxonomical structure of the VGH

(e.g., height) is also considered in the evaluation score. For example, a gene-

ralization occurring in a flat VGH would produce a higher information loss

than one in a tall VGH. Furthermore, weights can also be used to penal-

ize the abstraction/concreteness of the terms in the VGH. In the following

paragraphs, we provide more details about the presented weighting schemes.

Uniform Weight. In this scheme, all the levels of the VGH obtain the

same penalty (as given by Eq. 5.5a). It is defined with the aim of using the

arithmetic mean in the computation of VghGSL. The reasoning is that, as

it is not known how many generalizations will be applied to the data, all the

levels have the same probability of satisfying the privacy requirement.

Level-Based Weight. In this scheme, the weight is determined by the

VGH level under consideration. The idea is to magnify the differences in

semantics for the generalization at the lower levels of the VGH, where the

more concrete terms are found (as given by Eq. 5.5b). This follows a basic

principle behind most semantic similarity metrics which is that the concepts
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at the lower levels are more similar than those at the upper levels (as those

are more abstract). However, in our case, this is applied with respect to the

VGH structure.

Definition 5.4.4 (VghSetGSL). The definition of the VghGSL score (in

Eq. 5.4) can be extended to the multi-attribute QID scenario as follows: Let

QIDs = {A1, . . . , An} be the set of n attributes composing the QID set in

a dataset, whose domains are represented by a set of n individual VGHs,

V ghSet = {V1, . . . , Vn}. An aggregated quality score can be obtained for

the VghSet as given by (Eq. 5.6):

V ghSetGSL(V1, ..., Vn) =
1

n

n∑
i=1

pi · V ghGSL(Vi) (5.6)

where Vi is a VGH in the VghSet of size n and pi is a predefined user

preference to tailor the anonymization to a specific use case. Such prefer-

ences are specified as weight values representing the importance of certain

attributes for an analysis task. For example, the users may prefer to dis-

courage generalizations on specific attributes that can decrease the utility

of the anonymized data.

Example 4. To illustrate the different degrees of GSL and the benefits

of leveraging data semantics for VGH evaluation, let us consider a dataset

where the selected QID to anonymize is occupation. The user has defined

(based on her own knowledge) the VGH shown in Fig. 5.2. The leaf nodes

correspond to the original values in the dataset for the occupation attribute.

The ancestor nodes correspond to the candidate values used for the gen-

eralizations. To demonstrate how GSL works, we use the Wu and Palmer

metric (WuP) to compute the semantic dissimilarity between two terms, and

WordNet as the knowledge base. The senses (in WordNet) for each concept

are also shown next to each word in the VGH.

Figure 5.2: A VGH specified for occupation
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Table 5.1: GSL scores for the occupation VGH.

Leaf Nodes
Level 1 Level 2 Level 3

Teacher Medical Animal Coach Education Doctor Trainer Occupation

practitioner trainer

Math teacher 0.0400 - - - 0.8261 - - 0.8095

Music teacher 0.0400 - - - 0.8261 - - 0.8095

Surgeon - 0.0769 - - - 0.0370 - 0.8182

Ophthalmologist - 0.1111 - - - 0.0714 - 0.8261

Optician - 0.3043 - - - 0.3333 - 0.7895

Optometrist - 0.3043 - - - 0.3333 - 0.7895

Tamer - - 0.0435 - - - 0.0909 0.8000

Baseball coach - - - 0.0435 - - 0.0909 0.8000

LevelGSL 0.1205 0.3261 0.8053

VghGSL 0.4173

Applying Eq. 5.1a to all the leaf-ancestor transitions, we obtain the

TransGSL scores shown in Table 5.1. Ideally, more general terms are located

at higher levels in the VGH and more specialized terms are lower in the VGH.

However, there are imprecisions in the VGH which might not be easy to iden-

tify at first sight. For example, the semantic loss caused by the transforma-

tion “ophthalmologist”→“medical practitioner” in L1 (i.e., 0.1111) is higher

than the one caused by “ophthalmologist”→“doctor” in L2 (i.e., 0.0714).

This indicates that the ancestors of “ophthalmologist” have not been cor-

rectly positioned in the VGH (based on their level of abstractness), as “doc-

tor” is more specific than “medical practitioner”, which can also include

“nurses” or “pharmacists”, who are not “doctors”. Another case of semantic

inconsistency can be observed in the transformations specified for the terms

“optician” and “optometrist”, as a moderate loss is incurred (i.e., 0.3043

and 0.3333). This is because although these terms refer to people involved

in eye caring, they are not “medical practitioners” nor “doctors”. In con-

trast, the ancestors specified for “tamer” are correct, as the transformations

“tamer”→“animal trainer/trainer” incur lower losses, which are 0.0436 and

0.0909, respectively. Finally, by inspecting the TransGSL scores the users

can also detect inconsistencies in the is-a taxonomic relationships defined

in the VGH. For example, the “math/music teacher”→“education” trans-

formations, where a more appropriate ancestor term would be “educator”.

Table 5.1 also shows the LevelGSL scores (Eq. 5.2), which have been

computed using average as the aggregation function (Eq. 5.3b). The Level-

GSL values indicate that the data semantic loss is higher as one moves up

higher in the VGH, which is in general correct, as the most specific terms
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should be located lower in the VGH. This table also shows the VghGSL

score (Eq. 5.4), which has been computed using a uniform weighting scheme

(Eq. 5.5a). VghGSL represents the overall quality for the VGH.

In Example 4, we illustrated some of the benefits that our approach offers

to the users in terms of facilitating the evaluation of VGHs, such as:

1. Inconsistent specifications introduced in the VGH can be easily iden-

tified (e.g., domain misclassifications, redundancies, wrong term clas-

sification based on its concreteness/abstractness).

2. A clearer differentiation can be made between terms that look similar.

3. Users do not have to depend on the limited availability of knowledge

engineers and the associated cost as the required expert knowledge is

reduced.

4. Users mitigate the risk of relying on the subjective judgment of a single

individual expert as the knowledge base is represented by consensual

ontologies often created by a panel of experts.

5.4.3 VGH Quality Categories

In order to facilitate the understanding of the GSL metric, we propose a

rating scale that consists of five categories. It is used to classify the VGHs

based on their quality assessed with GSL. The aim is that these categories

serve as a guide for the users to know what to expect about the utility of the

data anonymized with the VGHs. These categories are shown in Table 5.2.

They were inspired by the rule of thumb used for interpreting correlation

coefficients (e.g., pearson, spearman), which is composed of a 5-point scale

to offer a fair and intuitive range of qualitative descriptors. Furthermore,

the ranges of the categories were derived from the VGH behaviors observed

in our empirical evaluation. Each category has an ordinal scale (i.e., the

Table 5.2: Rating Scale for the GSL Metric.

Category Ranges Descriptor

Cat1 0.0 ≤ Quality Score < 0.2 Very Good

Cat2 0.2 ≤ Quality Score < 0.4 Good

Cat3 0.4 ≤ Quality Score < 0.6 Moderate

Cat4 0.6 ≤ Quality Score < 0.8 Poor

Cat5 0.8 ≤ Quality Score ≤ 1.0 Very Poor
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descriptor) which qualitatively expresses the ratings of quality, so that prac-

titioners can better interpret the GSL metric. Lower categories are better

as they indicate that a VGH has a lower semantic loss, thus retaining more

information in their specification. The ranges of the categories cover the

interval of [0,1], which matches how the GSL is expressed. This is because

we used the Wu and Palmer metric to measure semantic similarity; if an

alternative metric is used, the range of the metric would only need to be

normalized to the [0,1] interval.

5.4.4 Static vs. Dynamic GSL Application Scenarios

In Section 5.4.2, two different schemes for computing the GSL score were

presented: static and dynamic. When the quality of a VGH is assessed using

a static strategy, the score is denoted as s-GSL, whereas if it is assessed using

a dynamic strategy, the score is denoted as d-GSL.

s-GSL is based on a mechanism in which only the information available

in the VGH is considered to evaluate it (i.e., taxonomy and data semantics).

On the contrary, d-GSL is based on a mechanism that exploits information

from both the VGH and the input dataset (i.e., data distribution) to perform

VGH’s assessment. Each strategy is useful in different scenarios of data

publishing.

For example, s-GSL suits the traditional anonymization process, where

the design and selection of VGHs are normally performed the first time

that a dataset needs to be published by an organization. If a new dataset

that belongs to the same domain (which has already been modeled) requires

anonymization, the selected VGH usually remains static. That is, the static

VGH (which was the best according to the evaluation process) is used to

perform the anonymization of subsequent datasets. Hence, the user relies

on a “one-size-fits-all” VGH approach. This is a common practice as the

complexity and cost associated with the VGH design process can be sig-

nificant, and thus it may be unsuitable for an organization to carry it out

periodically. Another suitable scenario for s-GSL is the sharing and aggre-

gation of anonymized datasets among multiple sources. For instance, public

hospitals are required by law to periodically publish medical data that con-

tain patients’ information such as demographics, diagnosis, etc. [71, 134].

Moreover, the continuous releases of data from multiple hospitals are of-

ten integrated in centralized repositories in order to build larger medical
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databases for analysis. In this scenario, it is desirable to maintain the se-

mantic interoperability of the anonymized data among different hospitals.

That is, the anonymized data should be consistent among various sources

such that the information does not lead to contradictory conclusions in its

analysis. Therefore, s-GSL is an appropriate strategy to assess VGHs and

then select a set of standard VGHs. In this manner, the data anonymization

is driven in the same way across all hospitals. In summary, s-GSL is suit-

able for scenarios in the context of global anonymizations where the data

interoperability must be preserved, or where the characteristics of the input

dataset are either not considered or not available (e.g., partial releases).

On the contrary, in the cases where information about all the input

datasets is available at once, the users can rely on d-GSL to assess the

VGHs and then find the best one (among all candidates) for each dataset.

By considering the distribution of the data, specific characteristics of the

datasets (e.g., data sparseness) can be captured more precisely and used

to estimate more accurately the effectiveness of the VGH. As a result, the

utility of the anonymized datasets will be better preserved.

Example 5. To illustrate the differences of evaluating VGHs using a static

scheme (such as s-GSL) and a dynamic one (such as d-GSL), let us con-

sider the VGH shown in Fig. 5.2 and three univariate datasets (DS) for the

occupation attribute that need to be anonymized. These DS have different

frequency distributions (as shown in the first column of Table 5.3): DS1 has

a uniform distribution of 10% of each term; DS2 has 90% of “optometrist”

terms (poorly-specified branch) and 10% divided among the rest; DS3 has

50% of “tamer” terms (well-specified branch), 40% of “optometrist”, and

10% divided among the rest. Next, consider that we first evaluate the qua-

lity of the VGH using s-GSL (computed with Eq. 5.1a). In this case, we

obtain the same quality score independently of the input dataset (as seen in

Table 5.3: Evaluation of VGH shown in Fig. 5.2 using GSL.

Quality Scores (using WordNet and Wu-Palmer metric)

Dataset Scenarios s-GSL d-GSL

DS1: uniform 0.4173 0.4173

DS2: 90%, 10% 0.4173 0.4699

DS3: 50%, 40%, 10% 0.4173 0.3898
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the s-GSL column). In contrast, when using the d-GSL metric (computed

with Eq. 5.1b), we obtain different scores per dataset, as d-GSL considers

the impact of the data distribution to evaluate the quality of the VGH. For

DS1, both quality scores yield the same result (i.e., 0.4173) as the impact

of having a single instance of each term is the same as having n instances.

For DS2, d-GSL showed an increment in the loss incurred by the VGH

(i.e., 0.4699), as in this scenario 90% of the data falls into a branch where

the losses are high. Moreover, the d-GSL score is not far from the base-

line score (i.e., 0.4173) as, in general, the defined VGH (shown in Fig. 5.2)

has some faulty branches. Finally, for DS3, d-GSL showed a decrement

(i.e., 0.3898) as the data is distributed between well-defined and poorly-

specified branches. Having obtained different d-GSL scores for the same

VGH shows the impact of considering information from the input datasets

in the VGH evaluation process (when this information is available and the

use case requires it). Moreover, it shows that the dynamic scheme can cap-

ture more accurately the different dataset scenarios compared to the static

scheme.

Although the two GSL variants differ in their application scenarios and

accuracy for estimating the effectiveness of VGHs, both schemes offer sig-

nificant benefits due to their a priori evaluation strategy (APES). In the

next sections, we will present the experiments conducted to evaluate the

performance of our proposed methods.

5.5 Experimental Evaluation of s-GSL

This section presents the experiments conducted to evaluate the performance

of the s-GSL metric. We describe the experimental setup, the evaluation

criteria and the results obtained.

5.5.1 Experimental Setup

In the following paragraphs, we describe the experimental methodology, the

developed prototype, the test environment, and the parameters that defined

the evaluated experimental configurations: the selected datasets, VGHs,

anonymization algorithms, and privacy settings.
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5.5.1.1 Experimental Methodology

To evaluate our proposed approach, we conducted a series of experiments

that pursued the following objectives: (1) to investigate how the utility of

anonymized datasets is impacted by the quality of the VGHs used; (2) to

demonstrate how s-GSL offers a reliable and objective mechanism to identify

well-specified VGHs; (3) to show how s-GSL helps to improve the quality of

anonymized datasets and to reduce the overall effort spent on the anonymi-

zation process; and (4) to assess the costs of using our approach.

For this purpose, a set of VGHs (that served as the candidate VGHs

to be compared) was created modeling the domains of various datasets’ at-

tributes (see Sections 5.5.1.3 and 5.5.1.4). We considered two scenarios:

single-attribute and multi-attribute, which consisted in using two sizes of

QIDs (denoted by |QIDs|). We firstly used |QIDs|=1 to study the influ-

ence that each individual VGH had in the anonymization process. Secondly,

we used |QIDs|=4 to evaluate the applicability of the s-GSL metric when

multiple attributes are combined. The quality of the candidate VGHs was

measured using the s-GSL metric, which allowed to compare them in a quan-

titative way. Later, we tested the effectiveness of the VGHs by using them in

the anonymization of various datasets using two well-known anonymization

algorithms and different levels of privacy (see Section 5.5.1.5). Next, we

measured the quality of the resulting datasets using both task-independent

and task-dependent data utility metrics (see Section 5.5.2). Finally, we per-

formed different types of analysis to assess the benefits, costs, and reliability

of our proposed solution (see Section 5.5.3).

5.5.1.2 Prototype and Environment

The experiments were performed in a computer with an Intel Core i5-4310U

CPU at 2.00Ghz, 8GB of RAM, Windows 7 64-bit, and the Oracle HotSpot

Java Virtual Machine version 7 with a 1GB heap. Our prototype was imple-

mented in Java; internally it uses the WordNet Similarity for Java (WS4J)

library [24] for all the semantic similarity computations.

5.5.1.3 Evaluated Datasets

Our evaluation data consisted of a set of four publicly available datasets.

The first two datasets were Adult and German Credit from the UCI Repos-
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itory [120]. Both datasets have been widely used by the data privacy com-

munity in the past to evaluate anonymization algorithms, in particular, k-

anonymity techniques [33, 102, 106, 116, 117]. The Adult dataset consists

of 30,162 records (after removing those with missing values) with census

information. The German Credit consists of 1,000 records with credit appli-

cants information. The third dataset was the Chicago Homicide dataset [3].

This dataset is particularly interesting due to the diversity of categorical

values that it contains (in comparison to Adult and German Credit). It

consists of 23,817 records with information about homicides filed by the

Chicago Police Department for the years 1965-1995. The fourth dataset was

the Insurance dataset [10], which contains 10,000 records with personal in-

formation that can be of interest to an insurance company for carrying out

a risk assessment on potential clients.

For each dataset, we considered a set of categorical attributes as QIDs

whose domain must be modeled in a VGH in order to be anonymized. We

considered the attributes that had the most distinct values, as it allowed us

to have a diverse set of candidate VGHs to evaluate our proposed metric.

For the single-attribute scenario, all the attributes shown in Table 5.4 were

used. For the multi-attribute scenario, four attributes (highlighted in bold

in Table 5.4) from the Chicago Homicide and the Insurance datasets were

used.

Table 5.4: QIDs considered for VGH evaluation and anonymization.

Dataset Attribute Cardinality Attribute Index

Adult Occupation 14 7

GermanCredit Purpose 12 3

Location 96 46

PHome 11 48

POutdoor 33 56

ChicagoHomicide CausalFactor 47 59

VicRelation 95 71

OffRelation 95 72

WClub 57 106

WKnife 25 109

Occupation 60 3

Insurance Workplace 29 4

Hobby 40 5

PlaceOfHobby 32 6
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5.5.1.4 Evaluated VGHs

Our evaluation data also consisted of a set of VGHs. For the single-attribute

scenario, our testbed consisted of 100 candidate VGHs for each QID at-

tribute. Those VGHs were created by perturbing the semantic content of

an ideal VGH which was constructed by extracting the minimal taxonomy

from WordNet for each in-scope attribute of our evaluated datasets. In or-

der to obtain VGHs that yielded a varied range of quality scores for our

tests, we applied diverse transformations to the ideal VGH, such as: remov-

ing levels in the VGH, aggregating nodes in different groups, and replacing

the terms of the ancestors with another one that is within a semantic simi-

larity boundary. For the multi-attribute scenario, three sets of VGHs were

created based on the involved attributes. Each VGH set consisted of those

VGHs having the best (ranked #1), the worst (ranked #100), and a medium

(ranked #50) quality according to their individual s-GSL scores.

Finally, it is worth mentioning that most of the attributes’ values in the

evaluation data corresponded to concepts that were directly found in Word-

Net. Only a few values were not found directly (due to their ad-hoc linguistic

labels). In such cases, the values were mapped to a closely-related WordNet

concept (this strategy has been used in previous works [36, 129]). In this

work, it is assumed that the correct sense for a noun is provided along with

the VGH. This is because the area of automatic word-sense disambiguation

is a broad research field on its own [139] and is beyond the scope of this work.

As the users are usually involved iteratively in the whole anonymization pro-

cess, a manual disambiguation is a reasonable precondition to perform the

evaluation of VGHs for the time being.

5.5.1.5 Anonymization Algorithms and Privacy Settings

To evaluate the effectiveness of the VGHs and the accuracy of s-GSL, we

used Datafly [178] and Incognito [115], which are two anonymization al-

gorithms widely-cited and highly-known in the data privacy field [28, 82].

Moreover, as they use distinct strategies of anonymization, we were able to

further broaden the tested scenarios. Datafly is a greedy heuristic algorithm

that although it guarantees a k-anonymous solution, it does not provide

the minimal generalization. Incognito implements a dynamic programming

approach to produce globally optimal results. In our work, we used the



CHAPTER 5. EVALUATION OF VGHS 128

implementations publicly available in the UTD Anonymization Toolbox [22]

as the core versions of the algorithms. Since the aim of our evaluation is

to assess the semantic usefulness of the anonymized datasets, we must em-

ploy semantic heuristics (to share the same principle of data utility [82]).

Hence, the original distribution-based approach of both algorithms was re-

placed with semantic-aware versions (following a strategy similar to those

of previous works in the literature [123, 129]).

Finally, in terms of privacy settings, we adopted k-anonymity [167] as

the chosen privacy model. This is because, as discussed in Chapter 2, it is a

fundamental and representative anonymity principle in the privacy area [33].

We varied the tested k-values as k ∈ [2..100]. The broad range of the values

used in these experiments was selected on the basis of those commonly used

in the literature [41, 105, 115, 116, 208].

5.5.2 Evaluation Criteria

In the following paragraphs, we describe the metrics used in our experimen-

tal evaluation in terms of the VGH quality, data utility, efficiency of the

anonymization process, and the different costs (i.e., resource utilizations) of

using our solution.

5.5.2.1 VGH Quality

The quality of the VGHs is expressed in terms of the s-GSL metric. For each

VGH, we calculated the VghGSL score using the average as the aggregation

function (Eq. 5.3b). Since s-GSL leverages semantic similarity measures, we

used two widely-used path-based metrics that are part of the WS4J library:

Wu and Palmer (WUP) [204] and Leacock and Chodorow (LCH) [112]. This

decision was made in order to assess the generality of s-GSL with respect

to the used semantic similarity metric. These metrics capture the similarity

of two concepts by measuring how closely they are related in a taxonomy

(i.e., their structural relations). Readers can refer to Section 2.1.7.2 for the

WUP and LCH metrics calculation.

5.5.2.2 Data Utility

To evaluate the effectiveness of the VGHs, we measured the utility of the

data after anonymization. This involved using a mixture of task-independent
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and task-dependent metrics. This hybrid strategy was chosen in order to

perform a more robust assessment of s-GSL with respect to its capability

to estimate the quality of the anonymized data. The following paragraphs

briefly describe the selected metrics:

� Task-Independent Metrics. In our work, we firstly focused on ap-

plying two well-known task-independent metrics, as not knowing in

advance the analysis task that the data recipients will perform over

the anonymized data is an essential premise of PPDP. Thus, the met-

rics considered were: Semantic Information Loss (SemILoss) [130] and

Semantic Sum of Squared Errors (SSE) [67]. SemILoss measures how

semantically different the anonymized values are, on average, com-

pared to the original ones. Semantic SSE is an adapted version of

the traditional SSE metric, which has been widely-used in the area

of statistical disclosure control with microaggregation methods [66].

Semantic SSE integrates semantic similarity metrics to calculate the

distance between the original records and their anonymized version

(which acts as the centroid of an anonymized group) [25, 129]. For

both metrics, lower values are better, as it indicates a higher utility of

the data.

� Task-Specific Metrics. We also evaluated the utility of anonymized

solutions in a task-specific context (from a data mining point of view)

by performing clustering over the anonymized datasets. For this pur-

pose, we compared the similarity between the clusters obtained from

the original data against the ones obtained from the data that was

anonymized using each of the candidate VGHs. In this manner, we

could determine which VGHs produced the best solutions. In the

clustering process, we used the Ward’s method [201] to perform a

hierarchical clustering and the Calinski-Harabasz variance ratio cri-

terion [52] to determine the appropriate number of clusters in each

dendrogram to be compared (i.e., final partition). To compare the

quality of the clusters we used two representative clustering evaluation

metrics: the Rand index (Rand) [159] and the Normalized Mutual In-

formation (NMI) metric [176]. Rand is a pairwise agreement metric

that assesses whether each pair of data points are either clustered to-

gether or separated into different clusters. NMI is an entropy-based



CHAPTER 5. EVALUATION OF VGHS 130

metric that relies upon concepts from information theory to measure

how much information is shared between partitions of clusters. Both

metrics range between 0 and 1; larger values indicate a higher simi-

larity between the partitions. These metrics were computed using the

framework presented in [54].

Readers can refer to Section 2.1.6 for the equations of the previously

discussed data utility metrics as well as the detailed methodology used for

performing the cluster comparison.

5.5.2.3 Anonymization Efficiency

Selecting a priori the best VGHs to perform the anonymization of data

cannot only improve the quality of the resulting data but also the efficiency

of the anonymization process. In particular, this is desirable in scenarios

of continuous data publishing. These improvements can be achieved by

reducing the overall effort spent by the users. For this reason, we also

assessed the time-saving benefits that APES can bring to the TAS scenarios

(described in Section 5.2). For this purpose, we compared the time taken

to anonymize data using TAS, against the one using APES. For this part,

all the associated stages of the corresponding anonymization process (from

pre-processing the dataset until saving the anonymized dataset), for each

of the candidate VGHs, were considered. The following paragraphs briefly

describe the used metrics:

� TAS Efficiency. The execution time taken for an experimental con-

figuration (e.g., one evaluated k-value) using TAS (tTAS) involves the

anonymization time using the n candidate VGHs. For each VGH,

its anonymization time includes the original dataset reading/upload-

ing (ri), the anonymization (ai), the anonymized dataset writing (wi),

and the time taken to evaluate the utility of the anonymized solution

according to the SSE metric (ui). This is given by (5.7):

tTAS =
n∑

i=1

(ri + ai + wi + ui) (5.7)

� APES Efficiency. The execution time taken for an experimental con-

figuration using APES (tAPES) includes the time spent on the quality
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evaluation of the n candidate VGHs using the s-GSL score (ei), plus

the elapsed time of the anonymization process using the best VGH (B)

according to its s-GSL score. That is, the original dataset reading/u-

ploading (rB), the anonymization (aB), the anonymized dataset writ-

ing (wB), and the time taken to evaluate the utility of the anonymized

solution according to the SSE metric (uB) from the best VGH. This

is given by (5.8):

tAPES =

n∑
i=1

(ei) + rB + aB + wB + uB (5.8)

It is worth noting that when using TAS, the users generally face the

overhead of uploading a dataset m times (where m is the number of configu-

rations to be tested). This constraint is usually dependent on the framework

used by users to perform the anonymization [22, 61, 154]. In our case, the

framework used in our experiments exhibited that overhead behavior [22].

This behavior exemplifies how anonymization can be very time-consuming,

as it is a process influenced by multiple factors. To isolate the overhead

of uploading the data many times, we equalized the reading times for both

approaches (i.e., TAS and APES). That is, the reading time was considered

only once in the comparison, thus favoring to some degree the competitor

approach TAS versus ours.

5.5.2.4 Resource Utilization

We also studied the costs of using our proposed solution. That is, we also

assessed the computational resources required to perform the quality evalua-

tion of VGHs (i.e., s-GSL computation). The main monitored metrics were:

memory consumption (MB), CPU usage (%), and execution time (ms). The

garbage collection (GC) was also monitored because it is an important per-

formance concern in Java [153]. For all metrics, lower values are better.

5.5.3 Experimental Results

In this section, we present the results obtained from our evaluation in terms

of the metrics relevant to each experiment.
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5.5.3.1 Data Utility Results

Our analysis initially focused on assessing the capacity of the s-GSL metric

to capture (a priori) the effectiveness of the VGHs for anonymizing data.

This was done from a task-independent and a task-specific perspective. The

aim was to evaluate the improvements that s-GSL can bring to the utility

of the anonymized data for single- and multi-attribute scenarios.

Task-Independent Perspective. For this analysis, we firstly investi-

gated the degree of association between the scores representing the quality

of the VGHs and the utility of the anonymized datasets. In this manner,

we could investigate the accuracy of s-GSL. For this purpose, we used the

Spearman’s rank order correlation (rSpm) which measures the strength of a

monotonic relationship (but not necessarily linearly related) between paired

data [174]. rSpm can take values from -1 to +1; the closer the value is to ±1,

the stronger the relationship. For the sake of clarity, the QIDs in the fig-

ures are labeled using their corresponding dataset name and attribute index

(e.g., H46 corresponds to the attribute 46 of the Homicide dataset).
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Figure 5.3: Corr. between VGH Quality vs Data Utility (|QIDs|=1).

Fig. 5.3 shows the correlations obtained between the anonymized data

utility (quantified with SSE and SemILoss across all the tested k-values) and

the VGH quality scores (s-GSL computed with WUP and LCH) per dataset

attribute. The strengths of the correlations obtained across all datasets were

in the category of strong and very strong (according to the commonly ac-

cepted qualitative interpretation of rSpm [137], shown in Table 5.5). The

correlations for SSE and s-GSLWUP ranged between 0.72 and 0.99 (with an
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Table 5.5: Rating Scale for the Spearman’s rank order correlation.

Ranges Category

0.90 ≤ rSpm ≤ 1.00 Very Strong

0.70 ≤ rSpm < 0.90 Strong

0.50 ≤ rSpm < 0.70 Moderate

0.30 ≤ rSpm < 0.50 Weak

0.00 ≤ rSpm < 0.30 Very Weak

average across all tested datasets/QIDs of 0.93 and a standard deviation

of 0.07), whereas the ones for SemILoss and s-GSLLCH ranged between 0.77

and 0.96 (with an average of 0.91 and a standard deviation of 0.06). These

results prove that s-GSL works well, as it was able to capture with a good

degree of precision the effectiveness of VGHs as the VGHs qualified as “well-

specified” by our metric were the ones that gave the best results. Moreover,

the results obtained with s-GSLWUP and s-GSLLCH were similar (as they

showed comparable trends), demonstrating the generality of s-GSL with re-

spect of the chosen semantic similarity metric. It can also be noticed how

the accuracy of s-GSL is relatively similar across the four tested datasets

(with most rSpm correlations above 0.90), meaning that s-GSL works well

irrespectively of the tested dataset. The lowest correlation was experienced

with H48. This is explained by the fact that this QID belongs to a relatively

homogeneous domain (i.e., PHome) and it also has a very low cardinality

(i.e., 11). The combination of these two characteristics made that the VGHs

for this QID were significantly flat (e.g., their average depth was 4 levels).

Consequently, the anonymized solutions for this QID reached the root node

considerably more frequently than the other QIDs (hence, experiencing its

maximum data distortion and making the VGHs indistinguishable from each

other in terms of their quality). It is worth noting that, even in such condi-

tions, the correlation of s-GSL remained within the strong category.

To complement the discussion of this analysis, the highest and the lowest

correlations obtained for each dataset are shown in Fig. 5.4. For the sake

of clarity, we only present the results for SemILoss and s-GSLLCH . How-

ever, similar trends were obtained for the other configurations. The upward

trends observed in the figures indicate that the effectiveness of the VGHs

in the anonymization positively correlates with their quality. In this case,



CHAPTER 5. EVALUATION OF VGHS 134

an a priori selection strategy brought improvements in the utility of all the

anonymized datasets between 16% and 98% for SemILoss; and between 22%

and 99% for SSE. In this context, these improvements corresponded to the

differences in data utility that can be achieved by using the best VGHs,

compared to the worst ones, for anonymizing the data.

As next step, we analyzed the results for the multi-attribute scenario.

They are depicted in Figs. 5.5 and 5.6, which show the performance that

each VGH set obtained, on average, across all the tested k-values. Similar
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Figure 5.6: SSE for |QIDs|=4.

to the single-attribute scenario, upward trends are observed in the figures,

indicating that the effectiveness of the VGH sets in the anonymization pos-

itively correlated with their quality. When comparing both datasets, it can

be noticed how a lower information loss was obtained for the Insurance

dataset. This is because the quality of its VGHs was better than those

defined for Homicide. For example, the s-GSL quality scores for the best,

medium, and worst VGH sets of Insurance were 0.0491, 0.2027, and 0.4397,

respectively. Whereas for Homicide they were 0.1810, 0.3583, and 0.6856,

respectively. For the multi-attribute scenario, the a priori VGH selection

strategy brought improvements in the utility of the anonymized datasets

between 29% and 57% for SemILoss; and between 49% and 81% for SSE,

which corresponded to the differences of using the best VGH set, versus the

worst one for anonymizing data.

Task-Specific Perspective. In the following paragraphs, we present

the results of the comparison performed between the clusters obtained from

the original data and those obtained from the data anonymized with the

candidate VGHs. Figs. 5.7 and 5.8 depict the results for the single- and

multi-attribute scenarios, respectively. For the sake of clarity, in the single-

attribute scenario we only present the results for five representative VGHs

belonging to the location domain of the Homicide dataset (i.e., H46) whose

quality score (s-GSLWUP ) ranged between 0.26 and 0.70. This domain was

chosen to illustrate the obtained results due to its cardinality (i.e., 96),

which was the highest among the tested domains. For this experiment, we

anonymized Homicide using a value of k=10 when |QIDs|=1 and k=2 when

|QIDs|=4, as they offered a moderate degree of privacy and a good level of

data utility preservation (avoiding the over-generalization of the data).
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The downward trend observed in Figs. 5.7 and 5.8 indicate that highly-

ranked VGHs (based on their s-GSL score) preserved the utility of the orig-

inal data better than the lower-ranked VGHs, therefore, allowing a better

interpretation of the data. Some poorly-defined VGHs even obtained a clus-

tering level agreement close to zero. This is because the anonymization us-

ing such VGHs reached the root node (i.e., maximum generalization), which

means that all the records were clustered together making the records indis-

tinguishable from each other. Finally, it is worth mentioning that a similar

behavior (i.e., a downward trending) was exhibited by the rest of the at-

tributes in the evaluated datasets. The main difference among them was

that the slopes of the trends varied.

Summary. This analysis demonstrated that s-GSL offers a reliable

mechanism to identify well-specified VGHs as it accurately estimated the

effectiveness of the VGHs. As a consequence, the utility of the anonymized

data was improved (as showed by task-independent and task-dependent cri-

teria). We also validated that our evaluation approach correlated well re-

gardless of the semantic similarity metric used to calculate the s-GSL score.

5.5.3.2 Anonymization Efficiency Results

Our next analysis focused on assessing the benefits of using APES to help to

improve the efficiency of the anonymization process by reducing the effort

spent on the design of VGHs. In the following paragraphs, we present an

effort comparison between anonymizing the data using TAS versus APES.

To offer a more comprehensive analysis, we discuss our results from two

perspectives (presented in Section 5.2): (1) when a user needs to test mul-
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tiple candidate VGHs to choose the best one for a predefined configuration,

and (2) when a user needs to test different levels of privacy (e.g., k-values)

with each of the candidate VGHs. For the sake of brevity, we present the

results corresponding to the Homicide dataset. This is because they are

representative of our identified findings and observations, which are equally

applicable to the other datasets.

(1) Evaluating multiple candidate VGHs. Figs. 5.9 and 5.10 de-

pict the total time taken by the anonymization process (using TAS and

APES) as the number of candidate VGHs increases. Fig. 5.9 shows a single-

attribute scenario, in which 100 candidate VGHs were available for mod-

eling the domain of one attribute (i.e., H46). An upward trend over time

can be observed for TAS. This is because, as more candidate VGHs needed

to be evaluated a posteriori (to find the best one), the time of the overall

anonymization process increased substantially (due to the need to perform

multiple trial-and-error anonymization cycles). On the contrary, the trend

for APES remained practically steady (with marginal increases) having an

average anonymization time of 19.54 mins (with a standard deviation of

0.17 mins). This is because with APES the best VGH could be known

before anonymization. Hence, it was only one VGH which was used to per-

form the anonymization of the data. Moreover, the time differences within

APES among the number of candidate VGHs were small, as they only cor-

responded to the time taken to compute the s-GSL score for the candidate

VGHs (as reflected in the low standard deviation). In this scenario, by

using an a priori strategy (depicted by APES), we obtained performance

improvements that ranged between 54% and 93% which corresponded to

time-savings of 22.62 mins and 264.65 mins (times corresponding to the

cases of evaluating 10 and 100 candidate VGHs), respectively. A similar be-

havior can be observed in Fig. 5.10, which shows a multi-attribute scenario

in which 3 candidate VGH sets were available for modeling four domains of

the Homicide dataset. In this scenario, the average anonymization time us-

ing APES was 133.48 mins (with a standard deviation of 0.02 mins) and the

achieved performance improvements ranged between 45% and 60% which

corresponded to time-savings of 111.39 mins and 201.15 mins, respectively.

Similar performance improvements were obtained for the Insurance dataset,

where the time-savings ranged between 62.09 mins and 113.08 mins.
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(|QIDs|=1, H46).

 0

 50

 100

 150

 200

 250

 300

 350

 400

2 10 25 50 75 100

T
im

e 
(m

in
)

k-values

TAS APES
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(|QIDs|=4, Homic.).

 0

 5

 10

 15

 20

 25

 30

 35

 40

 45

APES TAS

T
im

e 
(m

in
)

Anonymization Schemes

Reading
Anonym
Writing
DU Metric
VGHs Eval

Figure 5.13: Drilldown for

|QIDs|=1, k=10, H46.
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Figure 5.14: Drilldown for

|QIDs|=4, k=2, Homicide.

(2) Evaluating different levels of privacy. Based on the previously

observed behaviors, our hypothesis was that improvements should also be

obtained when testing different levels of privacy. This is because, to ful-

fill this usage scenario, the TAS process also required the anonymization of
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the datasets several times (one per candidate VGH/k-value combination).

Therefore, offering potential time-savings to exploit. This was confirmed

by the results of this experiment. Even though there were some minor

variances in the percentage of improvements that APES achieved, the im-

provements were closely similar, across the different k-values, per tested

dataset/QID combination. This is visually shown in Figs. 5.11 and 5.12,

which depict the total time taken by the anonymization process as the

value of k increases for |QIDs|=1 and |QIDs|=4, respectively. For exam-

ple, in Fig. 5.11 it can be observed that the overall improvements of using

APES were more than 91% compared to using TAS; this represented time-

savings of more than 3.80 hrs. Larger benefits can be observed for the multi-

attribute scenario shown in Fig. 5.12, where the improvements achieved up

to 67% (approximately 3.83 hrs). Similar time-savings were obtained for the

Insurance dataset, where the improvements achieved up to 66% (approxi-

mately 2.71 hrs). The benefits obtained for the multi-attribute scenario

were significant, in particular considering that only 3 VGH sets were in-

volved. This is because the number of QIDs was larger, which considerably

increased the size of the anonymization solution space. As a consequence,

the anonymization time using TAS significantly increased too.

To complement this analysis, by having a better understanding of the

phases which were benefited by the usage of s-GSL, Figs. 5.13 and 5.14

show the time that both schemes (TAS and APES) spent in each phase

of the anonymization process. These figures present a breakdown of the

experimental configurations when k=10 and |QIDs|=1, and when k=2 and

|QIDs|=4. It can be observed that APES offered time-savings benefits in all

the phases of the anonymization process. In particular, to the anonymization

phase, which is usually the most time-consuming phase when the number of

QIDs is large. Finally, it is worth remarking that our time analysis assumed

that the reading time of both APES and TAS approaches were equal, even

though it was not the case (as explained in Section 5.5.2.3, the dataset

reading actually occurred every time the anonymization process happened).

This decision was taken in order to offer a more conservative perspective of

the time-savings gained by the usage of s-GSL. However, bigger time-savings

can be expected (compared to the reported ones) if the real reading time of

using TAS is considered (as it experienced a linear growth with respect to

the number of candidate VGHs used for anonymizing the datasets).
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Summary. In conclusion, the results of this experiment showed how the

potential time-savings that s-GSL can bring to the anonymization process

are significant. This is because s-GSL enables users to perform an a priori

evaluation of the candidate VGHs in order to identify the best one and use

it for anonymization (i.e., APES). As a consequence, the need for costly

trial-and-error anonymization cycles (i.e., TAS) is eliminated.

5.5.3.3 s-GSL Costs

Finally, we also assessed the costs associated with using s-GSL to evaluate

the quality of VGHs. These results are shown in Figs. 5.15, 5.16, and 5.17,

which depict the execution time, CPU, and memory utilizations of the eval-

uation process of the 100 VGHs in our testbed, per dataset.

The computation of s-GSL proved to be lightweight in terms of CPU

and execution time. For example, the evaluation of Homicide, which is the

dataset whose attributes are the most diverse (i.e., highest cardinalities),

took an average of 38 sec (with a standard deviation of 3.3 sec). Moreover,

the unitary time cost of evaluating a single VGH in all datasets was 310 ms
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(with a standard deviation of 45 ms). Similarly, the CPU usage never ex-

ceeded 22% (meaning that there was a considerable amount of idle resources

to support larger workloads). In terms of memory, our evaluation only used

approximately 45% of the available memory. Finally, only a minimal amount

of time (i.e., less than 3% in all cases) was spent on GC. This was another

positive indicator that the memory settings were appropriate for the compu-

tation of s-GSL. The factors influencing the computational costs of s-GSL

are the semantic similarity metrics used and the taxonomical properties of

the VGHs (e.g., depth, breadth, number of leaves).

Summary. In conclusion, the results of this experiment showed that the

usage of s-GSL is lightweight in terms of its consumption of computational

resources, making it practical for real-world usage.

5.6 Experimental Evaluation of d-GSL

This section presents the experiments conducted to evaluate the performance

of the d-GSL metric. We describe the experimental setup, the evaluation

criteria and the results obtained.

5.6.1 Experimental Setup

In the following paragraphs, we present the steps conducted to perform our

experimental evaluation. Subsequently, we describe the testbed of VGHs,

the datasets, and the evaluation criteria used in our experiments.

5.6.1.1 Experimental Methodology

To evaluate our proposed approach, we conducted a series of experiments

that pursued three objectives: (1) to investigate how the effectiveness of a

VGH is subjective to the dataset that will employ it for anonymization; (2) to

demonstrate how and why using a dynamic VGH quality assessment scheme,

which considers the distribution of the input datasets, can be better than a

static scheme; and (3) to demonstrate how a rating scale can be applied to

classify the quality of VGHs.

For this purpose, we created a set of candidate VGHs modeling the same

domain for a socio-economic attribute (see Section 5.6.1.3). We then evalu-

ated the quality of those VGHs using the d-GSL and s-GSL metrics. s-GSL
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was chosen as the rival metric for comparison as it represents, to the best

of our knowledge, the first quantitative mechanism to assess the quality of

VGHs to perform data anonymization. Later, we conducted the anonymi-

zation of datasets (described in Section 5.6.1.3) using the candidate VGHs

and the Datafly algorithm (a popular k-anonymity based algorithm) [178].

We tested different levels of privacy, varying the k-values ∈ [30..100]. In

this manner, all the anonymity levels of the candidate VGHs were covered,

which guaranteed a fair comparison. Finally, we calculated the usefulness

of the anonymized datasets using task-independent data utility metrics (see

Section 5.6.2).

5.6.1.2 Prototype and Environment

The experiments were performed in a computer with an Intel Core i7-3770

CPU at 3.40Ghz, 16GB of RAM, Windows 7 64-bit, and the Oracle HotSpot

Java Virtual Machine version 7 with a 1GB heap. Our prototype was imple-

mented in Java; internally it uses the WordNet Similarity for Java (WS4J)

library [24] for all the semantic similarity computations.

5.6.1.3 Evaluated VGHs and Datasets

Our testbed consisted of 252 VGHs. Those VGHs were created by perturbing

the semantical content of an ideal VGH which was constructed by extracting

the minimal taxonomy from WordNet (ontology widely used due to its broad

coverage of concepts [133]) for our evaluation data. To obtain a varied range

of VGH quality scores for our tests, we applied transformations to the ideal

VGH, such as: mixing the leaf nodes and replacing the terms of the ancestors

with another one selected from a list of candidate terms extracted from

WordNet (that are within a semantic similarity boundary). All VGHs were

constructed over the same set of leaf concepts. As evaluation data, we used

the Insurance dataset [10] which contains personal information (in tabular

format) that can be of interest to an insurance company for carrying out a

risk assessment on potential clients. From this dataset, we focused on the

attribute of occupation, which has the highest diversity of values. To test

the generality of our solution, we derived multiple datasets per VGH. This

strategy allowed us to considerably diversify the range of evaluated scenarios

and to show the impact that a dataset can have over the anonymization
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performance of the VGHs. To achieve this, for each VGH we computed

the semantic loss that each branch (from leaf to root node) incurred in the

VGH. We then identified the branches with the minimum and maximum

semantic losses. Based on these branches, we generated 10 datasets (each

composed of 1,100 records) per VGH. The name assigned to each dataset

reflected the frequency distributions of the worst branch, the best branch,

and the rest of the terms in the dataset. For example, for the dataset

70w20b10r, the 70% of the data was the worst branch, while 20% was the

best, and 10% was distributed among the rest of the terms.

5.6.2 Evaluation Criteria

In the following paragraphs, we describe the metrics used in our experiments

in terms of the VGH quality, data utility, correlations, and clustering quality.

5.6.2.1 VGH Quality

The quality of the VGHs is expressed in terms of the d-GSL and the s-GSL

metrics. As both metrics leverage on measures of semantic similarity, in our

experiments we used two widely-used path-based metrics: Wu and Palmer

(WUP) and Leacock and Chodorow (LCH) [133]. This strategy allowed

us to prove the generality of the two variants of GSL with respect to the

used semantic similarity metric. These metrics capture the similarity of two

concepts by measuring how closely they are related in a taxonomy (i.e., their

structural relations). Readers can refer to Section 2.1.7.2 for the WUP and

LCH metrics calculation.

5.6.2.2 Data Utility

The level of usefulness that remained in the datasets after anonymization was

measured using two task-independent data utility metrics (as not knowing in

advance the analysis task is an essential premise of PPDP): Semantic Sum of

Squared Errors (SSE) [67] and Semantic Information Loss (SemILoss) [130].

SSE measures the level of intra-group homogeneity in a group of anonymized

records. SemILoss measures how semantically different the anonymized val-

ues are (on average) compared to the original ones. For both metrics, lower

values are better, as it indicates a higher utility of the data. Readers can

refer to Section 2.1.6 for the equations of the discussed data utility metrics.
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5.6.2.3 VGH Quality and Data Utility Correlation

To analyze the degree of correlation between the scores representing the

quality of VGHs and the utility of the anonymized datasets, we calculated

the Spearman’s rank order correlation (rSpm). It measures the strength of a

monotonic (but not necessarily linearly related) relationship between paired

data. rSpm can take values from -1 to +1; the closer the value is to ±1, the

stronger the relationship.

5.6.2.4 VGH Quality Categories

Based on the rating scale proposed for GSL in Section 5.4.3, we created

clusters based on both VGH quality scores, and compared them against the

clusters created based on the data utility scores. In this manner, we could

determine which of the two cluster partitions (those based on d-GSL or those

based on s-GSL) was more in agreement with the clusters obtained from the

data utility scores. The idea is that the higher the agreement between the

partitions, the higher the accuracy of the quality metric. This was measured

using two representative clustering evaluation metrics: the Wallace coeffi-

cient (Wallace) and the Normalized Mutual Information (NMI) metric [92].

Wallace is a pairwise agreement metric that assesses whether each pair of

data points are either clustered together or separated into different clusters.

NMI is an entropy-based metric that relies upon concepts from informa-

tion theory to measure how much information is shared between partitions

of clusters. Both metrics range between 0 and 1; larger values indicate a

higher similarity between the partitions. These metrics were computed us-

ing the framework presented in [54]. Readers can refer to Section 2.1.6.2 for

the equations of the previously discussed clustering quality metrics.

5.6.3 Experimental Results

In this section, we present the results obtained from our evaluation in terms

of the metrics relevant to each experiment.

5.6.3.1 Correlation Comparison

This analysis focused on assessing the capacity of the d-GSL and s-GSL

metrics to capture (a priori) the effectiveness of the VGHs for anonymizing

data. Figs. 5.18a and 5.18b show the correlation between the VGH quality
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metrics (s-GSL and d-GSL) and the data utility (SSE and SemILoss) per

dataset. Fig. 5.18a shows the correlation calculated using WUP to compute

the VGH quality scores, and SSE to quantify the data utility. The d-GSL

metric obtained stronger correlations (between 0.91 and 0.98) than the ones

obtained for s-GSL (between 0.64 and 0.81). This means that d-GSL was

more precise in determining the effectiveness of VGHs. Similar results are

observed in Fig. 5.18b. It shows the correlation calculated using LCH to

compute the VGH quality scores, and SemILoss to quantify the data util-

ity. Results show that d-GSL continued to exhibit a stronger correlation

(between 0.79 and 0.90) than s-GSL (between 0.73 and 0.85).

To complement the validation, the highest and the lowest correlations

obtained for each quality metric are shown in Figs. 5.19 and 5.20 (corre-

sponding to the 50w40b10r and 05w90b05r dataset scenarios, respectively).

It can be observed how the relationship between the quality of the VGHs

and the utility of the anonymized data exhibits a more linear and positive

monotonic trend for the d-GSL metric.

Summary. In conclusion, this analysis demonstrated that d-GSL is a

better metric than s-GSL as it provides a more accurate representation of

the VGHs’ quality in the scenarios where the data distribution is available.
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Figure 5.18: Corr. Comparison of VGH Quality Scores vs Data Utility.
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Figure 5.19: VGH Quality Scores vs Data Utility in the 50w40b10r dataset
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Figure 5.20: VGH Quality Scores vs Data Utility in the 05w90b05r dataset

(Lowest rSpm).

5.6.3.2 Data Distribution Sensitivity Analysis

This analysis centered on assessing the influence of the input datasets (with

different frequency distributions) on the effectiveness of the VGHs. For the

sake of clarity, we only present the comparison of ten sample VGHs (ran-

domly picked from our testbed) that belong to the category 2 (according

to their s-GSL score). Fig. 5.21a shows the d-GSL and s-GSL scores of

the sample VGHs. Since s-GSL is computed using a static scheme, there is

one s-GSL score per VGH. For this reason, we use the s-GSL score as the

baseline for our comparisons. In contrast, d-GSL uses a dynamic scheme,

thus each VGH has one d-GSL score per input dataset. It can be seen how

the s-GSL scores remained within the range of a single quality category

(i.e., [0.3 to 0.39] corresponding to cat2), whereas the d-GSL scores fluc-

tuated among four categories (i.e., [0.14 to 0.67] corresponding to cat1 to

cat4). Based on their quality scores (per dataset), the VGHs were ranked to

identify the best VGH among all candidates. That is, the VGH that would

yield the lower information loss in the anonymized data. These rankings
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Figure 5.22: Rankings of (a) Quality Scores and (b) Data Utility Scores.

are shown in Fig. 5.22a. For example, based on d-GSL and the 90w05b05r

dataset, the VGH3 would be the best. Whereas, if the input dataset were

05w90b05r, the best would be VGH2. In summary, Figs. 5.21a and 5.22a

represent the expected anonymization performance of the VGHs based on

their d-GSL and s-GSL quality scores.

Figs. 5.21b and 5.22b show the real performance of the sample VGHs.

That is, the information loss that the datasets suffered after being anonymized

with the VGHs. Fig. 5.21b shows the data utility magnitudes (in terms

of SSE), whereas Fig. 5.22b shows the data utility rankings of the VGHs

for each dataset scenario. To validate the accuracy of the quality metrics

(d-GSL and s-GSL) for anticipating the utility of the anonymized data, we

compared the expected rankings (shown in Fig. 5.22a) with the real rankings

(shown in Fig. 5.22b). Overall, the d-GSL metric predicted more accurately

the performance of the VGHs than s-GSL. For example in Fig. 5.22a, s-GSL
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ranked the VGH2 in 2nd place, however its performance degraded with some

datasets (e.g., 70w20b10r and 90w05b05r) until falling to 9th place. In con-

trast, this scenario is well-captured by d-GSL, as the d-GSL scores exhibit

the same trends in both quality (Fig. 5.22a) and utility plots (Fig. 5.22b).

We also compared the expected magnitude trends (Fig. 5.21a) with the real

magnitude trends (Fig. 5.21b). In this case, we only validated that the

trends remained, as the correlation between VGH quality and the utility

offered by the VGHs is not linear (as discussed in our correlation results).

Summary. In conclusion, this analysis demonstrated that there is no

“best-fit-for-all” VGH for all datasets. Instead, the best VGH can change de-

pending on the input datasets. Hence, the utility of an anonymized dataset

can be improved when the VGH evaluation is performed using a dynamic

scheme (i.e., d-GSL) instead of a static scheme (i.e., s-GSL).

5.6.3.3 VGH Quality Categories Comparison

This analysis assessed the empirical categories we proposed in Section 5.4.3.

Fig. 5.23 shows the average data utility of the VGHs grouped by quality

categories based on their d-GSL score. For the sake of clarity, we only

present the results for three datasets, as similar behaviors were obtained for

the others. Within each dataset, the highest utility was obtained for the

Cat1 as the VGHs belonging to this group reduced the information loss the

most, in comparison to the rest of the categories. This demonstrates that a

VGH that belongs to a lower category would be more effective to perform

the anonymization of data than one that belongs to a higher category. It

can also be noticed that the information losses are generally lower in the

05w90b05r dataset. This behavior is explained by the fact that this dataset

contains the highest proportion of well-defined terms (i.e., those that belong

to the best branch, as explained in Section 5.6.1.3).

We also grouped the VGHs in categories based on their s-GSL scores;

their behaviors were similar to the ones exhibited by the d-GSL categories

(shown in Fig. 5.23). To validate which of the two category groups was

more accurate, we compared the groups (“clusters”) based on the d-GSL and

s-GSL scores, against the groups created based on the data utility scores.

That is, we evaluated if the VGHs are “classified” in the same way when

they are grouped by their quality than when they are grouped by the data

utility. Then, we measured the agreement between the groups. Figs. 5.24a



CHAPTER 5. EVALUATION OF VGHS 149

 0

 100

 200

 300

 400

 500

 600

 700

 800

 900

 1000

05w90b05r
50w40b10r

90w05b05r

D
at

a 
U

til
ity

 (S
SE

)

Datasets

Cat1
Cat2

Cat3
Cat4

Cat5
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Figure 5.24: Category Agreement for s-GSL and d-GSL w.r.t. (a) Wallace

and (b) NMI.

and 5.24b depict the level of agreement between the data utility clusters

and the VGH quality clusters measured with Wallace and NMI. The VGH

classification based on d-GSL always outperformed the one based on s-GSL.

This means that s-GSL could have overestimated or underestimated the real

data utility yield by the VGHs in each category.

Summary. In conclusion, this analysis proved that VGHs classified in

lower categories are more likely to yield a higher data utility than those

in higher categories. We also showed that the agreement level between

the categories created based on VGH quality and data utility was higher

when the classification was performed with d-GSL (rather than s-GSL).

That is, the expected VGHs’ effectiveness indicated by d-GSL was more in

accordance with their actual effectiveness.
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5.7 Final Discussion for Practitioners

The presented experimental results have proved how the usage of GSL can

substantially enhance the performance of the anonymization process by ac-

curately estimating the quality of the candidate VGHs. In the following

paragraphs, we provide guidelines for practitioners to indicate the condi-

tions under which GSL can be useful and discuss the wider application of

the approach.

a) In this chapter, we proposed a quantitative mechanism to assess the

quality of VGHs. The GSL score can be used by data publishers

to identify (or design) well-specified VGHs so that their effectiveness

is estimated before conducting the anonymization process. As a re-

sult, not only can the effort and expertise required to properly eval-

uate VGHs be reduced, but also higher quality VGHs can be used in

anonymization which significantly improves the utility of the resulting

anonymized data. It should also be noted that while the utility of

the anonymized data is enhanced (by better preserving the semantics

of the original data), the privacy of the data remains the same, as

the privacy goal set by the data publishers is not impacted. In our

experimental evaluation, the k-anonymity levels were satisfied while

the semantic utility of the data was improved. This means that the

anonymized data kept the same protection degree and vulnerabilities

of the chosen privacy model. Moreover, even though our evaluation

used k-anonymity, our approach is not tied to a specific privacy model

or its associated goal. Instead, the weights (discussed in Section 5.4.2)

can be used to tailor GSL to the desired model. This decision was

made not only to make GSL independent of the privacy model but

also because it is not known a priori how many generalizations will

be needed to satisfy a privacy goal (e.g., k-anonymity level), thus our

assumption is that it can be equally satisfied (same probability) at any

level of the VGH.

b) In our experiments, the accuracy of GSL was tested with VGHs applied

in the anonymization of tabular data (one of the most used formats

in data sharing). Nonetheless, the applicability of our solution can be

broader, as VGHs are one of the most used resources in generalization
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to protect privacy in different types of data. For example, in semantic

trajectory data [135], VGHs are used to hide sensitive places where

a person has stopped (e.g., an oncology clinic); while in transactional

data [95, 182] VGHs are used to hide sensitive items purchased by a

person (e.g., pregnancy test), or to hide web search queries performed

by a person (e.g., adult websites).

c) An important characteristic of our current experimental evaluation is

that the correlation between the quality of the VGHs (represented by

the GSL scores) and their effectiveness in anonymization (represented

by the data utility metrics) is performed on a one-to-one basis. That

is, given that we use a ranking strategy (i.e., Spearman coefficient),

the actual values of the scores are not being compared. Therefore,

even when there are minor differences between the GSL scores of two

or more VGHs, they will be ranked without considering this. Alterna-

tively, other analysis strategies that consider the actual values of the

scores (e.g., Pearson correlation) could be used. However, the relation-

ship we aim to evaluate (data utility and VGH quality) is monotonic,

but not linear. Thus, we consider that the Spearman’s correlation is a

better fit for our use case, allowing us also to compare across different

types of metrics.

d) In terms of the potential time-savings that APES can achieve (through

the usage of GSL), they are directly related to the number of config-

urations that need to be tested. They consist of the number of can-

didate VGHs/VGH sets, the complexity of the domains modeled in

the VGHs, the tested privacy constraints, and the number of VGHs

that belong to the VGH set. Therefore, the biggest time savings are

obtained when data publishers have various complex candidate VGHs

per QID and also several QIDs are in-scope for anonymization (so that

there will be candidate VGH sets). Under these conditions, APES is

able to mitigate most of the significant effort required to identify the

best VGHs for anonymization purposes. It is also worth mentioning

that there will be gains even if the actual number of candidates VGHs

is moderate as APES significantly reduces the effort and expertise

required to identify the best VGHs. Furthermore, as data publishers

typically have to release the anonymized data on a recurrent basis, the
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capability of automatically identifying a priori the appropriate VGHs

can substantially reduce the complexity of such an iterative process.

e) In our experimental evaluation, we considered datasets widely-used

in the literature. As our results have shown, the gains achieved (in

terms of accuracy, time-savings, and costs) are evident for all four

datasets, and so it is expected that GSL can yield similar results when

using other datasets. Likewise, it is expected that GSL should be

applicable to other usage scenarios that rely on VGHs (or similar types

of taxonomies). The same principle applies to the semantic similarity

measures. Our results have shown that GSL works well with both

tested measures (i.e., Wu and Palmer, and Leacock and Chodorow).

Therefore, it is expected that GSL can perform similarly when using

other semantic similarity measures.

f) In our experiments, we used WordNet as the knowledge base. However,

GSL is not tied to any specific ontology. As long as the appropriate

semantic similarity libraries (e.g., WS4J for WordNet) are available (or

developed) to interface with the desired ontologies, our prototype can

be adapted to use any ontology. This strategy can be useful to make

GSL better suited to domains which highly rely on specific terminol-

ogy (e.g., biomedicine). Furthermore, for those usage scenarios where

relying on a single ontology is not enough, there are several techniques

in the literature which are well-accepted solutions to address the lim-

itations in coverage of an ontology. In particular, we consider useful

those techniques which can integrate multiple ontologies in order to

complement each other and generate a more complete source of knowl-

edge. Similarly, for those cases in which only a few terms do not exist

in the chosen ontology, mapping those non-existing terms to similar

existing ones might suffice for estimating the quality of VGHs.

g) As shown in our experiments, GSL captures well the quality of the

VGHs. Nevertheless, we identified two scenarios in which the accuracy

of the GSL score decreased: (1) when the data was over-generalized

and (2) when non-optimal anonymization algorithms were used. The

first scenario occurs when an anonymization solution reaches the root

node of the VGH (i.e., maximum generalization). Under these circum-

stances, the quality of the anonymized solutions among the candidate
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VGHs becomes indistinguishable. Thus, it is not possible to assess the

effectiveness of the VGHs with respect to their GSL scores. In the

second scenario, we observed that GSL works better when the anony-

mization is performed using algorithms that produce globally optimal

solutions. This is because for poorly-specified VGHs, the maximum

loss of information may occur at any level of the VGH (as discussed

in Motivation 3 of Section 5.3.2). Thus, iterative greedy strategies

(e.g., Datafly) may favor anonymizations in those QID attributes that

have well-specified VGHs (as they cause a lower information loss).

This would result in an anonymization using a single attribute only,

which can be an ineffective traversal strategy.

h) In terms of the costs of using GSL, our results have shown that cal-

culating the metric is lightweight in terms of the amount of compu-

tational resources required. Moreover, the results obtained can be a

useful input information for a capacity planning process. This would

allow data publishers to estimate the system requirements needed in

an experimental environment to support a particular usage scenario

or dataset.

i) Finally, based on all the previously discussed points, it is concluded

that even though d-GSL can capture more precisely the effectiveness of

the VGHs, both variants of GSL (s-GSL and d-GSL) offer significant

benefits to data publishers and the anonymization process in general.

Moreover, each GSL variant can tackle different application scenarios.

5.8 Summary

This chapter proposed a novel method to objectively and quantitatively

evaluate the quality of VGHs for categorical data. The aim was to improve

the utility of the anonymized data by enhancing the quality of the VGHs

used in anonymization. To achieve this, we presented GSL, a metric that

captures the quality of VGHs with respect to their semantic consistency and

taxonomic organization. This metric facilitates the VGH design process by

reducing the effort and expertise required to evaluate VGHs. A prototype

was built and a set of experiments were performed to comprehensively as-

sess the performance of GSL (and its two variants) in terms of its benefits
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(i.e., its accuracy and the achieved time-savings) and its costs (i.e., its com-

putational resources). The experimental results demonstrated the feasibility

of using GSL to perform an a priori evaluation and selection of VGHs for

anonymization. They showed how the utility of anonymized datasets can be

improved (without sacrificing the privacy goal) when the selection of the best

VGH was based on GSL. This is because there was a strong positive corre-

lation between the quality of the VGHs (represented by the GSL scores) and

the utility of the anonymized data (evaluated in terms of task-independent

and task-dependent utility metrics). Additionally, the results also demon-

strated how GSL can enhance the efficiency of the anonymization process

and the effectiveness of a VGH-based anonymization algorithm, by avoiding

costly trial-and-error anonymization cycles. Finally, the results showed that

GSL is lightweight in terms of its consumption of computational resources,

making it practical for real-world usage.



Chapter 6

Automatic Construction and

Evaluation of VGHs

As discussed in Chapter 1, a common prerequisite of generalization-based

anonymization techniques is that they require VGHs (one for every QID

in the dataset) to dictate the anonymization process. Thus, the proper

specification of VGHs is critical to obtain anonymized data of good quality.

One step towards improving the design of VGHs was to provide the users

with a quantitative mechanism (discussed in Chapter 5) that objectively

evaluates the semantic quality of VGHs to prevent applications from using

inconsistent VGHs. However, the creation of VGHs from scratch is also a

process that requires expert knowledge and a significant amount of manual

effort from users, making this task highly error-prone and time-consuming.

Moreover, preserving the semantic quality of the VGHs is only one of the

many potential aspects that users might be interested in assessing.

This chapter presents AIKA, a knowledge-based framework for the au-

tomatic generation and multi-dimensional evaluation of VGHs. Section 6.1

presents the context of our solution. Section 6.2 describes the internal com-

ponents of the AIKA framework (i.e., constructor and evaluator). The chap-

ter continues with the experimental evaluation and the discussion of the

results obtained in Section 6.3. Finally, the chapter concludes with a discus-

sion oriented for practitioners in Section 6.4 and a summary of the chapter

in Section 6.5.
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Figure 6.1: Contextual View of AIKA Framework in PPDP.

6.1 Overview

The objective of this research work was to develop a knowledge-based frame-

work (AIKA) to automatically construct and evaluate VGHs for the anony-

mization of categorical data. AIKA’s goal is to offer a mechanism that not

only reduces the human effort and expertise required to design and evalu-

ate VGHs, but also improves the quality of the generated VGHs. Fig. 6.1

depicts the contextual view of AIKA within the traditional anonymization

process in PPDP (which was previously described in Section 2.1.2.1). AIKA

fits into Step 3, where the VGHs are designed. (3a) AIKA is a knowledge-

based framework to efficiently construct and evaluate the quality of VGHs

from multiple perspectives. It consists of two main components: a construc-

tor and an evaluator. This component-based design was chosen to make

each functionality independent of the other (e.g., the evaluator can be used
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to assess VGHs created manually), yet easily interoperable. The construc-

tor (see Section 6.2.1) automatically generates various candidate VGHs for

a particular domain by exploiting information from a knowledge base and

the original dataset. Note that the constructor does not generate a sin-

gle “optimal” VGH but a set of VGHs that can fulfill the requirements of

different use cases. The candidate VGHs are passed to the evaluator (see

Section 6.2.2), where the VGHs are objectively assessed with quantifiable

metrics from multiple perspectives. (3b) The user can inspect the VGHs

and adjust (or re-evaluate) them as needed based on the metric of interest.

(4) After evaluation, the best VGHs can be used to drive the data anonymi-

zation with more guarantees that those VGHs will help to retain the desired

level of data usefulness and disclosure risk (hence eliminating the need of

costly trial-and-error anonymization cycles).

6.2 AIKA Framework

The following paragraphs present the two main components of AIKA. First,

the constructor is described in detail. Next, the internals of the evaluator

are discussed.

6.2.1 VGH Constructor

The constructor consists of a method that automatically generates and tai-

lors VGHs for data anonymization, based on the input datasets and an

external knowledge source that models the domain expert knowledge and

human judgment. In the following paragraphs, we describe the elements

involved in the VGH construction process (depicted in Fig. 6.2).

6.2.1.1 Inputs

As inputs, the constructor requires a dataset, a knowledge base and a set

of configuration parameters. The following paragraphs describe these inputs.

Input Dataset. This is the data that must be anonymized. It con-

tains the attributes whose VGHs will be created by the constructor. One

attribute is processed at a time.
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Figure 6.2: AIKA - VGH Constructor.

Parameters. This is the set of parameters that configure the creation of

VGHs: (i) The QID attribute index, which is the attribute indicated by the

user whose domain will be modeled in the generated VGHs; (ii) the syntac-

tic requirement, which is the syntactic condition that should be optimized

when creating the VGHs (e.g., k-value) to improve the effectiveness of the

VGHs; (iii) the levels threshold, which is a desired percentage of levels to be

preserved in the VGHs and which supports the tailoring of the granularity

of the VGHs; and (iv) the number of perspectives, which is the number of

alternative ways in which VGHs can be organized (facets).

Knowledge Base. AIKA exploits a Knowledge Base (KB) to perform

various tasks such as: exploitation of semantic relationships, word-sense

disambiguation, and measurement of similarity between words. The KB is

encapsulated in ontologies, which act as a gold standard in which the domain

expert knowledge is reflected. Since ontologies often represent the consensus

opinion of a panel of experts, the risk of having partial interpretations and

single judgments over the domains represented in the VGHs is mitigated.

The semantic content of the ontologies is exploited by semantic similarity
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metrics to measure the proximity between the original values of a dataset

and their possible generalizations. In this work we use WordNet [81] as the

KB, and Wu and Palmer [50] as the semantic similarity metric (two of the

most widely used resources in knowledge-based systems) [133]. The richness

of WordNet provides a broad coverage of general concepts. Moreover, as

it is manually assembled by experts, it provides a high-quality knowledge

source [113]. Note that the exploitation of a single ontology does not repre-

sent a limitation for AIKA, as several works have been proposed to support

the integration of multiple ontologies [172]. Moreover, the ontology used by

AIKA is configurable.

6.2.1.2 Generation of VGHs

Four steps are followed by the constructor to generate the candidate VGHs.

They are the following ones:

(1) Words Extraction and Word Sense Disambiguation. First,

the constructor identifies the leaf nodes of the VGH (by extracting the dis-

tinct values of the QID from the input dataset), and calculates their frequen-

cies of occurrences. Next, Word Sense Disambiguation (WSD) is performed,

which involves defining the right meaning (sense) for the words within the

QID domain context. In AIKA we use the adapted Lesk algorithm [37]

which is a gloss-based method that relies on the definition of a word (using

WordNet as gloss dictionary). This technique is suitable for most anony-

mization scenarios (e.g., handling different types of data such as microdata,

streaming data) because, in these scenarios, there is no background context

that can be used (e.g., documents or corpus). The overlap between the

glosses of each sense of VGH leaf terms is calculated and those that share

the largest number of words in common are chosen. To mitigate the possi-

bility of any remaining noise (i.e., incorrect senses), AIKA allows users to

provide (or adjust) the senses of the individual participant words.

(2) Construction of the “base” VGH. Once the unrelated senses

have been excluded, the generation of VGHs starts by AIKA extracting the

minimal hierarchy that subsumes all the leaf values from the ontology. That

is, for each leaf concept, it extracts the hypernym tree from WordNet. Then,

all the branches are merged into a single hierarchy referred to as the “base”
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VGH. This VGH forms the basis for all other candidate VGHs, which will

be later derived from it. Using the subsumption relation to create VGHs is

an appropriate strategy in our scenario as it reflects the principle of special-

ization/generalization used by data generalization techniques.

(3) Automatic Adjustments. This step consists in applying a series

of automatic transformations to the “base” VGH with the objective of deriv-

ing multiple candidate VGHs that can be used to fulfill the requirements of

different use cases. This is because the released anonymized data is intended

to be used by multiple parties for different purposes. In general, such trans-

formations vary the taxonomic structure and degree of data semantics of the

“base” VGH, hence the characteristics of the derived candidate VGHs are

diversified. Below, we describe the different types of adjustments performed

by the VGH constructor:

a. Reduce abstractness prunes the hierarchy at the lowest level where

all the branches have been connected. This adjustment (shown in

Fig. 6.3) naturally meets the monotonicity property [115] extensively

used by anonymization algorithms [109, 151, 211] to refine their anony-

mizations (e.g., to guarantee minimally anonymized datasets). This

property implies that if the generalization of a dataset T ∗ at level i

preserves privacy, then every generalization of T ∗ at level i + 1 also

preserves privacy. That is, all successors of an anonymous state are

also anonymous. Thus, the VGH can be pruned at the lowest level

where all the concepts join.

Figure 6.3: Reduce Abstractness.

b. Reduce outliers avoids over-generalizing the data by reducing the

possible outliers in the VGH (e.g., caused due to data sparseness).
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The aim is to tailor the VGHs for a given syntactic privacy condi-

tion (e.g., k-value for k-anonymity) so that the privacy requirement

is satisfied at the lowest possible level (where the information loss

is lower). For example, consider that a univariate dataset must be

anonymized using a privacy level of k=5. The VGH has been defined

as shown on the left side of Fig. 6.4. The frequency of occurrences

of the values f is also shown below each node enclosed by [f ]. The

anonymization process could have been stopped at level 1 to satisfy k.

However, there are some outliers (nodes in light green) which would

cause the data to be further generalized until the root of the VGH,

causing over-generalization. To avoid this, when it is possible (i.e., the

frequency sum of the outliers is ≥k and the semantic consistency of

the VGH is respected), the outliers can be aggregated into groups so

that k is satisfied earlier (shown in the adjusted VGH on the right

side). The new node (common ancestor of a group of outliers) can be

one of three possibilities: one of the parents of the outliers; one of the

outliers, which was promoted as parent; or the root node replicated

(implying the full suppression of the values). All these alternatives are

possible depending on the anonymization scenario and the closeness

of the concepts.

Figure 6.4: Reduce Outliers.

c. Reduce levels (shown in Fig. 6.5) removes full generalization levels

in the VGH based on the desired threshold of taxonomic levels to

be preserved. The aim is to make the VGHs taller (fine-grained) or

flatter (coarse-grained), depending on how the user wants to refine

the anonymizations. This type of adjustment is useful to manipulate
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the level of safety of the anonymized data, as fine-granularity usually

means a higher utility but also a higher risk of disclosure. Hence,

diverse profiles of data recipients (with different trustworthiness levels)

can be supported such as: releasing data among different departments

within the company, an outsourced partner, or public in general.

Figure 6.5: Remove Levels.

d. Diversify perspectives (shown in Fig. 6.6) applies different facets

to the candidate generalizations (ancestor nodes) by organizing the

concepts in alternative ways. The aim is to offer different perspectives

about a domain. The “base” VGH is mainly created using the sub-

sumption relationship (is-a) in an ontology as this reflects the principle

of specialization/generalization used by data generalization. However,

other semantic relationships can be used to diversify the generation

of VGHs such as: meronym (e.g., part-of, substance-of ) and sibling

(e.g., sister terms). For example, animals can be organized in verte-

brate and invertebrate but also in ectotherm and homeotherm, depend-

ing on the user’s requirements. The nodes to be replaced by a facet

are the ancestors. The feasibility of a concept to be considered as a

facet is given by a semantic similarity boundary, which determines its

relevance with respect to the ancestor to be replaced.

Figure 6.6: Diversify Perspectives.
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(4) Filter Duplicates and Save VGHs. Once the automatic ad-

justments have been applied, the constructor cache has VGHs of diverse

characteristics (potentially including repeated ones). Thus, this step con-

sists in filtering out the duplicate VGHs so that only unique VGHs are

preserved. To identify if a VGH is “equal” to another one, we use a filtering

strategy based on adjacency matrix representation. Unlike techniques based

on graph traversing, this approach enables the equality of two VGHs to be

captured more accurately for the PPDP context. That is, two VGHs qual-

ify as equal if they have the same nodes connected in the taxonomy; even if

the branches are not arranged in the same order (as depicted in Fig. 6.7).

Finally, the unique candidate VGHs are saved (in XML format) into disk

so they can be inspected by the user to be adjusted, evaluated, or used in

anonymization.

Figure 6.7: Filtering Strategy using Adjacency Matrix Representation.

6.2.1.3 Outputs

The main output of the constructor is a set of candidate VGHs (modeling

the domain for a QID attribute) that can feed the generalization algorithms

for anonymizing the data.

6.2.2 VGH Evaluator

The evaluator consists of a method for the multi-dimensional evaluation

and ranking of VGHs. It is based on the combination of a set of metrics

that capture, in an objective and quantifiable way, the quality of VGHs

from different perspectives that are relevant to the anonymization process

of datasets. In the following paragraphs, we describe the components of the

VGH evaluator (depicted in Fig. 6.8).
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Figure 6.8: AIKA - VGH Evaluator.

6.2.2.1 Inputs

The input for the evaluator is a list of candidate VGHs (modeling the same

domain) and a set of weights that represent the user’s preferences with

respect to the evaluation metrics. The usage of weights allows the evaluation

phase to be tailored to assess a particular use case. A knowledge base

(described in Section 6.2.1) is also used to evaluate the semantic similarity

between attribute values.

6.2.2.2 Multi-dimensional Evaluation Criteria

In the following paragraphs, we describe the evaluated aspects in the VGHs

and the set of metrics that measure them:

(1) Semantic quality degradation (semq) assesses the proper classi-

fication of the concepts in the VGH (e.g., abstractness, domain con-

sistency). For this purpose, we apply the generalization semantic loss



CHAPTER 6. AIKA 165

(GSL) metric [32], which captures the quality of a VGH in terms of

the semantic consistency and taxonomic organization.

(2) Privacy vulnerability (priv) assesses the susceptibility of the VGH

to inferences by attackers. For this purpose, we apply the semantic

variance metric [169], which measures the degree of semantic disper-

sion of concepts modeled in an ontology (a VGH in our case) in relation

to the center of the ontology’s knowledge structure. The idea is that

fine-grained taxonomies can give more information to an adversary

and make the data vulnerable to attacks, thus, the more widely spread

the concepts are, the more the privacy vulnerability. Considering this

aspect helps to exclude extremely detailed VGHs.

(3) Minimal distortion (distrn) captures the ratio between the mini-

mum level of the VGH at which the syntactic privacy condition (e.g., k-

value) is satisfied, and the total height of the VGH. Therefore, it is

desirable to met the condition at the lowest possible level to decrease

the information loss. This metric was inspired by the minimal distor-

tion principle discussed in [178].

(4) Mean interval size (isize) captures the average size of the generali-

zation intervals (i.e., average number of leaves in the ancestor nodes);

the more coarse the groups are, the more indistinguishable the original

values are and thus, the more the information loss.

As a first step, the evaluator calculates the scores of all aspects (in the

multi-dimensional criteria), per VGH. Then, the VGHs are ranked (per as-

pect) in order to obtain a reward equivalent to their ranking position in

descending order. That is, VGHs with a low score will obtain a higher re-

ward. This is because lower values are better for all the evaluation metrics.

Next, the user preferences (explicit weights assigned to each evaluated as-

pect) are applied to the given reward, and an overall score for a VGH is

calculated by the function E(V ) given by (6.1):

E(V ) = w1 · semq + w2 · priv + w3 · distrn+ w4 · isize (6.1)

where semq, priv, distrn, isize are the aspects evaluated in the VGH ac-

cording to the multi-dimensional criteria; and w1, w2, w3, w4 are the weights

assigned by the users to indicate the importance of each aspect for their use
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case. The weights are chosen such that, for 0 ≤ wi ≤ 100 and
∑4

i=1wi = 100.

The best VGH is the one that maximizes E(V ) given the chosen weights.

This is given by (6.2):

f(E(V )) = max(E(V ))|w1, w2, w3, w4) (6.2)

6.2.2.3 Outputs

The evaluator outputs a consolidated report with the VGHs ranked accord-

ing to the given preferences, and the associated data related to the current

cycle of evaluation. As a result, the users can efficiently and effectively se-

lect the VGHs that best suit a particular purpose (i.e., those ranked as #1).

For each VGH, the report provides detailed information about each of the

evaluated aspects. This information includes: the actual score (i.e. the raw

value) obtained from the evaluation of the VGH with respect to each of the

aspects; the ranking of the VGH based on the obtained raw score (reward)

per aspect; the weight (e.g., user preference, aspect’s importance) assigned

to each aspect; and the weighted ranking of the aspects. Optionally, the

consolidated report can also include some structural properties of the VGHs

such as the total number of leaves, the total number of ancestors, the total

depth, the branching factor, and the breadth. For those properties in which

it is applicable, a set of standard statistic metrics (i.e. the average, standard

deviation, minimum, and maximum functions) are also reported.

Additionally, as part of the VGH semantic quality evaluation, AIKA

generates simplified and exhaustive graph visualizations of the VGHs (in

graphviz format [7]), as shown in Figs. 6.9 and 6.10. In these views, the

users can inspect all the parameters used to compute the GSL metric. For

example, the semantic losses between leaves and their ancestors, the score

for the VGH levels, and the overall score for the VGH.

6.3 Experimental Evaluation

This section presents the experiments conducted to evaluate the performance

of the AIKA framework. We describe the experimental setup, the evaluation

criteria, and the results obtained.



CHAPTER 6. AIKA 167

Figure 6.9: Simplified Graph Visualization of the VGH.

Figure 6.10: Exhaustive Graph Visualization of the VGH.

6.3.1 Experimental Setup

In the following paragraphs, we describe the experimental methodology, the

developed prototype, the test environment, and the parameters that defined

the evaluated experimental configurations: the selected datasets, VGHs,

anonymization algorithms, and privacy settings.
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6.3.1.1 Experimental Methodology

To evaluate our proposed framework, we performed a series of experiments

that pursued the following objectives: (1) to assess the benefits of using

AIKA (i.e., its capability to create good quality VGHs and estimate their

effectiveness in anonymization); (2) to assess the costs of using AIKA (in

terms of computational resources); and (3) to compare AIKA’s benefits and

costs against those of manually generated VGHs.

For this purpose, we firstly generated a set of candidate VGHs for each

selected QID using AIKA’s constructor. Next, we compared the VGHs using

AIKA’s evaluator and its multi-dimensional criteria (as per Eq. 6.1) apply-

ing different weights. We tested the full spectrum of weights (i.e., [0..100%])

in increments of 25% per aspect. This strategy involved 35 sets of weights,

one for each possible weight permutation and the four aspects (e.g., w1=75,

w2=25, w3=w4=0). This allowed us to rank the VGHs from best to worst

according to each weighted aspect. Then, we conducted the anonymization

of the datasets (described in Section 6.3.1.3) with the VGHs using differ-

ent levels of privacy (see Section 6.3.1.4). Later, we calculated the quality

of the resulting datasets using four utility/disclosure risk metrics; each one

associated with a desired aspect of the VGH (see Section 6.3.2). We also con-

ducted a case-study to investigate the manual creation of VGHs performed

by humans. We then compared the quality of the resultant VGHs and the

efficiency of the creation process versus the ones generated by AIKA (and

its efficiency). Finally, we performed different types of analysis to assess

AIKA’s benefits and costs (see Section 6.3.3).

6.3.1.2 Prototype and Environment

All experiments were done in a computer with an Intel Core i7-4702HQ CPU

at 2.20Ghz, 8GB of RAM, Windows 8.1 64-bit, and HotSpot JVM 1.7 with a

1GB heap. Finally, AIKA’s prototype was implemented in Java. Internally,

it used WordNet as KB source of background knowledge (ontology widely

used due to its broad coverage of concepts [50]) and the WordNet Similarity

for Java WS4J library [24] for semantic similarity computations.
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6.3.1.3 Evaluation Data

As evaluation data, we used four publicly available datasets: Adult, In-

surance, German Credit, and Chicago Homicide. Adult [120] consists of

30,162 records with census information. German Credit [120] contains 1,000

records with credit applicants information. Chicago Homicide [3] consists of

23,817 records with information about homicides filed by the Chicago Police

Department for the years 1965-1995. Insurance [10] contains 10,000 records

with personal information that can be of interest to an insurance company

useful for carrying out a risk assessment on potential clients.

Table 6.1: QIDs considered for VGH creation and anonymization.

Dataset Attribute Name Cardinality Attribute Index

Adult Occupation 14 7

GermanCredit Purpose 12 3

Location 96 46

PHome 11 48

POutdoor 33 56

HomicideVictims CausalFactor 47 59

VicRelation1 95 71

OffRelation1 95 72

WClub 57 106

WKnife 25 109

Occupation 60 3

Insurance PlaceOfWork 29 4

Hobby 40 5

PlaceOfHobby 32 6

For each dataset, we considered a set of categorical attributes as QIDs

whose domain must be modeled in a VGH. We considered those attributes

with the most heterogeneous values (i.e., highest cardinality) as shown in

Table 6.1. This decision was taken to increase the diversity of the tested

domains. Then, we generated VGHs for each QID using AIKA.
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6.3.1.4 Anonymization Algorithms and Privacy Settings

To assess the performance of the VGHs in anonymization, we used the

commonly-used anonymization algorithm Datafly [178] from the UTD Anony-

mization Toolbox [22]). In terms of privacy settings, we adopted the k-

anonymity privacy model, which is widely used by the data privacy commu-

nity. We tested a broad range of privacy levels, varying the k-values ∈ [2..100].

6.3.2 Evaluation Criteria

The multi-dimensional criteria implemented in AIKA’s evaluator assesses

different aspects of the VGHs. Therefore, we employ different metrics to as-

sess the effectiveness of AIKA to capture each of those aspects. To measure

the usefulness of the data after anonymization, we used three commonly-

used task-independent metrics: Semantic Sum of Squared Errors (SSE) [67],

Generalized Information Loss (GenILoss) [33, 141], and Average Equivalence

Class Size (CAV G) [33, 116] which are related to the semq, distrn, and isize

aspects, respectively. To measure the data disclosure risk (DR), we used

record similarity [130], associated with the priv aspect. SSE measures the

level of intra-group homogeneity in a group of anonymized records. Ge-

nILoss captures the penalty incurred when generalizing a specific attribute,

by quantifying the fraction of the domain values that have been generalized.

CAV G measures how well the creation of the anonymized groups approaches

the best case, where each record is generalized in a group of k records.

Finally, DR calculates the mean of the semantic similarity between the orig-

inal records and their anonymized version. For all the evaluated aspects and

evaluation metrics, lower values are desirable as they imply a higher level of

usefulness/privacy in the anonymized data. Readers can refer to Section 2

for the equations of the previously discussed information metrics.

We also studied the costs of using AIKA. This was assessed in terms of

computational resources: memory consumption (MB), CPU usage (%), and

execution time (sec). The garbage collection (GC) was also monitored as it

is a key performance concern in Java [153].

6.3.3 Experimental Results

In this section, we discuss the main results obtained from our evaluation in

terms of the metrics relevant to each experiment.
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6.3.3.1 AIKA’s benefits

This first analysis focused on assessing the quality of the VGHs (generated

by AIKA) by measuring their performance in the anonymization of datasets

(our use case). For the sake of clarity, we only present the most relevant

results (as this experiment involved the generation/evaluation of approxi-

mately 1.4K VGHs and 138K anonymized solutions).

To assess how well the properties of the VGHs were captured by the

multi-dimensional criteria defined in AIKA’s evaluator, we calculated the

degree of correlation between the VGH quality scores (e.g., semq, priv) and

the quality of the anonymized datasets (e.g., SSE, DR) they produced. For

this purpose, we used the Spearman’s rank order correlation (rSpm), which

measures the strength of a monotonic (but not necessarily linear) relation-
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Figure 6.11: Corr. between VGH evaluator criteria and data quality metrics.
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ship between paired data. rSpm can take values from -1 to +1. The closer

the value is to ±1, the stronger the relationship.

The results of this analysis showed that AIKA worked well (Fig. 6.11),

as a strong level of correlation (i.e., rSpm ≥ 0.60) was achieved by all met-

ric/aspect combinations when a high weight was used (e.g., 75% and 100%).

Fig. 6.11a shows the results of the semq aspect. There, it can also be noticed

how the level of correlation gradually decreases following a trend similar to

the decrease in the semq weight. This behavior is consequence of considering

other aspects in the reward function (i.e., w2, w3, w4 > 0) and exemplifies the

trades-off that are usually experienced in anonymization (i.e., one sacrifices

utility to enforce privacy). This behavior is also reflected in the standard

deviations (stdev) of the low weights, which tend to be higher than the

stdev of higher weights. Figs. 6.11b, 6.11c, and 6.11d depict the results of

the other aspects. It can be noticed how the aspects behaved similarly, as

they achieved comparable levels (and trends) of correlations.

To complement this analysis, an example of the obtained correlation

plots is shown in Fig. 6.12. It can be noticed how the VGH quality rankings

closely resemble the actual disclosure risk of the anonymized solutions. We

also carried out a breakdown of the correlation results per dataset. No seri-

ous variations in the results were observed, showing that AIKA’s rankings

were accurate irrespectively of the dataset. Among the datasets, the vari-

ances were caused by the differences in the number of the tested attributes
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and their cardinalities (shown in Table 6.1). This behavior is exemplified

by Fig. 6.13, which presents the correlation breakdown for the semq aspect.

Similar results were obtained for the other aspects.
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Figure 6.13: Corr. semq and SSE per dataset.

Finally, it is worth mentioning that the fact that it was possible to achieve

good quality (in terms of the metrics evaluated for each factor) means that

AIKA’s constructor was capable of generating enough diversity (in terms of

the set of automatically generated VGHs) to offer a good VGH (in terms of

the chosen set of weights) as rank #1 in all of the 35 tested weight cases.

6.3.3.2 AIKA’s costs

This second analysis focused on assessing the costs of using AIKA in terms

of computational resources. The obtained experimental results showed that

AIKA is lightweight in terms of CPU and memory: its average CPU uti-

lization did not exceed 26% (peak reached by the constructor), while its

average memory consumption did not exceed 847MB (peak reached by the

evaluator). Both utilizations were considered tolerable as the computer was

far from exhausting its resources (especially considering its modest charac-

teristics). AIKA also proved to be efficient in terms of execution time: the

average execution time of the constructor was 2.7 secs (per QID attribute),

while for the evaluator it was 21.6 secs. The evaluator is more time-intensive

than the constructor because it needs to traverse all the VGHs several times

to evaluate the four aspects. Finally, the GC was only significant for the

constructor, where it represented 11% of the execution time. In contrast, it
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involved less than 3% for the evaluator (meaning that its memory settings

were appropriate). These results are summarized in Table 6.2.

Table 6.2: Resources’ utilizations of AIKA components.

AIKA component

Metric Constructor Evaluator

Avg CPU(%) 25.25 18.87

Std CPU (%) 1.27 0.69

Avg MEM (MB) 247.80 846.09

Std MEM (MB) 54.35 316.82

Avg Exec. Time (sec) 2.73 21.64

Std Exec. Time (sec) 0.66 2.80

Avg MaGC Time (sec) 0.30 0.71

Std MaGC Time (sec) 0.03 0.15

6.3.3.3 Comparison of AIKA’s VGHs vs. Manual VGHs

This third analysis focused on comparing the manual VGH creation process

(performed by humans) versus the automatic one (performed with AIKA)

in terms of the quality of VGHs and the efficiency of the process. Sixteen

researchers from our department participated in this experiment. Due to

their limited availability, we focused on one dataset (i.e., Insurance). This

dataset was chosen because its attributes belong to relatively common do-

mains. This characteristic allowed us to define an improvement baseline

(as the gains in more complex domains would be higher). To conduct the

experiment, we provided the participants with a set of leaf terms belonging

to each domain of the Insurance dataset (presented in Table 6.1). They

then defined the ancestor nodes and organized all terms, ending at the root

node (which was also provided). To specify the VGHs, participants used

their own knowledge, plus other auxiliary sources (e.g., dictionaries) except

WordNet (AIKA’s current knowledge base). Finally, the experiment was

not time-bounded, so the participants took as much time as needed.

To compare the quality of the two VGH sets, the manual VGHs (M-VGHs)

and AIKA’s VGHs (A-VGHs), we firstly evaluated the VGHs using AIKA
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(with the 35 sets of weights previously discussed) and analyzed their corre-

sponding quality rankings. This analysis showed that the A-VGHs drasti-

cally outperformed the M-VGHs, as in more than 95% of the 140 experimen-

tal configurations, an A-VGH was ranked #1. This is depicted in Fig. 6.14,

which shows the percentages of wins (i.e., ranks #1) achieved by each VGH

type. We also compared their differences in rankings and reward scores. This

analysis showed that when an A-VGH was not the best (i.e., did not win),

the ranking difference was minimal (only 1 place). On the contrary, M-

VGHs always lost by several places (an average of 14). The same behavior

was observed in terms of reward scores. Also, in the few cases where M-

VGHs won, those VGHs were created by the participants who invested the

longest time designing the VGHs (meaning that they were expensive wins).
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Figure 6.14: Winning Percentages.

As a next step, we assessed the time-savings gained by AIKA. First, the

time required by AIKA to create/evaluate (C+E) one VGH was compared

against the time reported by the participants. This comparison showed that

AIKA offers significant time-savings, as its unitary cost was 99.99% smaller

than when manually done. We also compared the time required to create

all VGHs of each type. This also proved AIKA’s usefulness, as the time-

savings were also significant (with an average decrease of 99.95%). These

results are depicted in Fig. 6.15. There, it can be visually noticed how

AIKA drastically outperformed the manual process. It is also worth noting
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that: (i) The manual effort only considers the intrinsic evaluation performed

during the construction of the VGHs. If any extrinsic evaluation would be

performed, the time-savings would be higher; (ii) AIKA created/evaluated

more VGHs (an average of 100) than the participants (16), meaning that

the domains were more exhaustively explored.
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Figure 6.15: Efficiency Comparison.

6.4 Final Discussion for Practitioners

The presented experimental results have demonstrated how AIKA can help

to significantly improve the creation and evaluation process of VGHs for

data anonymization. In the following paragraphs, we provide guidelines for

practitioners to indicate the conditions under which AIKA can yield benefits

and discuss the wider applicability of the framework.

a) In its current form, AIKA exploits the relationships available in a

single ontology (i.e., WordNet). Nonetheless, AIKA is not tied to

any specific ontology. As long as the appropriate libraries (e.g., the

WS4J semantic similarity computations for WordNet) are available to

interface with the desired ontology, our prototype can be adapted to

use it.

b) As of now, AIKA considers within its construction and evaluation log-

ics the particularities of the k-anonymity privacy model. However,

AIKA can be extended to incorporate additional steps to better tailor
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the generated candidate VGHs for other privacy models. These ex-

tensions could be applicable to both the constructor (e.g., by adding

other automatic adjustments) and the evaluator (e.g., by replacing the

minimal distortion aspect).

c) Regarding AIKA’s constructor, it currently uses the Adapted Lesk al-

gorithm for the process of word sense disambiguation. This algorithm

was selected because it fits well within the presented anonymization

scenario (i.e., relational data) where there is no further background

information that can be used as context. However, other algorithms

can be used instead, as long as they share the same principle of not

requiring other documents (or corpuses) to work (e.g., the vector re-

latedness algorithm [148], which is based on a co-occurrence matrix

built from the ontology glosses).

d) Regarding AIKA’s constructor, it currently uses a filtering strategy

based on adjacency matrix representation to identify duplicate VGHs

and remove them (from the set of available candidates). This strategy

was chosen because it allows to identify equivalent VGHs, even when

their branches are not arranged in the same order. However, AIKA

is not tied to this specific representation as alternate representations

might be used (e.g., adjacency list, incidence list, incidence matrix).

For instance, the adjacency list representation might be preferable for

cases when the user wants to decrease the memory footprint of AIKA’s

constructor (as this representation is significantly more space-efficient

than the adjacency matrix), at the expense of increasing the risk of

having duplicated VGHs (which can still be identified by inspecting

the outputs of AIKA’s evaluator).

e) Regarding AIKA’s evaluator, it currently uses four widely-used evalu-

ation metrics to assess the four aspects of its multi-dimensional evalu-

ation criteria (i.e., semantic quality degradation, privacy vulnerability,

minimal distortion, and mean interval size). These metrics were care-

fully selected because they are representative of their corresponding

evaluation aspects. As the experimental results have shown, a strong

level of correlation was achieved by all metric/aspect combinations

when a high weight was used for an aspect. Nevertheless, AIKA is

not tied to these set of metrics and others might be used. As long as
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the chosen metrics are appropriately related to the evaluated aspects,

it is expected that AIKA can yield similar results when using other

evaluation metrics.

f) In the experimental evaluation, we have tested AIKA with only one

ontology (i.e., WordNet). This is because we have opted to firstly con-

centrate on other aspects (e.g., number and diversity of the datasets,

combination of weights, number of VGHs) and types of evaluation

(e.g., benefits, costs, manual baseline) that we consider more criti-

cal to assess our proposed solution. Another important factor that

influenced our decision is that it is considerably more complex and

time-consuming to use other ontologies because they do not have the

broad range of available libraries that WordNet has (meaning that

additional development work would be needed in order to efficiently

interface with those ontologies). That said, we agree that using other

types of ontologies (e.g., general-purpose, domain-specific) is desirable

as that additional effort will help to have a stronger, more complete,

experimental evaluation. Hence, this is part of our planned future

work. Likewise, a possible useful extension of AIKA’s capabilities is to

automatically support the integration/merging of multiple ontologies

(so that they can complement each other and have a more complete

source of knowledge).

g) In the experimental evaluation, we have considered datasets widely-

used in the literature. As our results have shown, the obtained results

(in terms of costs and benefits) are evident for all four datasets, and so

it would be expected that AIKA can yield similar results when using

other datasets. Likewise, it is expected that AIKA should be appli-

cable to other attribute/QID domains that require VGHs (or similar

types of taxonomies).

h) In the experimental evaluation, the manual VGHs were created for

a single dataset (i.e., Insurance) whose attributes belong to relatively

common domains. This decision was made because of the limited avail-

ability of the participants. As the results have shown, the achieved

time savings are evident, and so it is expected that AIKA can yield

bigger time-savings when used to create VGHs of more complex do-

mains (e.g., healthcare, law-enforcement).
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i) In the experimental evaluation, we have concentrated our analysis on

AIKA’s rankings. This means that we have not discussed the possible

scenario of having candidate VGHs (generated by AIKA), which are

potentially equivalent (or at least quasi-equivalent) because of having

a very small difference between their AIKA’s raw scores. This infor-

mation might be relevant for those cases in which a user is willing to

sacrifice a certain degree in the ranking (and/or the raw score) of the

chosen VGH in order to use a VGH that fits better in their particu-

lar use case. For example, a user might prefer to classify animals in

“vertebrate” and “invertebrate” (hence, using a VGH based on these

facets) instead of their normal WordNet parents (e.g., “ectotherm”

and “homeotherm”). In this scenario, a rating scale that facilitates

the understanding of AIKA’s raw scores would be useful (similar to

the one developed for GSL and presented in Chapter 5).

j) In the experimental evaluation, the results obtained have shown how

AIKA can produce good quality VGHs (based on the desired use cases,

represented by the weights of the evaluated aspects). However, it is

worth highlighting that AIKA has been developed under the assump-

tion that it might be necessary to follow an iterative process to get the

appropriate set of VGHs for QIDs. This is an important characteris-

tic because the user might need to refine their requirements (e.g., the

chosen weights), to clarify the correct senses of the words (as part of

the word sense disambiguation process), or to define the threshold of

applicable facets. For this reason, we have put a strong emphasis on

making AIKA lightweight in terms of resource utilization.

k) In terms of the computational resources required by AIKA, the results

have shown that they are low (especially considering the modest char-

acteristics of the experimental environment). Hence, it is expected

that AIKA can be successfully used in any modern commodity hard-

ware (particularly considering that the current prototype has been de-

veloped in Java, which is supported by all major operating systems).

Furthermore, the cost results obtained can be used as valuable input

for a capacity planning process. This would allow practitioners to es-

timate the CPU and memory characteristics required by a machine to

support their particular usage scenario.
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l) Regarding the level of resources’ utilization required by AIKA, if they

are not tolerable for a particular usage scenario, there are adjustments

that can be done to AIKA to decrease them. A relatively easy-to-

implement enhancement is to limit the number of VGHs generated by

AIKA. This change would have the positive effect of decreasing the

amount of resources used by AIKA (e.g., execution time and memory

footprint), at the expense of reducing the spectrum of explored/gener-

ated VGHs (hence potentially overlooking good candidate VGHs). For

the particular case of the execution time, another possible alternative

is to parallelize the processing of the attributes (in contrast to the ap-

proached followed in our experimental evaluation, in which attributes

were processed sequentially in order to have a better understanding of

their unitary costs). This change would have the effect of decreasing

the execution time, at the expense of increasing the CPU and memory

utilizations.

m) As of now, AIKA has only been used in the anonymization of relational

data. However, its applicability within the area of data protection can

be broader. This is because VGHs are one of the most used resources

by generalization techniques, which are also frequently used to protect

the privacy of other types of data (e.g., transactional, trajectory).

n) As of now, AIKA has exclusively been applied in the area of data

anonymization. Nonetheless, AIKA’s capabilities to automatically cre-

ate and evaluate VGHs can be useful in other areas where concept hi-

erarchies are used (e.g., to improve organizational communication, or

to handle the complexities of systems’ interoperability). For instance,

in a large-scale software system, it is normally required that the differ-

ent actors/agents involved have a shared understanding of the system

and its objectives. This can be achieved by using concept hierarchies,

which can help to consolidate and homogenize the appropriate seman-

tics for the system. In this example, AIKA can help to integrate the

different user perspectives (by considering them the records of the in-

put dataset). In these non-privacy scenarios, it might be required to

also disable AIKA’s privacy considerations. This can be done by set-

ting the appropriate input parameters to zero (e.g., the weight of the

privacy vulnerability aspect in AIKA’s evaluator).
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o) Based on the previously discussed points, it is concluded that a frame-

work that automates the generation and evaluation of VGHs can offer

significant benefits to the anonymization process. Given the broad

range of potential use cases that a user might require, such a frame-

work should be able to create a broad (and diverse) set of candidate

VGHs, so that they can be applicable to different scenarios. Further-

more, it should be able to adapt its selection criteria accordingly, as

well as be lightweight in terms of computational resources (as AIKA

does). Such characteristics can help to make the framework more ro-

bust, practical for real-world usage, and tailorable to multiple use cases

(potentially outside the data anonymization area).

6.5 Summary

Building generalization hierarchies for anonymization is a highly time-consu-

ming and knowledge-intensive process. While the automatic creation of

VGHs for numerical attributes is well studied in the literature, techniques for

categorical attributes are scarce. This chapter presented AIKA, a knowledge-

based framework to automatically construct and evaluate VGHs for the

anonymization of categorical data. AIKA is composed of two core compo-

nents (a constructor and an evaluator), which are configurable in order to

adapt the generation and evaluation processes to the user’s preferences. The

performed experiments demonstrated that AIKA can accurately create and

determine which VGH is the most appropriate for a given scenario. AIKA

also proved to be lightweight in terms of resources’ utilization and efficient

in terms of execution time. The VGHs generated by AIKA were also com-

pared to manually created ones. Results showed that AIKA’s VGHs are not

only better than manual ones (consequently reducing the need of human

expertise), but also AIKA was also significantly faster.
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Conclusions and Future

Work

This chapter presents the main conclusions drawn from this thesis work.

Additionally, some ideas on possible directions for future work in the area

are discussed.

7.1 Impact of the Contributions

This thesis has proposed a suite of novel techniques that facilitate the prac-

tical application of PPDP technology by helping the users to make informed

decisions on publishing useful anonymized data, while reducing the expert

knowledge and effort required to apply anonymization techniques.

In Chapter 3, we presented a conceptual framework that describes a

series of relevant elements that underlie the assessment and selection of

anonymization algorithms. Furthermore, we presented a comprehensive per-

formance evaluation of a set of highly-cited k-anonymization algorithms. We

identified the scenarios in which the algorithms performed well (or poorly)

and generalized this knowledge by providing an in-depth discussion of the

reasons behind these behaviors. Our results showed that Mondrian was of-

ten the best performer except when the data was skewed, as this algorithm

works better on uniform distributions. Incognito was shown to be time- and

memory-consuming when using tall VGHs, although it can perform better if

the lattice is pruned and the VGHs are flat. Finally, Datafly was the second

best performer, generating good solutions with reasonable use of resources.

182
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One of the challenges faced when developing and evaluating anony-

mization algorithms is the access to unaggregated records of individuals

(i.e., microdata). To address this problem, in Chapter 4, we presented CO-

COA, a framework for the generation of synthetic microdata for different

business domains. It supports the definition of multi-attribute relation-

ships in order to preserve the functional dependencies of the data. Our

results demonstrated that COCOA is capable of generating datasets of dis-

tinct characteristics for a domain, mimicking the distribution of existing

datasets, as well as scaling datasets to different sizes while preserving their

characteristics. This allowed to strengthen the testing of anonymization al-

gorithms by broadening the number and diversity of the test scenarios. The

performed experiments also showed that COCOA is lightweight in terms

of computational resources consumption (e.g., the generation of the largest

datasets - i.e., 100K - took an average of 4 sec).

Preserving the quality of anonymized data is crucial to extract useful

information from it. Thus, in Chapter 5, we presented the Generalization

Semantic Loss (GSL) metric. It allows to evaluate in an objective, quan-

tifiable, and automatic way, the quality of the VGHs (for categorical data)

with respect to their semantic consistency and taxonomic properties. Two

variations of GSL were described, which are suitable for local and global

anonymization contexts. Our experiments demonstrated how the utility

of anonymized datasets can be improved (without sacrificing the privacy

goal) when the assessment and selection of VGHs are performed using GSL

(e.g., the data utility improved between 16% and 99%). The results also

showed how GSL can enhance the efficiency of the traditional anonymization

process by avoiding costly trial-and-error anonymization cycles (e.g., the

time-savings ranged from 22.62 mins to 3.83 hrs).

To complement our work in the specification of VGHs, in Chapter 6 we

presented AIKA, a knowledge-based framework to construct and evaluate

VGHs for categorical data. The construction process automatically gener-

ates and tailors VGHs for data anonymization based on the input datasets,

privacy constraints, and external knowledge sources. The evaluation process

performs a multi-dimensional evaluation and ranking of VGHs. The eval-

uation criteria combine a set of metrics that capture the quality of VGHs

from different perspectives that are relevant in anonymization (e.g., seman-

tic quality degradation, privacy vulnerability). The results demonstrated



CHAPTER 7. CONCLUSIONS AND FUTURE WORK 184

that AIKA can effectively create and determine which VGH is the most

appropriate to use, given the user’s preferences about the desired aspect to

be preserved in the VGH (e.g., the correlations between the VGH quality

and data quality were strong - i.e., higher than 0.60 -). Results also showed

that AIKA was not only better than the manual approach (e.g., its VGHs

outperformed the manual ones in more than 95% of the cases), but it also

offered significant time-savings (e.g., the effort spent on specifying VGHs for

a domain had an average decrease of 99.95%).

7.2 Future Work

We believe that this research makes a positive contribution towards the

goal of helping data publishers to make informed decisions about how to

the disseminate data in a safe and useful manner. Nevertheless, there are

multiple directions to extend the presented techniques. In the following

paragraphs, some plans for possible future work are presented.

Privacy Models and Anonymization Techniques. In our work,

we have focused on k-anonymity as the privacy model for our experiments.

However, despite providing more robust anonymization than de-identification,

k-anonymity also has some limitations. Hence, it would be interesting to

extend the work proposed in this thesis to other privacy models. Likewise,

our work has centered on full-domain generalization. Thus, extensive ex-

periments can be conducted using other mechanisms. Another interesting

research direction would be to model various adversary knowledge and attack

models around the potential privacy vulnerability of VGHs. For example,

to consider the case when an attacker could influence the ontology used as

the knowledge base and investigate if this could potentially leak information

about the anonymized dataset as it influences the choice of the VGH.

Knowledge Base. The knowledge base currently used to perform the

evaluation and construction of VGHs is encapsulated in ontologies. More

specifically, our experimental evaluation used WordNet. Thus, it would be

interesting to study how our methods perform with other ontologies that

have different levels of granularity and structures. This would bring new

challenges and factors to consider. For example, how to support multiple

taxonomical inheritance and what other semantic similarity measures can

be used to support such cases. Another interesting direction would be to
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investigate how best to leverage works that combine multiple ontologies

(with the aim of complementing each other) to have a more complete source

of knowledge. Furthermore, another important future direction could be to

extend the VGH evaluation and construction methods in AIKA to support

more complex sentences such as compound nouns (e.g., “flu virus”) and

set-value words (e.g., “farming-fishing”) instead of only simple words.

VGH Evaluation. The current functionality of the evaluator in AIKA

allows the user to rank the VGHs with respect to the multi-dimensional

evaluation criteria (e.g., privacy vulnerability, semantic quality). However,

this approach does not provide further feedback about how to improve the

VGHs’ quality. Therefore, an attractive track of future work is to investigate

how best to extend the capabilities of the framework to assist users to im-

prove an “imperfect” VGH. For instance, given a VGH and the distribution

of the original data, the framework could provide suggestions about what

modifications can be applied to the VGH for improving its quality. Then let

the users decide if the framework should automatically apply them or not.

In this direction, an interesting approach would be to leverage supervised

machine learning techniques as a means of automatically recommending

the changes to users utilizing a combination of historical information about

user’s common preferences with respect to the criteria, publishing scenarios,

and changes usually accepted by the user.

Data Privacy in the Cloud. Our research work can be extended

to make the techniques applicable to other usage scenarios. A particularly

interesting idea is to investigate how they can be applicable to Big Data

scenarios. This niche is particularly interesting because of the rapid devel-

opment of Cloud Computing and Internet of Things, two trends which have

led to an explosive growth of data in almost every field. Furthermore, se-

curity remains to be a primary obstacle preventing the broader adoption of

these technologies, inside which data protection is one of the top concerns.

To assess the suitability of our proposed techniques to support such scena-

rios, a more extensive experimental evaluation (e.g., in terms of scalability

and reliability) would be needed. Such results would help to assess how

well the techniques can fit into the challenges commonly faced in Big Data.

For instance, the computational complexity of the techniques (in terms of

costs); and the data complexity that the techniques are able to handle (in

terms of benefits). As a first step in that direction, we have developed the
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High-Performance Anonymization Engine (HPAE) [34], an approach which

enables organizations to implement their own controls to protect sensitive

information from service providers in a public cloud environment. Future

work will focus on the integration of the remaining elements of the thesis

work into the HPAE prototype, as well as extending the number of supported

anonymization techniques. High performance will continue to be a key ob-

jective, thus investigating other possible mechanisms to increase throughput

and reduce response time will also be part of future work. Finally, other

interesting aspect would be to automate the identification of sensitive in-

formation. This could be achieved by using self-learning algorithms that

discover new data patterns on-the-fly, hence facilitating the automatic con-

figuration of privacy policies in the engine.
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