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ABSTRACT

Online social networks are now an established part of our reality. People no longer
rely solely on traditional media outlets to stay informed. Collectively, acts of citizen
journalism have transformed news consumers into producers. Keeping up with the
overwhelming volume of user-generated content from social media sources is challen-
ging for even well-resourced news organisations. Filtering the most relevant content,
however, is not trivial. Significant demand exists for editorial support systems that en-
able journalists to work more effectively. Social newsgathering introduces many new
challenges to the tasks of detecting and tracking breaking news stories. In detection,
substantial volumes of data introduce scalability challenges. When tracking devel-
oping stories, approaches developed on static collections of documents often fail to
capture important changes in the content or structure of data over time. Furthermore,
systems tuned on static collections can perform poorly on new, unseen data. To un-
derstand significant events, we must also consider the people and organisations who
are generating content related to these events. Newsworthy sources are rarely object-
ive and neutral, and in some cases, purposefully created for disinformation, giving
rise to the fake news phenomenon. An individual’s political ideology will inform and
influence their choice of language, especially during significant political events such
as elections, protests, and other polarising incidents. This thesis presents techniques
developed with the intention of supporting journalists who monitor social media for
breaking news. Starting with the curation of newsworthy sources, through to imple-
menting an alert system for breaking news events, tracking the evolution of these stor-
ies over time, and finally exploring the language used by different communities to gain
insights into the discourse around an event. As well as detecting and tracking signi-
ficant events, it is of interest to identify the differences in language patterns between
groups of people around those events. Distributional semantic language models of-
fer a way to quantify certain aspects of discourse, allowing us to track how different
communities use language, thereby revealing their stances on key issues.
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CHAPTER

ONE

INTRODUCTION

Historically, the mainstream journalism industry had significant control over produc-
tion, distribution and consumption of news. Journalists acted as gatekeepers, exercising
control over newsgathering, publishing, and even news commentary in terms of edit-
orial selection of public letters or comments to be included alongside articles or broad-
casts [1].

However, with the growth of the World Wide Web, and a variety of social network
services providing efficient platforms for communication, news production and con-
sumption practices have changed radically [2]. In particular, Twitter has established
itself as a prominent news platform in this environment.

In comparison with other platforms, the emphasis on “peripheral social awareness” [3],
and a real-time, reverse-chronological feed made Twitter an attractive tool for journal-
ists. In turn, the presence of an increasing number of journalists active on the platform
[4] makes it an attractive source of data for studying breaking news.

For academics, the focus on Twitter was initially driven by the ability to access a large
volume of public conversations, and the fact that most Institutional Review Boards
(IRBs) have not considered data gathered from Twitter as “human subject data”, redu-
cing the amount of work required to carry out a study.

Other social networks such as Facebook have larger user bases, but the quantity of
publicly available data is smaller, and it is more difficult to obtain.

Twitter first launched in March 20061. The microblogging service allowed people to
share short, 140 character messages mimicking SMS, and quickly became popular with
journalists. More recently, it is estimated that about a quarter of Twitter’s Verified2 users
are journalists [5].

1https://about.twitter.com/company/press/milestones
2The verified status of users on Twitter is reserved for accounts that are “of public interest and authen-

tic” eg: corporations, celebrities, key figures in government and religious leaders.
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Two events, in particular, are worth highlighting in Twitter’s history, as they represen-
ted key points when the potential for newsgathering and influencing social movements
became widely accepted in mainstream media. On January 15, 2009, US Airways flight
1549 was forced to make an emergency landing on the Hudson River. Within minutes,
Janis Krums who was a passenger on a nearby ferry, took a photo of the scene, and
posted an update to Twitter3. All passengers and crew were evacuated safely. News
about the plane crash spread quickly on social networks, with eyewitness accounts
appearing long before they were picked up by mainstream media. In a second key
event in 2011, widespread civil unrest in Tunisia and Egypt was widely reported on
the platform [6]. In this case, Twitter served as an important communication tool for
increasing global awareness of these events [7], and in gaining international support
for the protest movements.

These and other significant events have reaffirmed that in the distribution and pro-
duction of news, there is no longer a distinction between “online” and “offline” [8], or
indeed between news “producers” and “consumers”.

Building upon concepts and techniques from the fields of Recommender Systems, In-
formation Retrieval, and Natural Language Processing, this thesis focuses on the use
of social media for news production and consumption.

The chapters and articles are organised into four high-level component parts, covering
the stages involved in news production and consumption. How these combine and
which research areas these components draw on are discussed in Sections 1.4 to 1.7.
Taking this component-based approach to think about the overall challenge serves as a
guide for navigating the research areas this thesis contributes to.

1.1 Aims

The first research aim of this work was to support and enable journalists to effectively
curate “newsworthy” sources on Twitter. With 185 million monthly active users at the
end of 20124, the key challenge with social newsgathering was identifying relevant
sources and content from the millions of personal accounts and updates.

The focus on Twitter was largely driven by its popularity among journalists as a data
platform for news.

3https://twitter.com/jkrums/status/1121915133 At the time, Twitter did not implement
sharing of photos embedded in tweets, so the photo was posted to Twitpic, a third party service which
Twitter later acquired.

4https://investor.twitterinc.com/financial-information/quarterly-results/
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At that time, large media organisations began using more user-generated content, em-
phasising the role of “curator” in the list of skills expected of journalists working with
social media.

Filtering techniques for other source sites like Instagram and YouTube also started be-
coming lucrative around the same time.

As part of this shift, finding valuable social media content became a critical task. Journ-
alists would typically monitor several “feeds” consisting of tweets from collections of
users via TweetDeck5, where these collections of users might relate to a specific news
story, topic area, or geographic region. The manual process of filtering and verifying
content from these feeds was time-consuming and labour intensive, but necessary, as
existing automated systems for news event detection were not sufficiently robust or
reliable.

In addition, other related tasks, such as contacting eyewitnesses and verifying reports,
could not be automated.

Journalists required tools to curate the sources they monitored, discovering new or
important accounts in specific topics or geographic areas of interest. Collaborating
with journalists from Storyful6, this led to the development of a recommender system
and uncovered the need to provide more effective monitoring and alerting tools.

Previous research in Topic Detection and Tracking (TDT) [9] was the starting point for
investigating ways to provide journalists with timely alerts about potentially interest-
ing breaking news events.

The demand for timely processing of large volumes of data necessitated investigating
techniques capable of working with streams of data, and not just static collections of
documents. While the volumes of data were manageable without the need for distrib-
uted systems, the rapid growth of the number of tweets and users that were of interest
led to developing systems that could scale over time.

Once a system for alerting journalists was implemented and deployed, tracking the
development of new stories was a natural extension. Existing techniques from TDT
designed for longer news articles performed poorly on short, informal and platform
specific language on Twitter.

The real-time search task in TREC 2011 microblog track [10] showed that finding the
most recent but relevant information to a query was far from solved. To deal with
this highly dynamic environment, we explored adaptive ways of updating query and
document representations to facilitate more effective tracking.

5https://tweetdeck.twitter.com
6https://storyful.com/about/
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Many of the locations and topics journalists were interested in involved political
events, such as elections, uprisings, protests. These events frequently generate large
volumes of highly-partisan discourse. Getting a balanced view of an event became
more challenging, with certain groups being over-represented on social media.

In order to get a deeper understanding of events and the people involved, and exam-
ine how language was used during events with political significance, components for
analysing partisan communities were developed.

Overview

This thesis is comprised of content chapters adapted from reviewed publications. Ad-
ditionally, the introduction chapter outlines the use of Twitter data for newsgathering
in 1.2, 1.3 outlines specific techniques and components involved in building systems
for detecting, tracking, and analysing the language use of different communities. Sec-
tions 1.4 to 1.7 describe the background and additional details for each component.

Section 1.9 lists the publications and other contributions. Chapters 2 to 5 are comprised
of the published papers.

Chapter 6 provides a summary of the latest developments introduced since the public-
ation of the papers in each chapter, with 6.2 outlining promising directions for future
work.

1.2 Twitter as a Data Platform for News

What makes Twitter an interesting subject of study and use as a data platform for news,
as opposed to other social networks? An often cited reason is the growing, global user
base and the availability of large volumes of data through an application programming
interface (API). A more important reason is the presence of politicians, celebrities, and
journalists on the platform [11].

However, other platforms and social networks such as Facebook, and more recently
Snapchat and Instagram also provide some access to data and also have prominent
organisations and figures as members. What makes Twitter different and more useful
for breaking news?

In contrast to other social networks, shared posts are public by default, and following
on twitter does not have the same social pressure as adding a friend, creating a directed
network with low reciprocity [12].
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Another interesting aspect of content on Twitter is that it is not purely informative or
newsworthy, containing a mix of what’s often called “pointless babble”. This kind
of content is better characterised as peripheral social awareness [3] serving a social
grooming role that fosters trust and a sense of community through shared experiences
of events.

These features combined with a real-time feed comprised of mostly reverse chronolo-
gical posts from accounts a user chooses to follow7, make Twitter particularly suitable
for dissemination information.

While Twitter was initially used for breaking news by early adopters, the change in the
default new tweet prompt from “What are you doing?” to “What’s Happening?” in 2009
strongly emphasised that the service had moved beyond sharing personal updates,
towards becoming an “information network”8.

According to survey estimates, a large proportion of Twitter users say they use the
platform for news: 59% in [13], and 86% in [14]. Widespread use by many politicians,
government agencies, and celebrities attract even more users, and lacking a viable al-
ternative, Twitter is the dominant microblogging service in English speaking areas. In
China, Sina Weibo offers a similar service and is more popular. In a large-scale study of
Twitter users and their social connections, 85% of trending topics were related to news
[12]. A large proportion of content on Twitter is clearly news focused.

Twitter allows anyone to follow any other account without obligation to reciprocate.
Based on the declared connections (a user’s followers and the accounts they follow),
the Twitter network was characterised as having a non-power-law follower distribu-
tion, a short effective diameter, and low reciprocity. These are all features that differ-
entiate it from human social networks [15]. However, connections between Twitter
users do not imply an interaction between them [16]. Other ways of interacting such as
following people via Twitter lists must also be considered. This is an important consid-
eration, as it suggests that actual interactions between users matter more than declared
connections. In a news context, this implies that Twitter users can potentially reach a
much wider audience than the one defined by the declared network of followers.

The characteristics of Twitter networks, the public nature of the platform, and em-
phasis on timeliness are all factors that facilitate and encourage news sharing. At the
same time, this openness and the ability to easily create pseudonymous accounts has
also encouraged large quantities of spam [17], abusive behaviour [18], and disinform-
ation [19] on the platform.

7More recently, older tweets and recommendations have been added to the timeline, resurfacing
older popular or recommended tweets.

8https://blog.twitter.com/2009/whats-happening
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Technical solutions to some of these problems have been effective, as in the case of
spam9, but dealing with other types of misleading and malicious content remains a
challenge. Therefore, the effective use of Twitter for newsgathering or consumption
requires careful curation of newsworthy sources.

As a data source, platform-specific features and conventions complicate the analysis,
with some introducing ambiguity in sampling and feature extraction steps. In addition,
the platform imposes a number of restrictions, including rate limits for gathering data,
introduction or removal of platform features, modifications of existing features that
change the nature of interactions, and technical changes that break compatibility.

All of these factors can potentially introduce error and variability in the analysis of
Twitter-based data. Technical changes in the platform mostly affect experimental re-
producibility, with older implementations becoming incompatible with new platform
features. Other platform changes, however, such as likes or quotes significantly alter us-
age patterns, often making previous work impossible to reproduce or apply in a new
context.

Separately, there is also an issue with generalising results obtained from Twitter-based
studies to larger populations. For example, while Twitter has a large number of act-
ive users, it often makes a poor sample for election forecasting [20]. A 2015 study [21]
failed to reproduce 6 out of 10 such propositions made in previous studies. General-
ising to other domains, as opposed to the population at large also presents challenges:
Tweets, with their short, terse style and length restrictions are often compared to SMS
messages, and while Twitter was inspired by SMS, few findings about communica-
tion patterns, or techniques developed for Twitter are directly applicable to SMS text.
Similarly, the practice of using hashtags on Twitter compared to hashtags on another
platform like Instagram or Facebook are not comparable directly.

Twitter has experienced significant growth, as well as changes in behaviour over time
[22]. Table 1.1 presents a non-exhaustive list of significant changes to the platform
highlighting specific impacts.

The 2008 Chino Hills Earthquake, and Hudson River Plane Crash in 2009 were two ma-
jor breaking news events early in Twitter’s history that had a significant impact on the
use of the platform as a news source. At the time, Twitter was still advertised as a per-
sonal microblog, lacking adequate real-time search tools, which were only introduced
in April 2009.

The introduction of retweets in November 2009 significantly altered the way in which
people used the platform to share information.

9https://blog.twitter.com/2014/fighting-spam-with-botmaker
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Date: Change: Impact:
2009-01-15 Hudson

River Crash
Widely cited incident supporting Twitter’s place in breaking
news.

2009-04-30 Search Users gain the ability to search and discover content in real-time.

2009-10-30 Lists Lists added the ability to curate sources. Fort Hood shooting
highlighted the importance of well-curated lists [23].

2009-11-06 Retweets Now a native feature, previously retweets were created manually
by copy-pasting text. The use of retweets had an immediate effect
on the dissemination of rumours [24].

2009-11-12 What’s Hap-
pening?

Default prompt for new tweets changed from “What are you do-
ing?” to “What’s Happening?”, marking a change in how Twitter
viewed itself in the context of news, focusing less on personal up-
dates.

2011-05-25 TweetDeck Twitter buys TweetDeck. First version was released in 2008, and
was a popular client with journalists.

2012-08-16 APIv1.1 Significant changes to the API included removing the ability to
request all replies to a tweet and introduced different rate limits,
which affected data collection efforts.

2013-11-12 Collections Twitter introduced the ability to curate collections of tweets using
TweetDeck. Initially called Custom Timelines.

2015-04-06 Quote
Tweets

Other tweets can be embedded, introducing a new way to dis-
seminate information [25].

2015-08-06 Moments Like Collections, but emphasising media. News organisations
were the first to access this feature.

2015-11-03 Likes Twitter “favourites” [26, 27] changed to “hearts” or “likes”.

2016-05-24 Extended
Tweets

Photos, quoted tweets, videos and mentions no longer count to-
wards 140 character limit, making longer tweets possible.

2017-09-26 Longer
Tweets

Languages except Japanese, Chinese, and Korean can tweet 280
characters.

Table 1.1: Significant changes to the Twitter platform, each having an impact on exist-
ing work and the kinds of research which can be conducted on the platform.

Retweets have been used to study information propagation [28], political polarisation
[29] and other online social interactions. After their introduction, the spread of ru-
mours increased [24], and the number of “manual retweets” where users would copy
another tweet verbatim, sometimes with added comments decreased.

This “sharing” behaviour would later emerge again, in the form of Quoted Tweets in
2015—where one tweet could be embedded in another.
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For journalists, the release of the TweetDeck client provided an invaluable means of
monitoring and searching Twitter. Rather than having a single curated feed, journalists
were able to monitor several feeds simultaneously, usually defined by lists of accounts
or search terms. Twitter bought the company in 2011, and the service is still being
maintained.

Twitter is a popular source of data for researchers, owing to the vast quantities of tweets
and network connections obtainable with relative ease through APIs. A new version
of the API in 2012 changed the way data could be accessed. As a result, certain types of
information became difficult to obtain due to more restrictive rate limiting, affecting the
kinds of research questions that could be adequately backed up by data. For instance,
a study of tweet replies [30] is now far more challenging to carry out, due to lack of
API access to tweet reply threads.

Other significant changes included the removal of count statistics for shared URLs in
2015, affecting any research involving links in tweets, such as [31], and changing Fa-
vourites, which were used for multiple functions [26, 27], to Likes. While the change is
cosmetic, the impact on user behaviour is unknown, and presents an opportunity for
further studies.

The most recent changes introduced expanded tweets and 280 character tweets. Most
recent tweets can now have 280 characters of text, as well as a link, a quoted tweet
or media attachment, effectively making tweets longer, altering any prior assumptions
about tweet document lengths.

The terms of service associated with the Twitter platform can also prove problem-
atic for researchers who wish to reproduce results or work with a shared collection
of tweets. Restrictions on data sharing (only identifiers may be distributed) and rate
limits of the API make some collections prohibitively expensive to acquire, in terms of
time10 or cost if purchasing data from Premium APIs introduced in November 2017,
Enterprise APIs offered by GNIP or from third parties11.

Twitter data also tends to decay over time [32]. For example, as of June 2016, around
20% of tweets in the TREC 2015 Microblog [33] collection are now permanently unavail-
able – these include tweets from suspended users and accounts that became private.

Losing access to documents in a collection is problematic for reproducing retrieval ex-
periments, and expensive, considering that some deleted tweets were part of the eval-
uation, and significant human effort was involved in producing relevancy judgements
for those tweets.

10As of November 2016, rate limits for gathering datasets where tweet IDs are known have signific-
antly increased, downloading large collections now takes less time.

11Texifter charges 20 USD per day, and 30 USD per 100,000 tweets http://texifter.com/
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Deletions in these valuable, relevancy judged tweets from other TREC Microblog col-
lections are: 19% for 2011, 11% for 2012, 19% for 2013, and 20% for 201412.

All of these changes highlight the difficulties of working with Twitter data, and as a
platform. Unlike traditional Information Retrieval corpora that are stable over time,
Twitter data is continually changing13.

Despite these issues, Twitter still plays a large part in the media landscape and is there-
fore worth studying closely.

12Deletions were checked by crawling provided judgment Tweet IDs https://trec.nist.gov/
data/microblog.html

13The latest platform changes are now announced on a public roadmap
https://trello.com/b/myf7rKwV/twitter-developer-platform-roadmap
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Components

Filtering

Tasks:

• “Who to Follow”

• What to measure

Challenges:

• Finding newsworthy
sources

• Platform Changes

Approaches:

• Human-in-the-loop
support systems

• Platform Specific
Feature Extraction

Detecting

Task:

• Breaking News Event
Detection (FSD)

Challenges:

• Scale

• Evaluation

Approaches:

• Clustering

• Anomaly Detection

Tracking

Tasks:

• Retrospective Event
Detection (RED)

• Summarization

Challenges:

• Tracking Multiple
Media Types

• Evaluation

Approaches:

• Topic Models

• Adaptive
Representations

Discourse

Task:

• Discourse Analysis
(CDA)

Challenges:

• Lack of shared tasks
and standard
datasets

• Evaluation

Approaches:

• Dimensionality
Reduction

• Distributional
Semantic Models
(DSMs)

Figure 1.1: Overview of key components in the news analysis workflow. In each component, different tasks present different
challenges, but some, like evaluation, are not unique to a particular task. Approaches are also broadly applicable across components
and tasks—Clustering or Dimensionality Reduction for instance.
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1.3 From Detection to Discourse,

One Component at a Time

Reporting news is a complex task, and journalists naturally require different solutions
for many different aspects of this task. As a guide to the research presented in this
thesis and as a useful classification of other related work, we now consider four high-
level components for tracking events and communities in breaking news, as listed below
and as illustrated in Figure 1.1.

1. Filtering: Who should we listen to? Who is important?

2. Detecting: When do breaking news events occur?

3. Tracking: What has changed over time?

4. Discourse: What distinguishes different groups of people? What are they saying,
and how is language used to construct their message?

Having defined these high-level components, we now briefly introduce specific analyt-
ical approaches, with a more detailed discussion of these choices and how they contrib-
ute in Sections 1.4 to 1.7. This component view shares some task definitions with TDT
tasks [9], namely First Story Detection, and Tracking. A particular approach, or family of
approaches can contribute to multiple high-level components and should be viewed as
interchangeable. For example, we used Non-negative Matrix Factorization (NMF) for
topic modeling in Section 4.3, but this should not suggest that it is the only applicable
approach for the task.

Anomaly Detection:
Several anomaly detection techniques are used later in Section 3.2, where they contrib-
ute to the Detection (1.5) component. Anomaly-based approaches for event detection
usually involve time series analysis, where the time series is built from features extrac-
ted from a continuous stream of tweets or by aggregating several signals originating
from different sources.

Representing Text with Distributional Semantic Models:
When dealing with text, a suitable representation is critical for the success of any sub-
sequent analysis. Traditional bag-of-words models rely solely on the frequencies of
terms in documents. Text is represented as an unordered set of terms, usually with
some weighing scheme, such as Inverse Document Frequencies (IDF).
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These simple tf -idf models do not consider word order (a critical aspect when studying
discourse) but remain useful for many applications, such as BM25 retrieval described
later in Section 4.2.

Based on the Distributional Hypothesis [34], that “linguistic items with similar distri-
butions have similar meanings”, distributional semantic models (DSMs) encode words
as high-dimensional vectors, with the similarity between words measured in terms of
vector similarity. These “word space” models have gained in popularity with the intro-
duction of efficient techniques for building word vectors from large text corpora, such
as word2vec [35]. Despite their recent prominence [36], DSMs have a long history in
Information Retrieval literature. The MatchPlus [37] system was one early application
of a distributional semantic representation of text in a retrieval setting, representing
documents and queries in the same high-dimensional space.

Different variants of DSMs are used later in Sections 4.2 and 5.2 for creating suitable
representations of text, thereby contributing to both Tracking (1.6) and Discourse (1.7).
This kind of representation is extremely flexible, and different approaches to creating
models can be used depending on the task requirements. DSMs are closely related
to more general dimensionality reduction techniques, such as Random Indexing and
singular value decomposition (SVD), discussed below.

Dimensionality Reduction:
Dimensionality Reduction is a fundamental requirement in a variety of machine learn-
ing tasks. A vast array of techniques have been proposed, some task-specific and some
general. Several of these are used throughout the different components in our work:
SVD for aggregating multiple network views in Section 2.1, Non-negative Matrix Fac-
torization (NMF) for topic modeling in Section 4.3, and Random Indexing in Section
4.2. In addition, t-SNE [38] is a widely-adopted, nonlinear technique that aims to pre-
serve the local structure of data – it is used for visualisation in Section 5.1.

Clustering:
In general terms, cluster analysis involves organising objects into groups, such that ob-
jects in one group are more similar to each other than to objects in other groups. There
are many applications for clustering, but in the context of this thesis, these approaches
contribute mainly to the Detection (1.5) and Tracking (1.6) components, and the Discourse
(1.7) component to a lesser extent.

Agglomerative hierarchical clustering with the average linkage measure is used in Sec-
tion 3.1 for detecting news events. Variants of Sequential Leader clustering are used
in Section 4.1 to track stories over time. The Moving Leader variant serves as a form of
online query expansion.
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A third type of clustering is used for multi-document summarization in Section 4.2.
The SumBasic SUMΣ variant in [39] is used to de-duplicate content in generated
timelines of events.

The choice of specific approaches to serve in the various components of the news ana-
lysis workflow depends on the goals of the journalist and the nature of the data that
is available to them. Approaches used in one component can also be engineered to
serve in a different one, but this is not always the best strategy, as in the case of using
tracking systems for detection tasks [40].

It is important to recognise that each choice of approach will introduce different para-
meters and assumptions. Since a high-level component, such as a Breaking News De-
tection system, will be composed of many different sub-systems and data pipelines,
evaluating the effectiveness of each component becomes extremely challenging.

1.4 Filtering and Curating Sources

A critical component of social newsgathering is the sourcing strategy used by a journ-
alist. The sources they draw on will dictate the information that they obtain, which
will, in turn, influence their reporting. The selection of newsworthy sources is just one
part of the Filtering component.

Pre-processing and feature extraction steps applied to data should also be considered
part of the filtering component, as these steps exclude content, in the same way as
selecting a subset of sources.

From a research perspective, filtering source data also presents a number of issues
[41]. Some of these, like pre-processing steps, can be controlled and accounted for.
However, researchers carrying out studies on data originating from a platform such as
Twitter cannot control the limits and nuances imposed by that platform.

One filtering challenge researchers have no control over is the sampling of public
tweets. The 1% sample of public tweets that is freely available via the Twitter API
is sometimes biased, in the sense that some trends are significantly under-represented
or over-represented [42].

Top hashtags can be misrepresented when comparing data provided by the API with
tweets sampled uniformly at random from the set of all public tweets [43]. The larger
10% Decahose14 sample, like the set of all public tweets or the Firehose, is prohibitively
expensive in most cases.

14http://support.gnip.com/apis/firehose/overview.html
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In comparison to the sample of tweets provided by the default Sample API, an expert
sample in [44] was shown to contain almost no spam, more information on specific
topics, and more timely, newsworthy tweets.

Consequently, investing time in building newsworthy lists has definite advantages,
in terms of providing cleaner data with less requirement to filter irrelevant or spam
tweets at a later point in the analysis process.

1.4.1 Newsworthy Sources

At first glance, the problem of curating newsworthy sources suggests a classification
task, where “newsworthy” accounts from corporations, politicians, and institutions
are classified and monitored and “personal” accounts are filtered. Treating Twitter as
a source of press releases is not very useful.

Capturing news curators [45] as well as official sources, allows an organisation monit-
oring Twitter to take advantage of earlier reporting for some types of events such as
sports and natural disasters [46], as well as relevant user-generated content.

Useful user-generated content [47] can potentially come from anyone, and while journ-
alists and official sources are often primary sources for breaking news, most user-
generated content is provided by people who have little or no connection to news
media.

As a motivating example, in a case study on Andy Carvin’s sources on Twitter dur-
ing the Arab Spring [6], nearly half of the tweet mentions came from nonelite sources.
These sources included activists, bloggers, and non-affiliated activists. Mainstream
media and official government sources are labelled Institutional Elites in the study. Such
nonelite sources are often eyewitnesses and first responders. An example of this type
of eyewitness reporting is the case of Sohaib Athar15, an IT consultant in Pakistan, who
unwittingly reported on a military raid conducted by American Special Forces during
which Osama bin Laden was killed [48].

However, no list of sources is perfect, and even traditionally trustworthy sources some-
times make mistakes or become targets of attacks intended to spread disinformation.
An example of such an attack in April 2013 involved the Associated Press Twitter ac-
count reporting on apparent explosions in the White House.

These reports led many automated trading systems to react, causing massive losses,
while journalists were able to immediately dismiss the announcement as erroneous
[49].

15https://twitter.com/reallyvirtual/status/64780730286358528
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These cases demonstrate two important points relevant to the Filtering component in
tracking events and communities in breaking news: collectively, journalists are still the
most effective information filters; and support for human intervention is necessary for
automated decision-making systems.

1.4.2 Pre-processing and Features

It has been shown that Natural Language Processing systems often perform poorly
when applied to social media data [50]. Part-of-speech tagging and named entity re-
cognition approaches achieve high levels of accuracy on well-structured news article
text, but fail to perform on short, informal text on Twitter.

Lexical normalisation for Tweets has been somewhat successful, serving to improve
the performance of existing tagging and parsing systems on the cleaned text [51]. Pur-
pose built systems for Tweets are more effective [52] but require expensive efforts to
construct platform-specific training and evaluation sets.

This mismatch between the language used on social media platforms and that which
appears in traditional newswire text is important to consider when training systems on
one genre of text, and evaluating the system on another. This problem is exacerbated by
the changing nature of the Twitter platform, and different versions of software libraries
that may be out of date and fail to take advantage of new features in tweets (such as
quoted tweets).

Furthermore, different supervised and unsupervised approaches respond to standard
preprocessing decisions (such as stopword removal, stemming, extracting n-grams) in
unexpected ways [53]. These preprocessing decisions have important consequences for
the quality of features used by both supervised and unsupervised learning approaches.
Latent feature models are more useful for the task of Discourse Analysis, as we show in
Section 1.7.

These are just some of the choices that must be made during the design of a system.
These choices, in turn, introduce small differences between systems, and create prob-
lems for evaluating approaches, as the effects of preprocessing decisions can sometimes
outweigh the effects of interest, such as a new type of model for retrieval [54].
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1.5 Detecting Breaking News Events

1.5.1 Detection as Tracking

In the research area of TDT, systems built for tracking have been adapted for detection,
where detection was cast as a tracking task [40]. In tracking tasks, systems are provided
with a query or initial set of documents. For each new document, the system decides
whether the new document should be included with a known set.

Turning a tracking system into a detection system involves a slight modification: sys-
tems are not given initial queries. Instead, given a stream of documents, each new
document is compared to each known set. If a new document is dissimilar to any
known set, it is marked as a new “event” and a new set is created for tracking.

This formulation has a number of drawbacks. Tracking systems are not perfect, and
detection tasks are more challenging. Improving the results of a system in detection,
requires unrealistic improvements in tracking performance, as the two are closely re-
lated [40], and the performance of detection is always bound by tracking performance.

Many clustering-based approaches adopt this detection-as-tracking problem formu-
lation. A variant using Locality Sensitive Hashing [55] did not perform better than
the UMass FSD system [56] but was vastly more efficient than the baseline. Adopt-
ing a 3-nearest-neighbour clustering approach [57] improves results, and larger gains
are made by incorporating an anomaly-based component, using signals from Wikipedia
views [58] or edit spikes [59].

1.5.2 Anomaly-based Detection

Twitter streams are naturally bursty in nature, especially during breaking news events
[60]. Accounting for bursts also improves other models of human activity [61].

Rather than examining whole documents, as is the case with most TDT systems, signals
can be constructed from individual words [62], and then combined with clustering.
Further improvements can be made by exploiting Twitter-specific features, in Mention-
anomaly-based event detection [63] for example.

Under certain evaluation settings, anomaly-based approaches that aggregate multiple
signals outperform approaches that consider whole documents (such as LDA) [64, 65].
However, this does not suggest that anomaly-based approaches are generally better
in FSD, but highlight that measuring “burstiness” is beneficial in FSD. Given these
improvements, anomaly-based breaking news detection approaches are promising.
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Furthermore, there are many existing time series anomaly detection approaches that
can be incorporated into a detection component, and as these operate on time series
data, they do not require any alterations to work in the news domain.

In anomaly-based detection, tuning the approach, and constructing the signal are both
important considerations. We explore a range of choices in Section 3.2. One of the most
useful features is the number of different people or sources discussing or reacting to a
news event.

In earlier TDT tasks, the number of different sources of documents was limited, so this
bursty activity was not as evident. The pilot TDT corpus contained just two sources
[40] Reuters and CNN. TDT-2 corpus contained six different sources, which is still not
enough to detect an anomalous signal.

Breaking news events affect large groups of people, creating temporary communities
around shared experiences and reactions [66]. Measuring this wider human impact
can provide a better feature set for breaking news detection than text content alone.

1.5.3 Event Detection with Humans-in-the-loop

Human-in-the-loop refers to systems and components that require human intervention
or judgement to function. Systems that involve human computation [67] or Interactive
Machine Learning [68] are sometimes referred to as “human-in-the-loop” systems.

Detection components benefit from human intervention, in similar ways to Filtering
discussed in Section 1.4. Human interventions can involve query expansion, relev-
ance feedback, or verifying alerts to reduce false alarm rates. In the commercial event
detection system Banjo, human interventions filter false alarms16 for example.

The best performing system in Scenario A17 task in the 2015 TREC Microblog track [69]
involved human intervention. While manual runs (involving human intervention) are
not the top results overall, in teams that submit both manual and automatic runs, the
manual runs perform better.

As well as human interventions in systems, usability is another concern. The high-
volume, informal, and length restricted nature of tweets often require non-trivial ef-
forts to de-duplicate and summarize in readable form. As a result, explaining why a
system issued an alert at a particular point in time becomes difficult.

16http://www.inc.com/magazine/201504/will-bourne/banjo-the-gods-eye-
view.html

17The “push notification” task is similar to breaking news detection but restricted to a number of
interest profiles.
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Presenting a journalist with large quantities of tweets to read is impractical. Event
alerts consisting of top-n terms are typically issued by systems. In Section 3.1, to ad-
dress the challenges of presenting interpretable and coherent alerts, we propose clus-
tering approaches to select representative tweets, and extracting headlines to present
users, as opposed to synthesising a human-readable alert.

1.5.4 Parameter Tuning and Evaluation Issues

Experimental design choices for breaking news event detection systems are often not
justified or explored in detail. Social media monitoring is an application area of interest
to both journalists and researchers and this task presents many challenges. Parameter
choices, both within system components and during the evaluation of the system, can
strongly influence the eventual output of the system.

As systems become increasingly complex, it becomes more difficult to evaluate which
component parts of a system contribute to good performance, and which components
require the investment of additional effort. Certain experimental design choices and
baselines can lead to significantly different conclusions regarding the performance of a
detection system. Examples of this are detailed further in Section 3.2.

1.6 Tracking Events Over Time

1.6.1 Tracking the Now: Following Breaking News

In online breaking news event detection, the emphasis is primarily on timely alerts.
Once an event of interest has been identified, tracking an event then requires producing
timely updates with new information on that event.

Online Learning, or learning in non-stationary environments, is still an active area of
research [70]. There are numerous computational and engineering challenges associ-
ated with systems that must adapt over time or work with data incrementally.

Both breaking news and discourse analysis are perfect examples of non-stationary en-
vironments. In breaking news, it is rare to have all the information available immedi-
ately after an event occurs. Instead, facts are usually revealed slowly over time, often
with incomplete information. In discourse, even the very meanings of words cannot be
considered static [71]. Furthermore, in both breaking news and discourse, actors may
actively disseminate false or misleading information in order to advance some agenda.
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Dealing with large volumes of text in a scalable and fault-tolerant manner requires
well-engineered systems and an appropriate choice of a learning algorithm. In an on-
line learning setting, performing multiple passes over data is usually intractable, and it
is assumed that examples are processed exactly once. Streams can be processed a tuple-
at-a-time or using a sliding window approach, processing tuples in small batches. We
explore practical challenges with building and deploying such systems in Section 4.1.

An estimated 500 million tweets are created every day18. The firehose containing every
public tweet is not openly available, and so most studies using Twitter data do not
operate at these scales. However, rather than building hypothetical systems that could
process the firehose of tweets, in cases where datasets are smaller, there are still advant-
ages to using these systems—experiments frequently involve tuning parameters, and
running different variations of techniques on the same dataset. These experimental
settings benefit from massively parallel processing.

The ability of systems to adapt to changing input data is a key requirement when ana-
lysing social media data. In work presented in Section 4.1, we adopt an online cluster-
ing strategy with a query expansion approach to follow a story as it develops. Section
4.2 explores a different solution, where the underlying representation of queries and
documents is adapted and changed over time, as opposed to changing the query.

1.6.2 Tracking the Past: Retrospective Analysis of News

Tracking and summarizing rapidly developing stories as they happen is an important
and useful application in online journalism. To analyse stories over longer time spans,
we require a retrospective analysis of events.

In a retrospective setting, the emphasis is on novelty—finding previously missed
events, or patterns of activity around a known set of events, or looking for all instances
of a particular type of event.

Many approaches to Retrospective Event Detection (RED) treat the task as a typical
TDT detection task, but parameters are optimised for recall. For journalists, and re-
searchers in other fields, RED is extremely useful for producing visualisations and
timelines of news stories or instances of events in a location. Analysis of casualties
from suicide bombings in Iraq for example [72], is impossible without retrospective
analysis, as many individual events would not be reported immediately, and only doc-
umented long after the event.

18Tweets per day estimated using the 1% Sample Stream https://dev.twitter.com/streaming/
reference/get/statuses/sample
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In Section 4.3 we explore attention dominating moments across media types. By meas-
uring the diversity of textual content coming from Twitter, newswire services and
blogs, we explore how certain significant events cause a collapse in diversity across
different sources, corresponding to moments when everyone online appears to be talk-
ing about the same thing.

Retrospective Event Detection is an important aspect of the overall goal of tracking
news stories from initial reports, to a deeper analysis of the communities and discourse
around events.

The variant of discourse analysis used in Chapter 5 requires placing texts in wider so-
cial, political and cultural contexts. In Section 4.3 the contexts we examine are different
publishing mediums. Without having a way to re-examine events in different settings,
this kind of analysis is impossible.

1.7 Discourse Communities in News

The term discourse can mean different things in different contexts. A useful definition
is, “written or spoken communication”. Depending on the context, the study of dis-
course implies different things and involves different theoretical, and computational
approaches.

Discourse in natural language processing literature usually refers to discourse parsing
[73, 74]. This is a task where the representation of structure plays a central role—for
example, extracting discourse relations to describe the high-level organisation of text
or speech, facilitating Rhetorical structure theory (RST) discourse parsing [75].

Here we are interested in discourse in a more general sense. In breaking news, the
vocabulary used to describe events can evolve as new facts emerge, and different
groups of people may describe events from different perspectives.

A discourse community is a group of people who share a common goal, or interest. In the
news context, a community might correspond to the people participating in the online
discussion of a particular news story.

1.7.1 Critical Discourse Analysis

Critical Discourse Analysis (CDA) [76] is a type of discourse analysis that considers text
and talk as social practices. The primary concern is the study of naturally occurring
language use and patterns, particularly in social and political contexts.
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CDA is concerned with how power abuse, dominance, and inequality are expressed in
text, and emphasises a close, qualitative examination of the text. CDA is not simply
a set of prescribed steps one can follow. Rather, CDA consists of an array of theor-
ies, methods, and practices that stem from linguistics, pragmatics, sociolinguistics and
other related fields. The diversity of these discourse theories is explored in [77].

CDA takes many forms and can apply at different scales, from the manual analysis
of an individual document such as a speech given by a politician, to a sample of
documents—how a particular event is reported in news for example [78]. Large-scale
analysis usually involves a mixed approach, where features such as word frequencies,
co-occurrences, and n-grams are extracted from a large corpus.

1.7.2 Corpus-driven CDA

Critical discourse studies often involve in-depth analysis of a small selection of texts,
but in corpus-driven CDA, large corpora are examined for patterns of language, com-
bining corpus linguistics with CDA. Features such as lexical richness, relative frequen-
cies of word types are examined. Large-scale studies help reduce selection bias to some
extent [79], but like all social research involving human judgement, it is not entirely
neutral.

In Section 5.2, we propose a corpus-driven technique for discourse analysis of ideolo-
gically opposing communities during the Scottish independence referendum and U.S.
Midterm elections in 2014.

The differences in language use between communities are informed by the differences
in the language models trained on text produced by the communities. Machine Learn-
ing algorithms should not be seen as more neutral or objective than human judgement,
however. The effectiveness of a technique rests on the ability of an algorithm to model
the statistical properties of training data.

Word embeddings for example, can effectively capture and also inadvertently amp-
lify gender-based profession stereotypes [80]. For some applications, this is clearly a
disadvantage, and techniques to reduce this bias have been proposed [81]. However,
for other applications, where the objective is to reveal such biases, this is potentially
useful.
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1.8 Summary of Challenges

To summarize, for each of the high-level components in the news analysis workflow
(Filtering, Detection, Tracking, Discourse), a number of approaches can potentially be
used interchangeably.

Each specific approach introduces its own set of assumptions, parameters and limita-
tions. Different high-level components and approaches that address specific challenges
can also be organised by algorithm type or event type, rather than task type [9, 82].

Regardless of how a system is organised conceptually, there are common, concrete
challenges that must be addressed by researchers and practitioners. These include:

Source Data:
This relates to the availability and format of data. In particular, platform-specific re-
strictions and changes will limit and impact on what can be studied, and how it can be
studied. In some cases, data collection is impossible without ignoring platform rules
and terms of service.

Scale:
The problem of dealing with an evolving, high-volume stream of documents can be
addressed via efficient algorithms and parallelisation. For example, TF-SIDF [83] uses
efficient approximate counts for the idf component in tf − idf . Where processing on
one document does not depend on the processed results of another, handling data in
parallel or parallelising computation can be effective.

Parameters:
Initialisation and optimisation parameters must be tuned. For instance, in the case of
topic models generated using NMF in Section 4.3, the choice of initialisation and op-
timisation strategy influences which documents will be assigned to which topics. Visu-
alisation techniques also suffer from parameter tuning challenges. Section 5.1 stresses
the importance of tuning parameters in t-SNE for visualising voting records.

Domain Adaptation:
The data domain is also an important consideration. The domain problem extends
to Evaluation. For example, ROUGE BEwTE [84] toolkit for summarization evalu-
ation used in Section 4.2 performs Part-of-speech tagging and Named Entity Recog-
nition with non-Twitter-specific models, but still uses text originating from the news
domain19.

19http://opennlp.sourceforge.net/models-1.5/
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Evaluation:
The more complex a system becomes, the more difficult it is to reliably evaluate. When
it is composed of multiple sub-systems, the effect of each on the overall result will be
difficult to estimate. Ideally, having vast quantities of training data for each component
and sub-system would enable a detailed analysis of the complete pipeline [85]. In
this “ideal” evaluation, each component is given a perfectly accurate input, gradually
adding noise in order to quantify system effects.
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The chapters in this thesis are based on the following articles:
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• 2.1 Igor Brigadir, Derek Greene, Pádraig Cunningham — A System for Twitter
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tension for monitoring activity of lists. I.B., D.G, and P.C. contributed to the ana-
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• 4.1 Igor Brigadir, Derek Greene, Pádraig Cunningham, Gavin Sheridan — Real
Time Event Monitoring with Trident [87] in 2013 RealStream: Real-World Chal-
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mentation of the research, G.S. contributed to the evaluation. I.B. wrote the ma-
nuscript in consultation with D.G. and P.C.
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preprocessing. I.B. wrote the extended chapter section based on the report.
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• 5.2 Igor Brigadir, Derek Greene, Pádraig Cunningham — Analyzing Discourse
Communities with Distributional Semantic Models [90] in 2015 Proceedings of the
ACM Web Science Conference (WebSci).

I.B. gathered the data and performed experiments. I.B., D.G, and P.C. contributed
to the design and implementation of the research. I.B. wrote the manuscript in
consultation with D.G. and P.C.

• 4.3 Igor Brigadir, Derek Greene, Pádraig Cunningham — Detecting Attention
Dominating Moments Across Media Types [91] in 2016 Proceedings of the First Inter-
national Workshop on Recent Trends in News Information Retrieval at European
Conference on Information Retrieval (ECIR).

I.B. gathered additional data and performed experiments. I.B., D.G, and P.C. con-
tributed to the design and implementation of the research. I.B. wrote the manu-
script in consultation with D.G. and P.C.

• 5.1 Igor Brigadir, Derek Greene, James P Cross, Pádraig Cunningham — Dimen-
sionality Reduction and Visualisation Tools for Voting Records [92] in 2016 at Irish
Conference on Artificial Intelligence and Cognitive Science (AICS).

I.B. gathered additional data and performed experiments. I.B., D.G, and P.C. con-
tributed to the design and implementation of the research. I.B. wrote the manu-
script in consultation with D.G. and P.C.

• 3.2 Igor Brigadir, Pádraig Cunningham, Derek Greene — An Investigation into
the Effectiveness of Breaking News Event Detection in 2016 in review [93] Contribu-
tions: Paper, dataset and experimental design and evaluation using existing im-
plementations of anomaly detection approaches.

I.B. performed experiments. I.B., D.G, and P.C. contributed to the design and
implementation of the research. I.B. wrote the manuscript in consultation with
D.G. and P.C.

24



1.9.2 Supplementary Materials

Supplementary materials related to the publications in this thesis include:

• System generated event timelines and ground truth evaluation live-blogs20 used
in Section 4.2.

• Users and tweets from Section 5.2 including communities of republicans and
democrats from midterm elections, and supporters of Yes and No Scottish In-
dependence Referendum21 [94].

• Parallel tweet corpus22 [95] for the Signal Media One-Million News Articles Data-
set used in NewsIR’16 ECIR Workshop [96].

• European Parliament roll call voting records and tools23 used in Section 5.1.

• Ground truth evaluation data from the Reportedly24 newsroom project used in
Section 3.2, with additional sources of event data.

These publications have emanated from research conducted with the support of Sci-
ence Foundation Ireland (SFI) under Grant Numbers 08/SRC/I1407, SFI/12/RC/2289,
07/CE/I1147

20http://mlg.ucd.ie/timelines/
21http://dx.doi.org/10.6084/m9.figshare.1430449.v1
22http://dx.doi.org/10.6084/m9.figshare.2074105.v5
23https://github.com/igorbrigadir/vote2vec
24https://github.com/igorbrigadir/newsir16-data
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CHAPTER

TWO

FILTERING AND CURATING SOURCES

This chapter introduces a system developed to help journalists curate newsworthy
sources on Twitter. Given a seed list of Twitter users, the system discovers and re-
commends new users to journalists. Lists are comprised of Twitter user communities
which can potentially cover a geographic region, a topic, or a planned event. The core
recommender system was developed in previous work [97] and this chapter also de-
scribes a velocity extension [86] to prioritise data gathering for active lists, and serve as
a prototype event detection system1.

The system was used extensively at Storyful2 and the filtered stream of tweets from
newsworthy sources is used as input data in later chapters. Since publication when 124
lists were reported, the number of lists monitored has grown considerably to around
370, with roughly 2.9 million activity alerts sent from May 2012 to 2017.

Other aspects of the filtering component introduced in Section 1.4, such as dealing with
Tweet-specific data, are included in data and pre-processing sections of later chapters.

The sources curated by journalists using this “human-in-the-loop” approach formed an
expert sample [44] of tweets used in Sections 3.2, 4.1, 4.2, and 4.3, growing from about
20,000 to 30,000 tweets between 2013 and 2016.

The focus on Twitter lists is largely driven by the Tweetdeck-based workflow recom-
mended by many journalists3. Tweetdeck originally started as a management tool
for multiple Twitter accounts and was later acquired by Twitter in 2011. Multiple
“columns” that update in real-time based on keyword searches, groups of users col-
lected in lists and other filters like geolocation appeal to journalists monitoring latest
updates or spotting breaking news.

1https://www.journalism.co.uk/news/four-new-ways-to-use-social-media-for-
newsgathering/s2/a556164/

2https://storyful.com
3https://medium.com/reportedly/a-rundown-of-some-of-reported-lys-

favorite-tools-89b8ba59606e
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Typically, a journalist would compile a list of newsworthy sources for a location, topic
of interest or some other grouping. This Tweetdeck column would be one of many
defined by a journalist. When a breaking news event occurs, journalists would also cre-
ate a specific column just for that event, usually based on a hashtag or other keywords
to gather user-generated content, and eyewitness accounts [98].

What constitutes a newsworthy source worth following on Twitter is sometimes differ-
ent from what traditional newsgathering requires. In traditional news reporting, most
sources are drawn from elite sources such as government officials, police forces, etc.
whereas on Twitter, it is often useful to monitor updates from highly active, non-elite
sources [6].

Finding and verifying these non-elite sources is an important and time-consuming
activity for journalists. Related approaches for finding newsworthy users include [99]
that also leverage twitter lists, [100] that focus on users that tend to share news, and
[101] that attempt to classify eyewitness accounts.

Treating the filtering of newsworthy sources as a separate component creates more
reusable document collections and reduces the need to perform additional processing
steps in later analysis.
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2.1 A System for Twitter User List Curation

With the increased adoption of social networking tools, it is becoming more difficult
to extract useful information from the mass of data generated daily by users. Curation
of content and sources is an important filter in separating the signal from noise. A
good set of credible sources often requires painstaking manual curation, which often
yields incomplete coverage of a topic. In this chapter, based on work in [86] we present
a recommender system to aid this process of improving the quality and quantity of
sources. The system is highly adaptable to the goals of the curator, enabling some
novel uses for curating and monitoring lists of users.

2.1.1 Introduction

Storyful is a social media news agency established in 2010 with the aim of filtering
newsworthy content from the vast quantities of noisy data on social networks such as
Twitter and YouTube. To this end, Storyful invests considerable time into the manual
curation of content on these networks. Twitter users can organise the users they fol-
low into lists. Storyful maintains user lists as a means of monitoring breaking news.
These lists can be constructed manually, but this process is time-consuming and risks
incomplete coverage of all aspects of a news story. Therefore, to support these curation
tasks, we have developed and deployed a web-based system for exploring the Twitter
network and recommending the important users that form the “community” around
a news story (see Figure 2.1). Currently, the system is being used to monitor over 100
news stories, mining microblogging data for a diverse range of topics, from the United
States 2012 presidential election to the political situation in Afghanistan. A video of
the system in use is available online4.

2.1.2 Human-in-the-loop Curation System

The input to the system is an initial seed list of Twitter users that were manually la-
belled as being relevant to a particular news story, a topic of interest or location. The
bootstrap phase retrieves network structure around the egos in the seed list. Inform-
ation retrieved consists of user profile information, friend and follower links, user list
membership information, and tweets. The extent of the exploration process can be
easily controlled by pre-set configuration settings – effectively controlling the trade-off
between running time and accuracy.

4http://www.youtube.com/watch?v=rMfN59bmEyc
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Figure 2.1: Screenshot of the curation system, showing candidate users recommended
for addition to a user list covering the 2012 Republican Party nomination for the state
of Massachusetts.

After the initial bootstrap phase, the system maintains two distinct lists of users:

Core list: List of the actual Twitter user accounts used by journalists during content
curation for the chosen news story. Initially, this will contain the members of the
seed list.

Candidate list: User accounts that are not in the core list, but may potentially be rel-
evant for curation. Initially, this will consist of the set of non-seed list users iden-
tified during the bootstrap phase.

Based on the candidate list, the recommendation engine will then produce a ranked
list of potentially relevant users for promotion to the core list. Based on these recom-
mendations, a human curator can select users to add to the core list, or filter incorrect
recommendations.

Once the core list has been modified, the system updates the network structure around
the core list, to reflect (a) changes in the membership of the core list, and (b) general
changes in the larger Twitter network since the last update. Again the extent of the
exploration during the update process can be controlled by user-defined settings. The
system then iterates between recommendation and update phases (see Figure 2.2).
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Figure 2.2: Overview of the curation support system, illustrating the workflow
between phases.

Rather than using a single view of the network to produce recommendations, we em-
ploy a multi-view approach that produces recommendations based on different graph
representations of the Twitter network surrounding a given user list, and combines
them using an SVD-based aggregation approach [102].

Information from multiple views is also used to control the exploration of the Twitter
network. This is an important consideration due to the limitations surrounding Twitter
data access. These network views include friend and follower graphs, mention and
retweet graphs and views based on how users are sorted into lists by other users –
effectively crowd-sourcing the list curation in part.

The system runs on open source software and can be deployed on a single server or an
Amazon EC2 instance for example. The specific hardware requirements will depend
upon the total number of lists being monitored. In April 2012, Storyful were monitor-
ing 124 stories, topics, and geopolitical regions using the deployed system.

2.1.3 From Curation to Monitoring

The curation system is not limited to generating recommendations. When the system
is used to monitor lists covering dozens or hundreds of news stories, it will often be
important for journalists to focus their limited time on a subset of these lists, where
breaking developments are occurring.
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(a) Screenshot presenting data statistics regarding
a single user list.

(b) A velocity chart showing spikes of tweeting
activity corresponding to breaking news events
being discussed.

Figure 2.3: User List view and Velocity chart for a user list relating to Afghanistan.

To facilitate this kind of prioritisation, we monitor the velocity of the lists being mon-
itored by the system. The velocity measure is a combination of several indicators in-
cluding tweet similarity, the level of activity of the core users, and tweet frequency.
The velocity measure can detect significant or unusual tweet activity, often indicating
a breaking news story (see Figure 2.3).

The velocity of a list is based on a moving z-score anomaly detector. Specifically,
changes over time in three measures are considered: the proportion of users that tweet
in a specific list, pairwise tweet similarity, and a keyword counter.

Alerts are issued when there is a significant deviation from an average in two of these
measures. Average list activity, in this case, means the same 15-minute window, on the
same day, measured across a number of previous weeks (Tuesday 13:00 to 13:15, in the
last 4 weeks, for example).

Manually set thresholds on these measures allow journalists to get alerts for specific
events or when specific words are mentioned.

The effectiveness of this rolling, detrended timeseries approach in removing short-term
seasonality is based on two assumptions as previously discussed in [103]: the existence
of a daily “news cycle” where most stories are published during business hours when
journalists are at work, and weekly cycles where weekends generally see less activity
from journalists on lists.

The approach is interpretable by journalists and simple to configure per list by setting
the number of days to consider as part of the rolling z-score calculation.
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However, a drawback is that during periods of high list activity alerts may be missed as
they may not cross the threshold for deviation, or alternatively, during periods of lower
tweeting volume (during the night, on weekends) spurious alerts may be generated as
the usual activity for that time window may be relatively low.

Different sizes of lists must be configured individually, as settings that work well on
one list may not be appropriate for a different one.

2.1.4 Conclusions

While the curation system presented here is primarily used as a support tool within
Storyful for curating lists of sources for online journalism, we are currently investigat-
ing its use in other applications that involve social media exploration and insight.

For instance, one current experiment uses the system to identify the presence of ex-
tremist groups on Twitter. Another application is the identification of spam accounts
or bots that share common links in one or more Twitter network views.

System Utility

First deployed in May 2012, alerts were issued as tweets from a set of Twitter accounts,
allowing journalists to monitor system output as part of their standard workflow, using
Tweetdeck columns to monitor and issue breaking news.

Tweeting a batch of alerts once every 15 minutes, there was an average of 17.5 alert
tweets across all monitored lists, showing journalists significant activity for a list that
may warrant manual inspection, summarizing an alert with the most frequently used
terms for a given list in that 15 minute time window.

The list recommendation system reported over 4,700 recommendation iterations for
various lists, mostly active from 2012 to 2014. A single recommendation iteration in-
volves updating network and content information for each list member, generating
new recommendations and tweeting a link to a list of new recommended users journ-
alists can manually inspect.

In terms of accuracy, in a previous case study [97] where the top 5 recommended users
were automatically accepted without a human curator, precision ranged from 0.97 in
the first iteration to 0.88 in the 6th.

With human curators, between 2012 and 2016 the number of curated users increased
from around 17,000 to 30,000, and the number of lists from about 150 to 350.
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These lists cover every country, as well as a number of significant topics of interest
(entertainment, sports) and events (e.g. United Nations Climate Change Conference,
Olympics, Formula 1, etc.). The number of journalists using the system also grew from
about a dozen to about 50–1005 in the same timespan.

Datasets

Datasets derived from these lists are used in later chapters of this work, both as a single,
combined, high-volume stream of tweets, and segmented by extracted topics:

• 4.1 Real-Time Event Monitoring with Trident

• 4.2 Adaptive Representations for Tracking Breaking News on Twitter

• 4.3 Detecting Attention Dominating Moments Across Media Types

• 3.2 Effectiveness of Breaking News Event Detection6

5https://www.crunchbase.com/organization/storyful
6The Reportedly lists of newsworthy sources were based on Storyful lists.
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CHAPTER

THREE

DETECTING BREAKING NEWS EVENTS

This chapter consists of two research projects dealing with the task of breaking news
detection. In the previous chapter, a prototype event detection system based on the
activity of curated lists was introduced in Section 2.1, which is revisited in more detail
in Section 3.2 in this chapter.

Breaking news detection on Twitter is made more challenging by difficulties with find-
ing reliable sources, data volumes, platform changes, and misinformation. Another re-
curring problem with breaking news studies is the lack of realistic evaluations. There
are two main ways to bridge this gap: 1) a thorough user-study with multiple annota-
tions and evaluations measures, such as those used in Section 3.1; 2) comparing to
output from journalists manually detecting significant events from the same sources,
as used in Section 3.2.

The work presented in Section 3.1 onwards emphasises multiple filtering steps to re-
duce duplicate tweets and present detected events as interpretable headlines. The 2014
SNOW Data Challenge [104] differs from traditional First Story Detection in several
important ways. As opposed to judging each document as relevant or not, and each
first story as a hit or false alarm, the SNOW evaluation considers a ranked list of topics
in 15 minute time windows. Evaluation is based on precision and recall, readability,
coherence, and diversity, annotated by a group of judges.

The subsequent work described in Section 3.2 onwards explores evaluation issues and
parameter settings for components of these kinds of decision support systems. We
show that parameter settings for each individual system component can have a signi-
ficant effect on detection rates and evaluation outcomes. The paper also addresses the
FSD task, but treating the stream of incoming documents in batches, as opposed to one
by one. Similarly to Section 3.1, evaluation is based on time windows as opposed to
individual documents.
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While the evaluation is not as detailed as in Section 3.1, it is based on actual newsroom
output from Reportedly1, and uses a dataset of sources that was curated especially for
breaking news monitoring and used by Reportedly journalists, making system output
and human-generated output directly comparable.

To journalists, it is not enough to detect the first sign of a breaking news event, as in
traditional TDT settings. Breaking news on Twitter often evolves rapidly and unex-
pectedly. The language around an event can change as the story develops, and sys-
tems must be adaptive enough to deal with concept drift. The problem of tracking in
Chapter 4 expands on these issues.

1Reportedly was an online newsroom that ran from May 2015 to September 2016
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3.1 Event Detection in Twitter using Aggressive Filtering

and Hierarchical Tweet Clustering

This section is based on the paper describing the winning submission to SNOW Data
Challenge [104]. It has been adapted from [88] and updated to include the results of
the challenge evaluation. The challenge descriptions and our technical report detailing
the system described topics whereas, in this chapter, we refer to events. A topic in the
challenge consists of a news event represented by a headline, a set of tags, a set of
tweets, and a representative image.

The SNOW Data Challenge addressed the problem of breaking news event detection
in a streaming environment. A unique aspect of the challenge was a thorough manual
evaluation of the quality of detection outputs in terms of newsworthiness, readability,
coherence, and relevancy. This human annotation of results is labour intensive and
expensive to perform, but offers a better comparison of systems than automatic evalu-
ations based on precision and recall only.

Aggressive filtering of tweets, feature selection, and appropriate platform-specific tun-
ing all serve to reduce both the computational load and the redundancy in Twitter
streams. A number of heuristics are used, which are based on the content quality,
tweet length and news sharing behaviour.

We show that filtering tweets based on length and structure, followed by hierarchical
clustering and ranking of clusters, can form a strong baseline system for event detec-
tion on Twitter. We present results and discussion for two different Twitter streams
focusing on the US presidential elections in 2012 and events related to Ukraine, Syria
and Bitcoin in February 2014.

In applying a certain approach to a domain, the need to adjust parameters to domain-
specific data yields the best results. We observe that simple methods, combined with
appropriate platform-specific pre-processing, feature extraction, and hyperparameter
settings produce most timely and coherent results. When applying suggested tech-
niques, particular attention should be paid to adjusting hyperparameters and feature
engineering specific to Twitter.

3.1.1 Introduction

The task of detecting news events in text streams has a long history and a rich variety
of applications. Issues of scale, concept drift, and evaluating and comparing system
performance are key recurring challenges.
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Breaking news detection on Twitter is still an active area of research. As the platform
develops, however, new features present additional challenges for systems.

Activity on Twitter is often driven by real-world events and dynamics. Important ex-
ternal stimuli, like elections, natural disasters, concerts, and sports events, have an
immediate and direct impact on the quality and the volume of tweets posted. Because
of its real-time and global nature, many journalists use Twitter as a primary source of
breaking news updates, in addition to sharing personal updates and engaging with
audiences.

When evaluating event detection systems, the recurring problem of evaluation qual-
ity arises. This is especially pronounced in breaking news detection on social media
platforms. Twitter is a major communication channel for journalists, and is often the
first platform where breaking news is shared and discussed [46]. Given the signific-
ant number of journalists active on the platform, the processes of news selection and
presentation themselves can be affected by events on Twitter [105, 106].

Topic Detection and Tracking (TDT) [9] has been well-studied for static document cor-
pora, but in the social media context, there are additional factors that make the problem
more challenging. These include different language styles between Twitter and tradi-
tional news media, fragmented and possibly ambiguous text due to tweet character
length constraints, and the high amount of noise in the user-generated content. In ad-
dition, researchers face issues with scale, and real-time data processing requirements.
High-quality test collections and evaluations of system outputs such as those produced
in TDT evaluations are too costly to apply to Twitter event detection. While tweets are
short, it is often impractical to have annotators evaluate significant numbers of tweets
and other system outputs.

To address the difficulties involved in detecting breaking news in Twitter streams, we
propose a number of useful filtering approaches to reduce the redundancy and im-
prove output quality by detecting and filtering low-quality tweets early on in the pro-
cess. Our techniques produced event detections that were rated best overall in the
SNOW challenge evaluation.

3.1.2 Related work

In [107] six techniques are compared for detecting breaking news events on Twitter,
and the authors propose a term-clustering approach for detecting trends. The com-
pared approaches can be classified into two main types: document-clustering or term-
clustering.
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This view of topic detection is similar to other previous work on casting detection as
tracking, discussed in Section 1.5. These techniques can be further divided into: prob-
abilistic models (e.g. Latent Dirichlet Allocation), classical Topic Detection and Tracking
(e.g. Document-Pivot Topic Detection) and feature-pivot methods (e.g. n-gram cluster-
ing). As an alternative to tracking, the problem can be solved as an anomaly detection
task, as discussed later in Section 1.5.

Document-clustering

Latent Dirichlet Allocation (LDA) [108] is a popular topic modeling approach that as-
signs each document a probability distribution over topics, which are in turn represen-
ted as distributions over words. Topic distributions per document, as well as term dis-
tributions per topic, are commonly estimated using Bayesian inference. According to
results in [107], LDA models can capture stories happening during events with narrow
topical scope, although their performance can be dramatically lower when considering
more noisy events.

First Story Detection (FSD) is a TDT task [9] where the first news story discussing a
news event must be retrieved. On Twitter, this translates to detecting the first Tweet.
Typically this detection task is solved with a topic tracking system, where a first story
is detected if it does not get assigned to an existing, already tracked story. The FSD
approach in [55] uses Locality Sensitive Hashing to rapidly retrieve the nearest neigh-
bour of a document. Documents are clustered based on the cosine similarity of their
corresponding tf-idf-weighted bag-of-words representations. Using paraphrases has
also been shown to improve FSD performance [109] .

Although the initial event recall of plain FSD is not very high, it can significantly im-
prove when employing document aggregation [107] via two-stage clustering, to avoid
fragmentation, where the same event is present in several clusters.

Term-clustering

As proposed in [107], BNgram is an n-gram feature-pivot method that clusters terms
rather than documents. To cluster terms, a document co-occurrence-based distance
measure between terms is used. BNgram assigns a term burstiness score (df − ifdt)
in order to re-rank and penalise terms that have frequently occurred in the past. In a
performance comparison considering different types of n-gram representations, the 3
and 4-gram settings were similar, and significantly better than using unigrams alone
[110].
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BNgram has high recall for topic keywords, and while these are interpretable, output
requires further processing to create or retrieve human-readable headlines.

Anomaly-based Detection

As an alternative to detection as tracking, anomaly-based methods can also be effect-
ive. A keyword-lifecycle event detection framework was introduced in [111], in which
a keyword’s standard behaviour is modelled by its frequency and its average daily
behaviour. An event is detected when a keyword’s frequency is abnormal. In an em-
pirical evaluation, 80% of large earthquakes were detected by this framework, and false
positive rates are low. The Window Variation Keyword Burst Detection [112] is another
recent anomaly-based event detection method.

Building on FSD and TDT

Following on from recent work, we propose an approach based on tweet clustering,
combined with several filtering, aggregation and ranking steps, in order to create an
efficient event detection method.

Our choice of tweet clustering, as opposed to term clustering, is based on the follow-
ing rationale: Tweet clustering methods have shown high recall, particularly in cases
where there are many events being discussed. Tweets are often self-contained, and do
not require related documents to be retrieved. Generally, tweet text is similar to news
headlines, while term-clustering approaches require recreating a sentence from an un-
ordered list of terms, where swapping the order of terms in a cluster can change the
meaning of a headline. Another advantage of document-clustering approaches is that
we can introduce various tweet-importance metrics for re-ranking content produced
by trustworthy sources, such as domain experts and officials.

3.1.3 SNOW Data Challenge

The SNOW Data Challenge [104] was a shared task created to produce benchmarks
and evaluations of breaking news event detection systems on Twitter. Given a time
interval, the objective is to identify the most significant news events that may be of
interest to journalists. The challenge refers to news events as topics that comprise of
the following: a headline, hashtags, representative tweets, and optionally, an image.
A Stream of tweets is presented to systems with a tumbling 15-minute window (non-
overlapping sliding window). For each time window, a list of 10 events of interest must
be produced by the system.
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Dataset Focus / Keywords Tweets Ground Truth Labels?

Development 2012 US Elections 1,084,200 Provided
Rehearsal UK News, floods, flooding 1,088,593 None
Test UK News, Syria, Ukraine, Bitcoin 1,041,062 Manual

Table 3.1: Dataset details for the SNOW Data challenge.

The challenge is described in detail in [104]. The topics or breaking news events, are
produced per time window, and must be ranked by newsworthiness, where the defin-
ition of “newsworthy” was a story that would end up being covered in mainstream
news sites. For the challenge, 11 teams submitted runs for evaluation, with 9 teams
contributing reports describing their approaches in the workshop proceedings.

Three datasets were used in the challenge, as summarised in Table 3.1. The Develop-
ment set was an older dataset gathered around 2012, covering the Presidential Election,
while the Rehearsal and Test sets were gathered in real time. The original 2012 US Elec-
tions dataset contained 1,106,712 tweets, the missing IDs are due to deleted tweets, or
unavailable tweets due to user suspensions.

The Rehearsal set was used to validate and check the system prior to the competition.
We used a Google search-based evaluation (Section 3.1.5) to validate our method. Note
that the size of the Test dataset on which the challenge rankings were calculated differs
slightly from team to team, due to network connectivity and rate limits. However, this
difference was small.

The Rehearsal and Test sets were collected by participants with the provided tools and
seed user IDs and track keywords. Provided user IDs were a curated set of 5,000 mostly
UK-based newsworthy accounts, derived from public Twitter lists. This approach of
selecting newsworthy sources was very similar to the approach described in Section
1.4. The focus on UK-based journalists had several consequences. It reduced the need
to filter non-English tweets in evaluations but restricted the types of stories that could
potentially be covered. For example, content covering events in Venezuela was lacking,
and mostly in Spanish.

The streaming Twitter API operating with these parameters provided: Tweets created
or retweeted by the users, or, any tweet mentioning the specific keywords. By using
user IDs, the stream of potentially newsworthy tweets is reproducible across teams.
However, processing and platform API issues create some discrepancies between the
teams, in the reports, teams reported slightly different tweet counts for the test set.
For the test set, different keywords were selected by the organisers: “syria”, “terror”,
“ukraine”, “bitcoin”.
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The evaluation period was 24 hours from 18:00 GMT on February 25th 2014. This
required the participating systems to generate 96 15-minute time windows with ranked
news events of interest.

As the source accounts for the test set were UK based journalists, UK mainstream me-
dia was used to generate 59 ground truth events for the 24 hours in the test set, sourced
from BBC and Newswhip UK news aggregator. To produce the ground truth, organ-
isers manually merged duplicate headlines, removed opinion editorials, and any stor-
ies that had received no mentions on Twitter.

Rather than focusing on recall and attempting to construct an exhaustive list of events,
the ground truth was more precision focused, selecting 59 stories that were covered in
both Twitter and mainstream media. In Section 4.3 we explore detecting these types of
important events across platforms, but retrospectively rather than in a breaking news
detection setting.

3.1.4 Hierarchical Clustering Approach

The main idea behind our approach was to filter as much as possible, and re-rank res-
ults to present users with the most relevant events. Specifically, aggressive tweet and
term filtering to remove noisy tweets and vocabulary. followed by hierarchical cluster-
ing of tweets, dynamic dendrogram cutting and ranking of the resulting clusters.

For collecting the Twitter stream we used code provided by the SNOW challenge
organisers, based on the Twitter4J library2. All other development (e.g., data pre-
processing, clustering, ranking, producing final results), was implemented in Python,
due to the ease of development and its available range of powerful libraries (e.g., scipy,
numpy, scikit-learn). In particular, we made use of the tweet-NLP library for named en-
tity recognition, (CMUTweetTagger library3), and fastcluster library [113] for an efficient
implementation of hierarchical clustering. Our code is available online 4.

Data Collection

We ran tests and selected parameters using two different Twitter streams, a develop-
ment set collected during the US presidential elections in 2012, between 6 Nov 2012,
and 7 Nov 2012 and a rehearsal set, collected between 25 Feb 2014, and 26 Feb 2014.
The final results for the competition were extracted from a new, unseen stream.

2http://twitter4j.org/en/index.html
3https://github.com/ianozsvald/ark-tweet-nlp-python
4https://github.com/heerme
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The first stream was reconstructed from Tweet IDs, using tweet timestamps, IDs, user-
names, the text of the tweet, and whether the tweet is a retweet or not as features.
There were 1,084,200, English and non-English tweets in this stream. In order to ex-
tract the user mentions, hashtags and URLs from the text of the tweet, we used the
twitter-text-python5 library.

The second stream was collected in real-time from Twitter’s Streaming API. This con-
sisted of 1,088,593 raw tweets, of which we only used 943,175 English tweets, by filter-
ing using the lang=’en’ field of the tweet object.

To reduce the data required to process, for each tweet we extracted only the date, id,
text, user mentions, hashtags, URLs, and media URLs. For re-tweets, we replace the
text of the re-tweet with the original text of the tweet that was re-tweeted (although we
only do this for the tweets where this metadata is available, older Tweets in the first
stream can miss this feature, as tweets were manually written beginning with “RT”).
We use this reduced feature set, with one tweet per line, for all our experiments.

Platform-specific Preprocessing

Preprocessing choices for tweets had a significant effect on output. Generally, pre-
processing approaches such as tokenizers, are commonly expected to be used on gram-
matically correct news corpora. These tokenisers and other pre-processing tools are not
appropriate for use on Tweet text, which is structured, given the additional metadata,
but creates noisy text data when processed inappropriately.

Tweet text features such as user mentions, replies, retweets, URLs can be extracted
either from the tweet metadata or with tweet text processing tools for older collections
where metadata is not present6. An expanded stopword list was used to remove addi-
tional tokens related to common replies and reactions on Twitter (yay, lol, wtf), which
helped filter non-informative tweets.

We processed the tweet stream as follows: URLs, user mentions and hashtags, as well
as digits and other punctuation, are removed. Next, we tokenise the remaining text by
white space and remove tweet-specific stopwords.

In order to prepare the tweet corpus, in each time window, for each tweet, we first
append the removed user mentions and hashtags and clean text tokens together to re-
construct a tweet. We check the structure of the resulting tweet and filter out tweets
that have more than 2 user mentions or more than 2 hashtags, or less than 4 text tokens.

5https://github.com/ianozsvald/twitter-text-python
6tweet-text-processor

42

https://github.com/ianozsvald/twitter-text-python
tweet-text-processor


The idea behind this structure-based filtering is that tweets that have many user men-
tions or hashtags, but lack enough clean text features, do not carry enough news-like
content.

This step filters many noisy tweets. For example, for the 15-minute time window,
starting on 25 Feb 2014, at 18:00, and ending at 18:15, there are 12,589 raw tweets, out
of which the first filtering step (that checks the length and structure of tweets) keeps
only 9,487. Further processing is applied to this filtered set of tweets.

The next step applies vocabulary filtering. For each time window in the corpus, we
create a binary tweet-term matrix, where we remove user mentions, but keep hashtags.

The vocabulary terms are bi-grams and tri-grams that occur above a certain threshold
(in at least 10 tweets). This threshold is set based on the window corpus length, to
max(int(len(window corpus) ∗ 0.0025), 10).

This threshold does not grow very quickly, for example, for 10,000 tweets, the term
should occur in at least 25 tweets to be selected in the vocabulary. The idea behind this
filtering step is that clusters should gather enough tweets to be considered an event at
all (i.e. at least 25 in 10,000 tweets should discuss an event).

For the above example, the term filtering step reduces the vocabulary to 670 terms,
producing a matrix with 9,487 by 670 tweet-term matrix. In the next filtering step, we
reduce this matrix to only the subset of rows containing at least 5 terms. This step re-
moves out-of-vocabulary tweets, as well as tweets that are too short to be meaningfully
clustered.

We varied the parameters for filtering tweets and terms, and noticed that the above
values were stable with regards to the events that were produced.

This third filtering step further reduces the original tweet-term matrix to 2,677 by 670,
effectively using only 20% of the raw corpus. We have found that for Twitter streams
where the language information is not available, e.g., for the 2012 US presidential elec-
tions stream, it is much faster to filter tweets and terms as above, rather than using a
language identification library to remove non-English tweets.

Hierarchical Clustering of Tweets

After pre-processing we perform hierarchical clustering, headline extraction, and re-
ranking of clusters to construct the final output.

As an overview, the following are applied to each time window represented by a tweet-
term matrix:
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1. Calculate pairwise distances for clustering.
2. Apply hierarchical clustering.
3. Cut dendrogram at a distance threshold.
4. Rank clusters by df-idf and presence of named entities.
5. Extract headline tweets (earliest tweet in each cluster).
6. Re-cluster the headlines tweets.
7. Extract final headline, keywords, and an image for system output.

The steps are described in more detail below:

1. Calculate Pairwise distances for clustering: For pairwise distances, we scale and
normalise the tweet-term matrix, and use cosine similarity as a metric. Using Euclidean
distance produced similar results.

2. Hierarchical Clustering: The fastcluster library [113] is used for computing a hier-
archical clustering of tweets. The idea behind tweet clustering is that tweets belonging
to the same news event will cluster together, and thus we can consider each cluster as
a detected event, without specifying the number of clusters ahead of time.

3. Cut dendrogram: Hierarchical clustering does not require specifying the number
of clusters a priori, as in k-means or other popular clustering algorithms, but we can
control how tight or loose we require our final clusters to be with a distance threshold.
We cut the resulting dendrogram at a 0.5 distance threshold. A higher threshold would
result in looser clusters, that potentially collate different events in the same cluster. A
lower threshold would result in tighter and cleaner clusters, but potentially lead to too
much topic fragmentation, i.e., the same event would be reflected by lots of different
clusters. We found that a value of 0.5 works well for our method.

4. Rank clusters: Given a set of clusters from the previous step, we rank them with
a “newsworthiness” score. The newsworthiness score we used is based on term fre-
quency with named entity boosting within a time window.

A first attempt was to use cluster size, allowing clusters with a lot of tweets to rank first
as breaking news events. In this setting, many popular, but less newsworthy clusters
are promoted. Another issue with using the size of clusters alone is that the same
events tend to get frequently repeated for several time windows, as cluster size does
not consider burstiness in each time window with respect to the previous time win-
dows.

Using term weighting with named entity boosting was a more effective measure. We
use the df-idf measure from [107], that discounts the term-frequency in the current time
window using the average frequency in the previous t time windows (as shown in
Equation 3.1).
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df − idft =
dfi + 1

log
(∑t

j=i dfi−j

t
+ 1

)
+ 1

(3.1)

Setting the parameter t controls how much history should affect the current weight
of a term. We set t = 4 in our runs, in order to allow for hourly updates (where
a time window is set to 15-minutes). Note the log in the denominator, allowing the
current document frequency to have more weight than the previous/historical average
frequency.

A critical element of this cluster ranking component is named entity extraction. We
experimented with the Stanford NLP7 and the NLTK pos-tagger [114, 115], but found
that they fail to recognise entities due to the specific language of tweets, e.g. arbitrary
capitalisation of words (e.g. “AWESOME vs obama”, many NER taggers rely on capit-
alisation for clues on potential entities [116]), short names (e.g. fb for Facebook).

For this reason, we used the Tweet text specific CMU Tagger8 for recognising entities
[52]. Specifically, the Python wrapper around the Java implementation9. This tool is
trained on tweets and had better accuracy for named entity recognition in our tests.
The main advantage of this tagger is the ability to identify named entities from very
short stings, and insensitivity to capitalisation and common abbreviations.

We use the tagger as a flag to check if the bi-gram or tri-gram is an entity, rather than
applying the tagger to the whole tweet and then aligning the named entities with the
vocabulary terms.

We assign a weight to each term in a time window (bi or tri-gram) using df − idft ∗
entity boost, where the entity boost was set to 2.5 as opposed to 1.5 used in [107].
We found that higher entity weights lead to retrieving more news-like breaking news
events.

Given the term weights, the cluster score is the score of the term with the highest
weight (as in [107]), but we normalise this by the cluster size. This last normalisation
step seems to lead to less topic fragmentation, allowing smaller clusters with promin-
ent terms, to rank higher.

We have also experimented with cluster scores that average the score of the terms of a
cluster. Interestingly enough, when using unigrams rather than bi-grams and tri-grams
for the vocabulary, ranking clusters by averaging term scores worked better than using
the maximum term score.

7http://nlp.stanford.edu/software/
8http://www.ark.cs.cmu.edu/TweetNLP/
9https://github.com/ianozsvald/ark-tweet-nlp-python

45

http://nlp.stanford.edu/software/
http://www.ark.cs.cmu.edu/TweetNLP/
https://github.com/ianozsvald/ark-tweet-nlp-python


We chose to keep using bi-grams and tri-grams for scoring clusters as this pre-
processing step is already performed, and using a different tokenizer for clustering
and scoring introduces additional complexity.

We have also attempted to assign a boost to terms based on their occurrence in news
articles that are streamed in a similar time window as the tweets. This approach may
work for some types of events, such as politics-related events, where the news travels
from the news outlets to Twitter. This may not work for events that first break on
Twitter, such as sports events, that are later reported and summarised by the news
outlets.

How events are reported across different platforms such as Twitter, news articles and
blogs is explored in Section 4.3.

Heavier NLP feature extraction including pos-tagging and extracting nouns and verbs
was attempted, however, minimal stopword removal and tweet filtering proved to be
much more efficient and equally accurate. As in [107], we found that stemming hurt
the quality of results.

The scoring used in result runs was the maximum entity boosted term in bi-grams and
tri-grams normalised by the cluster size.

We rank the clusters using this score, and retain only top-20 clusters, subject to a size
constraint: for a cluster to be considered valid, it should have at least 10 tweets.

5. Extracting headline tweets: To present a human-readable headline for system output,
we select the earliest tweet in each of the top-20 clusters.

This clustering and ranking strategy works well for many different events but suffers
from topic fragmentation, where we see several headlines about the same news story
across clusters. This issue has also been found previously in [107].

6. Re-cluster the headline tweets: Our final step involves clustering only the headline
tweets selected in the previous step. These are pre-processed tweets used for clustering
in the first stage (excluding user mentions and URLs, with filtered vocabulary).

We build a headline-by-term matrix, this time using unigrams for our vocabulary,
without any minimum count thresholds or other restrictions on terms. We re-cluster
the headlines using hierarchical clustering, and cut the dendrogram at the maximum
distance (i.e. 1.0 for cosine similarity). Setting this threshold decides how many head-
lines we want to collate into a single event.

We rank the resulting headline-clusters using the headline tweet with the highest score
inside a cluster, in this way, if the headline tweets do not cluster at all, the ranking of
headlines will stay the same as in the previous step.
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7. System output: Finally, after clustering and re-ranking headlines, we select the
headline with the earliest publication time, and present the raw tweet text (without
URLs) as a final system output headline.

We pool the keywords of the headline tweets in the same headline-cluster to extract
tags (a list of keywords as a description of the event).

For selecting tweet IDs relevant to the extracted event, we use the IDs of the clustered
headline tweets.

For extracting URLs of photos relevant to the event, we first check if the headline tweets
have any media url tags, and if not, we loop through the cluster (from stage 1) and pick
out the media URLs. Restricting the number of media URLs to 1 or 2 directly affects
the speed of the overall extraction process since we don’t have to dive too deep into
the previous (potentially large) clusters.

3.1.5 Development Evaluation and Parameter Settings

For development and parameter settings for pre-processing, clustering, and filtering
thresholds, we used the ground truth provided for the 2012 US elections stream. Tables
3.3 and 3.4 show ground truth and our system output for one of the time windows in
the evaluation.

For the rehearsal set, no ground truth was available. To evaluate performance on the
rehearsal set, we use a Google search-based evaluation, similar to [117]. The extracted
headline tweet is used as a query, and the presence of mainstream news articles in the
results is used as a relevancy measure. We selected 100 headline tweets, the top-10 from
the first 10 windows, searching for mainstream news articles. Using this semi-manual
evaluation, 80% of our headline tweets had mainstream news article equivalents.

Parameter Sensitivity

Our system has a number of tunable parameters, that can be set depending on the type
of tweet stream available.

Filtering tweets: The filtering of tweets by structure, where we reject tweets with more
than 2 user mentions, more than 2 hashtags, or less than 4 text tokens had the most
impact on the tweet-term matrix. Most noisy and less newsworthy tweets are filtered
in this step. Due to this aggressive initial filtering step, other parameter settings down-
stream appear less dramatic.
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Tweet length and structure: Relaxing the tweet length restriction from a minimum of
5 tokens to 3 tokens, includes an extra 500 tweets in the final tweet term matrix. The
effect on the final output is low, but the number of tweets to process is reduced from
3,777 to 3,258.

Unigrams Vs bi and tri-grams: Keeping all other parameters fixed, and only altering
the tokenisation to use unigrams as opposed to bi and tri-grams, results in far more
tweets included in the tweet-term matrix (9,028 as opposed to 3,258). This significantly
impacts processing time, and cluster scoring. In cluster scoring, using unigrams and
averaging term scores produced better results, but maximum entity boosted term in
bi-grams and tri-grams normalised by the cluster size was a more performant com-
promise between processing time and precision.

Processing time: On commodity hardware10, the total processing time was approxim-
ately 1 hour for 24 hours worth of tweets. This processing is split into 96 time windows,
updating every 15-minutes. The most computationally costly steps are the pairwise
distance calculations for hierarchical clustering. Filtering tweets before this step has
the most benefit for run times.

3.1.6 Challenge Evaluation

Systems were expected to produce a maximum of 10 events per 15-minute time win-
dow, for a total of 960. Three independent annotators used a web-based interface to
rate outputs on a 5 point scale for Readability, coherence and relevance, and an op-
tional image representing a story. Evaluators manually annotated five time windows.
For each event in the 5 time windows, annotators first marked newsworthiness on
a binary scale - discarding any instances with less than 2 votes. 70 breaking news
events were included in this pooled set. Assessment where non-newsworthy stories
included: Opinion article, Analysis Article, Speculative Article, Jokes, gossip, parody.
Valid, newsworthy events are: major news stories, local news stories, photo-driven
stories, announcements of future events, sub-events such as goals scored in a match.
Full details of the rating scales and instructions provided to annotators, inter-annotator
agreement and raw result tables are available in [104]. Here, Table 3.2 summarises the
measures, what they were based on, and how they were calculated.

Each score was normalised by the maximum attained for each measure, and an aggreg-
ate score for a system (v) was derived by:

Score(v) = 0.25 ·Rref (v) · Fext(v) + 0.25 ·Q(v) + 0.25 · C(v) + 0.25 ·D(v) (3.2)

10PC with 8GB Memory, non-SSD HDD, 2.7GHz CPU.
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Measure: Name: Calculated by:

Newsworthy Newsworthyness Qualitative judgment, given positive
and negative examples

Rref Reference Corpus Recall Manual Match: 59 Ground truth events
Pext Pooled run Precision Manual Match: 70 Participant-pooled

events
Rext Pooled run Recall Manual Match: 70 Participant-pooled

events
Fext F-score of Pext and Rext F1(Pext, Rext)

Q Readability Qualitative, 1–5 Scale
C Coherence Qualitative, 1–5 Scale
D Diversity Qualitative, 1–5 Scale
I Image Quality Binary Relevant / Not Relevant, Aver-

age of 3 annotators

Table 3.2: Measures used in the challenge evaluation.

This score was used as the final system ranking. Table 3.6 lists the raw scores for the
top performing systems.

Our system was ranked first using the combined measure. Overall, the top 3 systems
were ranked in the same order using alternative score aggregations. The high recall
for both the reference and pooled results, as well as high coherence, contributed most
to the final ranking. The high scores for coherence and readability are due to select-
ing textually-rich tweet content as the headline after filtering uninformative and short
tweets, as opposed to trying to generate a headline.

One drawback of this evaluation approach is that time is not accounted for. Systems
that produce events significantly earlier or later than the mainstream news story are
treated equally.

For setting parameters, we use the subset of ground truth events provided by the chal-
lenge organisers for the 2012 stream, a sample of which is shown in Table 3.3. For
comparison, in Table 3.4, we show the top-10 events detected by our method (with
parameters set as described in the previous section) for the same stream, for the time
slot starting at 07-11-2012 00:00.

In Table 3.5, we show the top-10 events produced by our method for the 2014 stream
(parameters are the same as for Table 3.4 run), for the time window starting at 25-02-
2014 18:00.
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Headline Keywords

1 Obama wins Vermont Obama,Vermont,wins,projects,VT
2 Romney wins Kentucky Romney,wins,Kentucky,projects,KY
3 Bernie Sanders wins Senate seat in Vermont Sanders,wins,Senate,Vermont, inde-

pendent,VT
4 Romney wins Indiana Romney,wins,Indiana,IN

Table 3.3: Ground truth for the 2012 US elections Twitter stream for the 07-11-12 00:00
time slot.

Comparison with Other Systems

Table 3.6 lists the raw scores for the top-3 systems. In comparison with the other com-
peting systems, there are some notable similarities and differences. The next best per-
forming system, RGU [118], also used a similar n-gram clustering and ranking ap-
proach, but described fewer filtering steps, and did not perform additional merging of
headlines in the same way. In RGU, events were merged based on URLs whereas our
system performed hierarchical clustering.

The math-dyn [119] system used Joint Complexity, an information-theoretic approach,
where each time window is a weighted graph of tweets and their similarities defined by
Joint Complexity. The math-dyn system did not report heavy use of filtering in contrast
to our system.

Data pre-processing steps that split tweets into parts, recombining them and filtering
on platform-specific features have the most impact on results.

After the structure-based filtering, vocabulary filtering and other parameter choices
such as bi-grams vs tri-grams have less impact, as the least newsworthy tweets have
already been discarded in the earlier pre-processing step. In comparison with other
systems, our approach contained more filtering and pre-processing steps.

3.1.7 Discussion

It is interesting to observe that the most effective approaches in the challenge all in-
volved simple, n-gram models, and focused on document pivot techniques. Using ori-
ginal tweet text as the headline has the advantage of presenting users with interpret-
able headlines, but tweets may appear out of context and require some background
knowledge for some events (e.g. cryptic abbreviations and acronyms can appear as
hashtags).

Topic fragmentation (the same events being discussed across clusters) is still an issue.
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Headline Keywords

1 WASHINGTON (AP) - Obama wins Vermont;
Romney wins Kentucky. #Election2012

#election2012, @ap, ap, begins, break-
ing, calls, carolina, close, cnn, fox,
georgia, indiana, kentucky, news,
obama, presidential, projects, race,
romney, south, vermont, washington,
wins

2 Not a shocker NBC reporting #Romney wins
Indiana & Kentucky #Obama wins Vermont

#obama, #romney, indiana, kentucky,
nbc, reporting, vermont, wins

3 RT @SkyNewsBreak: Sky News projection:
Romney wins Kentucky. #election2012

#election2012, @skynewsbreak, indi-
ana, kentucky, news, obama,

4 AP RACE CALL: Democrat Peter Shumlin wins
governor race in Vermont. #Election2012

#election2012, ap, bernie, call, demo-
crat, governor, peter, race, sanders,
seat, senate, shumlin, vermont, wins

5 CNN Virginia exit poll: Obama 49%, Romney
49% #election2012

#election2012, cnn, exit, obama, poll,
romney, virginia

6 Mitt Romney Losing in Massachusetts a state
that he governed. Why vote for him when his
own people don’t want him?

#Obama2012 #obama2012, governed,
losing, massachusetts, mitt, people,
romney, state, vote, want

7 Twitter is gonna be live and popping when
Obama wins! #Obama2012

#obama2012, gonna, live, obama,
popping, twitter, wins

8 INDIANA RESULTS: Romney projected win-
ner (via @NBC) #election2012

#dumbasses, #election2012, @huffing-
tonpost, @nbc, indiana, projected, res-
ults, romney, winner

9 If Obama wins I’m going to celebrate... If Rom-
ney wins I’m going to watch Sesame Street one
last time #Obama2012

#obama2012, celebrate, going, last,
obama, one, romney, sesame, street,
time, watch, wins

10 #election2012 important that Romney won IN-
dependents in Virginia by 11 pts. With parties
about even, winning Inds is key

#election2012, even, important, inde-
pendents, inds, key, parties, pts, rom-
ney, virginia, winning, won

Table 3.4: Detected top-10 events using our method for the 2012 US elections Twitter
stream for the 07-11-12 00:00 time slot.

This is most pronounced in news events that are discussed from multiple points of
view. Different groups of people tend to discuss the same events in different ways.
As well as fragmentation, some events are mistakenly merged into a single cluster
(e.g. stories about Bernie Sanders and Peter Shumlin in Vermont elections.).

Another promising avenue could be to segment the stream by location or keywords,
applying the system for extracting sub-events, then recombining the detected events.

Twitter is a highly-dynamic platform, with new features and conventions introduced
on a regular basis. For example, in 2014, the practice of quote tweeting did not yet
exist, and these “retweets with comments” were instead broadcast as public replies,
and not as commonly used. This is one example of a new feature that wasn’t present
that will need to be accounted for if applying these techniques on a new dataset.

51



Tweet Id and Headline Keywords

1 438373491440500737
The new, full Godzilla trailer has roared online:

awesome, brand, full, godzilla,
landed, new, online, roared, trailer

2 438372831081279488
At half-time Borussia Dortmund lead Zenit
St Petersburg 2-0. #bbcfootball #Champions-
League

#bbcfootball, #championsleague,
@bbcsport, borussia, dortmund, half,
lead, petersburg, st, time, zenit

3 438373672412143616
Ukraine Currency Hits Record Low Amid Un-
certainty: Ukrainian currency, the hryvnia, hits
all-time low against ...

amid, currency, hits, hryvnia, low, re-
cord, time, ukraine, ukrainian, uncer-
tainty

4 438372908814303232
Ooh, my back! Why workers’ aches pains are
hurting the UK economy

aches, back, economy, hurting, pains,
uk, workers

5 438373369491505152
Uganda: how campaigners are preparing to
counter the anti-gay bill

anti, bill, campaigners, counter, gay,
preparing, uganda

6 438372882088226816
JPost photographer snaps what must be the
most inadvertantly hilarious political picture of
the decade

@jerometaylor, decade, hilarious, in-
advertantly, jpost, photographer, pic-
ture, political, snaps

7 438375154008461313
Fans gather outside Ghostbusters firehouse in
N.Y.C. to pay tribute to Harold Ramis

fans, firehouse, gather, ghostbusters,
harold, nyc, outside, pay, ramis, trib-
ute

8 438373191762059265
Man survives a shooting because the Bible in
his top pocket stopped two bullets

@metrouk, bible, bullets, man, pocket,
shooting, stopped, survives, top, two

9 438374254002700288
#Ukraine’s toppling craze reaches even le-
gendary Russian commander, who fought Na-
poleon

#ukraine, commander, craze, even,
fought, legendary, napoleon, reaches,
russian, toppling

10 438372863377408000
Newcastle City Hall. Impressive booking first
from bottom on the left...

@robbrydon, booking, bottom, city,
first, hall, impressive, left, newcastle

Table 3.5: top-10 detected events using our method for the 2014 Syria, Ukraine, Bit-
coin Twitter stream in the 25-02-2014 18:00 time-slot, including the Tweet Id, extracted
headline, tags. Event 10 was the only one that was not published in mainstream media.

Our approach did not address the problem of assigning relevant lead images to events,
as this was a less significant aspect of the challenge, the image selected was the headline
media URL if present, in the tweet metadata, with the rationale being that a textually
relevant tweet would also have a relevant image.

Since 2014 a number of important tweets in the corpus (those included in evaluations
with human judgments and tags) have been removed for various reasons. This tweet
decay is of a similar rate to other Twitter-based collections, such as TREC.
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Team Nref Rref Next Pext Rext Fext Q C D Image

Insight 39 0.660 28 0.560 0.357 0.436 4.74 4.97 2.11 0.274
RGU 33 0.600 19 0.388 0.243 0.299 4.71 4.22 3.27 0.588
math-dyn 37 0.630 18 0.462 0.200 0.279 4.59 4.91 2.11 0.520

Table 3.6: Results for the top-3 systems. Nref is the number of events produced for the
Reference Recall, Next is the number of events from pooled submissions

This decay can affect the reproducibility of system performance scores in future. Re-
moving these tweets from the evaluation makes the result sets fairer to new methods,
but this also renders comparison to older implementations difficult.

The techniques we used and parameter settings suggest that a large proportion of the
accuracy can be gained with appropriate platform-specific pre-processing. Perform-
ance may not generalise, however, when choosing similar settings for an event detec-
tion system on a different platform, even if the features appear similar.

The SNOW Data challenge produced a useful benchmark dataset for breaking news
event detection on Twitter. Our proposed approach shows that simple, n-gram-based
models with some platform-specific heuristics can create a strong baseline for compar-
ing future systems
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3.2 Effectiveness of Breaking News Event Detection

Breaking news event detection on Twitter has become an increasingly popular applica-
tion area in the context of online journalism. A host of techniques have been proposed
in the literature, but there are few shared test collections and little agreement on eval-
uation measures. This leads to significant difficulties when attempting to compare
different systems.

Event detection systems are composed of multiple components performing functions
such as filtering, feature extraction, and issuing alerts. These components are rarely
evaluated separately, making it difficult to identify which techniques or parameter set-
tings offer the most benefit and which are detrimental.

In the remainder of this chapter, we explore different experimental design choices for
the task of breaking news event detection, using a new Twitter-specific ground truth
collection curated by journalists. For a set of established baseline systems, we show
that parameter choices involving thresholds, which are normally set at design time,
can have a dramatic effect on system performance—evaluation parameters especially.
Specifically, these are window parameters in methods that rely on sliding window tech-
niques, and thresholds in automatic evaluations that measure text overlap.

We demonstrate that, with adequately-tuned settings, even relatively simple ap-
proaches can perform well. However, performance can suffer if parameters chosen
at design time are not suitably adjusted in a deployed system, without updates to ac-
count for new data.

We propose a generally applicable approach to aggregating performance evaluations of
different systems and parameters, that can be used for prioritising future development
efforts or justifying the selection of one set of parameters over another.

3.2.1 Introduction

The detection of breaking news events has a long history in the Information Retrieval
literature, where many standard collections draw on newswire sources. Strong user in-
volvement in the evaluation process is desirable, but often impractical or prohibitively
expensive [120].

Social media sources contain a wealth of timely information and user-generated con-
tent. Filtering relevant content, however, is not trivial. Significant demand exists for
editorial support systems enabling journalists to work more effectively. Social news-
gathering introduces a number of new challenges to breaking news detection tasks.
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These include verification of content and sources, and timely filtering of large volumes
of content. Furthermore, a breaking news alert issued hours after the story breaks will
not be especially useful to a journalist, while false alarms will distract a journalist from
more important reporting, fact-checking, and editorial work.

A recent review of popular tools used by journalists in [121] motivates research in de-
veloping better event detection and alerting systems. Only one event detection system
[122] is mentioned in passing in the survey. This suggests that either state-of-art sys-
tems described in the literature have not been widely adopted, or that monitoring tasks
are adequately served by tools internal to newsrooms or some other commercial ser-
vices. Either way, it is clear that there is much work left to be done before journalists
widely accept news event detection tools.

The problem of detecting breaking news events is related to previous work on Topic
Detection and Tracking (TDT) [9]. Topic detection and tracking is still an active area
of research, heavily focused on specific applications. The field continues to generate
considerable interest, with many works claiming state-of-the-art performance.

Breaking news event detection focuses on delivering relevant alerts to journalists about
developing stories, when information about “who” or “what” is often lacking. The task
is more closely related to the real-time filtering task in the TREC Microblog track [123].
However, the interest profiles may not be defined a priori, since a breaking news event
is relevant to a journalist regardless of their preference for topic coverage.

In particular, a common theme across the research area of event detection is the issue of
defining an appropriate evaluation methodology. This is exacerbated by the fact that
event detection systems are often complex, consisting of multiple distinct components,
where each component typically has its own set of user-specified parameters.

The deployment of such systems presents non-trivial engineering challenges, regard-
less of the algorithms used. Differences in implementations between systems can hide
the effects that researchers are most interested in studying [124], while the choice of
unsuitable parameter values at design time may limit the subsequent usefulness of a
system to journalists.

When deploying an event detection system, a number of fundamental questions arise.
How do we know if the system is performing well? Which components of the system
are contributing to good performance, and which components require the investment
of additional effort and resources?

Answering these questions requires a detailed evaluation. However, conducting ex-
tensive live user studies can be expensive and time-consuming, while providing a sys-
tem with frequent relevance judgements places an unnecessary burden on journalists.
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Therefore, evaluations that rely on test collections remain important.

In order to evaluate systems in a realistic setting, we introduce the Reportedly test col-
lection, which provides a new source of event annotations as curated by journalists
actively monitoring Twitter for breaking news.

Unlike previous evaluations which have relied on newswire services and mainstream
news articles to evaluate breaking news event detection on Twitter, we suggest that
evaluation data derived directly from the Twitter activity of an online newsroom is
more appropriate in this context, given the emphasis that is increasingly placed by
journalists on using Twitter to both find sources for, and disseminate breaking news
[125]. We make this collection publicly available for future research in this area11.

Our contributions are twofold. Firstly, as described above, we provide a domain-
specific collection of tweets and ground truth events, curated by journalists, also po-
tentially useful for other tasks beyond breaking news detection. Secondly, we use this
test collection to explore parameter choices often omitted in previous literature, high-
lighting significant differences between systems and components.

Our evaluations show that even simple detection systems can perform well with suit-
able parameter settings. However, the choice of parameters is not always straightfor-
ward, with certain experimental design choices during the evaluation phase leading to
significantly different conclusions being drawn regarding the performance of a detec-
tion system.

3.2.2 Task and Scope

The task of breaking news event detection on Twitter depends on the precise definition
of an event and the specific needs of the journalist. For example: for a sports journalist,
a breaking news event might be a “goal scored” event [126]. Other types of journalists
covering specific areas or topics may have different requirements for a system.

We will not explore different requirements for specific news niches here, but rather we
will focus on breaking news reporting in general. In our case, we define breaking news
as any activity or information identified by journalists, that warrants their immediate
attention.

In contrast to traditional pool-based evaluations and annotators producing relevance
judgements, we rely on the output of a real news team who are actively producing
breaking news alerts. We describe this data in more detail later.

11https://github.com/igorbrigadir/newsir16-data
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In the existing literature, a wide range of information needs are classified under “break-
ing news”. This creates a diverse range of tasks and definitions. The only common
feature across the literature is that the task is somehow temporal in nature and relates
to some human activity [127]. Therefore, we broadly define the task as follows:

Systems are presented with a continuous stream of time-ordered documents (e.g.
tweets). Based on certain features of these documents, the system issues “alerts” to
a journalist. An alert at time t containing a text description is compared to a ground
truth text close to time t.

The above formulation can be related to other tasks, but differs in a number of import-
ant ways:

Topic detection and tracking (TDT): Here an event is “a particular thing that happens
at a specific time and place, along with all necessary preconditions and unavoid-
able consequences.”[128]. This work only relates to the online New Event De-
tection subtask (NED), where “stories”, or in this case tweets, are presented in
sequence to the system, and the system makes a decision to issue an alert or not.
The difference between NED and our experiments is that tweets are presented
to the system in batches, using a sliding window as opposed to one by one. In
tracking tasks, systems attempt to retrieve all relevant, non-duplicate updates to
a developing topic, whereas in breaking news detection the focus is on the initial
alert, and minimizing subsequent false alarms.

First story detection (FSD): FSD is largely synonymous with NED but more com-
monly associated with clustering approaches [55]. In contrast to clustering, we
focus on anomaly-based approaches. Outputs of clustering-based and anomaly-
based systems are equivalent—in that both issue “alerts” to users, and the same
evaluation can apply to both. FSD is sometimes used to describe Retrospect-
ive Event Detection (RED) where the entire corpus is available to a system, and
the task is to pinpoint exactly when an event emerged, knowing what to look
for ahead of time, or attempting to discover previously missed events [129]. First
Story Detection, strictly speaking, describes a system that must classify each story
in a stream as first or not first [40]. The end result is a classification of documents.
Rather than classifying documents, breaking news event detection seeks to gen-
erate an alert, that may or may not be based on a new document. The distinction
is important, as activity measures that do not involve document features can be
used, without requiring a first story to be published, e.g. a significant increase in
some activity measure, as opposed to a new article.
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Event Detection Components

Breaking news detection is a complex task that necessitates separating functionality
into several components. While some systems may perform the functions of multiple
components in a single step, these can be treated as separate sub-systems. The advant-
age of organising a system in this way is a greater degree of interoperability and more
interpretable evaluation. The effects of changing parameters in one sub-system can be
measured on the overall task, and efforts can be concentrated on components that have
the greatest impact on results. We categorise components into four broad areas:

1. Source data: What data is considered as input? What is filtered on arrival?

2. Evaluation: How is performance measured? What is considered a success?

3. Feature extraction: What features and what representation is used? What counts?

4. Detection: How are events generated by the system and alerts issued?

Decisions about the source data and initial data filtering are often overlooked as signi-
ficant “parameters” of a system. In our experimental setting, this translates to which
tweets and accounts the system ingests.

Extracting features is another labour intensive part of system design and development.
Often features are selected at design time and will differ significantly between systems.
Decisions on how to treat Twitter specific mentions or hashtags, or how to represent
textual content are also parts of the feature extraction component.

The detection step is commonly cast as an anomaly detection problem, but other formu-
lations view the problem as a classification task, or a clustering task. Regardless of the
approach, all breaking news detection systems must somehow alert a journalist. Alerts
can be actively pushed to the user, or can be presented via passive dashboards that
display metrics or items which require further attention.

Even the most complicated systems can be broken down into several component parts.
For breaking news event detection—each component has a number of parameters that
could be tuned. We focus on the feature extraction and evaluation parameters, as op-
posed to the detection techniques themselves.

Goals

Given the above problem description, and an appropriate source dataset, we outline an
approach for configuring and evaluating a breaking news detection system as follows:
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1. Enumerate and select all the tuneable system parameters (Window size,
thresholds, etc) in systems.

2. Select a single dependent variable, such as the number of detected events.
3. Generate and gather results for all the systems.
4. Estimate System Component Effects with a General Linear Model.

The component and parameter effects can be used to explain the selection of a par-
ticular system over another, or to guide future development efforts. Our goal is not
to create a state-of-the-art breaking news detection system, rather, it is to perform a
controlled experiment on a range of commonly fixed parameters, such as detection
windows, text overlap, and alternate ways of detecting anomalies in time series.

3.2.3 Source Data

The input data is an important system parameter. The importance of filtering news-
worthy sources is discussed in more detail in Chapter 2. Strategies for the acquisition
of Twitter data can be broadly categorised into three types:

Sample streams: These include subsets of the firehose which represents random
samples of all public tweets. Typically these stream sources use Twitter’s 1%

sample stream. The 10% Gardenhose stream is not generally available to research-
ers, and the full firehose of tweets is rarely used as source data.

Keyword-based streams: Constructed from sets of keywords, either retrospectively
via the Twitter Search API, or in real-time through filtering the Streaming API.
The selection of keywords can have a significant effect on results, as well as the
changing nature of the Search API—which optimises for relevance as opposed to
retrieving all matching tweets. The upper bound for the volume of tweets retriev-
able through the Streaming API, filtering on keywords is still 1% of the Firehose.
Geotagged tweet searches and filters can also be considered as “keyword” based,
where tweets are matched by location instead of content.

Curated streams: Attempt to overcome some of the disadvantages of search and
sample streams by monitoring all tweets from a limited set of accounts, as op-
posed to sampling a subset of tweets from all accounts. This approach is some-
times referred to as an expert sample [130]. One drawback of using curated streams
sourced from journalists is the lack of clear criteria for including or excluding
sources. Journalists may have different reasons for including or excluding a
source when monitoring Twitter activity.

59



To collect the test data for our evaluations, we made use of a curated stream of users
identified as “newsworthy” by journalists at Reportedly. Our shared collection consists
of 3,274,088 tweet identifiers.

The corresponding tweets should be retrievable in approximately 35 hours when op-
timally using the Twitter API rate limits. Twitter imposes restrictions on the ability to
share full tweet payloads. This is a major issue when sharing tweet collections for the
purpose of reproducibility.

Following their terms of service, collections must consist of tweet identifiers only, omit-
ting actual tweet content and other metadata. An advantage of this approach is that
users included in collections maintain some control and consent over the use of their
data. If an account becomes private, or tweets are deleted, they will no longer be re-
trievable. Users are rarely notified about the use of their data in research, so this ap-
proach strikes some balance between making data freely available, while also respect-
ing user privacy.

Reportedly Dataset

The source stream of tweets for the Reportedly collection contains ≈ 30, 000 user ac-
counts organised into user lists by journalists. These lists were assembled in order to
cover a specific topic such as “US Politics” or geographical regions such as “UK”. Re-
portedly journalists monitor these lists for developing stories, summarizing, verifying
information and tweeting updates to a story.

The Reportedly online newsroom project12 was active from December 2014 to August
2016. A unique aspect of Reportedly was its strong emphasis on social media plat-
forms, especially Twitter. The reliance on user-generated content, curated lists of trust-
worthy accounts, and effective use of Twitter-specific features makes this an attract-
ive source of ground truth for Twitter event detection tasks. Specifically, the use of
hashtags, quoted tweets, user mentions, and verified sources offer a much better match
for automatically detected events than traditional newswire services, which have been
previously used as a ground truth source.

If the choice of external evaluation data matches the system input data, simpler detec-
tion and evaluation techniques can be used.

While these sources are also present on Twitter, newswire services generally do not
focus on Twitter-specific activities, and their reports lack the use of important mentions
or hashtags relating to events.

12https://reported.ly
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Row Time Event description and number tweets in thread
0 09:20 Flooding and Landslides in Japan. 6
1 10:00 Updates on refugees in Greece to Hungary. 8
2 10:20 #YouStink Protests in Lebanon in response to waste crisis. 4
3 10:30 Turkey’s offensive on the PKK and deportation of journalists. 7
4 11:20 European Parliament backs Commission’s refugee plan 2
5 13:30 Protest in Baltimore at hearing for #FreddieGray case. 6
6 15:30 Deteriorating humanitarian situation in Yemen 2

Table 3.7: Text descriptions of example events as shown in Figure 3.1.

In contrast, Reportedly journalists directly used tweets to highlight and disseminate
information related to breaking news events, which often included relevant trending
hashtags or mentions of important user accounts. An advantage of using these sources
is that event detection methods have access to the same feeds as the journalists, and
Twitter-based ground truth maintains Twitter-specific features and conventions.

In the Reportedly Twitter data, “major” news events are organised as reply threads,
where an initial “breaking” tweet posted by a journalist is followed by several updates
(i.e. replies to the original tweet) as the story develops. We treat the time window of
the initial announcement tweet as the detection window for the purpose of evaluation.

In this work, we selected September 2015 as the evaluation period to overlap with the
NewsIR’16 shared collection [131], which also includes news articles and blog sources.
While we do not incorporate these sources in our experiments, we envisage that the
two collections could be combined for further evaluations in future work. This time
period contains 227 major news events. As an illustrative example, Figure 3.1 shows
a small sample of 6 such events on September 10th between 09:00 and 16:00 UTC. See
Table 3.7 for event descriptions. Note that, for event detection components which re-
quire an initial training phase, we use Reportedly tweets from August 2015 as a “warm-
up” period.

While the Reportedly dataset provides a suitable Twitter-specific set of manually cur-
ated events, there are a number of issues for future work and reproducibility such as
the limited coverage of events during off-peak days, and limited time span of activity.
The source set of tweets we use is English language only, and is derived from manually
curated lists of users journalists built over time, with unknown criteria for inclusion or
exclusion i.e. when including a Twitter account in a list for monitoring, the reason for
inclusion is not available. Therefore, we exclude time windows where the Reportedly
team was not active, so that systems are not penalized for false alarms when there is
no ground truth available.
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Figure 3.1: Each row in the grid is an event, and each column is a 10-minute time
window. Darker squares represent time periods in an event with more ground truth
tweets. Green and Red highlights show Hits and Misses by one of the systems. Some
events, like Row 4 consist of a single breaking news update, others like 1 or 5 have
periods with no updates after the initial announcement.

In total, there are 514 tweet threads, varying in length. Additionally, there are a number
of summaries written by journalists about 95 such threads, and a further 46 longer
articles providing a wider context about events.

The descriptions and articles were not used as part of our evaluation but are included
in the dataset as they are useful for interpreting results and may be used for different
tasks, such as abstractive summarization, or automated fact-checking.

3.2.4 Evaluation Strategies

The vast majority of Twitter-based event detection evaluations are based on criteria
such as Precision, since complete annotations on all relevant events are not present in
the data [132]. The large number of documents in tweet datasets make it extremely
difficult to create exhaustive relevance judgements. Manual or qualitative evaluations
focusing on a handful of events are commonly used for smaller studies, while larger
ground truth event sets are derived from full articles coming from newswire services,
such as Bloomberg, New York Times, Reuters or AP e.g. TDT corpora [40].

A major limitation when relying on newswire content to evaluate Twitter event de-
tection relates to the difference in language, vocabulary, and style used in full-length
articles, when compared to 140 character tweets. Newswire text lacks Twitter-specific
vocabulary terms and conventions, leading to term matching based evaluations that
do not account for hashtags, mentions, and abbreviations – these can be central to a
breaking news event on Twitter.

Evaluations involving human annotation, such as the TREC microblog track [33],
are expensive to perform, but are domain-appropriate, since human annotators label
tweets, and the language in the ground truth matches the input data.
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In order to avoid the problems of evaluating breaking news events across domains
(i.e. training on Twitter data, but evaluating on newswire article data) and the cost of
manually constructing an annotated corpus of labelled events.

Evaluation Criteria

We process the stream of input Tweets, and ground truth Tweets with a sliding win-
dow. Systems are presented with a batch of Tweets, in sequence, and are expected to
produce a number of alerts, which are matched to unseen ground truth Tweets. Sys-
tems are also provided with a budget of alerts (maximum number of alerts) and other
hyperparameters.

This evaluation setting simulates the requirements of a live system, where future data
is never available. Cross-validation is not appropriate for our evaluation setting, as
train and test splits are not temporally ordered.

An event is defined as a set of tweets created by journalists that has a beginning, a
number of updates, and ends when coverage stops. Events are extracted from Re-
portedly reply threads - where updates to a developing story are grouped in conversa-
tion threads, highlighting important developments. For evaluation purposes, the start
of an event is the timestamp of the first tweet in a thread, and the end of an event is the
timestamp of the last tweet in a thread. The detection period for the “first story” is the
time window when the first post was made. For example, if the stream is being eval-
uated with a 30 minute time window, and Reportedly started a new thread at 13:37, a
system must issue an alert between 13:30 and 14:00 to be valid.

Our first evaluation criterion measures whether or not a system can successfully de-
tect significant events which overlap temporally with those events identified by Re-
portedly. Formally, we say that a detection occurs when a system issues an alert in the
same time window as a newly created thread by a Reportedly journalist, otherwise the
alert for the event is treated as a miss. A false alarm is a system alert issued in a time
window when there is no ground truth alert.

In our evaluation model, we concentrate on detections as opposed to misses. The ra-
tionale being that the value of a successful alert (i.e. not missing an important breaking
news event) is much higher to a journalist than the cost of a false alarm, which may be
read and dismissed quickly.

All events in our dataset are weighted equally. Quantifying exactly how valuable a
detection is, or how much a miss or false alarm costs is subjective and beyond the
scope of the evaluation.
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While our baseline systems produce an output in the form of an anomaly score, they
differ in how they treat the input signal and how they need to be tuned. Therefore, we
set alert budget thresholds so that each combination of a signal and detection approach
produces the same number of alerts. The number of alerts is based on the number of
events present in an initial “warm-up” period. In this way, all systems will produce
approximately the same amount of alerts. For example, 289 unique events are present
in the warm-up data, but rather than targeting only this number of alerts, we consider
three different budget levels:

1. Low budget: 10% fewer alerts than the number of events in the ground truth.

2. Medium budget: the same as the number of alerts in ground truth.

3. High budget: 10% more alerts than the number in the ground truth.

As we see later, this parameter choice around budget is one that significantly affects
system performance.

To check that the alert event matches with ground truth event, we introduce a second
evaluation criterion: event text matching overlap. This criterion is used to ensure that an
event detected by a system genuinely matches the event present in the ground truth,
and is not the result of one or more unrelated phenomena (e.g. viral memes on Twitter).
The event text matching parameter considers the text overlap between the ground truth
tweets and the alert text.

Jaccard Similarity is used to determine how much of the text overlaps between the
ground truth tweets, and tweets within the alert. Tweet text is pre-processed to remove
numbers, URLs and stopwords. Tweet specific features such as mentions and hashtags
are preserved. If there is insufficient overlap, the alert is treated as a false alarm. Since
our goal is to generate an alert, we do not require a system to generate a summary or
explanation, a system is only required to produce the text of the tweets within the alert
time window.

We consider three increasingly conservative matching levels: Minimal (0.20), Medium
(0.50), and High (0.80). As news tweets are short, but keyword-dense, we found that
even a relatively low text overlap (0.2) can still be meaningful, based on a small manu-
ally examined sample of alerts. However, these values were selected to investigate a
range of performance settings. Quantifying how this measure correlates with a journ-
alist’s sense of relevancy is out of scope, and left for future work.
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Estimating Component Effects with General Linear Models

Typically, system-based evaluations would use a t-test to determine significant differ-
ences in the effectiveness of a new system and an existing baseline. A system is treated
as a “black box”, where individual components and parameters are not taken into ac-
count.

The large parameter space we explored presents a problem for interpretation. Given
the same data and pre-processing choices, which component parts of a system contrib-
ute most to overall accuracy? How sensitive are the evaluation results to individual
parameter choices?

To answer these questions and isolate component effects, we adopt the methodology
suggested in [133]. We fit an Analysis of Variance (ANOVA) - a linear model, using
the results of all the runs with family-wise Tukey multiple comparisons of means ad-
justment. The family-wise error rate is defined as the probability of observing a false
positive (a seemingly significant improvement when there is none) in k experiments
[133]. The choice of defining a family of tests where p values should be adjusted is
somewhat subjective, and there is little agreement on what a family of retrieval ex-
periments should consist of. Here, we define family to be a set of systems or evaluation
parameters, as detailed in Table 3.9. We then formally model system performance as:

detections = feature + window + detector + budget + text match (3.3)

where a detection occurs when a system issues an alert in the same time window as a
newly created thread by Reportedly, and the alert text also overlaps with the ground
truth text.

3.2.5 Baseline Systems

In order to demonstrate our evaluation approach and highlight the importance of hy-
perparameter settings, we build a number of baseline systems composed of different
types of features, as detailed below.

In a Twitter event detection setting, the most widely-used source of features is tweet
text. Metadata regarding a user and multimedia content is also available but may be
missing. More advanced approaches may also use pre-trained models to assign la-
bels to tweets. In our evaluations, we compare the performance of systems using
Twitter-specific text extraction, which attempts to extract all “visible” text in a tweet
(e.g. appending quoted tweet text).
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A number of new features have been introduced to the Twitter platform in recent years.
Along with changes to the API and general usage conventions, these features offer an
opportunity to extract additional signals useful for event detection. For example: In-
troduced in April 2015, quoted tweets can be treated as a retweet with a comment or
as a reply. For systems that rely on retweet, mention or reply based features, these
tweets can be treated as either. In [25] the effect of quoted tweets on political discourse
is explored, characterising quoted tweets as “opinion”, “public reply” or as a means of
“forwarding” and sharing tweets. In our setting, we append the quoted tweet text to
the original tweet, treating this as a longer document. These and other, future changes
to the platform should also inform adjustments to both systems and evaluation set-
tings.

Specifically, the following types of features are explored:

1. tf : Term frequency features are any features derived from counts of unigrams,
n-grams, hashtags, mentions, named entities or other units of text.

2. df : Document frequencies are based on the whole document, influencing inverse-
document frequencies, and tweet counts over time. Counts of “unique” tweets,
retweets, replies or quotes are df features.

3. lf : “Label”-based features are any features that rely on some metadata about a
document, either manually or automatically assigned: such as topic labels, loca-
tion or metadata associated with the tweet author’s account

4. similarity: Similarity or Distance-based features require a defined measure of
affinity between documents.

Other features used in related work can be derived from these basic counts. For in-
stance, tf -idf based signals rely on tf and df , topic modeling and clustering approaches
rely on tf -idf and lf (where topic probabilities are treated as topic label features). The
informal nature and restricted length of tweets impact tf -based features: abbreviations,
misspellings, hashtags, mentions, and Twitter-specific slang can result in a very large
vocabulary. Therefore, tf features are typically filtered and pre-processed using stop-
words or frequency thresholds (e.g. discarding rate words). In our experiments, we
filter stopwords, numbers, special characters, and URLs, but preserve tweet specific
hashtags and mentions.

Approaches that cluster individual documents using terms or other features are re-
ferred to as document-pivot, while feature-pivot approaches model the bursty activity of
the extracted features [134].
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Given these 4 feature types, we generate 6 features: 3 count-based document-pivot, 2
lexicon-based feature-pivot, and 1 similarity-based feature.

Count-based signals

Count-based features are surprisingly effective, but often overlooked as baselines. We
tested three types of count-based features:

1. df-count: The number of tweets within a time window.

2. uf-count: The number of unique users who tweeted at least once within a time
window.

3. lf-count: The number of “lists” that had new tweets within a time window. Since
our set of users is derived from lists curated by journalists, and many accounts
contribute to several lists, this signal works to amplify the activity of important
accounts. For example as a member of six lists of interest, a tweet from Iranian
President (@hassanrouhani) would contribute to all six.

Both lexicon-based signals and count-based signals can be viewed as feature-pivot tech-
niques.

Lexicon-based signals

CrisisLex [135] is a lexicon of terms relating to humanitarian crises and natural dis-
asters. As a simple baseline, we construct a time series of the counts of CrisisLex terms
over time. There are 288 words in this lexicon after pre-processing, where we split
multi-word phrases like “flood victims” into individual tokens such as “flood” and
“victims”.

As an alternative to CrisisLex, the FirstDraft news project13 has proposed a set of 88
unique terms to use when finding breaking news on Twitter. Journalists frequently use
Tweetdeck14 columns to filter tweets based on individual search terms. We include this
list as a second lexicon-based baseline in our evaluations. We refer to the two lexicon
methods as crisislex-sum and fd-sum respectively.

13https://firstdraftnews.com/how-to-find-breaking-news-on-twitter-social-media-journalism/
14https://tweetdeck.twitter.com
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Content diversity-based signals

The tweet-sim measure attempts to capture the extent to which multiple users are talk-
ing about the same subject in their tweets during a given time window. To measure
diversity, we calculate the mean cosine similarity between all unique pairs of tweets
for a fixed time window. Given a set of documents D in a time window, the diversity
is defined as:

diversity(D) = −
∑

i,j∈D,i ̸=j cosSim(Di, Dj)∑|D|−1
i=1 i

(3.4)

where cosSim(Di, Dj) is the cosine similarity of tf -idf vectors of documents i and j in
a time window. As this signal is based on document similarities, it is a document-pivot
approach. This feature was originally developed in [91] and is discussed in Section 4.3.

More advanced similarity-based measures using word embeddings [136] can be used,
however, for our experiments, we chose a simpler approach, as training word em-
beddings is challenging in a streaming setting, and different embedding approaches
introduce yet more hyperparameters to evaluate. Chapter 4.2 explores the use of word
embedding approaches for breaking news tracking.

Time Series Construction

Sliding window based-approaches represent a popular choice for dealing with
evolving streams of features: the key parameters requiring tuning for these are the
size of the window and the update rate. The size of a window can be fixed, or adapt-
ive, and consider time or number of elements. In our evaluations, we adopt a tumbling
window, where the window size and update rates are the same: windows of 5, 10,
30, and 60 minutes. For each feature, we create a time series using a sliding window,
producing a time series.

Anomaly Detection

Given a time series constructed from one or more features acquired from Twitter data,
a host of online anomaly detection approaches can be used to detect a breaking news
event and subsequently issue an alert. In our experiment we test four state-of-the-art
anomaly detection techniques: CAD OSE, Skyline [137], Numenta HTM [138], and EX-
PoSE [139]. The anomaly detection approach itself is not important in our evaluation,
the ability to process a signal incrementally is the only requirement.
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3.2.6 Results

Based on the event detection components, the Reportedly dataset, and the evaluation
criteria as described in the last two sections, we conducted a comprehensive set of
experiments to evaluate the performance of breaking news event detection techniques.

Table 3.8 provides a summary of the best parameter choices for each group. The best-
performing parameters were those with a high alert budget, and minimal text overlap.
However, given the high budget of alerts increases the total number of generated alerts,
increasing the false alarm rate.

Overall, the best performing features were uf-count — a count of unique users in a time
window, and fd-sum — a limited set of keywords derived from suggested search terms
journalists use.

Window Feature Detector Detected Missed False Alarm
60 Min uf-count EXPoSE 209 16 119
30 Min fd-sum skyline 153 72 225
10 Min fd-sum contextOSE 46 179 21
5 Min lf-count contextOSE 28 197 121
60 Min uf-count EXPoSE 209 16 119
60 Min fd-sum EXPoSE 201 24 119
60 Min df-count EXPoSE 197 28 94
60 Min tweet-sim contextOSE 188 37 207
60 Min crisislex-sum EXPoSE 180 45 42
30 Min lf-count skyline 126 99 153
60 Min uf-count EXPoSE 209 16 119
60 Min tweet-sim contextOSE 188 37 207
30 Min fd-sum skyline 153 72 225
60 Min uf-count numenta 143 82 94

Table 3.8: A sample list of single best performing systems for each group of parameters,
in terms of detections, misses, and alerts generated, given a high budget and a low text
overlap threshold. There were 225 event threads in the evaluation window.

The worst performing feature lf-count created problems for setting thresholds. Training
a threshold on the warm-up with this feature failed to generate any alerts in some runs.
Overall, the “activity of lists” was much more sensitive to concept drift, where activity
varied significantly over time.

As the feature considers labels derived from topics and locations, this suggests that ap-
proaches that rely on some form of classification of users or tweets would benefit from
adaptive approaches, e.g. retraining classifiers, topic models and thresholds periodic-
ally on new data, as opposed to relying on a static pre-trained model.
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In terms of timeliness of alerts, the best performance was achieved with long 60-minute
time windows. Hourly alerts for breaking news may be useful to some, but given how
quickly stories can develop, they may not be especially useful for journalists.

For our experiments, the alert text (and processed ground truth text) consist of a bag of
words. This makes controlling the experiment straight-forward, but in reality, this may
not be the best way to present alerts. A separate component to generate a summary
description of a detected event is outside the scope, but existing abstractive summar-
ization approaches are good starting points.

The overall best performing combination for each system parameter is listed in Table
3.8. Groups highlighted in bold, show a ranking of each system parameter. For ex-
ample, if a 10-minute window is required, the fd-sum feature with contextOSE detector
is the optimal choice, or if the only available feature is tweet counts (df-count) the best
choice is a 60-minute window, with the EXPoSE detector.

Detections are true positives, misses or false negatives are events when a system failed
to issue an alert, false alarms or false positives are times when systems issued alerts
that did not match up with the ground truth. As our ground truth is not exhaustive,
some of these instances could have been valid alerts.

Since we are interested in quantifying the effects of different parameter choices, rank-
ing best-performing systems is not enough. We would like to know if these differences
between parameter choices are significant, across different combinations of system and
evaluation parameter choices. This exhaustive testing can lead to the multiple compar-
isons problem. This issue arises when looking for significant results after tweaking
multiple parameters and testing each one. The more comparisons between systems are
made, the more likely a statistically significant improvement will be observed. This
can be eliminated by adjusting p values for multiple comparisons, requiring stronger
evidence of improvements. To this end, we modelled system performance as a lin-
ear combination of parameters, and performed a post hoc analysis to determine which
choices are significant. We chose the number of detections as the target variable of
interest. Details are given in the next section.

Each parameter setting listed in Table 3.9 is categorical, and examining the linear model
coefficients can help identify the most important parameter choices. The estimate
column in Table 3.10 is the difference in detections over the base group (intercept) –
a system using a 5 Min window, lf-count feature, skyline detector, with a low budget,
and a high text overlap threshold.
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Linear Model Evaluation: System Component Effects

Type Parameter Choice
System Time window 5 Minute Window, 10, 30, 60

System Feature crisislex-sum, fd-sum, tweet-sim, df-count, uf-
count, lf-count

System Anomaly detector CAD OSE (contextOSE), Numenta, Skyline, EX-
PoSE

Evaluation Alert budget
Medium (match event volume in previous
month), Low (−10%), High (+10%)

Evaluation Event text overlap Minimal (0.2), Medium (0.5), Max (0.8)

Table 3.9: Summary of parameter choices considered in experiments. Time window
and text overlap parameter ranges were chosen to match with values reported in other
end-to-end systems.

Coefficient Estimate Std. Error
window: 60 Min 59.046 3.184
detector: contextOSE 35.435 3.184
detector: expose 33.625 3.184
window: 30 Min 33.472 3.184
textMatch: min 23.142 2.757
textMatch: med 20.979 2.757
feature: uf-count 20.236 3.9
feature: df-count 17.813 3.9
detector: numenta 15.019 3.184
feature: fd-sum 13.785 3.9
budget: high 13.608 2.757
feature: crisislex-sum 12.542 3.9
budget: medium 5.983 2.757
window: 10 Min 4.153 3.184
feature: tweet-sim 2.201 3.9

Table 3.10: Linear model coefficients, with a 5 minute window, lf-count feature with
skyline detector, maximum text match and low budget as intercept. The Estimate
column can be interpreted as the difference in number of detections, given a change
in the parameter. A window size of 60 minutes is better than 30 minutes, which is in
turn better than 10 minutes.

The heatmaps shown in Figures 3.2 to 3.4 outline the differences between systems us-
ing different parameter settings. Best performing to worst performing parameters are
listed top to bottom, and largest difference to smallest difference from left to right.

71



Each individual heatmap cell shows the difference in detections from Tukey HSD mul-
tiple comparisons of means test (See 3.2.6 for details). Significant improvements at
p < 0.001 are highlighted in red, while the cell colour and corresponding values indic-
ate the differences in detections.

For example, in Figure 3.2, choosing a 30 Min window (2nd row) instead of a 10 Min
window (2nd row, 2nd column), shows a significant difference of 29.32 detections,
whereas the difference between a 10 Min window and a 5 Min window (4.15) is not
significant.
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Figure 3.2: The differences between sys-
tems altering sliding window length are
all significant, apart from the difference
between a 5 Min window and a 10 Min
window. There is no significant difference
in this case.
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Figure 3.3: The choice of anomaly de-
tector is a significant factor in a system, but
the difference between contextOSE and EX-
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Figure 3.4: Effects of using dif-
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count detect 20.24 more events,
a significant difference.
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Figure 3.5: The alert budget limits the num-
ber of alerts a system can produce. A sig-
nificant difference of 13.61 detections ex-
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Figure 3.6: A high threshold value (0.8) for
text match in evaluation produces signific-
antly worse results than medium or min-
imum text overlap, but there is no signi-
ficant difference between the medium (0.5)
and minimum (0.2) settings.

It is worth noting that there are even more sources of variance between systems that
our approach does not consider. For example, all events have their own noise and
variance. This problem is explored in detail in [140]. Just as some topics in TREC
collections are generally hard to perform well on, some events in our ground truth are
also challenging to detect.

To find “difficult” and “easy” to detect events, we count how many different system
variants detected each event, producing a ranked list. Highest ranked events are,
therefore “easy” in the sense that many combinations of system parameters (even sub-
optimal ones) still result in successful output. Lowest ranked events are events that
very few variants were able to detect.

Three events (tweet threads) in particular, were not detected by any combination of
feature or detector. One corresponded to a background summary of events relating to
the rescue of refugees in the Mediterranean15, another event reported on violence in
Central African Republic16, and the third was an update regarding flooding in Japan
with new satellite imagery17.

In contrast, events such as the release of Kim Davis from jail18 and #YouStink protests
in Lebanon19 were detected by many system variants.

15Difficult event 1: https://twitter.com/reportedly/status/648834211705659392
16Difficult event 2: https://twitter.com/reportedly/status/648785246691983360
17Difficult event 3: https://twitter.com/reportedly/status/642495636718288896
18Easy event 1: https://twitter.com/reportedly/status/641308170124689408
19Easy event 2: https://twitter.com/reportedly/status/638772034798026752
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Significant differences in performance are observed when adjusting alert budgets and
text matching to ground truth. This suggests that these parameter choices can have a
noticeable effect on results. While increasing the window length can help detect more
events overall, whether or not this is useful is debatable. Alerts issued up to an hour
late are unlikely to be useful in breaking news scenarios.

Model and adjusted p-values for all pairwise comparisons between all systems in our
evaluation are listed in Figure 3.7.

lm(formula = detected ˜ window + feature + detector + budget +
textMatch, data = results)

Residuals:
Min 1Q Median 3Q Max

-81.191 -19.565 -3.138 15.615 119.425

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) -50.432 4.503 -11.200 < 2e-16 ***
window10Min 4.153 3.184 1.304 0.19249
window30Min 33.472 3.184 10.513 < 2e-16 ***
window60Min 59.046 3.184 18.545 < 2e-16 ***
featuretweet-sim 2.201 3.900 0.565 0.57254
featuredf-count 17.813 3.900 4.568 5.66e-06 ***
featureuf-count 20.236 3.900 5.189 2.64e-07 ***
featurecrisislex-sum 12.542 3.900 3.216 0.00135 **
featurefd-sum 13.785 3.900 3.535 0.00043 ***
detectornumenta 15.019 3.184 4.717 2.80e-06 ***
detectorexpose 33.625 3.184 10.561 < 2e-16 ***
detectorcontextOSE 35.435 3.184 11.129 < 2e-16 ***
budgetmedium 5.983 2.757 2.170 0.03031 *
budgethigh 13.608 2.757 4.935 9.65e-07 ***
textMatchmed 20.979 2.757 7.608 7.38e-14 ***
textMatchmin 23.142 2.757 8.393 < 2e-16 ***
---
Signif. codes: 0 *** 0.001 ** 0.01 * 0.05 . 0.1 1

Residual standard error: 33.09 on 848 degrees of freedom
Multiple R-squared: 0.4769,Adjusted R-squared: 0.4677
F-statistic: 51.54 on 15 and 848 DF, p-value: < 2.2e-16

Figure 3.7: Linear model fit.
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3.2.7 Related Work

Test Collection-Based Evaluation

Offline evaluation with reusable test collections is the dominant approach for evaluat-
ing effectiveness in Information Retrieval [141]. TREC-style test collections for event
detection such as [9] define a fixed collection of documents, queries, and evaluation
metrics. Participating teams perform experiments and submit results, and relevance
judgements are derived from pooling results from participating systems.

Other shared collections that are partially suitable for event detection tasks include the
SNOW 2014 data challenge [104] where the ground truth consists of human annota-
tions, trending topics from Twitter where the ground truth originated from a set of
mainstream media accounts [107], and combinations of both Wikipedia current events
and human annotations [127].

In contrast to existing test collections, our evaluation is not based on soliciting relev-
ance judgements, but rather on the output of an active newsroom, offering a potentially
more relevant source of ground truth events.

In [142] a review of Interactive Information Retrieval publications from 1967–2006 sug-
gests that system-centred performance measures often do not accurately reflect the
user’s experience. Breaking news event detection is fundamentally an interactive re-
trieval problem, but lacking a large group of journalists providing feedback in an inter-
active setting, our non-interactive test setting aims to partially overcome these draw-
backs by relying on real newsroom output, essentially, pre-recorded interactions on
Twitter.

The authors in [143] review ad-hoc retrieval results, with an emphasis on statistical sig-
nificance in effectiveness improvements. [144] diagnose the strengths and weaknesses
of retrieval functions. The proposed diagnostic evaluation methodology is used to
make improvements to retrieval functions, highlighting the importance and influence
of parameter settings.

The Multiple Comparisons Problem inherent in simultaneous testing of many hypo-
theses using a fixed set of data is explored in [133] and [145]. [146] study variance
in system performance using General Linear Mixed Models, and a similar approach
is used to isolate query/topic effects in [140]. In our work, we adopt a similar lin-
ear model-based approach, which allows us to quantify the effects of altering both the
detection procedure and also the evaluation parameters.
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Other Sources of Event Data for Evaluation

Wikipedia Current Events Portal (CEP) [147] curated by Wikipedia editors offers a use-
ful source of ground truth for events. One drawback is the focus on US-based sources
and a mismatch between Twitter-specific language, and newswire. The events extrac-
ted from [147] are aggregated by day, making exact timestamps difficult to extract, but
in some cases, these are available from metadata in the cited news article sources, or
could be inferred from edit history. ICEWS [148] coded events offer another potential
ground truth set, but like CEP are reported on a daily basis. GDELT [149] offers another
potential source of ground truth. GDELT attempts to automatically code events with
actors, locations, activities and sentiment. An issue with using GDELT as a source of
ground truth, is that GDELT events can contain duplicates, occasionally miss events.
Version 2 of the corpus provides 15-minute updates, whereas earlier, timestamps for
events were reported per day.

Breaking News Events

Breaking news events or media explosions as described in [150] and [66] are character-
ised by a sudden spike in activity generated by multiple reports from social media
sources. How offline phenomena link to bursty behaviour online is discussed in [151]
and [152]. Combining signals from multiple sources for detecting or tracking the evol-
ution of events proved effective in the past, [58] used signals from Wikipedia page
views, together with Twitter to improve FSD. Concurrent Wikipedia edits were used
as a signal for breaking news detection in [59].

A number of surveys discuss various other approaches: [153], [132], and [154]. In
[132] the survey emphasised different problem definitions and types of event detection
in detail. Techniques for detecting and tracking mass emergency situations can be
found in [155]. A common theme across all surveys are the difficulties associated with
evaluating approaches effectively. In [156] techniques were evaluated on their run-
time performance, memory usage as well as similarity to news sources. One of the
evaluation parameters we examine includes altering thresholds for this similarity.

Other End-to-End Systems

We consider end-to-end systems as those which are purpose-built for breaking news
event detection on the Twitter platform. A number of 3rd-party commercial services
also fall under this category.
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EDCoW [62] uses document frequency–inverse document frequency signals construc-
ted for each word in the vocabulary. Using discrete wavelet analysis and clustering of
signals, significant events are detected with a threshold parameter. Mention-anomaly-
based Event Detection (MABED) [63] relies on signals extracted from the frequency of
interactions (mentions) between users on Twitter. WikiLiveMon [59] combines signals
from both Twitter and edits to Wikipedia pages.

Changes in the platform over time and the treatment of Twitter-specific features makes
a direct comparison of these systems difficult, as newer features available to one sys-
tem may not be available to another. For example: since the introduction of v1.1 of the
Twitter API, access to tweet replies is now limited, but new features like quoted tweets
and Twitter “moments” have been introduced. Even minor differences in experimental
setup can alter results dramatically [157, 158]. There is little reuse of collections, and
some systems only focus on particular types of news events (e.g. sports, natural dis-
asters).

Two notable commercial services that provide breaking news alerts are Banjo and
Dataminr. While these companies do not publish evaluation results or details of their
approaches, since they are popular in large newsrooms, their advertised features offer a
useful insight into what some journalists consider useful. Banjo20 works by aggregating
geo-tagged posts from many platforms (Twitter included), segmenting this stream into
“squares”21 covering a small area, and monitors these for anomalous activity, issuing
alerts with some human intervention. Dataminr22 performs clustering, novelty detec-
tion, and measuring content density, and can also issue alerts for a specific geographic
region or topic. These, and other 3rd-party Twitter tools are reviewed in [159].

Related Tasks

These tasks are not part of the detection component, but are often reliant of good detec-
tion performance, and sometimes share annotated news corpora, where the same set
of articles can be used for different tasks.

Temporal summarization (TS): The primary concern here is updating time-critical in-
formation, given a known event of interest. An event in TS is a “high impact” event,
such as a protest, accident or natural disaster. Each event has a topic description, a
query, and a fixed duration. In contrast, we do not attempt to issue updates to already
detected events, focusing on the initial “alert”.

20http://ban.jo
21http://www.inc.com/magazine/201504/will-bourne/banjo-the-gods-eye-

view.html
22https://www.dataminr.com/technology/
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Event Extraction: The task of breaking news event detection differs from the problem of
event extraction from news sources. The broader field of Information Extraction features
news corpora prominently, but is out of scope for this work. A detailed overview of
event extraction systems is available in [160]. While event extraction and information ex-
traction in general deal with specific information [161], breaking news often deals with
unknown or unspecified information. Once a breaking news event occurs however, in-
formation extraction becomes important for tracking and updating a story, given that
a journalist specifies their information needs.

Political Event Extraction: A more specialised application of event extraction from
news is the task of generating political event data, identifying “who-did-what-to-
whom” [162]. Representative systems include ICEWS [148], GDELT [149], and
PETRARCH [163]. The key distinguishing feature between these kinds of coded events
and breaking news events is that the former have known actor codes and defined activ-
ities, whereas the latter may lack this type of information. For example, reports of
hearing an “explosion” on Twitter may only provide a rough estimate of a location,
with unknown consequences, involving unknown actors, and unknown causes—but
should be considered a “breaking news event” as it is of interest to journalists.

Predicting or Forecasting Future Events: Relates to information extraction, in that the
event is usually planned in advance, as described in [164]. The focus is on classifying
events by type and extracting temporal expressions from tweets, producing an event
type, date, named entity, event phrase. Examples include scheduled product launch
announcements, live concerts, and sports events [165].

3.2.8 Conclusion

With Twitter establishing itself as a critical tool in online journalism for both news gath-
ering and dissemination, systems that generate automated or semi-automated alerts
from large data streams have considerable potential in allowing journalists to discover
breaking news stories in a timely manner. While a range of systems have recently been
proposed in the literature, these systems are often complex and difficult to evaluate in
a transparent manner.

In this work, we have proposed and documented a detailed experimental process
which robustly measures the effectiveness of the individual components of breaking
news detection techniques, using a new ground truth corpus based on the online activ-
ity of journalists. As opposed to making judgements based on a fixed set of evaluation
parameters, measuring the individual effects of different system design choices can
serve to illustrate the key differences between systems more clearly.
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The parameter choices that showed the most impact and produced the most detections
in our experiments are specific to our input data and choice of evaluation. These should
not be directly applied in a different setting, however, the process of decomposing a
system into component parts, and performing a posthoc test to measure effects can
be applied in a variety of evaluation settings. Decomposing systems into component
parts still requires significant engineering effort when applying our approach to other
forms of streaming news data.

While the test collection of tweets is more generally applicable in other Twitter-based
evaluation settings, it may not be appropriate to use for evaluating data from other
platforms or blogs, unless events are stripped of Twitter-specific content. The Re-
portedly dataset contains a wide variety of different types of events - both rapidly
developing and slowly evolving. Slowly developing stories present a challenge to
anomaly-based approaches, and other methods may be more appropriate.

Our evaluations demonstrate that, while a range of different detection techniques can
often be reasonably effective, practitioners must pay particular attention to both the
source of the input data and the impact of parameter selection decisions. In relation
to the latter, systems with more advanced components will introduce even more para-
meter settings that will alter performance in potentially unpredictable ways. The selec-
tion of parameters should also be taken into account in the context of the requirements
of a journalist or newsroom. For instance, how quickly do alerts need to be delivered
relative to the start of an event (i.e. the time window)? How many alerts can a journalist
realistically process within a given time period (i.e. the alert budget)? In our experi-
ments, longer detection windows spanning 30–60 minutes improve system perform-
ance, but may not be very useful in practice. A high budget may increase recall, but
how tolerant will a journalist be to false alarms? Validating alerts by matching ground
truth text with a threshold is straightforward to test, but how useful and interpretable
are such bag-of-words alerts to journalists? These remain open questions which need
to be addressed in collaboration with domain experts.

Given the same input sources, most time series anomaly detection techniques are cap-
able of detecting spikes in activity with similar accuracy. With optimal parameter
settings, we observe that even simple approaches such as counting the occurrence of
“newsworthy” words and phrases over time can produce strong baselines for break-
ing news event detection. Certain parameter settings, however, when not updated over
time, can lead to a significant deterioration in system performance due to the inherent
concept drift present in news content. This requirement for regular tuning has clear
implications for the practical application of many popular detection techniques which
have been proposed in the literature.
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Rather than solely focusing on anomaly detection techniques themselves, we recom-
mend that more effort should be devoted towards the selection of relevant ground truth
sources, and ways of approximating human perception in performance with domain-
appropriate evaluation metrics.

We observe that there are no shortcuts in developing complex decision support sys-
tems for event detection, and evaluating them will always present significant chal-
lenges. There is a significant amount of work required to bring user involvement into
evaluations, but this will invariably lead to better systems in the long term.
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CHAPTER

FOUR

TRACKING EVENTS OVER TIME

In the previous chapter, the focus was on detecting when a breaking news event occurs,
issuing alerts to journalists and applying suitable content filtering to select relevant
headlines. This chapter tackles the problem of tracking developing stories over time,
both in an online setting and retrospectively.

Section 4.1, Real-Time Event Monitoring with Trident, describes implementation chal-
lenges with building and deploying scalable, fault-tolerant implementations of event
monitoring systems. An online clustering approach aggregates event updates using a
query tweet that changes over time as the story develops. Two clustering algorithms
suitable for clustering streams of data were implemented on the Trident framework.
A sequential leader clustering algorithm, and a variant—moving leader clustering al-
gorithm were implemented, clustering tweets in a scalable, online approach.

Breaking news tracking often calls for online learning and incremental training, as doc-
uments (especially tweets) arrive one by one in a streaming setting. However, this is
not always the best way to approach the problem. Treating one document at a time as
they arrive can become computationally intensive as Tweet activity is bursty in nature.
Sliding window approaches or mini-batches, as used in the Trident framework, are ad-
equate in addressing this problem.

In Section 4.2, Adaptive Representations for Tracking Breaking News on Twitter, the system
presents an alternative to query expansion for tracking breaking news. Rather than
modifying or expanding the query, the underlying representation of documents and
queries is modified, relying on distributional semantic models to represent words and
documents. The version included in this chapter is expanded, and differs from the
paper presented in NewsKDD workshop [89].

The work in Section 4.3, Detecting Attention Dominating Moments Across Media Types,
explores the retrospective detection of significant events on three different types of
news media: tweets, news articles, and blogs.
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Significant events often span across different platforms, and given a measure of text
similarity, tracking how similar or diverse discussions are between many users can be
used as an indicator of a significant event.
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4.1 Real-Time Event Monitoring with Trident

Building a scalable, fault-tolerant stream mining system that deals with realistic data
volumes presents unique challenges. Considerable work is being done to make the de-
velopment of such systems simpler, creating high-level abstractions on top of existing
systems. Many of the technical barriers can be eliminated by adopting a state-of-the-art
interface, such as the Trident API for Storm. In this section, based on [87] we describe a
stream mining tool, based on Trident, for monitoring breaking news events on Twitter,
which can be extended quickly and scaled easily.

4.1.1 Introduction

Recently there has been a significant shift online towards the task of content curation
for online journalism. Media agencies such as Storyful1 can now break or cover stories
as they evolve by leveraging the content produced on social media platforms such as
Twitter. However, given the massive volume of content produced by users of these
platforms on a daily basis, the task of extracting content that is relevant to individual
real-world news events presents a number of challenges. In particular, mining streams
of this scale in real-time requires the adoption of new data processing frameworks and
data mining algorithms.

In this work, we present a new system for real-time monitoring streams of tweets to
cluster relevant tweets around news events. First, we describe an initial application
of this system in the context of breaking news on Twitter, and evaluate the useful-
ness of gathered tweets by allowing a journalist from Storyful to rate the relevancy of
the resulting clusters with respect to six major news events from 2013. Based on this
evaluation, we highlight specific issues that make the Twitter event monitoring task
particularly difficult. We conclude with suggestions for future work to overcome these
issues.

Given a target tweet of interest, our system performs a variant of the leader clustering
algorithm [166], assigning subsequent relevant tweets to one of the groups selected by a
journalist. Extracting relevant content from a stream of tweets can be a time-consuming
task, automating this process lets journalists spend more time on verifying content and
sources.

1http://www.storyful.com
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4.1.2 System Description

Our proposed stream monitoring system is built upon Storm [167], an open source
framework for real-time distributed computation and data processing2. From an ar-
chitectural perspective, the topology of a Storm system is formed from directed acyclic
graphs containing two fundamental node types: “spouts” and “bolts”. Spouts produce
tuples of data as their output, while bolts perform operations on tuples they receive as
inputs.

Trident is a high-level abstraction framework for computation on Storm. As with the
core Storm API, Trident uses spouts as the source of data streams. These streams are
processed as batches of tuples partitioned among workers in a cluster. Trident provides
means for transforming and persistently storing streams.

The framework handles batching, transactions, acknowledgements, and failures in-
ternally. Tuple processing follows an “exactly once” semantic, making it easy to reason
about processes, apply functions, filters and create aggregations from streams of tuples.

Developing a fault-tolerant, scalable stream mining system can be time-consuming, but
most implementation and deployment challenges can be avoided by using the Trident
API and supporting software.

To cluster tweets, we have implemented two variations of a single pass algorithm suit-
able for streaming data. The first is the standard sequential leader clustering algorithm
[166], a simple incremental approach that divides a dataset into k non-overlapping
groups such that, for each group, there is a “leader” data point and all other data
points have similarity ≤ τ to the leader.

The second algorithm is a variation of this approach, which is described in Algorithm
1 and which we refer to as moving leader clustering.

The leader is moving in the sense that the query point can change as new tweets arrive.
The moving leader approach attempts to capture new developments in a news story
over time. Both algorithms use cosine similarity between tweets in the context of our
proposed system.

In this system, the journalist selects a query of interest. This query is either manu-
ally entered or is based on the text of a user-selected tweet. This query becomes the
leader point. As the stream is processed, if a new tweet is within a specific similarity
threshold, it then becomes the new leader, altering the original query. Tweets that are
close to this threshold are included in the cluster, but do not change the query text.

2http://storm-project.net
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Data: A stream of tweets; User assigned initial tweet leaders
Result: Sets of tweets attached to leaders
while A tweet Leader exists do

Compare each new tweet similarity to each leader;
if NewTweetDensity < LeaderTweet then Discard Tweet;
if Sim > NewLeaderThreshold then Assign tweet as new Leader;
else if Sim > InclusionThreshold then Include tweet in Set;
else Discard Tweet;

end
Algorithm 1: Moving Leader Clustering algorithm.

Event Date First Leader Tweet

Pope Benedict to resign Mon Feb 11 10:54:43 VATICAN: Italian news
agency ANSA reports Pope
Benedict to resign.

North Korean nuclear test Tue Feb 12 03:22:36 SOUTH KOREA: @W7VOA
South Korean gov’t official say
they are checking to verify
whether “North Korea con-
ducted a nuclear test.”

Chelyabinsk meteor Fri Feb 15 05:50:16 RUSSIA: We have cleared
video of a blast in the sky (be-
lieved to be a meteor shower)
over Chelyabinsk

Death of Hugo Chavez Tue Mar 05 21:58:02 VENEZUELA: via official
@PresidencialVan Hugo
Chavez died at 4:25p today

Cyprus EU bailout Sat Mar 16 02:52:02 CYPRUS: Follow for reaction
to bailout package agreement
by Eurozone Finance Minis-
ters of up to 10 billion Euros

Canada exits UN convention Wed Mar 27 21:30:32 Canada pulling out of UN
convention on desertification

Table 4.1: Queries and start times for each news event used in evaluation.

The intuition behind this is that highly relevant tweets (that are not exact duplicates)
carry new and interesting information for journalists, while less similar tweets may
also be relevant to show, but should not alter the query. The query tweets used in the
evaluation are listed in Table 4.1.

Using only the tweet text of the leader Tweet as opposed to a representative term vector
from the entire cluster, ensures that the method is sensitive to changes in the story, even
after clustering a significant number of tweets. Given large clusters, the most frequent
terms would dominate, which is not useful in this setting.
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The system performs a form of query replacement, rather than query expansion.

Tweets have several characteristics that create challenges for traditional text analysis.
Messages are very short (impacting term frequency), often contain misspellings or ab-
breviations, words are sometimes concatenated - especially in hashtags, punctuation
is sparse (making tokenization a challenge). Twitter specific terms (@mentions, “RT”,
“via”) and emoticons using Unicode characters can also cause problems with auto-
matic language detection. Prior to clustering, each tweet is stripped of these entities
and English stop-words, and a corresponding term frequency vector is created.

Tweets are also assigned a density score, which attempts to quantify the quality of a
tweet, and promote longer, more informative tweets. Tweet density is the sum of term
frequencies of non-stopwords, divided by the number of stopwords they are apart,
squared [168].

density(tweet) =
K

K − 1

K−1∑
k=1

tf-idf (wk) + tf-idf (wk+1)

distance (wk, wk+1)
2 (4.1)

Here, K is the total number of non-stopwords in the tweet, wk and wk+1 are adjacent
words, with distance(wk, wk+1) being the number of stopwords between two words.
The idf component is calculated based on the current cluster of tweets, not the entire
stream.

Tweets with a density score less than the query tweet are discarded. The density filter
effectively removes short tweets that would otherwise be assigned very high similarity
scores.

Exact duplicates and retweets of already processed tweets are also filtered. While these
retweets can be used as a good signal for story popularity, they do not add any new
details to a developing story. Given a retweet, only the first instance of a tweet is
included in a cluster, subsequent retweets of a known tweet are filtered out.

4.1.3 Evaluation

The public stream of tweets is generally useful for global trend detection and track-
ing, but is not so useful for tracking developing news stories, as it generally contains
too many irrelevant messages for this task [44]. As a solution, a set of “newsworthy”
accounts that have been curated and maintained by Storyful, provides a useful filter.

In our evaluation, we monitor a stream of tweets produced by this set of about 15,000
accounts (20,000 if retweeted users are also counted).
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Event Tweets Streamed Clustered Leader (Query) Changes

Pope Benedict to resign 17,260,343 19,036 2,654
North Korean nuclear test 21,436,958 56,845 8,833
Chelyabinsk meteor 21,782,200 66,287 3,506
Death of Hugo Chavez 11,276,989 45,197 3,356
Cyprus EU bailout 6,879,389 13,329 85
Canada exits UN convention 4,942,253 1,832 17

Table 4.2: Data for a set of six news events from February and March 2013.

Filtering of this type vastly reduces the volume of spam tweets, and can help balance
underrepresented groups of users. One notable difference between our tweet stream
and the public sample stream from Twitter is our stream is almost entirely English
tweets, as accounts were selected by English speaking journalists.

To evaluate the two clustering algorithms described previously, we examined their
ability to find future relevant tweets for the six news events listed in Table 4.2, based
on the provision of a single query “seed tweet”. For every new tweet in the stream, 6
comparisons to the leader tweets are performed in parallel. The maximum number of
tweet leaders the system can handle is dependent entirely on the hardware the Storm
cluster is running on, and it is possible to scale to hundreds of nodes.

For each story, the first 30 tweets posted after the seed tweet and ranked by the system,
were presented to a journalist. These tweets would typically represent the first few
minutes of a breaking story, when the need for information is greatest. For each event,
24 hours of tweets posted after the query tweet were streamed.

A Storyful journalist manually provided relevance judgements on a scale of 1 for a
timely and useful tweet, 0 for a relevant tweet, and -1 for an irrelevant tweet. This
scale mirrors the system decisions: an incoming tweet can be timely and useful, and
assigned as a new leader tweet (1), assigned to the cluster but have no impact on the
query (0), or should not be included in the cluster (-1).

During the evaluation, 30 tweets for each event were presented one-by-one, in chrono-
logical order, without additional information (density score, leader status).

Quality of the results is based on the popular normalised discounted cumulative gain
measure [169], as this measure reflects information usefulness for a journalist, dis-
counting irrelevant and low ranking results. A summary of the scores achieved by
both clustering techniques is shown in Figure 4.1.
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Figure 4.1: nDCG at k tweets for both clustering methods, for six different news events.

Results

The moving leader approach was more suited to evolving stories, such as the bank
bailout in Cyprus. However, constantly changing the leader in the cluster can impact
results negatively, especially as users post more personal reactions after unexpected
events, such as the resignation of the pope. The “Canada exits UN convention” story
was interesting as it received very little attention overall. The scores for this story were
low, however - the moving leader variant was able to retrieve the small number of
relevant tweets.

The sequential leader was found to be more conservative, and better suited for gath-
ering similar content for stories that do not develop beyond an initial announcement.
There is also less chance of the cluster drifting off-topic, due to leader changes. Overall,
the sequential leader clustering approach tended to capture many relevant, but near-
duplicate tweets, as was the case with the Meteor story - there were no tweets in this
cluster that were marked useful by a journalist.

4.1.4 Future Work

The pilot evaluation with a single journalist annotating 6 events revealed a number of
problems: this type of manual annotation is too expensive to perform, and not enough
judgments can be made in a timely manner without a significant investment of time.
Using several annotators could provide a more robust measure of relevancy, however,
a much cheaper alternative is to use an automated approach, using existing output
from journalists. We explore evaluating system detection output in Section 3.2.

Specifics of tweets mean that term frequency-based similarity measures will often cap-
ture redundant information, and fail to explore related topics associated with a query.
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While the moving leader approach captured slightly more relevant tweets, perform-
ance on different types of events varied.

We plan to investigate alternative ways of expanding tweet clusters around stories,
and how topics associated with a news story change over much longer periods of time
[170]. Other aspects of the data that are not fully explored involve the social connec-
tions between users.

News stories tend to form unique collections of users that actively follow a story [45].
Following other interactions from these users could be a means to expand original
queries, or to discover novel insights into an event.

The next key component of our event monitoring system is an approach to summarize
news events, based on the selection of a subset of key tweets from a given cluster, which
serves to describe the evolution of an event as it unfolded on Twitter. Summarization
and timeline generation is explored in more detail in the next section.
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4.2 Adaptive Representations for Tracking Breaking

News on Twitter

Twitter is often the most up-to-date source for finding and tracking breaking news
stories. Therefore, there is considerable interest in developing filters for tweet streams
in order to track and summarize stories. This is a non-trivial text analytics task as
tweets are short, and standard retrieval methods often fail as stories evolve over time.
In this section, based on [89] we examine the effectiveness of adaptive mechanisms
for tracking and summarizing breaking news stories. We evaluate the effectiveness
of these mechanisms on a number of recent news events for which manually curated
timelines are available. Assessments based on ROUGE metrics indicate that adaptive
approaches are best suited for tracking evolving stories on Twitter.

4.2.1 Introduction

Manually constructing timelines of events is a time-consuming task that requires con-
siderable human effort. Twitter has been shown to be a reliable platform for breaking
news coverage, and is widely used by established newswire services. While it can
provide an invaluable source of user-generated content and eyewitness accounts, the
terse and unstructured language style of tweets often means that traditional informa-
tion retrieval approaches have difficulty with this type of content.

Recently, Twitter has introduced the ability to construct custom timelines3 or collections
from arbitrary tweets. The intended use case for this feature is the ability to curate
relevant and noteworthy tweets about an event or topic.

We propose an approach for constructing custom timelines incorporating distributional
semantic language models (DSMs) trained on tweet text. DSMs create useful repres-
entations of terms used in tweets, capturing the syntactic and semantic relationships
between words.

We evaluate several retrieval approaches including a neural network language model
introduced by Mikolov et al. [35], Random Indexing [171], and a BM25 based method.

Usually, DSMs are trained on large static datasets. In contrast, our approach trains
models on relatively smaller sets, updated at frequent intervals. Regularly retraining
using recent tweets allows our proposed approach to adapt to temporal drifts in con-
tent.

3blog.twitter.com/2013/introducing-custom-timelines
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This retraining strategy allows us to track a news event as it evolves, since the vocab-
ulary used to describe it will naturally change as it develops over time. Given a seed
query (typically a single tweet, or a short phrase, e.g. “lax shooting”), our approach can
automatically generate chronological timelines of events from a stream of tweets, while
continuously learning new representations of relevant words and entities as the story
changes. Evaluations performed in relation to a set of real-world news events indicate
that adaptive approaches allow us to track events more accurately, when compared to
nonadaptive models (models that rely on large, static datasets).

4.2.2 Problem Formulation

Many news outlets have embraced Live Blogging and content syndication from social
media platforms for breaking news coverage. Custom timelines, curated tweet collec-
tions on Storify4, and liveblog platforms such as Scribblelive5 are conceptually similar
and are popular with many major news outlets.

For the most part, liveblogs and timelines of events are manually constructed by journ-
alists. Rather than automating the construction of timelines entirely, our proposed ap-
proach offers editorial support for this task, allowing smaller news teams with limited
budgets to use resources more effectively. Our contribution focuses on retrieval and
tracking rather than new event detection or verification.

We define a timeline of an event as a timestamped set of tweets relevant to a query,
presented in chronological order. The problem of adaptively generating timelines for
breaking news events is cast as a topic tracking problem, comprising of two tasks:

Real-time ad-hoc retrieval: For each target query (some keywords of interest), retrieve
all relevant tweets from a stream posted after the query. Retrieval should maximize
recall for all topics (retrieving as many possibly relevant tweets as available).

Timeline Summarization: Given all retrieved tweets relating to a topic, construct a
timeline of an event that includes all detected aspects of a story. Summarization in-
volves removal of redundant or duplicate information while maintaining good cover-
age.

4www.storify.com
5www.scribblelive.com
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4.2.3 Related Work

The problem of generating news event timelines is related to topic detection and
tracking, and multi-document summarization, where probabilistic topic modeling ap-
proaches are popular. Our contribution attempts to utilise a state-of-the-art neural net-
work language model (NNLM) and other distributional semantic approaches in order
to capitalise on the vast amount of microblog data, where semantic concepts between
words and phrases can be captured by learning new representations in an unsuper-
vised manner.

Timeline Generation. An approach by Wang [172] that deals with longer news art-
icles, employed a Time-Dependent Hierarchical Dirichlet Model (HDM) for generating
timelines using topics mined from HDM for sentence selection, optimising coverage,
relevance, and coherence. Yan et al. [173] proposed a similar approach, framing the
problem of timeline generation as an optimisation problem solved with an iterative
substitution approach, optimising for diversity as well as coherence, coverage, and
relevance. Generating timelines using tweets was explored by Li & Cardie [174]. How-
ever, the authors solely focused on generating timelines of events that are of a personal
interest. Sumblr [175] uses an online tweet stream clustering algorithm, which can
produce summaries over arbitrary time durations, by maintaining snapshots of tweet
clusters at differing levels of granularity.

Tracking News Stories. To examine the propagation of variations of phrases in news
articles, Leskovec et al. [103] developed a framework to identify and adaptively track
the evolution of unique phrases using a graph-based approach. In [170], a search and
summarization framework was proposed to construct summaries of events of interest.
A Decay Topic Model (DTM) that exploits temporal correlations between tweets was
used to generate summaries covering different aspects of events. Osborne & Lavrenko
[109] showed that incorporating paraphrases can lead to a marked improvement in
retrieval accuracy in the task of First Story Detection.

Semantic Representations. There are several popular ways of representing individual
words or documents in a semantic space. Most do not address the temporal nature of
documents but a notable method that does is described by Jurgens and Stevens [176],
adding a temporal dimension to Random Indexing for the purpose of event detection.
Our approach focuses on summarization rather than event detection, however, the
concept of using word co-occurrence to learn word representations is similar.
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4.2.4 Tweet and Timeline Data

The corpus of tweets used in our experiments consists of a stream originating from
a set of manually curated “newsworthy” accounts created by journalists6 as Twitter
lists. Such lists are commonly used for monitoring activity and extracting eyewitness
accounts around specific news stories or regions.

Our stream collects tweets from a total of 16,971 unique users, segmented into 347
geographical and topical lists. This sample of users offers a reasonable coverage of
potentially newsworthy tweets, while reducing the need to filter spam and personal
updates from accounts that are not focused on disseminating breaking news events.
While these lists of users have natural groupings (by country, or topic), we do not
segment the stream or attempt to classify events by type or topic.

Event Data

As ground truth for our experiments, we use a set of publicly available custom timelines
from Twitter, relevant content from Scribblelive liveblogs, and collections of tweets from
Storify. Multiple reference sources are included when available.

It is not known what kind of approach was used to construct these timelines, but as our
stream includes many major news outlets, we expect some overlap with our sources,
although other accounts may be missing. Our task involves identifying similar content
to event timelines posted during the same time periods.

Since evaluation is based on content, reference sources may contain information not
present in our dataset and vice versa. Where there were no quoted tweets in ground
truth, the text was extracted, and treated as an update instead. Photo captions and
other descriptions were also included in ground truth. Advertisements and other pro-
motional updates were removed.

For initial model selection and tuning, timelines for six events were sourced from Twit-
ter and other liveblog sources:

• “BatKid”: Make-A-Wish foundation event.
• “Iran”: Follows Iranian Nuclear proliferation talks.
• “LAX”: A shooting at LAX.
• “RobFord”: Senator Rob Ford Council meeting.
• “Tornado”: Reports of multiple tornadoes in US Midwest.
• “Yale”: An Alert regarding a possible gunman at Yale University.

6Tweet data provided by Storyful (www.storyful.com)
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These events were chosen to represent an array of different event types and informa-
tion needs. Timelines range in length and verbosity as well as content type. See Table
4.3 below.

id: Event
Name:

Query: Reference
Sources:

Duration:
(Hrs:min)

Total
Updates

Tweets Update
Freq.

Train 1: BatKid batkid #sfbatkid 2 5:30 294 123 13.36
Train 2: Iran iran nuclear deal 3 4:15 197 190 11.59
Train 3: LAX lax shooting 5 7:15 1186 944 40.90
Train 4: RobFord rob ford drugs council hearing 4 6:45 1219 904 45.15
Train 5: Tornado storm tornado alert 5 9:0 2224 1617 61.78
Train 6: Yale police lockdown #yale 1 7:15 124 124 4.28

Table 4.3: Details of training set events used for parameter fitting. Update Frequency
is average number of updates every 15 minutes.

“Batkid” can be characterised as a rapidly developing event, but without contradictory
reports. “Yale” is also a rapidly developing event, but one where confirmed facts were
slow to emerge. “Lax” is a media-heavy event spanning just over 7 hours while “Tor-
nado” spans 9 hours and is an extremely rapidly developing story, comprised mostly
of photos and video of damaged property. “Iran” and “Robford” differ in update fre-
quency but are similar in that related stories are widely discussed before the evaluation
period. These training events were used in setting parameter choices such as similarity
thresholds and window lengths.

For evaluation, once parameters are fixed, several new events are considered: Table
4.4 gives an overview of the reference sources, durations, content types, and update
frequency for each event.

• “MH17”: Follows shooting down of Malaysian Air Flight.
• “Metro”: Timeline describes a Metronorth train derailment.
• “Westgate”: Follows the Westgate Mall Siege.
• “MH370”: Details the initial reports of the missing flight.
• “Crimea” follows an eventful day during the annexation of Crimea.
• “Bitcoin”: Reporters chase the alleged creator of Bitcoin.
• “Mandela”: Reactions to illness & death.
• “P. Walker”: Reactions to car accident & death.
• “WHCD”: White House Correspondents Dinner.
• “WWDC”: Follows the latest product launches from Apple - characterised by a

very high number of updates and rapidly changing context.

94



id: Event
Name:

Query: Reference
Sources:

Duration:
(Hrs:min)

Total
Updates

Tweets Update
Freq.

Test 01: MH17 #mh17 crash 5 7:30 554 487 18.47
Test 02: Metro #metronorth train derailment 2 10:0 472 469 11.80
Test 03: Westgate westgate mall shooting 3 18:15 73 62 1.00
Test 04: MH370 mh370 missing 1 7:0 42 7 1.50
Test 05: Crimea ukraine crimea 1 7:0 34 34 1.21
Test 06: Bitcoin nakamoto chase 2 4:15 157 149 9.24
Test 07: Mandela mandela dies 2 4:45 89 51 4.68
Test 08: WHCD white house correspondence

dinner
2 8:0 617 440 19.28

Test 09: P.Walker paul walker dies 2 5:45 152 106 6.61
Test 10: WWDC apple #wwdc14 2 3:30 1069 81 76.36

Table 4.4: Details of test set events used for evaluation. Update Frequency is average
number of updates every 15 minutes.

The evaluation events were not selected for any particular property or content, but
were sourced using the same approach, extracting updates from custom timelines from
Twitter, Scribblelive liveblogs, and tweets from Storify.

4.2.5 Sliding Window Timeline Generation

The task of real-time ad-hoc retrieval for constructing timelines is made challenging by
the continuously updating collection of documents. Traditional approaches perform
poorly lacking global term statistics (IDF counts for example) or become intractable
as the collection of documents grows over time. The impact of “cheating” by using
future term statistics in a related, but notably different real-time tweet search task is
discussed in [177]. The key difference between the TREC real-time tweet search task,
and the real-time retrieval task posed here is that the TREC task involves retrieving
relevant tweets before the query time, whereas for timeline generation, the task is to
retrieve tweets posted after the query time.

Building Timelines

Timelines are generated using three main components: 1) The curated tweet stream
pre-processed and segmented using a sliding window; 2) for each window, an ap-
proach is applied to represent the text as a vector; 3) tweets are included or excluded
in a timeline based on similarity to the event query.

We compare three adaptive models: BM25 (with updating IDF component), Word2Vec
and two Random Indexing approaches (with updating training data), and static vari-
ants.
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In each case, we initialise the process with a query. For a given event, the tweet stream
is then replayed from the event’s beginning to end, with the exact dates defined by
tweets in the corresponding human-generated timelines. The inclusion of a tweet in
the timeline is controlled by a cosine similarity with a fixed similarity threshold (0.75)
set using the training events 1–6. Lower similarity thresholds (0.5) can increase recall at
the cost of precision, including many marginally relevant tweets, and higher thresholds
(0.9) tend to miss new tweets that are not similar enough. The stream is processed using
a fixed length sliding window (24 hours) updated at regular intervals (15 minutes) in
order to accommodate model re-building time.

The fixed length sliding window approach used to build models of tweet representa-
tions (TF-IDF in BM25 or DSM in Word2Vec and Random Indexing models) means that
new tweets arriving from the stream are analysed with trained models that are at most
refresh rate (15) minutes old. Parameter settings for the window length and refresh rates
are set using the training events and discussed in Parameter Selection below.

Pre-processing:

A modified stopword list was used to remove Twitter specific terms (e.g. “MT”, “via”),
together with common English stopwords. URLs and media items are removed, but
mentions and hashtags are preserved. For distributional semantic models, filtering
stopwords entirely had a negative impact on overall accuracy. Alternatively, we fil-
ter stopwords by replacing them with a placeholder token, in order to preserve relat-
ive word positions. This approach showed an improvement when compared with no
stopword removal, or complete removal of stopwords.

For a term to be included in the training set, it must occur at least twice in the set. These
words are removed before training a model.

Extracting potential phrases before training the model, as described in [136] did not
improve overall accuracy. In this pre-processing step, frequently occurring bigrams
are concatenated into single terms, so that phrases like “trade agreement” become a
single term when training a model.

While models can be trained on any language effectively, to simplify evaluation only
English tweets were considered. Language filtering was performed using Twitter
metadata. On average, there are 150k-200k terms in each sliding window. Updating
the sliding window every 15 minutes and retraining on tweets posted in the previ-
ous 24 hours was found to provide a good balance between adaptivity and quality of
resulting representations. All adaptive and non-adaptive approaches share the same
pre-processing steps.
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Nonadaptive Approaches: The nonadaptive representation models are variants where
word vectors or term frequencies are initially trained on a large number of tweets, and
no further updates to the model are made as time passes.

Adaptive Approaches: The adaptive versions use a sliding window approach to con-
tinuously build new models at a fixed interval. The trade-off between recency and
accuracy is controlled by altering two parameters: window length (i.e. limiting the num-
ber of tweets to learn from) and refresh rate (i.e. controlling how frequently a model
is retrained). No updates are made to the seed query, only the representation of the
words changes after retraining the model.

Post-processing For all retrieval models, to optimise for diversity and reduce timeline
length the same summarization step was applied to remove duplicate and near-
duplicate tweets. The SumBasic [178] algorithm was chosen for producing tweet sum-
maries with high recall [179]. The target length for a summary is determined by the
average length of the reference summaries for an event.

4.2.6 Creating Text Representations

For both adaptive and non-adaptive variants, we use three approaches to represent
documents:

• TF-IDF Model: a BM25 Retrieval Model.
• Skip-Gram Language Model: a Neural Network Language Model (NNLM)
• Random Indexing: a Dimensionality Reduction Model

These are descibed in detail below.

TF-IDF Model

BM25 [180] with microblog specific settings [181] are a family of scoring functions used
to rank documents according to relevance to a query. For a query Q comprising of
terms q1, . . . , qn the document D is scored with:

Scorebm25(D,Q) =
n∑

i=1

IDF(qi) ·
tf(qi, D) · (k1 + 1)

tf(qi, D) + k1 · (1− b+ b · |D|
avgdl)

(4.2)

Where tf(qi, D) is the term frequency of qi in D, |D| is document length, and avgdl is
average document length in the collection.
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Parameter choices of k1 and b are set to k1 = 1.2, b = 0.75. The IDF calculation can also
be substituted for alternatives, but most implementations, including Lucene, calculate
IDF of term t using IDF(t) = log N−n(t)+0.5

n(t)+0.5
, N being the total number of documents in

the collection and n(t) the number of documents containing t.

The document and term frequency counts are periodically updated as new information
becomes available, using the same sliding window approach for generating training
data for other models.

Skip-Gram Language Model

Recent work by [136] introduced an efficient way of training a Neural Network Lan-
guage Model (NNLM) on large volumes of text using stochastic gradient descent. This
language model represents words as dense vectors of real values. Unique properties of
these representations of words make this approach a good fit for our problem.

The model produces continuous distributed representations of words, in the form of
dense, real-valued vectors. These vectors can be efficiently added, subtracted, or com-
pared with a cosine similarity metric.

The high number of duplicate and near-duplicate tweets in the stream benefits train-
ing by providing additional training examples. For example: the vector for the term
“LAX” is most similar to vectors representing “#LAX”, “airport”, and “tsa agent” -
either syntactically or semantically related terms.

Moreover, retraining the model on new tweets create entirely new representations that
reflect the most recent view of the world. In our case, it is beneficial to have repres-
entations of terms where “#irantalks” and “nuclear talks” are highly similar at a time
when there are many reports of nuclear proliferation agreements with Iran. At a later
time, if “#irantalks” is used in the context of some other negotiations in the future, the
term will become more closely associated with the new event vocabulary.

The vector representations do not represent any intuitive quantity like word co-
occurrence counts or topics. Their magnitude though, is related to word frequency.
The vectors can be thought of as representing the distribution of the contexts in which
a word appears.

Typically, these models are trained on large, static datasets. In this case, smaller sets
are used, with lowered thresholds for rate terms (minimum count of 2), more training
epochs and a lower learning rate.

These parameters produced better performance on smaller datasets in this retrieval
task, but may not be optimal for other tasks.
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Vector size is also a tunable parameter. While larger vector sizes can help build more
accurate models in some cases, in our retrieval task, vectors larger than 200 did not
show a significant improvement in scores. (See Figure 4.3).

Additive compositionality is another useful property of these vectors. It is possible to
combine several words via an element-wise sum of several vectors. There are limits
to this, in that summation of multiple words will produce an increasingly noisy result.
Combined with standard stopword removal, and URL filtering, and removal of rare
terms, each tweet can be reduced to a few representative words. The NNLM vocab-
ulary also treats mentions and hashtags as words, requiring no further processing or
query expansion. Combining these words allows us to compare similarities between
whole tweets. Another side effect of comparing similarity of terms, hashtags and user
account mentions in the same latent space, is that key user accounts get associated
with event hashtags and terms, which can be useful for identifying accounts central to
a story.

Training Objective: An alternative to the skip-gram model, the continuous bag of
words (CBOW), approach was considered. The skip-gram model learns to predict
words within a certain range (the context window) before and after a given word.
In contrast, CBOW predicts a given word given a range of words before and after.
While CBOW can train faster, skip-gram performs better on semantic tasks. Given that
our training sets are relatively small, CBOW did not offer any advantage in terms of
improving training time. Negative sampling from [136] was not used. The context
window size was set to 5. During training however, this window size is dynamic. For
each word, a context window size is sampled uniformly from 1, . . . , k. As tweets are
relatively short, larger context sizes did not improve retrieval accuracy.

The computational complexity of the skip-gram model is dependent on the number
of training epochs E, total number of words in the training set T , maximum number
of nearby words C, dimensionality of vectors D and the vocabulary size V , and is
proportional to:

O = E × T × C × (D +D × log2(V ))

The training objective of the skip-gram model, revisited in [35], is to learn word repres-
entations that are optimised for predicting nearby words. Formally, given a sequence
of words w1, w2, . . . wT the objective is to maximize the average log probability:

1

T

T∑
t=1

∑
−c≤j≤c,j ̸=0

log p(wt+j|wt)

In effect, word context plays an important part in training the model.
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Random Indexing

Random Indexing (RI) [182] is based on seminal work on sparse distributed memory
[183]. While not as popular as NNLM models, it is very well suited to distributed com-
putation, can be highly efficient and has comparable performance to more advanced
techniques such as Latent Semantic Analysis/Indexing (LSA/LSI) [184].

The general approach to creating a word space model involves creating a matrix F

where each row Fw represents a word w and each column Fc represents a context c.
The context can be another co-occurring word, or a document. F is then either a word-
by-word or word-by-document matrix, as in the case of LSA.

These types of word spaces suffer from efficiency and scalability problems. The num-
ber of words (vocabulary) and documents can make the matrix extremely large and
difficult to use. The matrix F is also extremely sparse.

LSA solves this dimensionality and sparsity problem with Singular Value Decompos-
ition (SVD) though this creates other problems, as the SVD operation still requires the
full co-occurrence matrix and is difficult to update with new information.

The Random Indexing approach to this problem is to use a random projection of the
full co-occurrence matrix in a much lower dimensional space. Random indexing can
then be thought of as a dimensionality reduction technique.

The standard Random Indexing technique is a two-step process: An index vector is cre-
ated for each document (or word). This index vector is still high-dimensional, though
in the region of several thousand elements, which is still much lower than an entry in
a full co-occurrence matrix.

The vectors are sparse (most entries are 0) and ternary where randomly distributed
+1 and −1 values ensure near-orthogonality. The near-orthogonality property is an
important attribute of the index vectors in the word space created by RI [185].

The second step involves an element-wise sum of index vectors for each co-occurrence
of a word in the text. Words are then represented as d-dimensional vectors consisting of
the sum of the contexts in which a word is found. Simple co-occurrence only considers
immediate surrounding words, though in practice a context window is extended to
include several words.

The accumulation stage results in a d-dimensional space Fw×d which is an approxima-
tion of the full Fw×c matrix. This insight is based on the Johnson-Lindenstrauss lemma
[186] which states that distances between points are approximately preserved when
projecting points into a randomly selected subspace of high dimensionality.
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The matrix F can then be approximated by projecting (multiplying) it with a random
matrix R:

Fw×dRd×k = F ′
w×k

The Random Indexing approach is incremental, easily applicable to parallel computa-
tion, and efficient, involving simple integer operations.

Variants of Random Indexing approaches involve different strategies for adding index
or elemental vectors. Index vectors can also be initialised for terms rather than doc-
uments, in both cases, this “training” step produces vectors that encode meaningful
relationships between words that do not co-occur. A variant of the standard RI ap-
proach is Reflective Random Indexing (RRI) [187] where vectors are built in a slightly
different way.

Two variants of RI approaches are implemented as alternatives to the NNLM:

Term-term RI (TTRI)

1. Assign index vector for each term.
2. For each term, sum the index vectors for each co-occurring term in a context

window.

Term-based Reflective RI (TRRI)

1. Assign index vector for each term.
2. Generate document vectors by summing index vectors of all terms contained in

the document.
3. For each term, sum document vectors for each document the term occurs in.

The trained model represents a word space similar to the model created by the skip-
gram (word2vec) model. The same additive composition approach is used to create a
vector representing a whole tweet, with an element-wise sum of the individual word
vectors.

4.2.7 Parameter Selection

Our system has a number of tunable parameters that suit different types of events.
When generating timelines of events retrospectively, these parameters can be adapted
to improve accuracy. For generating timelines in real-time, parameters are not adapted
to individual event types.
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For all models, the seed query (either manually entered, or derived from a tweet) plays
the most significant part. Overall, for the NNLM and RI models, short event specific
queries with few terms perform better than longer, expanded queries which benefit
term frequency (BM25) model. In our evaluation, the same queries were used while
modifying other parameters. Queries were adapted from the first tweet included in an
event timeline to simulate a lack of information at the beginning of an event.
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Figure 4.2: F1 scores for Adaptive model accuracy in response to changing window
size
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Figure 4.3: F1 scores for Adaptive model accuracy in response to changing vector size

The refresh rate parameter controls how old the training set of tweets can be for a given
model. In the case of BM25 model, this affects the IDF calculations, and for NNLM and
RI models, the window contains the preprocessed text used for training.
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As such, when the system is replaying the stream of tweets for a given event, the model
used for similarity calculations is refresh rate minutes old.

Window length effectively controls how many terms are considered in each model for
training or IDF calculations. While simpler to implement, this fixed window approach
does not account for the number of tweets in a window, only the time range is con-
sidered. The volume of tweets is not constant over time—leading to training sets of
varying sizes. However, since the refresh rate is much shorter than the window length,
the natural increase and decrease in tweet volume is smoothed out.

On average, there are 150k-200k unique terms in each 24-hour window. Figure 4.2
shows how varying window size can improve or degrade retrieval performance of
different events.

Updating the sliding window every 15 minutes and retraining on tweets posted in the
previous 24 hours was found to provide a good balance between adaptivity and quality
of resulting representations.

Larger window sizes encompassing more tweets were less sensitive to rapidly devel-
oping stories, while smaller window sizes produced noisier timelines for most events.

Figures 4.2 and 4.3 are showing the word2vec model performance. Random Index-
ing approaches showed a similar pattern when changing window size and vector
length, though in the random indexing case, the vector size is set to 2500, larger vectors
showed no increase in retrieval performance.

4.2.8 Evaluation

In order to evaluate the quality of generated timelines, we use ROUGE [188] and a
diversity score to compare human curated timelines and system-generated timelines.

The human-curated timelines are used as ground truth for both the text content of the
timeline, update frequency and length of the final timeline. For all retrieval models, to
reduce timeline length the same summarization step was applied to remove duplicate
and near-duplicate tweets. The SumBasic [178] algorithm was chosen for producing
tweet summaries with high recall [179]. The target length for a summary is determined
by the average length of the reference summaries for an event. This step ensures that
timelines with significantly more tweets do not have an automatic advantage in recall.
ROUGE scores are calculated using the entire timeline at the end of the event. As an
illustrative example, Table 4.5 shows a 15-minute segment for updates for the MH17
story before and after this summarization step.
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Time: Before Summarization: Included in Summary:

15:42 #BREAKING Malaysian Airlines passen-
ger jet reportedly shot down near Rus-
sia/Ukraine border. 280 people 15 crew on
board.

#BREAKING Malaysian Airlines
passenger jet reportedly shot
down near Russia/Ukraine bor-
der. 280 people 15 crew on
board.

15:42 Report: Malaysian airliner with 295 aboard
crashes in Ukraine

-

16:01 Terrorists were probably using russian -
300/Buk systems. #MH17 flight altitude
was 10 000 m. #malaysia #ukraine

Terrorists were probably us-
ing russian -300/Buk systems.
#MH17 flight altitude was 10
000 m. #malaysia #ukraine

16:01 Ukrainian official: Malaysian passenger plane
carrying 295 people shot down over Ukrainian
airspace

-

Table 4.5: A short section of a longer timeline describing the MH17 event, showing
the timeline content for the same time window before and after applying summariz-
arion. The tweets excluded from the summary contained information that was already
present in the timeline. While this reduces duplicate information, some important as-
pects may be missed, e.g. it may be relevant to see that a Ukrainian official made an
official statement, this tweet was excluded from the summary.

The popular ROUGE set of metrics, which measure the overlap of n-grams, word pairs
and sequences between the ground truth timelines, and the automatically generated
timelines. ROUGE parameters are selected based on [189]. ROUGE-1 and ROUGE-2
are widely reported and were found to have good agreement with manual evaluations
in related summarization tasks. In all settings, stemming is performed, and no stop-
words are removed. The text is not pre-processed to remove tweet entities such as
hashtags or mentions but URLs, photos and other media items are removed. Sev-
eral ROUGE variants for automatic evaluation are considered, as there is currently no
manual evaluation of the generated summaries.

Only MH370 and Crimea events have one reference timeline to compare against. The
other events have a minimum of two, sourced from different news outlets. Details
about each event are listed in Table 4.4.

ROUGE-N is defined as the n-gram recall between a ground truth (reference) and
system-generated summary:

ROUGE-N =

∑
S∈{Reference Summaries}

∑
gramn∈S

Countmatch(gramn)∑
S∈{Reference Summaries}

∑
gramn∈S

Count(gramn)
(4.3)
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where N is the n-gram value, and Countmatch(gramn) is the maximum number of n-
grams co-occurring in the reference summaries and system-generated summary.

ROUGE-L variant is based on the longest common subsequence (LCS) match between
the reference and generated summaries. ROUGE-1 and ROUGE-L scores were highly
correlated (Pearson’s r > 0.99), producing the same ranking of system performance.

ROUGE-SU or Skip-bigram variant, measures the overlap of skip-bigrams between
summaries. In contrast to LCS, this variant counts all matching word pairs. In the sen-
tence “Satoshi got free sushi” has 6 skip-bigrams: [“Satoshi got”, “Satoshi free”, “Satoshi
sushi”, “got free”, “got sushi”, “free sushi”]. Typical settings for the maximum skip dis-
tance between two words is set to 4.

A more robust variant of ROUGE, BEwT-E: Basic Elements with Transformations [84]
is also reported. Basic Elements are variable sized, syntactically coherent units extrac-
ted from text. Transformations are applied to the generated and reference summaries
with named entity recognition, abbreviation expansion and others. While this evalu-
ation approach more closely correlates with human judgements in other tasks, the lack
of Twitter-specific transformations could negatively impact performance - mapping
@barackobama to “Barack Obama” for example. All default BEwT-E settings, part of
speech models and named entity recognition models are used.

As an illustrative example, Table 4.6 shows a system-generated timeline and a reference
timeline curated by a journalist. In some cases the same tweets present in a human-
generated timeline appeared in our automatically generated timelines (time period
17:34–18:15), indicating that our data source provides good coverage of newsworthy
sources for a variety of events.

An example where neither approach seemed to capture relevant tweets was the “Tor-
nado” event. In this case, the human-generated timeline was comprised mostly of
photos and videos from the affected areas. In contrast, the text content in many tweets
for this timeline was not event-specific. Terms in content such as “house in the middle
of road” or “just shared a photo” can occur in many contexts on Twitter, so the vectors
associated with those terms typically yield noisier results.

Performance on Unseen Events

In most cases, shown in Figure 4.4, adaptive approaches perform well on a variety of
events, capturing relevant tweets as the event context changes. This is most notable
in the “WWDC14” story (Event 10 in Table 4.8), where there were several significant
changes in the timeline as new products were announced for the first time.
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Event
Period

Ground Truth Retrieved Tweets (NNLM)

15:30–
16:11

Confirmed report of a person w/ gun
on/near Old Campus. SHELTER IN
PLACE.

NOW: Police responding to reports of
a person with a gun at Yale
University. Shelter in Place issued on
Central Campus (via @Yale)

17:34–
18:15

New Haven police spokesman says
there is no description of a suspect
@Yale and “This investigation is in its
infancy” #NHV #Yale

New Haven police spokesman says
there is no description of a suspect
@Yale and “This investigation is in its
infancy” #NHV #Yale

18:57–
19:38

hartman: possibility that witnesses of
long guns saw instead law
enforcement officers responding to
the scene #Yale

RT @NBCConnecticut: Police say
witnesses who saw person with long
gun at @Yale could have seen law
enforcement personnel.
#Yalelockdown

Table 4.6: A manual selection of retrieved tweets for “Yale” event highlighting key
developments, and how the adaptive NNLM model can handle concept drift with high
recall.

id ROUGE-BEwT Scores

Recall Precision

BM 25 w2v
dyn.

RI
dyn.

w2v
stat.

RI
stat.

BM 25 w2v
dyn.

RI
dyn.

w2v
stat.

RI
stat.

1 0.32 0.33 0.33 0.18 0.25 0.32 0.33 0.33 0.18 0.25
2 0.19 0.19 0.19 0.15 0.14 0.19 0.19 0.19 0.15 0.14
3 0.17 0.18 0.19 0.19 0.20 0.17 0.18 0.19 0.19 0.20
4 0.20 0.23 0.21 0.21 0.24 0.20 0.23 0.21 0.21 0.24
5 0.14 0.17 0.16 0.18 0.16 0.14 0.17 0.16 0.18 0.16
6 0.19 0.17 0.16 0.15 0.14 0.19 0.17 0.16 0.15 0.14
7 0.22 0.18 0.23 0.18 0.13 0.22 0.18 0.23 0.18 0.13
8 0.08 0.07 0.07 0.05 0.07 0.08 0.07 0.07 0.05 0.07
9 0.20 0.19 0.21 0.14 0.16 0.20 0.19 0.21 0.14 0.16
10 0.16 0.15 0.14 0.13 0.09 0.16 0.15 0.14 0.13 0.09

Table 4.7: Detailed Precision & Recall scores for ROUGE-BEwT for unseen events. Best
score in bold.
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id ROUGE-SU4 Scores

Recall Precision

BM 25 w2v
dyn.

RI
dyn.

w2v
stat.

RI
stat.

BM 25 w2v
dyn.

RI
dyn.

w2v
stat.

RI
stat.

1 0.15 0.14 0.16 0.10 0.13 0.23 0.25 0.22 0.12 0.18
2 0.17 0.17 0.19 0.17 0.16 0.40 0.41 0.35 0.25 0.33
3 0.12 0.12 0.11 0.11 0.10 0.09 0.10 0.09 0.09 0.09
4 0.14 0.17 0.15 0.16 0.17 0.20 0.25 0.23 0.25 0.27
5 0.12 0.15 0.13 0.15 0.13 0.12 0.15 0.13 0.15 0.13
6 0.22 0.21 0.19 0.20 0.16 0.19 0.20 0.22 0.20 0.23
7 0.17 0.15 0.16 0.15 0.13 0.20 0.19 0.19 0.21 0.19
8 0.08 0.07 0.08 0.05 0.07 0.20 0.31 0.22 0.32 0.21
9 0.21 0.20 0.21 0.14 0.19 0.16 0.15 0.15 0.14 0.17
10 0.12 0.10 0.11 0.10 0.07 0.30 0.35 0.30 0.33 0.30

Table 4.8: Detailed Precision & Recall scores for ROUGE-SU4 for unseen events. Best
score in bold.
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settings, however, dynamic approaches are always ranked higher than static.
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While adaptive approaches can follow concept drift in a news story, a notable draw-
back of DSMs was the lack of disambiguation between multiple meanings of some
terms. Even though relevant tweets are retrieved as the news story evolves, irrelevant
but semantically related tweets were also present in some timelines—mentions of other
car accidents from earlier in the case of the “Paul Walker” event for example.

Overall the adaptive NNLM approach performs much more effectively in terms of
recall rather than precision. A more effective summarization step could potentially im-
prove accuracy further. This property makes this model suitable for use as a supporting
tool in helping journalists find the most relevant tweets for a timeline or liveblog, as
the tweets retrieved tend to be much more diverse than those retrieved by the BM25
approach, which favours longer tweets with more repetitive use of terms.

Diversity of generated timelines: The average pairwise cosine similarity of tweets
in the timelines was used as a measure of diversity. Using the diversity score of the
reference timelines, diversity and redundancy can be compared relative to the available
references. Scores above 1.0 indicate that timelines have less repetition and redundant
information than human-generated timelines. Scores below 1.0 indicate that tweets in
the timeline are very similar and repetitive. Figure 4.5 shows events where at least 1
method produces a more diverse timeline than the reference.
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The Nonadaptive approach performs well in cases where the story context does not
change much, tracking reactions of celebrity deaths for example. Timelines generated
with this variant tend to be more general.

An example where neither approach seemed to capture relevant tweets was the “Tor-
nado” event. In this case, the human-generated timeline was comprised mostly of
photos and videos from the affected areas. In contrast, the text content in many tweets
for this timeline was not event-specific. Terms in content such as “house in the middle
of road” or “just shared a photo” can occur in many contexts on Twitter, so the vectors
associated with those terms typically yield noisier results.

While the additive compositionality of learnt word representations works well in most
cases, there are limits to this usefulness. Short, focused seed queries tend to yield better
results. Longer queries benefit baseline term frequency models but hurt performance
of the NNLM approach.

4.2.9 Future and Ongoing Work

Currently, there is a lack of high quality annotated Twitter timelines available for news-
worthy events, as current methods provided by Twitter for creating custom timelines
are limited to either manual construction, or accessed through a private API. Other
forms of liveblogs and curated collections of tweets are more readily available, but
vary in quality.

As new timelines are curated, we expect that the available set of events to evaluate
will grow. We make our dataset of our reference timelines and generated timelines
available7.

We adopted an automatic evaluation method for assessing timeline quality. A more
qualitative evaluation involving potential users of this set of tools is currently in pro-
gress. The Pyramid Method [190] could be an appropriate user-based evaluation of our
system-generated timelines. Reference summaries can still be sourced from liveblogs
from newsrooms, but annotators are required for identifying and matching content.
The approach requires an assessor to extract Summary Content Units (SCUs) from ref-
erence timelines and assign these SCUs weights. An example SCU is shown in Figure
4.6 below.

Given SCUs, weights, reference and system-generated summaries, the SCUs can then
be arranged by weight, and partitioned in a pyramid where each tier will have SCUs of
the same weight.

7http://mlg.ucd.ie/timelines
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SCU Label: Batkid saves Lou Seal, and captures the Penguin.

Weight: 2

Reference 1: #SFBatkid has apprehended @PenguinSF and saved Lou Seal.

Reference 2: BatKid saves Giants mascot @LouSeal01, foils Penguin’s evil plan.

Figure 4.6: An example Summary Content Unit (SCU). An annotator is tasked with
manually highlighting, labeling and matching up SCUs from reference summaries. An
SCU is a continuous or discontinuous sequence of words that expresses the same in-
formation.

Given a pyramid of tier n, an optimal summary should, therefore, contain all SCUs
from the top tier, all SCUs from the next tier, and so on to the n-th tier. Further details
of the Pyramid method are described in [190].

There is also room for improving the model retraining approach. Rather than updating
the model training data with a fixed length moving window over a tweet stream, the
model could be retrained in response to tweet volume or another indicator, such as the
number of “out of bag” words, i.e. words for which the model does not have vector
representations for.

Retrieval accuracy is also bound by the quality of our curated tweet stream, expanding
this dataset would also improve results. Many news-related tweets also contain use-
ful links to longer articles, images and video. Currently, the model is not capable of
retrieving this kind of content.

The quality of the word vectors depends mostly on the size of the training set, and our
approach requires a relatively fast training time in order to generate a timely model.
There is a trade-off between quality and ability to adapt, that is dependent on the num-
ber of unique words, so a further improvement might be gained by maintaining a fore-
ground model that’s updated frequently, as well as a background model built on a
much larger dataset.

The SumBasic summarization step does not make use of any information from the
retrieval models, and a better summarization approach that explicitly accounts for di-
versity and novelty could take better advantage of the DSM approaches.
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4.2.10 Conclusion

Distributional semantic models trained on Twitter data have the ability to capture both
the semantic and syntactic similarities in tweet text. Creating vector representations of
all terms used in tweets enables us to effectively compare words with account mentions
and hashtags, reducing the need to pre-process entities and perform query expansion
to maintain high recall. The compositionality of learnt vectors lets us combine terms to
arrive at a similarity measure between individual tweets.

Retraining the model using fresh data in a sliding window approach allows us to create
an adaptive way of measuring tweet similarity, by generating new representations of
terms in tweets and queries at each time window.

Experiments on real-world events suggest that this approach is effective at filtering
relevant tweets for many types of rapidly evolving breaking news stories, offering a
useful supporting tool for journalists curating liveblogs and constructing timelines of
events.
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4.3 Detecting Attention Dominating Moments Across

Media Types

In this chapter, based on work in [91] we address the problem of identifying attention
dominating moments in online media. We are interested in discovering moments when
everyone seems to be talking about the same thing.

We investigate one particular aspect of breaking news: the tendency of multiple
sources to concentrate attention on a single topic, leading to a collapse in the diversity
of content for a period of time. In this work, we show that diversity at a topic level
is effective for capturing this effect in blogs, in news articles, and on Twitter. The
phenomenon is present in three distinctly different media types, each with their own
unique features. We describe the phenomenon using case studies relating to major
news stories from September 2015.

4.3.1 Introduction

The problem of detecting breaking news events has inspired a host of approaches, ex-
tracting useful signals from activity on social networks, newswire, and other types
of media. The online communication platforms that have been adopted allow these
events to persist in some form. These digital traces can never fully capture the original
experience, but offer us an opportunity to revisit significant phenomena with differ-
ent points of view, or help us to characterise and learn something about the processes
involved.

Many different forms of news media attempt to record and disseminate information
deemed important enough to communicate, and as the barriers to broadcasting and
sharing information are removed, attention becomes a scarce commodity.

We define the problem of detecting attention dominating moments across different media
types, as a collapse in diversity in the content generated by a set of online sources in a
topic during a given time period. Media types here include mainstream news articles,
blog posts, and tweets. These media types differ in both the category of topics covered
[191], and their use of language [192].

In the context of Twitter, we define sources as unique user accounts. For mainstream
news and blogs, sources refer to individual publications or outlets. Publications may
have different numbers of authors, but as unique author information is not available,
we treat each unique blog or news outlet as a single source.
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In Section 4.3.3, we describe the two stages of our proposed event detection procedure.
In the first stage, content generated by the news, blog and tweet sources is grouped
into broad topical categories, through the application of matrix factorization to the
content generated by these sources. In the second stage, we examine the variation
in the similarity between content generated by sources within a given topic during a
given time period, in order to identify a collapse in diversity which corresponds to
an attention dominating moment. In Section 4.3.5, we evaluate this procedure on a
collection of one million news articles and blog posts from September 2015, along with
a parallel corpus of tweets collected during the same time period.

Rather than formulating the problem as tracking the evolution of topics themselves, we
consider the diversity of content within a specific topic over time. The motivation is
that, for instance, a collapse in diversity around a major sporting event will be strongly
evident in certain news sources, but not evident in others. The distinction is important,
as this approach is more suited to retrospective analysis, when the entire collection of
documents of interest is available. The topics do not change over time, as opposed
to a real-time setting where topics must be updated as new documents arrive [193].
The information need is guided by two major questions. Firstly, when have significant
collapses in diversity occurred in a topic of interest? Secondly, are there differences
between media types when these events occur?

Our main contributions here are: 1) a diversity-based approach to detecting attention
dominating news events; 2) a comparison between traditional news sources, blogs, and
Twitter during these events. 3) a parallel corpus of newsworthy tweets for the NewsIR
dataset.

4.3.2 Related Work

In previous work, attention dominating news stories have been described as media ex-
plosions [150] or firestorms [66]. The idea of combining signals from multiple sources
for detecting or tracking the evolution of events proved effective in the past. Osborne
et al. [58] used signals from Wikipedia page views, together with Twitter to improve
“first story detection”. Concurrent Wikipedia edits were used as a signal for breaking
news detection in [59].

Topic modeling applied to parallel corpora of news and tweets has been previously
explored by a number of researchers [194, 195, 196]. Extensions to LDA to account for
tweet specific features have been proposed [191]. A comparison between Twitter and
content from newswires was explored in [46]. A Non-negative Matrix Factorization
(NMF) approach is used for topic detection in [197].
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How offline phenomena link to bursty behaviour online is discussed in [151] and [152].
In [152] Shannon’s Diversity Index was used to detect a “contraction of attention” in a
tweet stream by measuring the diversity of hashtags. In contrast, we employ a different
measure of diversity based on document similarity, applying it to streams from differ-
ent media types segmented by topic. Methods for automatically detecting anomalies
or significant changes in a time series are discussed in [198]. In [199] a change-point
detection approach is applied to time series constructed from Tweet keyword frequen-
cies.

As a broad overview, the common components involved in detecting high-impact, at-
tention dominating news stories include: selecting relevant subsets of documents; rep-
resentation and feature extraction; constructing time series from features; event detec-
tion and analysis. In this work, we concentrate on a single key feature of breaking
news: a collapse in content diversity within a fixed time window.

4.3.3 Document Diversity Across Media Types

Our objective is to detect when multiple articles in a topical stream become less di-
verse, signalling the emergence of an attention dominating news story. We consider
attention to a phenomenon as the main driving force behind the decision to produce or
broadcast a message. Using the diversity of content within a time window, we attempt
to characterise instances where a particular piece of information becomes dominant.
Concretely, for each type of media, NMF is used to assign topics to documents; for
documents in a topic, we calculate diversity between documents in a time window.
This type of analysis allows us to examine the extent to which the onset of an import-
ant breaking news event is accompanied by a collapse in textual content diversity, both
within a group of news sources and across different media types.

Preprocessing

For each media source, we build a tf-idf weighted term-document matrix and use this as
input to NMF and for calculating diversity. Stopwords and words occurring in fewer
than 10 documents are removed, as well as words occurring in more than 95% of doc-
uments. Stemming was not applied. While stemming can reduce the size of the vocab-
ulary it does not help topic coherence and can produce topic terms that are difficult to
interpret [200]. Different preprocessing steps may be more appropriate for non-English
text.
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Finding Topics

We apply a Non-negative Matrix Factorization (NMF) topic modeling approach to ex-
tract potentially interesting topics from a stream of tweets or a set of articles. We also
considered LDA to infer topics in these datasets. The choice of NMF over LDA was
primarily due to computation time. LDA was significantly more computationally ex-
pensive than NMF with NNDSVD [201] initialisation. NMF also tends to produce more
coherent topics [200].

Different topic models and parameters can be applied to each individual media type,
but results in Section 4.3.5 kept the same initialisation and 30 topics per media type.

Measuring Diversity

The same tf-idf representation used for topic modeling is used in diversity calculations.
Each article, blog post or tweet is a tf-idf vector. A separate document-term matrix is
built for each media type.

To measure diversity, we calculate the mean cosine similarity between all unique pairs
of articles within a topic for a fixed time window. Given a set of documents D in a time
window, the diversity is:

diversity(D) = −
∑

i,j∈D,i ̸=j cosSim(Di, Dj)∑|D|−1
i=1 i

Where cosSim(Di, Dj) is the cosine similarity of tf-idf vectors of documents i and j in
a time window. In practice, calculating similarities between all pairs of documents can
be efficiently performed in parallel, and can be calculated in a matter of seconds.

Longer time windows consider more document pairs, which naturally result in
smoother trends. In contrast, shorter time windows are more sensitive to brief at-
tention dominating events, but also false positive spikes—where a small number of
articles happen to be similar in content, but do not constitute an attention dominating
story.

An alternative to content diversity is also considered. Ignoring document content, and
just considering the sources of articles, diversity is calculated with Shannon’s Diversity
Index:

H ′ = −
R∑
i=1

pi ln pi
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Where pi is the proportion of documents produced by the ith source in a time window
of interest, R is the total number of sources in a given media type.

Both diversity measures produce a single diversity value per time window, generating
a univariate time series. Changes in diversity that are 2 standard deviations away
from the mean are naively considered to be important enough to warrant attention.
Exploring more robust and well-established methods for change point detection such
as [199, 198] is left for future work.

For the case studies described in Section 4.3.5, the window length was set to 8 hours.
While the fast-paced “24/7 news cycle” is described as a constant flood of information,
we find that all three mediums largely follow a more traditional publishing cycle, with
prominent spikes in the number of published articles on weekday mornings, and low
numbers of articles published outside of normal office hours. A more detailed analysis
of publishing times and characteristics will be explored in future work.

4.3.4 Datasets

To explore attention dominating news stories, we apply the method described above
to three media sources: mainstream news, blogs, and tweets. For the first two sources,
the NewsIR dataset8 is used. For the final source, we use our own parallel corpus col-
lected from Twitter9. In contrast to previous work [194, 196] where tweets are retrieved
based on keywords extracted from news articles, the parallel corpus was derived from
a large set of newsworthy sources, curated by journalists [89]. Journalists on Twitter
curate lists10 of useful sources by location or general topic of interest—for example,
“US Politics” may contain accounts of US politicians and other journalists who tend to
cover US politics related stories.

Gathering all members of such lists covering different countries and topics follows
the expert-digest strategy from [130]. A tweet dataset collected independently of news
and blog articles preserves Twitter-specific features and topics. Source and document
counts are summarized in Table 4.9.

Of the original 1 million articles provided, 15,878 were filtered as non-English11 or out-
side the date range of interest (i.e. created between 2015-09-01 and 2015-09-31). Tweet
language filtering was performed using meta-data provided in the tweet.

8Available from: http://research.signalmedia.co/newsir16/signal-dataset.html
9Data: https://dx.doi.org/10.6084/m9.figshare.2074105

10Examples of such lists are available https://twitter.com/storyful/lists/ and https://
twitter.com/syflmid/lists

11https://github.com/optimaize/language-detector was used for language detection. In-
terestingly, language detection proved effective for filtering “spammy” articles containing obfuscated
text, large numbers of URLs, or containing tabular data.
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Media Type Sources Documents Docs. per 24h
News 18,948 730,634 8,177
Blogs 73,403 253,488 23,568
Tweets 30,448 3,274,089 125,568

Table 4.9: Summary of overall source and document counts by media type after filter-
ing, and average number of documents in a 24-hour window.

4.3.5 Attention Dominating Events

In order to compare the same topics across different media types, we compare the top
10 terms representing the topics from different models. Specifically, when topics from
two different models have overlapping top term lists (using Jaccard similarity > 0.3),
this indicates that similar events were discussed in both media types.

Topics in a model that do not have any overlapping terms with topics in other models
suggest that content unique to a platform is prominent. For example, the “live, peri-
scope, follow, stream, updates” topic in the tweet corpus has no equivalent among the
news or blog topics. This reflects the fact that the Periscope app became popular with
journalists for broadcasting short live video streams and Twitter is the main platform
where these streams are announced. The “music, album, song, video, band” topic is prom-
inent in the blogs and Twitter but is not present in news. This may reflect the fact that
most Twitter accounts and blogs are far more personal in nature.

An indicative, but not a necessary feature of attention domination news is the pres-
ence of a similar topic on multiple platforms. To illustrate the phenomenon of topical
diversity collapse, we now describe three case studies.

For each case study, we present the following: Top 10 topic terms for a topic in a media
type, and a plot of diversity over time, where:

• Solid lines show the diversity of documents over time.

• Dashed lines show Shannon Diversity of sources.

• Highlighted time periods are when major developments occurred—based on
Wikipedia Current Events Portal12 for September 2015.

• Dot and Triangle markers indicate periods when diversity drops 2 standard de-
viations below the mean.

12https://en.wikipedia.org/wiki/Portal:Current events/September 2015
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European Refugee Crisis

The European crisis began in 2015, as increasing numbers of refugees from areas in
Syria, Afghanistan, and Western Balkans [202] sought asylum in the EU. Figure 4.7
shows a plot of diversity for the documents assigned to this topic in each 8 hour time
window, for the three media types. To help with visualisation, raw diversity values are
standardised with z-scores on the y axis, while the x axis grid separates days.

Media Top 10 Topic Terms
Blogs refugees, syria, syrian, war, president, government, military, europe, russia, iran
News refugees, migrants, border, hungary, eu, europe, european, refugee, asylum, germany
Tweets refugees, syrian, hungary, help, migrants, europe, border, germany, austria, asylum
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Figure 4.7: Standardised diversity scores for the European refugee crisis topic during
September 2015, across three media types.

The downward trend in diversity between September 3rd and 5th in the refugee crisis
topic can be explained by the death of Alan Kurdi. News of his drowning quickly
spread online and made global headlines.
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This was a particularly far-reaching story, dominating news coverage until an an-
nouncement on relaxing controls on the Austro-Hungarian border by Chancellors Fay-
mann of Austria and Merkel of Germany. Both Twitter and mainstream news streams
experienced a diversity collapse, while Blogs maintained a more diverse set of articles.
Between 19th and 21st, smaller drops in diversity coincide with Pope Francis’ visit,
where the issue of refugees was a prominent topic of discussion.

Donald Trump Presidential Campaign

Donald Trump’s presidential campaign has attracted considerable attention across all
types of media13. Positions on issues of immigration and religion are particularly po-
larising, frequently causing controversies in mainstream media.

Media Top 10 Topic Terms
Blogs trump, donald, republican, presidential, debate, gop, president, candidates, candid-

ate, bush
News trump, republican, presidential, donald, debate, clinton, bush, fiorina, candidates,

campaign
Tweets trump, im, love, donald, going, debate, happy, gop, president, think

Significant events marked around 12th, 17th, 21st in Figure 4.8 relate to: Trump’s com-
ments on Senator Rand Paul on Twitter which was discussed on mainstream news
around 12th, but not as prominently on blogs. On the 16th-17th coverage of a Re-
publican presidential debate hosted by CNN; and 21st—mainstream news coverage of
reactions to events on 17th: during a town hall meeting in Rochester, Donald Trump
declined to correct a man who said that President Obama is a Muslim.

The statement prompted a significant drop in the diversity of stories across all plat-
forms. On the 25th, during a speech given to conservative voters in Washington, Trump
called fellow Republican presidential candidate Marco Rubio “a clown”. Based on the
data, it appears that the reaction to the latter on Twitter was not as pronounced as
among journalists and bloggers.

Pope Francis visits North America

The visit of Pope Francis spanned 19 to 27 September 2015, where the itinerary in-
cluded venues in both Cuba and the United States. This event is a good illustrative
example as it was widely documented14, and highlights a case where a collapse in di-
versity did not occur at the same time on different media platforms.

13https://en.wikipedia.org/wiki/Donald Trump presidential campaign, 2016
14https://en.wikipedia.org/wiki/Pope Francis’ 2015 visit to North America
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Figure 4.8: Standardised diversity scores for Donald Trump Presidential Campaign
topic

Media Top 10 Topic Terms
Blogs pope, francis, church, catholic, visit, cuba, popes, climate, philadelphia, vatican
News pope, francis, catholic, church, philadelphia, popes, cuba, united, vatican, visit
Tweets pope, francis, visit, house, congress, popeindc, cuba, white, popeinphilly, philadelphia

In the case of news publishers, the largest drop in diversity coincided with the be-
ginning of the Pope’s visit to Havana. Twitter users and bloggers reacted more on
September 23rd and 24th when the Pope met with Barack Obama and became the first
Pope to address a joint session of US Congress.

In the Twitter stream, the notable event around 16th-17th is due to large numbers of
similar tweets as preparations for the visit were being discussed, and #TellThePope
trended briefly.

Earlier in the month, we see evidence of overlapping attention dominating events.
Between 6th and 7th September, the Pope announced the Vatican’s churches will wel-
come families of refugees.
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Figure 4.9: Standardised diversity scores for the Papal visit topic during September
2015.

This announcement followed a significant development in the ongoing European
refugee crisis: around 6,500 refugees arrived in Vienna following Austria’s and Ger-
many’s decision to waive asylum system rules. This suggests that an attention dom-
inating news event in one topic can trigger events in other topics, especially where
prominent public figures are involved.

4.3.6 Discussion

Consuming and participating in sharing news is a socially-engaging and socially-
driven activity [203]. Measuring the diversity of text produced, as an indicator of
what people are paying attention to, relies on people’s tendency to form communit-
ies around news stories [45] and to participate in news sharing, often to positively
influence their social capital [204]. In particular, the more engaging a news story is, the
more likely it is to be shared by many people [103, 205], leading to more people talking
about the same topic.
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While the diversity measure we propose is relatively simple, it can be easily augmen-
ted to account for other factors. In the simplest form, every similarity value between
a unique pair of articles within a time window carries equal weight in the diversity
calculation, implying that a strong similarity between two highly influential publish-
ers is just as important as between two inconsequential publishers with a small audi-
ence. However, this weight could be tuned, either manually or automatically using
external information (e.g. Alexa rankings). Accounting for social context [206] could
also be achieved by augmenting the topic modeling stage of the process. Instead of
using a classic tf-idf vector space model, alternative representations that capture more
semantic similarity between documents can be used. We aim to explore extensions to
this measure in future work.

The sequence of events in the European refugee crisis and papal visit case studies sug-
gest that it may be possible to identify and track major developments with global im-
pact by linking attention dominating moments across multiple topics, as well as across
sources on different platforms. Social media communities both influence and are in-
fluenced by traditional news media [196]. Stories break both on Twitter and through
traditional news publishers. Tracking or linking instances of diversity collapse to ex-
plain the direction of influence between the different media types is also a potential
avenue for future work.
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CHAPTER

FIVE

DISCOURSE COMMUNITIES IN NEWS

Reporting on significant political events, such as elections and referendums, naturally
involves the study of groups of people with different political views. Activities of polit-
ical groups and individuals are of particular interest to journalists [207]. When new le-
gislation is proposed in parliaments it often receives media attention. For professional
journalists and citizen journalists alike, access to voting records offers an opportunity
to examine an individual or a party group as a whole, and to study how their behaviour
changes over time [208].

As Critical Discourse Analysis (CDA) is politically and socially motivated, it can be
placed at the intersection of journalism and political science. Outcomes and analysis
from CDA can both contextualise, and be informed by analysis of voting behaviour.
Analysis of voting records from politicians allows journalists to examine both what
people in positions of power promise in manifestos and statements of social media
(i.e. the textual discourse), and how they act (e.g. vote on laws).

In this chapter, we first briefly examine the European Parliament. As a law-making
body and venue for public debate of EU politics, the European Parliament holds sig-
nificant influence. The decisions made by representatives can have far-reaching effects
and often generates important debates in the media. In Section 5.1 Dimensionality Re-
duction and Visualisation for Voting Records, the decisions made by politicians are invest-
igated using techniques that have previously been applied to text corpora, producing
novel visualisations that group ideologically similar legislators in clusters.

For analysing communities central to significant news events and how they express
their ideologies through text, we propose exploratory steps to reveal the discursive
strategies used in order to advance and reinforce ideological positions. In Section 5.2
Analysing Discourse Communities with Distributional Semantic Models, we use distribu-
tional semantic models to capture associations between words specific to each com-
munity.

123



5.1 Dimensionality Reduction and Visualisation for

Voting Records

Recorded votes in legislative bodies are an important source of data for journalists
and political scientists. Voting records can potentially be a catalyst for breaking news
stories for journalists. For political scientists, voting records can be used to describe
parliamentary processes, identify ideological divides between members, and reveal
the strength of party cohesion [209].

Both journalists and political scientists are interested in policy, and how ideologically
opposing groups interact. Examining votes and party cohesion [210] requires some
expert knowledge, and while visualisations cannot explain anything substantive about
how “close” politicians and groups are to one another, they can create a useful visual
summary that can generate new lines of inquiry.

In this section, based on [92] we explore the problem of visualising votes from ideolo-
gically diverse groups, using popular dimensionality reduction techniques and cluster
validation methods, as an alternative to more traditional scaling techniques. We present
results of dimensionality reduction techniques applied to votes from the 6th and 7th
European Parliaments, covering activity from 2004 to 2014.

5.1.1 Introduction

As a law making body, votes passed in the European Parliament (EP) can have a sig-
nificant influence on citizens across the European Union. Members of the European
Parliament (MEPs) hold power over the majority of EU legislation, as well as decisions
on budgets and spending. Analysis of votes is not only of interest to researchers, but
many interest groups and industries operating within the EU. To produce insights into
legislation and party politics computational approaches are highly dependant on lat-
ent variable models—using point estimates to make sense of and test theories using
voting records [211], speeches [212], party manifestos [213], expert surveys [214], and
more recently social media data [215].

A common theme in these models is the low dimensional reconstruction of high-
dimensional data. Roll call votes, where the vote of each member is recorded are
typically represented as a matrix of legislators with for and against votes, treating ab-
stentions as missing values. Legislators, in this case, MEPs, are represented as vectors
in d dimensions, where each dimension encodes a vote in some way. Scaling methods
are then applied to recover point estimates or produce visualisations.
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Scaling methods essentially perform dimensionality reduction, transforming data in a
high-dimensional space to a space with fewer dimensions—an n-dimensional space Rn

where n << d, typically 2 or 3 dimensions are used to produce interpretable visualisa-
tions.

While established methods for inductive scaling of roll call votes exist, there are many
other potential alternatives that remain unexplored. We describe four such alternatives
in Section 5.1.3, and formulate a cluster quality-based evaluation approach, highlight-
ing the advantages and drawbacks of each method.

Data for 6th and 7th EU parliaments and Python code to reproduce the approaches
on different sets of voting records are made available online1, so that political science
researchers can explore these alternative approaches when analysing vote data.

5.1.2 Related Work

The NOMINATE [216] family of multidimensional scaling approaches are the most
widely adopted methods for estimating ideal points from roll call data, and have been
applied to European Parliament roll call vote data in [211] where the main policy di-
mensions based on this data reveal a dominant left-right dimension, as well as evidence
of a pro-/anti-Europe dimension. The results of scaling are often used as features for
downstream tasks, such as [214] where ideal points are used as features in estimating
party influence. In [217] roll call votes are compared to survey responses.

Scaling using text from speeches [212] can be related to the broader task of dimension-
ality reduction [218]. Popular scaling methods include Wordfish [219], and Wordscores
[220]. The Wordfish model is applied to EP debates in [212]. While strong evidence for
left-right ideology was not found in the speeches, the results suggest that legislators
express ideology differently through speaking and voting. In [221] the voting records
are combined with text contained in US House and Senate data, with ideal points es-
timated for topics such as health, military, and education.

What all these approaches share is a strong domain-specific focus: scaling approaches
like W-NOMINATE [222] are developed specifically to deal with roll call votes and not
any other kind of data.

We propose adapting dimensionality reduction methods which are not commonly used
with roll call data, but have been previously shown to be effective elsewhere and are
widely used across many other domains.

1https://github.com/igorbrigadir/vote2vec
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5.1.3 Dimensionality Reduction for Roll Call Votes

We cast the problem of roll call vote analysis as a dimensionality reduction problem.
We apply four methods (described below) to roll call voting records from the 6th and
7th European Parliament, testing alternative ways of encoding the vote data with dif-
ferent methods.

Voting in the EU Parliament

MEPs in the parliament are organised into transnational political groups. Group mem-
bership is based on ideological preferences of members from different countries, for
example: Conservatives in one country will have more policies in common with con-
servatives in other countries, than with liberals in their own country.

These groups work together to divide the workload of drafting legislation, researching
policy and other activities. The groups delegate experts to work on different issues,
and agree to follow their instructions on the best voting strategy.

Given this organisation, MEPs have strong incentives to follow the voting patterns of
their group [210]. The groups and their broad ideologies are summarized in Table 5.1.

MEPs do not always follow group voting decisions, but have strong incentives to do
so, as the groups control the allocation of resources and committee positions.

Name Abbreviation Seats Ideology
7th Term 2009–2014

European People’s Party (Christian Democrats) EPP 274 Conservative
Progressive Alliance of Socialists and Democrats S&D 195 Socialist
Alliance of Liberals and Democrats for Europe ALDE 85 Liberal
European Conservatives and Reformists Group ECR 56 Eurosceptic
Greens / European Free Alliance G-EFA 58 Green
Group of the European United Left / Nordic Green Left EUL-NGL 35 Radical Left
Europe of Freedom and Direct Democracy Group EFD 33 Eurosceptic
Non-attached Members NI 30 Various

6th Term 2004-2009

European People’s Party (Christian Democrats) EPP-ED 288 Conservative
Socialist Group in the European Parliament PES 217 Socialist
Alliance of Liberals and Democrats for Europe ALDE 104 Liberal
Union for Europe of the Nations Group UEN 40 Nationalist
Greens / European Free Alliance G/EFA 43 Green
Group of the European United Left / Nordic Green Left EUL/NGL 41 Radical Left
Independence / Democracy Group IND/DEM 22 Eurosceptic
Non-attached Members NI 30 Various

Table 5.1: Group names, seats, and ideologies for the 6th and 7th parliamentary terms.
Number of seats doesn’t reflect the number of MEPs active over the entire term, as
some retire, or are substituted.
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Encoding Vote Data

MEP 1 MEP 2 MEP 3

Vote 2 (Abstain)

Vote 2 (No) 

Vote 2 (Yes)

Vote 1 (Abstain)

Vote 1 (No)

Vote 1 (Yes)

Figure 5.1: Example vote matrix:
MEPs 1 and 3 voted No on Vote 1,
and abstained on Vote 2. MEP 2
Voted Yes for both.

The EP plenary votes are publicly available and
published regularly2. Before applying techniques
to roll call votes, we construct the vote matrix X :
the high-dimensional representation of votes—
where an entry contains a binary value for Yes, No,
and optionally Abstain, on each vote by an indi-
vidual MEP.

A small example representing this encoding for
two roll call votes for three different MEPs is
shown in Figure 5.1.

Other potential encodings, given vote metadata
and method choice are possible: a count matrix
is produced by merging votes using title simil-
arity, or policy area or committee. Detailed vote
metadata is available for the 6th parliament3 from
[210], but is incomplete for the 7th parliament.
Results are reported for vote encoding using in-
dividual votes.

MEPs who switch groups [223] during the term present a data consistency challenge for
roll call analysis using our proposed evaluation measure. MEPs who follow group vot-
ing procedure of one group for a period of the term, and then switch will be correctly
clustered with the group most similar to them, but mislabelled during evaluation, as
voting records remain, while group affiliation can change.

Every effort has been made to correct inconsistencies with data such as removing du-
plicate vote records and matching roll call records with MEP profiles to ensure MEPs
represent the correct group at the time of the vote, but some inconsistencies may re-
main.

Dimensionality Reduction

W-NOMINATE: The Weighted Nominal Three-step Estimation approach [222] is an
inductive scaling technique specifically designed for ideal point estimation of legislat-
ors using roll call data.

2http://www.europarl.europa.eu/plenary/en/votes.html
3http://personal.lse.ac.uk/hix/HixNouryRolandEPdata.htm
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While the method is ubiquitous, a number of drawbacks are highlighted in [224]. Spe-
cifically: thresholds that exclude some votes, which results in poorer discrimination
among extremist MEPs, and excluding MEPs with short voting histories. In the 7th
Parliament dataset 5 of 853 MEPs and 460 of 6961 votes are excluded with the recom-
mended settings.

The methods we propose do not exclude any MEPs or votes, and do not require setting
vote or MEP specific thresholds, however, they do introduce their own method specific
parameters and initialisation strategies that can impact results, and do not solve the
problem of parameter tuning.

PCA: Principle Component Analysis [225] is a commonly used linear dimension re-
duction technique. PCA is performed using Singular Value Decomposition on the vote
data matrix. Figures 5.4 and 5.5 show the resulting visualisations.

NMF: Given a non-negative matrix X , Non-negative Matrix factorization [226] ap-
proaches find two factor matrices W and H where the product of W and H approxim-
ates X . The dimensions of the factor matrices are significantly lower than the product.
NMF is not commonly used for visualisation, but is a popular approach for clustering
[227] and topic modeling.

t-SNE: t-Stochastic Neighbourhood Embedding is a popular dimensionality reduction
and visualisation technique. Data is usually embedded in two or three dimensions,
creating interpretable visualisations of high dimensional spaces.

The stochastic nature of the process can sometimes produce visualisations that are
drastically different, or contain structure that could be over-interpreted.

For example, in a 2d plot, the x and y coordinates are not reliable values to use as point
estimates in the same way as W-NOMINATE scores are—however, the clusters pro-
duced and relative positions of MEPs can be informative as MEPs with similar voting
patterns will be clustered together.

SGNS with t-SNE: We explore a two-step process, where votes and MEPs are treated
as co-occurrences—embedding votes and MEPs into a lower dimensional space with
Stochastic Gradient Descent with Negative Sampling [228] and then applying t-SNE to
further reduce dimensionality down to 2 or 3 for visualisation.

The two-step process tends to exaggerate distances between MEPs of the same group,
however, this method introduces more parameters and instability, making qualitative
analysis difficult and prone to over-interpretation—where visualisation artefacts can
be interpreted as meaningful.
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Evaluating Projections

While evaluating the usefulness of visualisations is often largely qualitative, it is useful
to have an objective measure in mind when attempting to quantify the visual differ-
ences between alternative methods.

In order to evaluate the quality of the low dimensional projections of MEPs, we ad-
opt Within-Group Scatter and Between-Group Scatter criteria, which have been widely
used for the problem cluster validation [229]. Here we define our clusters as the par-
liamentary groups to which MEPs belong.

The between-group scatter quantifies differences in voting behaviour between-groups,
while within-group scatter quantifies how cohesive a group is, or rather, how strongly
party discipline dictates vote behaviour [210].

For group k, the within-group scatter is calculated as the within-group sum of squares,
or WGSS{k}:

WGSS{k} =
∑
i∈Ik

||M{k}
i −G{k}||2 (5.1)

where Gk is the centroid of group k. The between-group scatter or BGSS is

BGSS =
K∑
k=1

nk||G{k} −G||2 (5.2)

where Gk is the centroid of group k, G is the centroid of all points (representing MEPs in
a 2d space). Small WGSS values indicate tight grouping of points in a cluster, or strong
party discipline in the case of MEPs and votes. A large value for BGSS indicates large
differences between different groups.

5.1.4 Visualising 6th and 7th European Parliament

We now compare the outputs generated by W-NOMINATE and the alternative meth-
ods. Overall, in contrast to W-NOMINATE, the other methods have the advantage of
significantly faster run times, but introduce method specific initialisations and para-
meters, which can affect visualisation output.

This is most pronounced in the case of t-SNE with random initialisation, where a
cluster of MEPs may be placed “to the right” or “to the left” of another group de-
pending on the run.

Initialising t-SNE with PCA produces stable arrangements of clusters in a 2d space, but
the x and y values of individual MEPs are unsuitable for use as point estimates.
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For WGSS and BGSS we exclude the non attached MEPs, as these are not members
of any political group in the parliament. Ideology in the non-attached members ranges
from communism, to populism, nationalism and neo-nazism.

Figures 5.2 and 5.3 show W-NOMINATE estimates that form our baseline: other ap-
proaches are compared to WGSS and BGSS scores derived from these results. De-
tailed scores by party group for the parliaments are shown in Tables 5.2 and 5.4 below.
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Figure 5.2: W-NOMINATE scales for the 6th Parliament.

In previous work, it has been suggested that the main policy dimensions in the
European Parliament were a dominant left-right dimension, and a pro-/anti-Europe
dimension [211].

In Figures 5.2 and 5.2, the x-axis is interpreted as the left/right dimension, with left-
wing groups such as the European United Left / Nordic Green Left (EUL/NGL)
placed on the left, and right-wing groups such as Europe of Freedom and Democracy
(IND/DEM) on the right.

The y-axis is interpreted as capturing a pro/anti-EU integration dimension, with pro-
EU groups assigned estimates close to 1 and Eurosceptic or anti-EU MEPs assigned
point estimates close to -1.
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Figure 5.3: W-NOMINATE scales for the 7th Parliaments.

This interpretation for the dimensions is based entirely on face value, and should not
be relied on as the only way to interpret an arrangement of points representing MEPs.

The same interpretation for left-right and pro-/anti-EU is less applicable to the other
methods. For example, with t-SNE the positions of clusters can vary, i.e. a mirror image
or rotation is just as valid.

The vote data specific W-NOMINATE approach enforces an orientation on the visual-
isation, while for general dimensionality reduction techniques this step must be per-
formed manually.

The variation across different approaches is a good representation of the difficulty in-
volved in drawing conclusions from voting records.

Figures 5.4 and 5.5 show an overview of all methods applied to the 6th and 7th parlia-
mentary terms. In contrast to W-NOMINATE, the other methods have greater within-
group scatter—exaggerating differences between MEPs in the same group.

While some groups are clustered more appropriately by the methods we explored,
overall W-NOMINATE produces the best clustering of MEPs.
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6th Term

The 6th parliamentary term began in July 2004, and lasted until June 2009. In total
there are records for 899 MEPs. MEPs sometimes join the parliament at different times,
retire, or are replaced. We include an MEP in a group if they have a record of a vote in
the dataset.

wnominate PCA NMF tSNE sgns tsne

Term 6

Figure 5.4: Overview of visualisations built on 6th Term voting records. Points are in
clusters coloured by group.

Group MEPs WNOM. PCA NMF t-SNE SGNS

EPP-ED 340 43.22 139.52 108.88 144.38 101.81
PES 264 11.14 104.53 79.22 74.27 85.12
ALDE 125 1.22 50.96 39.07 32.10 40.65
UEN 51 3.32 16.66 13.73 16.51 12.67
EUL/NGL 48 2.17 16.24 14.39 5.79 11.70
G/EFA 44 1.08 10.47 9.52 2.54 5.71
IND/DEM 27 13.68 9.79 9.14 12.63 8.28
Overall 899 75.84 348.18 273.95 288.23 265.93

Table 5.2: WGSS: Within-Group Scatter, votes from 6th Term. Smaller values indicate
that MEPs in a group are close to other group members in the vote space.

Group MEPs WNOM. PCA NMF t-SNE SGNS

EPP-ED 340 4.88 64.84 124.63 84.77 71.64
PES 264 106.88 45.62 88.63 104.96 6.75
ALDE 125 6.48 3.19 4.61 1.32 16.06
UEN 51 30.13 5.45 10.42 5.13 7.37
EUL/NGL 48 67.56 28.44 49.66 4.32 24.17
G/EFA 44 19.27 34.64 62.29 1.76 32.62
IND/DEM 27 18.92 3.35 2.08 4.57 5.10
Overall 899 254.13 185.53 342.32 206.84 163.71

Table 5.3: BGSS: Between-Group Scatter, using votes from the 6th Term. Larger values
indicate greater separation between clusters of MEPs.
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7th Term

The 7th parliament was elected in 2009 and finished in June 2014. Between the 6th
and 7th parliaments, there were a number of changes made to groups, including new
members and group affiliation switches by existing MEPs.

wnominate PCA NMF tSNE sgns tsne

Term 7

Figure 5.5: Overview of visualisations built on 7th Term voting records. Points are in
clusters coloured by group.

Group MEPs WNOM. PCA NMF t-SNE SGNS

EPP 267 12.18 41.54 36.81 49.82 68.47
S&D 184 6.72 26.75 23.88 27.21 32.23
ALDE 85 0.96 15.55 13.91 12.36 14.33
G/EFA 56 0.70 7.89 7.06 6.88 2.99
ECR 54 3.17 3.80 2.83 2.97 3.20
EUL/NGL 35 2.59 6.45 5.96 5.31 4.60
EFD 31 5.85 6.97 3.91 6.50 4.22
Overall 712 32.17 108.95 94.35 111.06 130.03

Table 5.4: WGSS: Within-Group Scatter, votes from 7th Term. Smaller values indicate
that MEPs in a group are close to other group members in the vote space.

Group MEPs WNOM. PCA NMF t-SNE SGNS

EPP 267 125.35 132.34 281.77 121.42 44.48
S&D 184 1.45 86.05 187.74 76.81 81.13
ALDE 85 22.32 2.64 4.05 2.11 40.16
G/EFA 56 57.96 44.33 92.59 42.30 25.37
ECR 54 39.57 28.56 18.36 29.45 44.77
EUL/NGL 35 23.11 35.09 43.00 31.59 37.77
EFD 31 16.52 20.80 7.84 20.19 25.22
Overall 712 286.29 349.81 635.33 323.86 298.89

Table 5.5: BGSS: Between-Group Scatter, using votes from the 7th Term. Larger values
indicate greater separation between clusters of MEPs.
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5.1.5 Discussion

While the methods we explore do not outperform the well established and widely used
W-NOMINATE approach using a cluster validation based evaluation, there are a num-
ber of useful recommendations we can make when using different methods: NNDSVD
initialisation strategy for NMF produces most stable results; PCA initialisation for t-
SNE can help with stability of results. Even so, there is still a risk of over-interpreting
the structure that t-SNE produces. UMAP [230] may offer a viable alternative to t-SNE,
producing more reproducible visualisations.

Before drawing any conclusions from visualisations made with t-SNE, we recommend
paying particular attention to the implementation and parameters, especially the learn-
ing rate used during optimisation. The SGNS approach allows most flexibility with en-
coding votes, but is the least stable method. The dimensions themselves from NMF, or
t-SNE are not as useful for point estimates compared to W-NOMINATE, but the relat-
ive positions of cluster centroids offer a useful measure of similarity between-groups.

Many techniques are applicable if we treat roll call vote scaling as a dimensionality
reduction problem. All methods that aim to project or embed high dimensional data
in a low dimensional space introduce some uncertainty and instability.

Uncertainty in point estimates can come from many sources: from data quality issues
and encoding schemes, to parameter and initialisation choices, to visualisation choices.
Given these issues, one advantage that the alternative methods we explored have is
their speed and efficiency: multiple runs under different settings can highlight errors
in ideal point estimates more clearly.

In terms of evaluation, expert surveys [214] or coded party manifestos [213] may offer
better benchmarks for differences between-groups and MEPs. Producing annotations
and expert surveys is a costly task, and there are currently no expert judgements or
annotations available for all votes for a full term.

5.1.6 Conclusion

We applied several commonly used dimensionality reduction techniques to voting re-
cords in the EU parliament. While all techniques tend to exaggerate distances between
MEPs of the same group, they can perhaps be useful for quantifying within-party dif-
ferences, or treating cluster centroids as points—similarities between-groups.

Applying similar methods to speeches and using point estimates derived from our pro-
posed methods as alternatives in downstream tasks is ongoing, as well as comparisons
of other projection techniques, applied to more recent data covering the current 8th
parliamentary term.
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5.2 Discourse Communities with Distributional Se-

mantic Models

We now present a new corpus-driven approach applicable to the study of language
patterns in social and political contexts, or Critical Discourse Analysis (CDA), which is
based upon Distributional Semantic Models (DSMs). This approach considers changes
in word semantics, both over time and between communities with differing view-
points. The geometrical spaces constructed by DSMs or “word spaces” offer an ob-
jective, robust exploratory analysis tool for revealing novel patterns and similarities
between communities, as well as highlighting when these changes occur. To quantify
differences between word spaces built on different time periods and from different
communities, we analyse the nearest neighbouring words in the DSM, a process we
relate to analysing “concordance lines”. This makes the approach intuitive and inter-
pretable to practitioners. We demonstrate the usefulness of the approach with two
case studies, following groups with opposing political ideologies in the 2014 Scottish
Independence Referendum, and the US Midterm Elections 2014, based on work in [90].

5.2.1 Introduction

As discussed previously in Section 1.7, Discourse Analysis is concerned with the ana-
lysis of naturally occurring language use and patterns. Van Dijk [231] defined Critical
Discourse Analysis (CDA) as:

“. . . a type of discourse analytical research that primarily studies the way
social power abuse, dominance, and inequality are enacted, reproduced,
and resisted by text and talk in the social and political context.”

Our focus here is on techniques for Critical Discourse Analysis applicable to opposing
communities. A discourse community is a group of people sharing a set of basic values,
assumptions and ways of communicating. Porter [232] offers a definition of a discourse
community as:

“. . . a local and temporary constraining system, defined by a body of texts
(or more generally, practices) that are unified by a common focus. A dis-
course community is a textual system with stated and unstated conven-
tions, a vital history, mechanisms for wielding power, institutional hierarch-
ies, vested interests, and so on.”
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We are primarily concerned with the changes between, and within discourse com-
munities over time. We explore how different political groups unified by a common fo-
cus (i.e. discourse communities) present themselves as defined by the body of text they
generate on Twitter. This work proposes using word similarities from statistical se-
mantics grounded in the Distributional Hypothesis, popularised by Firth [233] and ad-
opts elements of the discourse-historical approach [76], a methodology that is problem-
oriented, interdisciplinary, and recommends movement back and forth between theory
and empirical data.

Current methods drawn from corpus linguistics that are used in critical discourse ana-
lysis, usually rely on keyword extraction and manual examination of “concordance
lines” or “key words in context” (i.e. sorted and aligned lists of words with their
surrounding contexts) but can also include topic modeling approaches. Emphasis is
placed on generating insights into the ways in which the structures of text or speech
relate to social and political contexts rather than on any particular approach.

The nature and volume of tweet text make these approaches challenging for several
reasons. Firstly, poor sampling can lead to raw frequency counts of words to be
skewed. Terse style and Twitter-specific use of user account mentions, hashtags and
other media entities can also cause problems for methods that rely on frequency counts.
Secondly, the sheer number of tweets available often makes close reading intractable,
while distant reading techniques that look at the entire corpus can hide interesting
periods of change and dynamics between communities.

The changes between and within communities with opposing political ideologies,
manifest themselves as shifting distributional semantic similarities between words. We
suggest that these changes can be quantified using Distributional Semantic Language
Models (DSMs). The differences between semantic models derived from text produced
by certain discourse communities can offer practitioners useful tools for CDA. These
tools are more aligned with what Fairclough [234] calls textually oriented discourse ana-
lysis, examining how “the mode of language. . . identified as constitutive of power in
modern society. . . is received and appropriated by those who are subjected to it”.

Concretely, language models are used in this work as a supporting corpus-driven tech-
nique, providing entry points for further, more detailed analysis, allowing researchers
to investigate how language use is shaped by political objectives.

As the primary contribution of this work, we propose a novel application of distribu-
tional semantic models for CDA, where constructing a DSM or word space model can
be related to Key Words in Context (KWIC) analysis—a well-established, qualitative
approach familiar in corpus-assisted CDA.
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We evaluate the approach on two case studies from Twitter, each involving two dis-
tinct communities with differing political viewpoints—the 2014 Scottish Independence
Referendum and the 2014 US Midterm Elections. As a further contribution, we also
provide reusable datasets of tweets based on these case studies.

5.2.2 Related Work

A framework for using Corpus Linguistic methods for Critical Discourse analysis is
presented by Baker et al. [235]. We take a similar position, arguing that since CDA
lacks a concrete set of techniques for performing analysis, novel approaches can be
made available to practitioners.

Social scientists and CDA practitioners are increasingly looking to social media as a
rich source of data. Current corpus-based approaches and tools involve manual inspec-
tion of keyword frequency lists and reading concordance lines. Collocation analysis
offers “a suitable vehicle for the discoursal presentation of a group” [236] but using
plain frequency for collocation extraction yields general, uninteresting terms [237].

The methods proposed in this work are not related to Rhetorical Structure Theory
(RST), a method for discourse parsing [75], concerned with coherence of multi-sentence
texts. In contrast, we consider similarities at the word level, rather than sentence level.

Political Discourse on Twitter

An analysis of political discourse on Twitter by Zappavigna [238] suggests that users
appear to bond around the act of collectively witnessing moments they perceive to
be important to their cultural history, while politicians often use Twitter as a means
of fostering engagement with others, offering positive evaluations of themselves and
their parties. In our case studies, this promotional style adopted by official campaign
accounts is also evident.

An in-depth study concentrating on politicians on Twitter is presented in [239]. Meth-
ods common in Information Retrieval have been applied to theoretical sociological con-
structs, deriving measures of “Cultural Similarity”, Rank Biased Overlap measures for
“Cultural Reproduction” and several others. The type of conversational practice (or
discourse) examined included analysis of hashtags, retweets and mentions.

Political polarisation on Twitter is investigated by Conover et al. [240] through the ana-
lysis of mention and retweet interactions in the previous 2010 US Midterm elections.

The notion of “content injection” is also revealed using our proposed methods.
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In our case studies, “content injection” is more pronounced in groups containing reg-
ular supporters of a particular ideology, rather than official function accounts such as
campaign accounts of prominent politicians.

Related work that does not use Twitter data but deals with similar themes includes:
summarizing contrastive views with augmented summarization techniques [241], per-
forming comparative text mining and ideology classification with a topic modeling
approach [242], and a network analysis approach for quantifying political polarity of
individuals [243]. The problem of political alignment on policy issues, which is often
cast as a classification task, is outside the scope of this work.

Distributional Semantic Models

Recently, word2vec [35] has been widely used to generate useful representations of
words using a Neural Network Language Model (NNLM). This distributional semantic
model offers efficient training times and performs well on a variety of semantic and
syntactic word similarity tasks.

A comparison of distributional semantic models that involve context prediction and
context counting is performed in [244]. Models were compared using a number
of widely-used syntactic relatedness, synonym, concept categorisation and analogy
tasks. Context-predicting models, such as word2vec, were shown to perform better
than context-counting variants.

Linguistic Shift

Measuring linguistic shift with an information theoretic approach is explored by Juola
[245]. Using a corpus of several decades of National Geographic publications, changes
in language were not only perceptible algorithmically, but are also not uniform over
time, suggesting that some periods of time are more actively changing than others.

Kulkarni et al. [246] developed a method for detecting significant linguistic shift in
the meaning and usage of words, employing a DSM to construct a time series of word
usage and a mean-shift change-point detection algorithm to estimate when this change
occurs. In contrast to our work, the timespan involved is longer, covering two years for
Twitter data and several decades for the Google n-gram set. However, a comparison
between different clusters or communities is not considered by the authors.

In [247], a distributional similarity approach is compared to a relative frequency based
approach, using two Google n-gram corpora from the 1960s and 1990s.
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Another relevant approach that explores changing word meanings over a long period
of time is described by Basile et al. [248]. Neighbourhoods of words are examined
across several decades of Italian books and the ACL Anthology Network dataset.

Unlike previous work, in this study we focus on shorter time spans, seeking to identify
changes between and within communities, as opposed to looking at changes across an
entire corpus.

5.2.3 Exploring Discourse with Distributional Semantic Models

Common corpus-assisted techniques for discourse analysis include comparative word
frequency lists, keyword extraction, and concordance lines or KWIC—showing the sur-
rounding context of a keyword of interest (See Table 5.6). Typically, results are presen-

... #nothanks #indyref foremost authority on north sea oil throws doubt over snp
prediction for the future of ...
... foremost expert felt he had to speak out to warn of oil depletion #indyref cant rely
on oil to deliver public ..
... points out what john swimney said about volatility of oil @sygazette debate an injustice
in one part of the uk ...
.. welfare health education and pensions costs 40 billion oil revenue 3 billion #no gb on
the #nhs the ties that bind

Table 5.6: Example concordance lines, from Scottish Referendum tweets containing the
word “oil”.

ted as raw or normalised counts derived from the corpus, along with a qualitative
assessment that involves a close reading of a selection of material. In collocation ana-
lysis [236] the most frequent co-occurrences may not be the most useful for CDA. To
address the drawbacks of frequency-based approaches [237], we propose the use of a
distributional semantic model that computes vector representations of words. The ra-
tionale here is that DSMs reveal different types of similarity and relatedness useful for
CDA.

Motivated by results from Baroni et al. [244], we use a context-predicting distributional
semantic model as opposed to a context-counting model. The task requires a good es-
timation of word similarity, as well as association. As a concrete example, the words
“fields” and “oil” are not synonymous, describing two different concepts, but are re-
lated in the context of fossil fuels. Likewise, “oil” and “crude” are synonymous4. Both
similarity and relatedness are useful to consider for CDA. It is important to note that
DSMs have previously been evaluated with this distinction [249].

Figure 5.6 shows a toy example of two word spaces.

4The word “oil” or “crude” is frequently dropped from the phrase “crude oil”, especially in length-
restricted posts like Twitter.
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Figure 5.6: An illustrative example of word spaces with only 2 dimensions. Words are
represented by vectors with 2 components, x and y values. In practice, trained word
vectors have hundreds of components.

In the space on the left, the word “oil” is represented by a vector [0.50, 0.25], and on
the right [0.29, 0.40]. The components of the vectors do not represent actual counts or
occurrences, but after training a DSM, words that are more related are closer to one
another. We can compare the two spaces by looking at what words are closest to one
another in each space. In practice, words are represented by hundreds of dimensions.

Discourse-historical Approach

A suitable framework for CDA is Wodak’s discourse-historical approach (DHA)[76].
DHA emphasises the interpretation of discourse in its historical and cultural contexts.
Four levels of context are suggested:

1. The immediate co-text for a particular linguistic feature found in the text: Involves
analysis of the text itself. Our proposed approach provides most benefit at this
level, suggesting entry points for further, more in-depth analysis.

2. Other texts and discourses that the text draws upon: In a corpus of tweets, this
level would include analysis of media linked and referred to in tweets.

3. Conditions of text production, distribution and reception: This level is con-
strained by the platform, particularly in terms of distribution and reception with
use of hashtags and mentions [238].

4. Wider social, political, economic and cultural contexts.

For analysis of groups with opposing political ideologies, DHA recommends six dis-
cursive strategies for identifying ideological positioning, summarized with questions
below:
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1. Nomination: Constructing in-groups and out-groups via membership categorisa-
tion. How do different groups categorise themselves and opposing groups? Do
these change over time?

2. Predication: Labeling social actors positively or negatively. How are key indi-
viduals represented by different groups? How is this reproduced in tweet text?

3. Argumentation: Justifying positive or negative attributions, political inclusion or
exclusion.

4. Framing: Expressing involvement through reporting, the narration of events and
utterances.

5. Intensification / Mitigation: Modifying a proposition by intensifying or mitigat-
ing the force of utterances.

As a motivating example, consider discursive strategies used in the following tweets:

Why do Nats want Scotland to be one of Europes vulnerable, marginal economies? We

truly are #BetterTogether #IndyRef

Nationalist lies over oil @YesScotland @UK Together #idyref No Boom No Oil Bonanza

#ProjectFear

We can manually identify several interesting keywords in the text of these tweets:
“nats”—nationalists (nomination, membership categorisation), “lies” (predication, la-
beling social actors negatively), “bonanza” (intensification).

Closely examining a large volume of tweets this way is impractical, and while some
levels of context require a close reading, analysis of the text itself can be performed at
scale, using corpus-driven approaches. A concrete example of where DSM approach
can help DHA, is in exploring discursive strategies in racial, national and ethnic issues.
Questions like ”How are persons named and referred to linguistically?”, ”What traits,
characteristics, qualities and features are attributed to them?” prescribed in DHA to ex-
plore “positive self” and “negative other” presentations can be answered with a com-
bination of examining nearest neighbourhoods of words, and closer reading of selected
tweets.

As a starting exploratory step for our analysis, we examine the different communit-
ies using a small selection of words representing topics of interest which are known
a priori. We then examine some discursive strategies in the communities. This is firstly
performed across communities over the entire period, and then in more detail, looking
both within and across communities over shorter time periods. We then expand this
set of words, by examining the k-nearest neighbouring words for the communities, in
order to discover interesting commonalities or differences between them.
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Restricting the nearest neighbour search to consider either words or hashtags alone
could potentially provide alternative lines of inquiry [240]. However, we follow a
more general approach, allowing for a mix of words, mentions and hashtags to appear,
but excluding URLs which appear in tweets. The method is an iterative, word-level
approach to critical discourse analysis that alternates between exploration, and close
reading.

To summarize the prescribed process: 1) select initial candidate words of interest, 2)
examine the word change “profile” visualized as a trend, 3) examine word neighbour-
hoods, 4) retrieve relevant tweets for a more qualitative, closer reading of texts, and 5)
repeat the process armed with new keywords or hypotheses.

Distributional Semantic Approach

Mikolov et al. proposed a DSM that performs well on a variety of syntactic and se-
mantic relatedness tasks [136]. The skip-gram training process learns word represent-
ations that are useful for predicting nearby words (the context). From a sequence of
words (w1, w2, . . . wT ), the objective maximizes the average log probability:

1

T

T∑
t=1

∑
−c≤j≤c,j ̸=0

log p(wt+j|wt)

where the context size c is the number of words before and after the target word wt.
It is interesting to note that the mechanics of “key words in context” analysis roughly
maps to the training objective of the DSM approach.

When analysing collocates (i.e. words that co-occur more often than would be expected
by chance), Mutual Information (MI) is a commonly used association measure. For
instance, the popular AntConc concordance tool [250] uses Mutual Information to rank
collocates.

Pointwise Mutual Information (PMI), proposed by Church and Hanks [251] is another
widely-adopted association measure. If two outcomes x and y have probabilities P (x)

and P (y), then their Pointwise Mutual Information PMI(x, y) is defined as:

PMI(x; y) = log
P (x, y)

P (x)P (y)

Levy and Goldberg show that the skip-gram training process implicitly factorizes a
word-context matrix, the cells of which are Pointwise Mutual Information (PMI) of
word and context pairs, shifted by a global constant [228].
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The word2vec model, trained with skip-gram is a good choice for the purpose of quanti-
fying semantic & syntactic similarity between words. Similar models can also be used,
but word2vec was chosen for having a good trade-off between performance and train-
ing time.

Comparison of KWIC & k-NN Lists

Manually examining KWIC lists will often be unfeasible for larger corpora, such as a
collection of tweets. Sampling a selection can introduce bias, while a close reading of
each and every document in a collection is impractical. Collocates are generally useful
for “a semantic analysis of a word” [252].

Examining these collocation patterns can provide a corpus-driven tool for CDA, as
used in an analysis of the representation of refugees, asylum seekers, and immigrants
in the UK press [236]. Our approach can be used to discover similar patterns, where
predicting a set of contexts given a word can be interpreted as an aggregation of con-
cordance lines, drawing an analogy between the training objective and KWIC analysis
familiar to practitioners.

Table 5.7 shows how different measures of association can provide different collocates.
The Frequency column shows terms ordered by their raw frequency counts. Mutual
Information is a measure of the strength of association, based on the number of times
a word pair is observed together versus the number of times the words appear separ-
ately. The ordering in the word2vec column is based on the cosine similarity of the word
vectors in the trained model.

Rank Frequency Mutual Information word2vec
1 important scotenergynews untapped
2 #indyref pegging revenues
3 tank kuwaits pouring
4 oil headlined #clairridge
5 #scotdecides @conhome recoverable
6 #yes kindness 300bn
7 #westcoastoil exploration rig
8 thousands @yuillnoodz bonanza
9 #voteyes @wynnscottishsun #northseaoil

10 north @wulliekane asianomics
. . . . . . . . .

Table 5.7: Comparison of collocates considering 5 words before and after the word
“oil” from 7 days of ‘Yes’ vote supporters based on raw frequency, Mutual Information,
and word2vec.

Frequency-ranked terms produce what may be considered uninteresting associations,
such as the word “oil” itself, and some frequently used hashtags.
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Mutual Information generally surfaces technical terms, phrases, and any other terms
where the frequency of co-occurrence is high but overall frequency of terms is not very
frequent, e.g. the @mentions in the list for the word “oil”.

The advantage of using a word2vec model, in this case, is that searching the trained
model for nearest neighbouring words is extremely fast, and provides meaningful res-
ults, without over-promoting highly-rare or highly-frequent terms. A drawback to our
approach is that training the model requires a relatively large corpus of text, and in-
troduces extra hyperparameters to consider. However, applying these corpus-assisted
techniques over a stream of documents can reveal more nuanced changes in discourse.
These changes can potentially be related to external events or can serve to quantify the
evolution of a discourse community over time.

Rather than examining the social network structure of different communities, k-nearest
neighbour graphs (k-NNG) can be used to examine distinctive linguistic similarities
and differences between discourse communities.

0.567

0.
56

0

0.
55

3

0.556

0.559

0.557

0.5
57

0.553

0.577

0.572

pouring

300bn
asianomics

untapped

bonanza

#clairridge

rig#northseaoil

recoverable

revenues

0.646

0.653

0.657
0.

64
0

0.
65

0 0.6
81

0.695

0.640

0.
69

0

0.673

shetlands

purportedundiscovered
cripes#crazytalk

imaginary

norways

overestimated

revs

revenues

Figure 5.7: A sample k-nearest neighbour graph for the word “oil” for Scottish ‘Yes’
and ‘No’ voters. Words unique to a community are coloured, words in gray are com-
mon to both communities.

As an example, Figure 5.7 shows the word neighbourhoods of the word “oil” from two
different communities in the Scottish Referendum campaign. Nodes are other related
words, and edge lengths are inversely proportional to the cosine similarity of each
word to “oil” in the community-specific word space.
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Accounting for Change Over Time

Since discourse communities are temporary systems defined by a body of texts [232],
we must account for time in the models. As word2vec does not account for a tem-
poral dimension in texts, we propose splitting the dataset of each community into
windows, each covering different time periods. The conversion of continuous data
streams, such as content from social media platforms to discrete windows, has been a
common strategy in the analysis of online communities [253].

Separate models are then trained for a number of fixed length windows of tweets,
creating different models for each window and each community. Models are trained
using the skip-gram architecture, with vector size 300, context window of 5 words, for
30 iterations on time windows spanning 7 days.

Due to the stochastic nature of word2vec training, and the different training sets, the
various word spaces created are not directly comparable. However, we are not inter-
ested in the resultant model representation, but rather the relationships between words
that can be interpreted by practitioners.

Therefore, for a given word, we retrieve its k nearest neighbours in the model, and
present these for consideration. This is analogous to the way in which a KWIC analysis
presents concordance lines. From this, quantifying the changes between time windows
and communities can now be accomplished by comparing the word neighbourhood of a
particular word in different spaces—i.e. the similarity of the word’s k nearest neighbour
lists in each model.

Average Jaccard for k-NN

To compare word neighbourhoods, we require a suitable similarity measure. The k-
nearest neighbours of words in a word space, when viewed as rankings, are incomplete
(i.e. not all words are covered), top-weighted (i.e. top-ranked words are more import-
ant), and indefinite (i.e. choice of k is arbitrary). A desirable measure should account
for these properties.

The Average Jaccard (AJ) measure from Greene et al. [254] used for comparing ranked
lists has the required properties. Though distinct, AJ can be related to cultural repro-
duction [239], as both measure a form of rank-biased overlap.

We calculate the AJ scores between the k nearest neighbouring words from two spaces.
The two spaces can either be two time windows from the same community, or the same
time window from two different communities.
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As AJ is top-weighted, increasingly higher values of k have a decreasing influence on
the overall score. The choice of k is largely influenced by the need for rankings to be
examined by practitioners. In both case studies presented later, we set k = 30, but this
parameter can be varied to consider more distant words.

Jaccard similarity between two sets is defined as the size of the intersection divided by
the size of the union. The Average Jaccard (AJ) between two ranks A and B to depth k

is defined as the average Jaccard scores between subsets of d top-ranked words in two
rankings, where d is d ∈ [1, k].

AJ(A,B) =
1

k

k∑
d=1

Jd(A,B)

where Jd(A,B) = |Ad∩Bd|
|Ad∪Bd|

and Ad,Bd are the heads of lists up to depth k. See Table 5.8
for a worked example.

k Rank A Rank B Jaccard at k AJ at k
1 untapped untapped 1.00 1.00
2 revenues yada 0.33 0.66
3 pouring reserves 0.20 0.51
4 #clairridge bonanza 0.14 0.42
5 300bn revenues 0.25 0.39

. . . . . . . . . . . .

Table 5.8: Average Jaccard values at different values of k, comparing the word neigh-
bourhoods of “oil” from two consecutive weeks from ‘Yes’ voter tweets.

5.2.4 Datasets

Various selection criteria exist for gathering Twitter corpora for the study of politics
and political discourse. A recent survey [255] offers a comprehensive overview of data
sources and collection techniques. Gathering all tweets from a subset of users was
shown to provide a much richer and trustworthy source of data as opposed to a ran-
dom sample of tweets from all users [130]. Problems arising from monitoring social
media based on the pre-selection of specific hashtags or keywords have also been dis-
cussed in the literature [41].

Rather than relying on keyword or hashtag searches, for our experiments, we gathered
all available tweets for a fixed subset of users. For both the Scottish Referendum and US
Midterm Elections, users were first selected by their “official function”—i.e. politicians,
campaign accounts, political organisations. Additional accounts included in each set
are detailed in 5.2.5 and 5.2.6.
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During data collection, users are automatically notified when added to a Twitter list,
and have the ability to remove themselves by “blocking” the account used to add them,
or by making their account private. Several accounts were either deleted or made
private during and after the data collection period.

For pre-processing, common stop words, those words occurring less than twice, and
URLs are removed from tweet text. The default NLTK English stop word list5 was
expanded to include several Twitter-specific function words such as “ht”, “via”, “mt”.

The dataset was post-processed to honour deletion requests and user privacy settings.
A summary of the data is shown in Table 5.9.

Community Users Tweets Total Words Date Range
Scotland Yes 618 799,096 12,551,654 11-Aug to 19-Oct
Scotland No 610 570,024 8,957,721 11-Aug to 19-Oct
Democrat 942 89,296 1,404,737 10-Oct to 20-Nov
Republican 997 80,840 1,209,197 10-Oct to 20-Nov

Table 5.9: User, tweet and word counts for Scottish and US datasets. Date ranges are
in 2014.

The sets of tweet IDs and users are available, together with tools to retrieve and recon-
struct the dataset6. While classifying polarity and party affiliation is outside the scope
of this study, this dataset potentially offers a useful ground truth for such tasks.

5.2.5 Case Study: 2014 Scottish Referendum

The Scottish Independence Referendum, which took place on 18th of September 2014,
decided Scotland’s membership in the United Kingdom political union. The single
question posed by the referendum—“Should Scotland be an independent country?”—
generated considerable debate on social media platforms in the weeks before the vote.

Both the official Yes Scotland and Better Together (No vote) campaigns were established
in 2012, with the date of the referendum set in March 2013, and legislation passed in
November 2014. While the lifetimes of these campaigns were long, the majority of
activity occurred within weeks of the referendum. We consider tweets over a time
span of 10 weeks (11 August to 19 October 2014), for communities of ‘Yes’ and ‘No’
supporters.

5http://www.nltk.org/nltk data/
6http://dx.doi.org/10.6084/m9.figshare.1430449
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Scottish Voter Communities

An initial seed list of Twitter accounts belonging to “registered campaigners” on the
Scottish Independence Referendum Electoral Commission was built. As the number
of these official function accounts was small, additional accounts were added to the set
based on public Twitter lists the seed accounts were members of. Parody accounts,
non-partisan organisations, and users with private accounts were removed.

To be included as a “Yes” or “No” supporter, users had to self-identify through promin-
ent use of campaign profile banners (party logos and campaign icons in profile images
were popular with both sides), explicitly stating an affiliation in their user descriptions
(e.g. using #BetterTogether, #iVotedYes etc.), and actively engaging with refer-
endum topics.

Data from Twitter showed the ‘Yes’ campaign was dominant in terms of volume and
participation, skewing some predictions and online opinion polls in their favour7. Polls
that relied on interviews showed more support for a ‘No’ vote8. Ultimately, Scotland
remained part of the United Kingdom, the ‘No’ vote gathering 55.3% and ‘Yes’ 44.7%,
with a turnout of 84.6%, one of the highest recorded for a referendum or election in the
UK.

Key issues in the campaign included: EU membership and currency, health care, edu-
cation and research funding, Scotland’s renewable energy and north sea oil revenue,
NATO membership, and the issue of British Trident nuclear missile system on Scottish
territory.

Using the analysis methodology proposed in Section 5.2.3, an initial set of words re-
lating to these issues was selected. This was followed by an exploration step, adding
related words, and removing those words that did not feature prominently in either
community.

While neighbour graphs such as Figure 5.7 can be illustrative for small examples, a
network visualisation of larger word spaces will quickly become an uninterpretable
“hairball”. The differences between time windows are also not evident. As an alternat-
ive, we suggest a trend visualisation to compare the similarities between communities
and time windows.

Figure 5.8 provides a sample comparison of word neighbourhoods between ‘Yes’ and
‘No’ voters over 10 weeks. A point in the trend is the AJ similarity between word
neighbourhoods from different communities, for a window of a single week.

7http://blog.twitter.com/en-gb/2014/indyref-at-the-polls
8http://survation.com/?s=Scottish+Referendum
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oil

pound

trident

darling

1 2 3 4 5 6 7 8 9 10

salmond

Weeks

Figure 5.8: Trends illustrating the Average Jaccard similarity changes between word
neighbourhoods for the ‘Yes’ and ‘No’ communities, over 10 weeks of the Scottish Ref-
erendum campaign. High similarity indicates agreement between communities, while
low similarity indicates greater difference in how a word is used.

A more detailed understanding of a given point can be supported by looking at the
corresponding word neighbourhoods for each community for that the time window,
as illustrated by the ranked lists of words in Table 5.10. This can subsequently be used
to retrieve the relevant tweets for a closer reading and analysis.

Yes Week 5 No Week 5 Yes Week 6 No Week 6
untapped fields norways revenues
yada rigs revenues ridge
reserves rosy reserves bonanza
bonanza revenues 147bn sea
discoveries downgrade discoveries 4bn
bloddy bonanza chevron offset
1billion inflated bonanza estimates
. . . . . . . . . . . .

Table 5.10: Yes and ‘No’ Voter word neighbourhood of “oil” corresponding to Figure
5.8 in weeks 5 and 6. Top 7 words are shown from the 30 used in analysis.

Discursive Strategies

Predication is an important discursive strategy with the objective of labeling social act-
ors, used for reinforcing the construction of “us” and “them” between the ‘Yes’ and
‘No’ voter communities. These “positive self” and “negative other” presentations can
be extracted from the nearest neighbouring terms used to refer to political leaders.
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Table 5.11 shows a selection of nearest neighbouring words from ‘Yes’ and ‘No’ voters,
for terms that refer to political figures central to the campaigns. The k nearest neigh-
bours for Table 5.11 are derived from a model trained on tweets in the entire date range,
before during and after the referendum.

Alex Salmond Alistair Darling
Yes Voters No Voters Yes Voters No Voters
lucid frantical adversarial commanding
authoritative misdirection bluffing principled
statesman fraudster dismissive quizzing

Table 5.11: Sample nearest neighbour words for “salmond”, @alexsalmond, #alexsal-
mond, and “darling”, @togetherdarling, #alistairdarling

The Referential / Nomination strategy in the discourse-historical approach is used for
constructing in-groups and out-groups, and categorising memberships. A key advant-
age of using the DSM in this task, is that all tokens (individual words, hashtags, men-
tions) are in the same “word space” and their similarity can be compared—however,
this process requires a practitioner to perform several searches: first to identify which
nearest neighbouring terms are used to refer to a social actor (“salmond”, “@alexsal-
mond”, “#alexsalmond”) and then retrieve some sample tweets for context.

In terms of argumentation & framing, there is evidence for content injection [240] in the
time windows with highest similarity between the two groups. Our method suggests
that this strategy is effectively reproduced in tweet text with hashtags, evidenced by
the appearance of hashtags from the opposition in the nearest neighbouring term lists.

Twitter users would temporarily adopt hashtags popular with ideologically opposing
groups, in order to spread and reinforce their political views. Below are examples of
content injection from ‘No’ supporters, using #yesscot, and ‘Yes’ supporters using
#bettertogether:

independence would bring a new wave of austerity for families in
scotland #indyref #yesscot #nothanks
why voting ‘No’ is a huge mistake #bettertogether #yesscotland
#indyref [link]

The debate around North Sea oil revenues featured frequently in Twitter discussions
on both sides. In Figure 5.8, the “oil” row in Week 6 has a high AJ similarity. Both
groups had “bonanza” in the word neighbourhoods, listed in Table 5.10. This revealed
an interesting case, where ‘Yes’ voters were sharing an old article from 20139, while
‘No’ voters were quoting a correction to another news article from Prof. Alex Kemp,
director of Aberdeen Centre for Research in Energy Economics:

9https://twitter.com/BizforScotland/status/510166055659270144
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There will be ‘No’ oil bonanza - respected researcher Prof Alex Kemp
P&J 12/9/14 #indyref

Manually examining concordance lines for “oil”, such as those illustrated in Table 5.6,
would entail reading through thousands of entries, whereas the proposed method of-
fers an immediately useful starting point for further exploration into how different
groups appeal to authority in order to disseminate their ideas and exert power over
one another.

Variation Within Communities Over Time

Looking at each community individually, we can begin to formulate an explanation
for why and how these variations emerged in terms of social, political, internal and
external influences.

Figure 5.9 shows temporal changes between word neighbourhoods for the two respect-
ive communities. These are derived by calculating the AJ similarity between neigh-
bourhoods for each week with those from the previous week, for the same words and
within the same community. Bars above 0.00 indicate increasing agreement within a
community, while bars below 0.00 show a decrease in AJ scores between two consec-
utive weeks, indicating a larger difference between word neighbourhoods.
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Figure 5.9: Temporal changes in within-community AJ similarity. This shows how
much change there is in the word neighbourhoods over time.

The impact of the day of the vote, and the winning announcement can be seen within
the communities between weeks 5 and 6 on the x-axis in Figure 5.9 a and b. Natur-
ally, there is an upsurge in agreement for #bettertogether & #voteno within the
community as ‘No’ supporters celebrated the result.

151



Zappavigna in [238] describes how Twitter users bond around a moment they perceive
to be important to their cultural history.

After the vote results are announced, the changes within the ‘No’ community diminish,
while the ‘Yes’ voters, form a brand new label (nomination strategy). The ‘Yes’ voters
rapidly adopted #the45 hashtag, rallying supporters around a new in-group. #the45
refers to a rounded figure of 45% counted for the ‘Yes’ vote.

The ‘Yes’ voters were much more active and engaged on social media, but this activity
did not seem to translate into a higher turnout for the ‘Yes’ campaign. In a meta-
analysis of social media usage [256], while there may be a positive relationship between
social media use and voter participation, whether or not this relationship is causal and
transformative is questionable.

There are many other examples where interesting deviations in discourse between and
within communities can serve as a guide for further, more qualitative interpretation.

5.2.6 Case Study: 2014 US Midterm Elections

Midterm elections in the United States are held near the midpoint of the four-year
presidential elections. In 2014, elections were held on November 4th, involving seats
being contested for the House of Representatives and Senate, along with governorships
and a variety of local positions.

Several key topics dominated the elections: immigration, national debt, jobs and min-
imum wage, and fears of an Ebola outbreak in the US.

Midterm Elections Communities

Several official and unofficial sources listing Twitter accounts of incumbent and chal-
lenger campaigners were merged and segmented into Republican and Democrat
groups. Third parties were not included in this case study.

Official sources included verified government accounts listed by the @gov Twitter ac-
count, and accounts linked from the House of Representatives10 and Congress member
pages11. Twitter accounts advertised on these pages were included in the set.

The majority of these accounts were verified by Twitter, and were either official cam-
paign accounts of representatives run by staff, or their personal accounts which in
many cases were also run by staff for the duration of the campaign.

10http://house.gov/representatives
11https://www.congress.gov/members
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While Midterm elections do not involve the same level of activity as presidential elec-
tions, a qualitative analysis of Twitter feeds and interviews with campaign staff from
the 2012 Presidential Election by Kreiss [257] offers an insight into the use of Twitter by
campaign staff to frame an agenda and engage with supporters.

For initial exploration, words associated with issues outlined by The Brookings Insti-
tution12 were used.

Figure 5.10 shows how similar Republican and Democrat word neighbourhoods were
over time. For example, for “debt” both groups were more similar to one another in
the first two weeks, then diverged.

1 2 3 4 5 6
obama

immigration

jobs

debt

#ebola

Weeks

Figure 5.10: Trends illustrating AJ similarity changes between word neighbourhoods
for Democrat and Republican communities. High similarity indicates agreement
between communities, while low similarity indicates greater difference in how a word
is used.

The issue of immigration revealed an important difference between Republican
and Democrat candidates. Examining the nearest neighbours of “immigration”, in
word spaces built on Republican accounts, there were many more hashtags such as
#noamnesty and #amnesty in contrast to Democrat word spaces, where “immigra-
tion” was associated with “reform” and ”senate”.

Discursive Strategies

The framing strategy was by far the most prominent in this case. Official campaign
accounts rarely expressed or argued a stance on an issue, but did reference content
elsewhere - manifestos on websites, interviews, etc.

12http://www.brookings.edu/research/flash-topics/flash-topic-folder/2014-
midterm-elections#state
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The majority of contentious conversation happened away from official accounts,
among supporters and journalists. Finding this type of political discourse supports
findings in [238], where politicians mainly use Twitter to foster engagement with their
supporters, offering positive evaluations of themselves with a promotional style. In
this study, we did not consider these other texts, restricting the corpus to tweets alone.

As an alternative to selecting words of interest, a full search through the word spaces
using the AJ similarity measure can rank the most similar word neighbourhoods dis-
cussed by Republicans and Democrats during the election period. This has the advant-
age of discovering surprising instances of mitigation or intensifying utterances repro-
duced in text.

The top-ranked terms before and during elections included “#ebola”, “jobs”, and “hal-
loween”. Just after the elections, the most similar words included “birthday” associ-
ated with the 239th Birthday of the Marine Corps.

Neither community attempted to steer the conversation into some of the more conten-
tious topics relating to veteran care or troops overseas around the time of the Marine
Corps birthday celebrations. The framing strategy used by both sides amounted to
sharing the same video messages and congratulations.

Variation Within Communities Over Time

Plots of the within-community temporal changes for word neighbourhoods (see Fig-
ures 5.11 and 5.12) show a large spike in similarity within the Republican community
for “amnesty”, and Democrat community for “immigration”. This may be largely due
to Obama’s immigration reform speech that aired on November 20th.

Both communities, individually, expressed support for their official party line, as evid-
enced by a high similarity over time within each community.

Discussions around jobs and employment featured frequently in both Republican and
Democrat campaign accounts (See Tables 5.13 and 5.12).

Both parties brought out announcements that thousands of new jobs need to be created,
and frequently cited legislation on which they either voted, or will vote if re-elected.

Republicans tended to promote energy sector growth, while Democrats tended to-
wards “entrepreneurs” in the context of creating jobs. Both are similar in using words
like “approve” and “pass” referring to their party proposed legislation targeting job
creation.
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Figure 5.11: Temporal changes for selected Republican word neighbourhoods.

Week 3 Week 4 Week 5 Week 6
create create #energy #jobs
textile sector independence american
#madeinusa private lowers create
kills created fewer #energy
manufacturing 180 kill project
creating manufacturing create approve
remark kill gas creating
amortization scientific lowering #yes2energy
1k generated #jobs supports
. . . . . . . . . . . .

Table 5.12: Sample top words from word neighbourhoods for “jobs” in the Republican
community, over 4 weekly time windows.
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Figure 5.12: Temporal changes for selected Democrat word neighbourhoods.

Week 3 Week 4 Week 5 Week 6
creating outsourced 000 creating
add overseas added celebrate
manufacturing paying 214 lets
overseas created economy create
adding #dayonenc manufacturing entrepreneurs
create 1943 adds would
ship 300k breaking thousands
ca52 shipped news pass
bringing rebuilding 214k #kxl
. . . . . . . . . . . .

Table 5.13: Sample top words from word neighbourhoods for “jobs” in the Democrat
community, over 4 weekly time windows.
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Overall, the majority of tweets by campaign accounts rarely discussed political issues
on Twitter, instead the platform was utilised for general announcements and advert-
ising positive feedback from supporters.

The campaign accounts of both Democrats and Republicans on Twitter steered away
from contentious topics, opting to share generic calls to action or announcement up-
dates about their campaigning activities. Some examples are highlighted below:

wow based on the turnout tonight voters are fired up

looking forward to discussing my work in congress on wnri tune in at

8 am [link]

this isnt just an election we can win its an election we must win

In general, for this case study, we observed that candidates did not directly engage in
debates with one another, and typically kept expressions of their political positions to
a minimum. This curiosity is perhaps explained by an overly cautious approach to
Twitter as a medium of communication for politicians.

5.2.7 Conclusion

In this work, we have proposed an approach to Critical Discourse Analysis that uses
distributional semantic models to explore variations between online communities, and
over time, at a word level. The approach is applicable to large social media data-
sets, where frequency-based approaches fail to adequately capture discourse variations
between communities and over time. We evaluated our approach using two quite dif-
ferent political case studies, each with distinct communities active on Twitter. These
case studies illustrate that analysing discourse communities over short periods of time
can highlight interesting dynamics both between and within communities, as they re-
act to external influences that shape their discourse. While we have focused on cases
involving two communities on Twitter, the approach naturally generalizes to scenarios
involving multiple distinct communities, and longer pieces of text such as party mani-
festos, news articles, and blog posts.

In general, we suggest that DSMs offer CDA practitioners a useful exploratory tool
that can be used in conjunction with existing qualitative and quantitative approaches.
The ability of the DSM approach to produce word neighbourhoods with both semantic
and syntactic similarities could also be employed in downstream applications, such
as estimating party or candidate positions on certain key issues. The effectiveness of
using features derived from DSMs for these tasks is currently being investigated.
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The approach for comparing nearest neighbours of words in distributional semantic
models can be applied in other scenarios, as it is not dependent on the method used
to construct it. The top-weighted Jaccard Similarity and word trajectory visualisations
are a generally useful and interpretable way to examine “word spaces” in other applic-
ations.

Potentially, multi-disciplinary methodologies can benefit from both quantitative and
qualitative methods. A purely quantitative approach can be backed by a large body of
social science and literary theory, while traditional qualitative approaches to discourse
analysis can be guided and supported with quantitative techniques that are familiar in
text mining, but remain underutilised by CDA practitioners.

More recently, however, more focus has been placed on applying close reading of social
media posts, with guides on Social Media Critical Discourse Studies (SM-CDS) [258]
and outlines of key theoretical and methodological aspects in applying DHA to social
media data [259]. In [260] DHA is used to examine how U.S. President Donald Trump
employs Twitter as a strategic instrument of power.

Our suggested approach has been subsquently adopted and applied to a corpus of
White House Press Briefings from 1993 to 2014 [261]. Here Temporal Random Indexing
(TRI) was used to construct the DSM, and two case studies focusing on discursive
strategies used around violence and terrorism were examined.

Overall, our work indicates that the DSM-supported process of initial word selection,
followed by expansion, and examination of word neighbourhoods can yield support
to, or inform hypotheses about mechanisms for wielding power, hierarchies, vested
interests and other aspects of critical discourse analysis.
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CHAPTER

SIX

CONCLUSIONS

Chapter 2 outlined the importance of selecting newsworthy content and filtering.
Chapters 3 and 4 addressed problems in detecting and tracking breaking news events.
Finally, Chapter 5 examined groups with opposing ideologies. There are three main
strategies, common in all chapters, that contributed most to our results:

1. Ensuring Quality of Input Data: Taking relevant platform-specific features and
limitations into account. Relying on well-curated, human annotated ground truth
data derived from real newsrooms.

2. Flexible Text Representations: Distributional Semantic Models proposed in Sec-
tion 4.2 capture both semantic and syntactic similarities, which represent features
that are important in analysing discourse in communities.

3. Optimal Parameter Tuning: As discussed in Section 3.2, with appropriate para-
meter settings, even simple approaches can provide an adequate level of effect-
iveness in decision support systems for journalists.

A prominent feature of working with Twitter datasets is dealing with platform spe-
cificity. Dealing with platform-specific features is necessary to perform effective ana-
lysis, but can result in approaches not being applicable to other platforms or other types
of texts. Twitter-specific solutions may be more generally useful for other Twitter-like
platforms such as Gab.ai, Sina Weibo, and Mastodon, but may not be as useful for
other platforms such as Youtube or Facebook, where the structure and nature of user-
generated content is significantly different.

Twitter is often mentioned in the same context as other sources of short, “noisy” texts,
such as SMS and chat messages. However, the interactions of these are very different
and are not directly comparable, as the speech act structure differs significantly [262].
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Some components are more generally useful. For instance, DSMs representing text can
be applied to text from any platform, but tokenizers and POS taggers trained on tweets
are highly specific to Twitter and may need additional tuning for before being applied
to other sources of text.

Other platform features, such as hashtags, are used in substantially different ways on
alternative social media platforms. While techniques and assumptions for studying
hashtag use may not be directly transferable, some reuse may be possible. For instance,
tokenizers built to handle tweet text can work just as well for Instagram text.

6.1 Recent Advancements

While each article listed in Chapter 1.9 is self-contained with related work, the follow-
ing section lists significant developments relevant to presented research which have
been subsequently published:

Filtering Newsworthy Sources:
In the datasets used in our experiments, we relied heavily on human-curated sources
of ground truth. While the system in Section 2.1 recommends newsworthy accounts,
journalists manually verify sources and construct lists. Automatically adding and re-
moving sources depending on the type of monitoring required is still an active area of
research. The 2014 RepLab [263] competitive evaluation campaign for online reputa-
tion management systems focused on the problems of reputation dimensions classific-
ation and author profiling. While not specific to the news domain, the outcomes of the
Author Categorisation and Author Ranking tasks revealed that a solution to these prob-
lems is feasible, but it is unclear as to which techniques and features are most effective.

Retrospective Event Detection:
Journalists, political scientists, and historians frequently examine large quantities of
text from archives. For retrospective event detection, we proposed exploring atten-
tion dominating moments in Section 4.3 using a content diversity measure examining
news, blogs and tweets. A significant event detection approach based on topic models is
introduced in [129]. Using a corpus of U.S. State Department cables from the 1970s, the
approach discovered both well-known, and obscure but significant events.

Combining Tweets and News Articles:
Approaches for dealing with tweets and headlines from Section 3.1 were adapted for
a recommendation system for streaming news in [264] and [265]. More up-to-date
models for Tweet specific feature extraction [266] have been developed in 2015 shared
tasks on noisy user-generated text [267].
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Timeline Summarization:
In Section 4.2 we explored multi-document summarization in a stream of news up-
dates, for the purpose of generating event timelines. Since publication, Twitter has
opened up collections to the public via TweetDeck1, but these have not been widely ad-
opted by journalists for curating breaking news events. Instead, a more streamlined
Moments feature was introduced in 2015. Moments are essentially collections of tweets,
with an emphasis on embedded media content. A promising alternative to adapting
representations of text in streams is a Burst Information Network (BINet) [268]. Here
text in a stream of news updates is represented as nodes and edges, where a node
is a word with a timespan, and edges between nodes indicate relationships between
words.

Scalability:
In Section 4.1 we explore the problem of dealing with streaming data. Storm [269], a
real-time fault-tolerant distributed stream data processing system became an Apache
top level project in September 2014. Major improvements have been made to the sys-
tem for performance and reliability, as well as changes to the API. The most useful
addition for online learning applications is the introduction of a native windowing
API2. These improvements simplify the development of sliding window approaches
common in online learning settings, such as those in Sections 4.2 and 3.2. Since public-
ation, other frameworks, such as Heron [270] and MLLib [271], have been introduced.
The stream processing landscape is extremely active and has changed significantly.
Frameworks have matured and now offer more stable platforms to build on. However,
increased availability of faster machines with more resources means that processing
data streams need not involve distributed systems—even relatively large datasets can
be efficiently processed on single machines, simplifying systems and reducing com-
plexity.

News and Discourse Communities:
In Section 5.2 we explored elements of the Discourse-Historical Approach in CDA3

applied to social media data. A recent discussion of key theoretical and methodological
aspects in discourse studies is presented in [259]. The book chapter highlights the
importance of sub-sampling social media data, media and genre-specific contexts, and
the changes in format and functions of data over time. A further useful development
is a collection of discursive news values [272], which have been proposed to support
the examination of how news discourse is constructed. Automating elements of this
framework is a potentially interesting area for future work.

1https://tweetdeck.twitter.com/
2http://storm.apache.org/2016/04/12/storm100-released.html
3Critical Discourse Analysis (CDA) is more recently called Critical Discourse Studies (CDS)
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In another recent study comparing the language use of two ideologically opposing
groups [273], entropy-based measures were used. The two discourse communities
were Black Lives Matter movement [274] supporters and supporters of the “#AllLi-
vesMatter” counter-protest.

Incorporating Parliamentary Activity:
Visualising high-dimensional spaces for exploratory analysis is a difficult problem with
many different approaches. Our work in Section 5.1 proposes dimensionality reduction
methods for visualising groups of politicians, based on their voting records. An altern-
ative formulation for the problem treats politicians and votes as a network, with nodes
and edges representing politicians and voting patterns [275]. Evaluating the quality
and usefulness of such visualisations remains a difficult task, as there is no standard
collection or agreement on appropriate measures of association between political fig-
ures.

Event Detection Evaluation:
We explored evaluation issues when detecting breaking news events in Section 3.2.
One drawback with our evaluation is its reliance on a collection of documents and
ground truth set of events that will not be updated, as the Reportedly project has
ceased.

As the collection gets older, the risk of errors from information “from the future” is
likely to increase. For example, a Named Entity Extraction system trained on a newer
corpus may already include people or organisations that would have been unknown at
the time when the events in the evaluation were occurring. As a result, improvements
in associated detection results may be misleading.

In event detection tasks, it is beneficial to evaluate systems in real-time, but this is
often not possible. EMBERS (Early Model Based Event Recognition using Surrogates)
project [276] is part of the Advanced Research Projects Activity (IARPA) Open Source
Indicators (OSI) program. The system monitors news, blogs, tweets, machine coded
events, currency rates, food prices and implements a robust event detection evaluation
in real-time, scored independently of the system authors. The key disadvantage of
this evaluation approach is the prohibitive cost in maintaining the human-annotated
ground truth from an external party.

With these new developments in mind, potential new applications and extensions to
existing work are discussed in 6.2 below.
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6.2 Future Work

For journalists, social media has become more than just a means of disseminating re-
ports. Journalists are spending more time sourcing user-generated content and eye-
witness accounts of news events. Verification of user-generated content has become a
central part of social newsgathering, presenting both significant challenges and pos-
sibilities for new systems.

Following the 2016 U.S. Elections, interest in verification and fact-checking increased
significantly. In the media, the trend is broadly referred to as the “fake news” problem.
Different kinds of content tends to be grouped under this label ranging from satire,
advertising masquerading as news, poor quality or provocative “clickbait”, to highly
partisan opinions. Different content types require different solutions. As highlighted
in Filtering (1.4), verification is a challenging application area with many potential ap-
plications and diverse requirements [277].

Drawing on the output of a real newsroom, and soliciting relevancy judgements from
journalists, has revealed gaps in what current retrieval systems optimise for, and what
journalists prefer to see. Qualitative evaluations of results also demonstrated that an
annotator’s prior knowledge of a topic or event can influence relevancy judgements.

Our results also highlight the need for a more personalised filtering of duplicate in-
formation. Approaches to personalised news filtering and summarization [278] exist, but
equivalents for event detection have not been widely adopted by journalists.

Recently, there has been a renewed interest in reproducibility, with dedicated efforts to
maintain reproducible baseline systems [279]. Unfortunately, several issues make this
difficult with the kinds of corpora involved in breaking news. Effective archiving dur-
ing important events is hampered by platform restrictions, and the ephemeral nature
of tweets can make standard collections decay over time.

It is estimated that about 11% of content shared is lost within one year [280]. The work
presented in this thesis is no exception. Data becomes unavailable due to platforms
removing users for violating their terms of service, or users themselves removing their
content. Accounting for, and dealing with this decay is still an open problem.

Finally, the notion of newsworthiness remains surprisingly vague in the fields of In-
formation Retrieval and Machine Learning. Emphasis is often placed on techniques
and algorithms, as opposed to the task definition and implications.

Questions addressing what should and should not be considered as news are rarely
explored in detail.
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Formalising newsworthiness by defining linguistic devices used in constructing news,
such as those proposed in Discursive News Values Analysis [281], presents numerous
application areas and new tasks that can potentially be supported by techniques from
information retrieval and natural language processing.
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Göker, A., Kompatsiaris, I., and Jaimes, A. Sensing Trending Topics in Twitter.
IEEE Transactions on Multimedia, 15(6):1268–1282, October 2013. ISSN 1520-9210.
doi:10.1109/TMM.2013.2265080. (Cited on page 37, 38, 44, 45, 46, 75)

[108] Blei, D. M., Ng, A. Y., and Jordan, M. I. Latent Dirichlet Allocation. J. Mach. Learn.
Res., 3:993–1022, March 2003. ISSN 1532-4435. (Cited on page 38)
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