
Title Variance and accuracy in probability estimation from samples : the case of cognitive biases

Authors(s) Howe, Rita

Publication date 2020

Publication information Howe, Rita. “Variance and Accuracy in Probability Estimation from Samples : The Case of 

Cognitive Biases.” University College Dublin. School of Computer Science, 2020.

Publisher University College Dublin. School of Computer Science

Item record/more 

information

http://hdl.handle.net/10197/11657

Downloaded 2023-05-26T05:55:56Z

The UCD community has made this article openly available. Please share how this access

benefits you. Your story matters! (@ucd_oa)

© Some rights reserved. For more information

https://twitter.com/intent/tweet?via=ucd_oa&text=Variance+and+accuracy+in+probability+...&url=http%3A%2F%2Fhdl.handle.net%2F10197%2F11657


Variance and Accuracy in

Probability Estimation from

Samples
The Case of Cognitive Biases

Rita Howe

Supervisor: Dr. Fintan Costello

School of Computer Science

University College Dublin

This dissertation is submitted for the degree of

Doctor of Philosophy

February 2020



To my parents.



Declaration

I hereby declare that except where specific reference is made to the work of others,

the contents of this dissertation are original and have not been submitted in whole

or in part for consideration for any other degree or qualification in this, or any other

university.

Rita Howe

February 2020



Acknowledgements

First and most importantly, I would like to thank my supervisor Dr Fintan Costello

for his unwavering patience, kindness, guidance, and generosity. This thesis would

not have been possible without him and I am extremely grateful for all his help and

encouragement.

I would also like to extend my thanks to Prof Mark Keane and Dr Fred Cummins

for all their advice and insight. Thank you very much.

My wonderful parents who have supported me through my (long) education, this

thesis is for you. Claire, Sharon, and Alan I am grateful for your love, steady support,

and faith in me. Ní bheinn in ann é a dhéanamh gan sibh.

A very special thank you goes out Hiu Fung Wong, who proofread this thesis

and taught me the difference between an endash and an emdash, thank you for your

kindness and knowledge. I would also like to thank my friends and colleagues, there

are too many to mention but particular thanks goes to Angel Stone.

Finally, a special mention to the staff at UCL Westmoreland St Hospital. Thank

you for getting me back on my feet.



Probability theory is nothing but common sense reduced to calculation.

-Pierre-Simon Laplace1

1Essai philosophique sur les probabilités, 1814

v



Abstract

A number of recent theories have suggested that the various systematic biases and

fallacies seen in people’s probabilistic reasoning may arise purely as a consequence

of random variation in the reasoning process. The underlying argument, in these

theories, is that random variation has systematic regressive effects, so producing the

observed patterns of bias. These theories typically take this random variation as a

given, and assume that the degree of random variation in probabilistic reasoning is

sufficiently large to account for observed patterns of fallacy and bias; there has been

very little research directly examining the character of random variation in people’s

probabilistic judgement. In this thesis, 4 experiments are described that investigate the

degree, level, and characteristic properties of random variation in people’s probability

judgement. They show that the degree of variance is easily large enough to account

for the occurrence of two central fallacies in probabilistic reasoning (the conjunction

fallacy and the disjunction fallacy), and that level of variance is a reliable predictor

of the occurrence of these fallacies. In addition, it is demonstrated that random

variance in people’s probabilistic judgement follows a particular mathematical model

from frequentist probability theory: the binomial proportion distribution. This result

supports a model in which people reason about probabilities in a way that follows

frequentist probability theory but is subject to random variation or noise.
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Chapter 1

Introduction

1.1 Background and Objectives

The ability to make judgements is a fundamental part of cognition. People are required

to form all manner of judgements and make decisions in everyday situations, some of

these judgements are simple and some of these judgements are complex but frequently,

these judgements are made under uncertainty. How people do so is a question of great

interest—research into judgement is strongly influenced by the idea that there is a

correct decision for any judgement and considerable empirical work has gone into

discovering how well people’s judgements match this optimal judgement. However,

there is a strong contradiction in this literature. While some research shows that

people’s reasoning often seems contra to the established law of classic statistical theory,

other lines of research show that humans are skilled and sophisticated reasoners.

Research under the ‘heurisitics and biases’ framework has concluded that there are

some striking errors in judgement tasks and, for the most part, people’s probabilistic

reasoning is poor. A common finding in judgement research is that people often

commit cognitive biases—violations of logic, probability theory, and utility in their

reasoning—such as the conjunction and disjunction fallacy (e.g. Bar-Hillel & Neter,
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1.2 Probabilistic Models and Noise

1993; Carlson & Yates, 1989; Tversky & Kahneman, 1983). This is taken as evidence

that human judgements are fundamentally irrational (Ariely, 2008).

Equally, there is a significant body of literature that suggests just the opposite—that

people’s probabilistic reasoning is good and errors are rare. Observations from prob-

ability research, particularly developmental studies and an older literature on adult

judgements, suggest that people are skilled reasoners with sophisticated judgements

mechanisms. There is strong evidence of probabilistic abilities developing early in

life. Infants, for instance, are able to make inferential judgements from early on

(Denison & Xu, 2010). In ‘probability perception’ experiments, people’s judgements are

accurate with only small discrepancies between objective probabilities and subjective

probabilities (Zhao, Shah, & Osherson, 2009).

In this thesis, I aim to investigate this seemingly stark contradiction in the literature

by examining the cognitive processes that lead to judgements. Through a series of

experiments, coupled with a comprehensive review of the existing research, I propose a

model which can account for judgements that can be both systematically biased but

accurate and consistent with probability theory. In this chapter, I outline the central

assumptions of this theory.

1.2 Probabilistic Models and Noise

Various strands of research propose that reasoners are often error-prone and inaccurate,

while others propose that reasoners are usually accurate and rarely error-prone. It

is difficult to reconcile these two observations under most theoretical views. The

most influential theory in cognitive bias research is the notion of ‘heuristic’ processes

that provide good approximations of the correct response but because they prioritise

speed and ease over resource-consuming computation, they can sometimes produce

large deviations for rational reasoning. Heuristics have a long history in cognitive

2



1.2 Probabilistic Models and Noise

science. Dating back to the 1960s and 70s, they were conceived as a range of mental

short-cuts with comparatively light processing demands compared to algorithmic

models (see Gilovich, Griffin, & Kahneman, 2002, for overview and review). These

heuristics sometimes yield reasonable judgements but sometimes lead to severe and

systematic errors, causing the observed biases (Kahneman, Slovic, & Tversky, 1982).

This ‘heuristics and biases’ view has had a major impact in psychology (Gigerenzer

& Gaissmaier, 2011; Kahneman et al., 1982), economics (Camerer, Loewenstein, &

Rabin, 2003; Kahneman, 2003), law (Korobkin & Ulen, 2000; Sunstein, 2000), medicine

(Dawson & Arkes, 1987; Eva & Norman, 2005) and other fields, and has influenced

government policy in a number of countries (Oliver, 2013; Vallgårda, 2012).

Evidence for these systematic biases in people’s probabilistic reasoning is very strong.

The conclusion that these biases necessarily demonstrate heuristic reasoning processes

is, however, less sure. Various researchers have shown that these biases may simply

be a consequence of random variation or ‘noise’ in otherwise rational and normatively

correct processes: random variation that produces systematic, directional effects (see

e.g. Costello & Watts, 2014, 2016; Hilbert, 2012; Johnson, Blumstein, Fowler, &

Haselton, 2013; Marchiori, Di Guida, & Erev, 2015). A number of formal probabilistic

models have sought to show that a range of biases can be explained as a function

of quasi-rational probabilistic reasoning instead of a heuristic process. These models

have emphasised the role of random variation, or noise, in the decision-making process.

Erev, Wallsten, and Budescu (1994) proposed a model to explain the observation

that underconfidence (conservatism) and overconfidence could often be observed in

the same judgement tasks. They demonstrated that subjective probability estimates

perturbed by error can give this pattern of under- and overconfidence, even when

judgements are accurate. Hilbert (2012) proposed a theoretical framework based on

noisy information processing. Under this framework, memory based processes convert

3



1.3 Theory of Binomial Variance plus Noise

observations stored in memory into decisions. By assuming that these processes are

subject to noisy deviations and that the noisy deviations are a generative mechanism

for fallacious decision-making it provides an explanation for a number of cognitive

biases. Costello and Watts (2016, 2017) demonstrated that a wide range of results on

bias in people’s direct and conditional probability judgements across a range of event

types could be accounted for by a noisy probabilistic model.

1.3 Theory of Binomial Variance plus Noise

To date, however, there has been a gap in each of these models. While they all argue

that noise in judgement is the cause of these biases, noise is only assumed to exist.

This model fills a theoretical gap that has existed since Erev et al. (1994) and as

probabilistic models become more influential in theories of judgement and reasoning,

the need to address this gap has become ever clearer.

In this thesis, I will provide a model of noise in judgement based on the binomial

distribution. This model provides a computational account of noise and from it, predic-

tions about the characteristics and extent of noise can be made. This model includes a

justification of increased noise in complex events (conjunctions and disjunctions) which

has been hypothesised to exist but hasn’t been confirmed to date.

The Binomial variance plus noise model makes the assumption that human judge-

ment relies on a fundamentally rational reasoning mechanism but this rational mech-

anism is vulnerable to noise. This noise in judgement can lead to variable response

patterns where sometimes judgements are consistent with expected rational responses

and sometimes systematically deviate from the expected rational response.

Under the binomial variance plus noise model, estimates for probabilistic judgements

are the result of sampling from an internal representation, whereby the sampling

approximates to a binomial process. Reasoners sample their memory for the target

4



1.4 Methods

event, count the instances of the sample that match the target, and then divide by

sample size. During this process, random variation in sampling and counting (such as

drawing unrepresentative samples or miscounting target events) can give rise to noise.

This can cause systematic deviations in estimates and, in cases, lead to cognitive biases

occurring in responses.

1.4 Methods

This thesis details the results of four experiments on human judgement under uncer-

tainty. To study the response variability in cognitive biases, various experimental

psychology methods were employed. The experiments use data from judgements given

by human subjects. Data was obtained using two different methods: experiments

1 and 2 used paradigms from the cognitive bias literature to elicit judgements and

experiments 3 and 4 used probability perception style problems to elicit judgements.

Both experiments 1 and 2 used simple, natural language problems to elicit proba-

bility judgements from participants. These simplified tasks are consistent with stimuli

used in previous studies (e.g. Costello, 2009a). The goal of experiment 1 was to

observe the noise (variability) across judgements and to investigate whether estimates

and variability differed for probability and frequency conditions. Experiment 2 used

the same stimuli as experiment 1. As the aim was to examine the variance within

judgements, the participants were asked for repeated judgements for the same stimuli.

Experiments 3 and 4 used an experimental paradigm that is novel to this area of

research to investigate probability judgements and fallacious responding by participants.

This methodology draws heavily on perception of probability research (e.g. Gallistel,

Krishan, Liu, Miller, & Latham, 2014; Zhao et al., 2009) and developmental psychology

(e.g Denison, Reed, & Xu, 2013; Denison & Xu, 2010; Xu & Denison, 2009) and to my

knowledge, no similar experiments have been attempted in cognitive bias research. As

5



1.5 Scope and Terminology

in experiment 2, repeated probability estimates were obtained from the participants

for both experiments 3 and 4. Participants gave estimates for the probability of

simple shapes they had viewed on a screen. In experiment 3, repeated estimates

were elicited for a range of constituents, conjunctions, and disjunctions (composed

of these shapes) that had a fixed underlying probability value. In experiment 4, the

stimuli set was refined so that the participants gave repeated judgements for pairs of

constituents and conjunctions that had the same underlying probability value. As both

of these experiments had objective probability values, participant accuracy could be

investigated.

1.5 Scope and Terminology

1.5.1 Structure of the Thesis and Contributions

In this thesis, I investigate cognitive biases using both traditional judgement tasks and

probability perception tasks. I develop a novel method for eliciting repeated probability

judgements. Finally, I propose a model of random variance in judgements follows a

binomial probability distribution and can account for the pattern of observed biases in

judgements.

This thesis encompasses two quite diverse areas of cognitive science—cognitive

biases and probability perception. Both of these shall be discussed in light of a noisy

view of reasoning but for clarity shall be split into two chapters.

In chapter 2, I present an overview of the literature on two cognitive biases—the

conjunction and disjunction fallacy—to date. I discuss the findings of the empirical

work in this area and point to the main facets of the fallacies.

6



1.5 Scope and Terminology

In chapter 3, I present an overview of the literature on probabilistic reasoning,

focusing particularly on the perception of probability, the development of probabilistic

reasoning, and the evidence on accuracy in response.

In chapter 4, I present a novel model for noise in probabilistic judgements. This

model builds on the probabilistic theory tradition. To date, none of the probabilistic

models of reasoning have included an explicit model of how the variance in estimates

functions. Here, I present a simple model of variance, based on the binomial theorem

that is capable of capturing the patterns of participant responding. The predictions of

the model are then evaluated through a series of experiments.

In chapter 5, I present two experiments on human decision-making under uncertainty.

These experiments employ traditional cognitive bias methods to obtain repeated

judgements from the participants and examine the noise in naturalistic statements.

In chapter 6, I present two experiments which have their roots in the perception

of probability research. I apply this paradigm for the first time, to my knowledge, on

conjunction and disjunction problems. Using this method, I investigate the accuracy

of judgements and variation in responding for repeated judgements.

Finally, in chapter 7, I discuss the results of the experiments, the performance of

the model predictions, and the conclusions that can be drawn from this research in

addition to the contributions that this thesis has made as a whole.

7



Chapter 2

Literature review

2.1 Linda: Attack of the 50ft Cognitive Bias

In this chapter, I will examine the empirical findings on the conjunction and disjunction

fallacy in light of how they relate to a theory of noisy probabilistic reasoning.

When people are presented with conjunction problems (usually a description of a

person or event and set of statements) and are asked which statement is most likely

given the information in the description, they frequently choose the least likely option.

This finding, first discovered by Tversky and Kahneman (1983), has become one of

the most robust phenomena in cognitive science. They observed that when presented

with the now famous1 Linda problem, participants routinely made substantial errors in

probabilistic judgement. The Linda problem is as follows:

Linda is 31 years old, single, outspoken, and very bright. She majored

in philosophy. As a student, she was deeply concerned with issues of

discrimination and social justice, and also participated in anti-nuclear

demonstrations.
1Or infamous.

8



2.1 Linda: Attack of the 50ft Cognitive Bias

The participants where then asked to answer the following:

Which is more probable?

A. Linda is a bank teller

A ∧ B. Linda is a bank teller and is active in the feminist movement

In the initial tests, one group of subjects evaluated the probability of the constituent,

while the second group evaluated the probability of the conjunction; Tversky and

Kahneman found that the average estimate for the conjunction was much higher than

the average estimate for the constituent. In these tests, they found an incidence rate

of 88% violations of the conjunction rule. This they termed the conjunction error.

Following this, Tversky and Kahneman presented groups with increasingly transpar-

ent tests to see whether it would elicit the same rule violations. In their direct-subtle

test—a within-subjects design—their participants saw both the constituent and con-

junction. Again, they found very high rates of error, this they named the conjunction

fallacy.

The conjunction fallacy can be summarised as follows: when subjects are presented

with a scenario and then asked which of the following is more likely, A, a single

constituent, or A∧B, a conjunction consisting of constituent A and a second constituent,

participants will routinely choose A ∧ B. This is a violation of the extension rule of

probability. The conjunction A ∧ B under the probabilistic laws cannot be more likely

than the single constituent A, thus when a participant chooses the conjunction, it is

seen as a fundamental violation of probabilistic reasoning.

Couched in these terms, it may seem like a simple mistake to make. However, if you

were to observe an example, the magnitude of the error that the subjects are making

becomes clear.

A card is drawn from a standard deck of cards.

9
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Which is more probable?

A. The card is red

A ∧ B. The card is red and it is a queen

It’s clear that subjects should recognise that A ∧ B is a subset of A and the maximum

highest probability that A ∧ B could have is the probability of A and therefore it can

never be higher than A. Though the Linda example is more complex than the card

example above, the format remains that same, and as such when seen concurrently,

the participants should not make the mistake.

A similarly reliable disjunction fallacy occurs when participants judge the con-

stituents A, B as more likely than the disjunction, A ∨ B (Bar-Hillel & Neter, 1993;

Carlson & Yates, 1989). The disjunction rule is a special case of the extension rule of

probability; it states that the probability of the disjunction of two events, P (A ∨ B),

cannot be smaller than the probability of its two constituents, P(A) and P(B). However,

as with the conjunction fallacy, people’s judgements seem to frequently violate this rule.

Less research has been done on the disjunction fallacy than the conjunction fallacy so

the main focus of this literature review will be empirical studies on the conjunction

fallacy.

Much effort has gone into understanding how, why, and whether the fallacy existed

at all. However, robust attempts to eliminate the fallacy through experimental designs

have failed (e.g. Hertwig & Gigerenzer, 1999; Mellers, Hertwig, & Kahneman, 2001). In

addition to this, these robust examinations of the fallacy have thoroughly established

a multitude of conditions that increase or decrease the fallacy rate. In particular, the

research has identified a number of factors that play important roles in the extent that

the conjunction or disjunction fallacy occurs. The more these empirical studies reveal

about the fallacy, the more interesting the picture becomes. It has been observed, for

instance, that fallacy rates can vary greatly between problems and that some people
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do not seem susceptible to the fallacy while others will commit it at very high rates.

From the extensive empirical examinations, it can be concluded that many theoretical

accounts of extensional reasoning are inadequate to explain the fallacy. In recent

years, probabilistic accounts of reasoning have become popular and fruitful avenues

of research. Here, I argue that the diverse collection of results seen in extensional

error research is best explained by understanding these errors as a result of a noisy

probabilistic reasoning mechanism.

The following sections will provide an overview of some of the most significant

findings in fallacy research such as framing descriptions, constituent likelihood, incen-

tives, conceptual focus, response mode, problem type, causal links (dependence), and

pragmatics. Each of these provide deeper insight into how the fallacy occurs and helps

to shape the theoretical understandings of it.

2.1.1 Is it a fallacy?

A legitimate question when first encountering this research is to wonder whether it is a

fallacy at all. Is it right to apply probabilistic standards to these problems? Could it

be that the conjunction fallacy arises out of confusion over the role of “and” in the

conjunction? The fallacy holds up as a fallacy but only if reasoners are understanding

the fallacy in the way that they are meant to—in essence, the way research assumes

that they do: as a failure in rational probabilistic reasoning. Pragmatic, semantic,

and statistical considerations account for much of the controversy in conjunction

fallacy research. Some researchers have argued that the conjunction fallacy cannot

be a fallacy—rather what is seen in conjunction fallacy research are violations of

conversational implicature or probabilistic rules of reasoning being inappropriately

applied by investigators.
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There are a number of important considerations to be addressed in this research:

applications of probabilistic laws, possible misinterpretations of the conjunction mean-

ing, whether the natural language “and” can be considered to the equivalent in meaning

to the mathematical operator ∧, the role of Gricean maxims—particularly relevance—,

and the perceived reliability of the source material.

2.1.1.1 Single-event probabilities

One such argument is that conjunction fallacies such as Linda cannot be considered a

violation of probability theory as it is a single-case judgement (a non-repeated event),

while probabilities are argued to be repeated-case judgements. Here, it has been argued

that under a frequentist approach to probability, no norms are appropriate to apply

for single-case judgements because single-case judgements are meaningless (Gigerenzer,

1991, 1994, 1996; Gigerenzer, Hoffrage, & Kleinbölting, 1991). However, various studies

have argued that probability theory is applicable in this case. Vranas (2000) notes that

research on human judgement is not concerned with mathematical probability—rather

it is concerned with subjective probability. Under this idea, “A subjectivist concept

of probability is concerned with probability measures whose domains are sets of

propositions and whose values are degrees of confidence in these propositions” (Vranas,

2000, p. 182). In this case, probability norms such as the conjunction rule can

satisfy probability axioms. Other objections to Gigerenzer’s claim include the fact that

participants do not find the idea of single-event probabilities confusing (Kahneman

& Tversky, 1996). In fact, participants often agree that single-event probabilities are

how they understand probability (Stanovich & West, 1998a). Sides, Osherson, Bonini,

and Viale (2002) argued that single-event probabilities can be successfully applied to a

single-event as humans can and do make one-off judgements about the likelihood of an

event occurring, such as the likelihood of a human setting foot on Mars before 2050.
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2.1.1.2 A and not B

A number of studies have raised concerns about the interpretation of the constituent

and conjunction. When the constituent and conjunction are seen together it has

been argued that the participants could be interpreting the constituent, A, as A ∧ ¬B.

Instead of understanding the constituent as “Linda is a bank teller”, it was hypothesised

that the subjects were understanding the constituent as follows: “Linda is a bank teller

and is not [sic] active in the feminist movement” (Dulany & Hilton, 1991; Macdonald

& Gilhooly, 1990; Morier & Borgida, 1984; Moro, 2009; Politzer & Noveck, 1991).

A number of studies have found a decrease in fallacy rates when the constituent is

rephrased to help the participant avoid this misunderstanding. But for the most

part, these decreases in fallacy rate are small, suggesting that only a small portion of

participants may be interpreting the statements in that way (e.g. Agnoli & Krantz,

1989; Morier & Borgida, 1984).

Tversky and Kahneman (1983)’s original study on Linda used the phrase “Linda is

a bank teller whether or not she is active in the feminist movement” in one of their

direct tests to avoid the possible misinterpretation of A. There, they found a 57%

fallacy rate. Dulany and Hilton (1991) asked participants to select an interpretation

of the constituent that most closely corresponded to the one they used when making

their probability judgement (see below).

What do you think the writer meant by the last statement, “Linda is a

bank teller”? There is no “correct” answer just say what you thought the

writer meant by the statement when you judged its probability. Please

check one.

Linda is a bank teller and she is not active in the feminist movement.

Linda is a bank teller and she is probably active in the feminist movement.

13



2.1 Linda: Attack of the 50ft Cognitive Bias

Linda is a bank teller and she is probably not active in the feminist

movement.

Linda is a bank teller whether or not she is active in the feminist movement.

They reported than over 50% of their participants used Tversky and Kahneman’s

interpretation of the constituent. 20% of the participants selected the option “Linda

is a bank teller and she is probably active in the feminist movement” where Linda is

more likely than not to also be a feminist. However, this forced choice design precluded

the option “Linda is a bank teller”, which may have been the closest interpretation of

the participants’ understanding.

To prevent misunderstandings about the constituent, other experiments have

included “Linda is a bank teller and is not active in the feminist movement” as an

additional option for participants along with the constituent and conjunction (Bonini,

Tentori, & Osherson, 2004; Tentori, Bonini, & Osherson, 2004; Wedell & Moro, 2008).

Despite this addition, the participants in each of these studies demonstrated conjunction

fallacies. Sides et al. (2002) gave participants both A and A ∧ ¬B options but found

no difference in fallacy rates between the two cases. There is no clear evidence in these

studies that the constituent is being misunderstood in this fashion (Moro, 2009).

2.1.1.3 Logical Equivalence

The function and meaning of “and” in the conjunction has been heavily debated.

Largely, the argument centres around whether or not the reasoners understand the

natural language “and” used in the conjunction to be equivalent to the logical operator

∧ (and). Tversky and Kahneman (1983)’s original research implicitly assumes that

the reasoner interprets the conjunctive “and” to be equivalent to the logical operator

∧. However, in natural language “and” is polysemous—it has more meanings and

functions beyond the limited range of the logical operator. The logical operator is
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highly constrained to one meaning while the natural language “and” is one of the

mostly widely used words in the English language (Leech, Rayson, & Wilson, 2014)

and semantically one of the least constrained (Hertwig, Benz, & Krauss, 2008). The

natural language “and” can be used to convey intersection (and so be equivalent to the

logical operator), causal relationships, and temporal order among others. Hertwig et al.

(2008) believed that depending on the meaning that the reasoner understood “and”

to hold, they should arrive at completely different understanding of the sentence (the

conjunction) and derive different conclusions about the correct answer. For instance,

they suggested that if the reasoner believed the “and” to signify a set union then

this understanding would be equivalent to the logical operator ∨ (or). In this case,

finding the disjunction more likely than the single constituent is in accordance with

probability theory and not a fallacy. This is one possible way that “and” varies from

what is commonly believed to be its meaning in conjunction experiments. Hertwig

et al. (2008) examined this possible alternative interpretation of “and” in light of both

set union and causal relationship. Their research suggested that people are more likely

to interpret the conjunctive “and” as a set union, i.e. logical ∨ rather than logical ∧

as previously believed.2 Further experimentation on causal conjunctions found that

slightly more participants (55% vs 45%) noted that they took the “and” to signify

a causal relationship rather than the logical operator ∧. They concluded from their

results that while some people violate the conjunction rule in the manner that most

research has assumed, a great number of people simply look like they’re violating the

conjunction rule when, in fact, they’re making reasonable inferences.
2A note should be made on the experimental protocol for this experiment which diverged from

other experiments on cognitive biases. Participants were asked to shade areas of a Venn diagram that
corresponded with how they understood the question. Not only is this unusual, it could be considered
a confusing instruction for the research participants. The researchers noted that at least half of their
participants asked for clarification on the experiment task. The researchers concluded that this was
due to what they saw as the inherent ambiguousness of “and”. Another plausible explanation is
that the experimental protocol was inherently ambiguous itself and caused confusion among the test
subjects.
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In response to this view, Tentori and Crupi (2012) countered Hertwig et al.’s

observations by performing experiments of their own. Tentori and Crupi provided

two major objections to Hertwig et al.’s argument. Firstly, they point out that even

though “and” may have multiple interpretations; this does not mean that a sentence

is ambiguous. Nor does it mean that multiple conflicting meanings are assigned to a

sentence. Secondly, and more importantly, they argue that even when the meaning of

“and” goes beyond the logical operator, the interpretation of “and” still justifies the use

of the conjunction rule. For the conjunction rule to be used, the “and” statement and

the logical operator ∧ don’t necessarily need to be logically equivalent, only that “the

interpretation of the and statement at issue implies the corresponding ∧ statement”

(Tentori & Crupi, 2012, p. 124). When the meaning of the “and” statement implies

the logical operator, the conjunction rule can be used as normal.

Further to this, they attempted to replicate the findings on the Venn diagram

shading task. Following the presentation of a frequency-based Linda task, Hertwig

et al.’s participants were asked to shade the area they felt corresponded to their

estimate. Many of their participants shaded an area corresponding to the union of the

sets, suggesting that their understanding was aligned with a disjunctive response rather

than a conjunctive one. Tentori and Crupi raised objections about the task. They

suggested that there could be a carry-over effect from the Venn diagram task where

participants had to shade a small area of the diagram to represent a large estimate.

However, when they presented their participants with the same tasks, they found

98% and 92% of the participants in two scenarios shaded the intersection of the sets,

demonstrating that they understood it as a conjunction.

Tentori and Crupi did not provide a specific hypothesis on why their results differed

so greatly—in all experiments only two of their participants shaded the set union—from

that of Hertwig et al., however, they noted that when they controlled for what they
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believed to be carryover effects then the participants responded as expected. Hertwig

et al. took their results in the Venn diagram task to suggest that the fallacy is not a

reasoning bias and is instead a misinterpretation of a sound reasoning strategy. Tentori

and Crupi, on the other hand, noted that this conclusion was drawn on the basis of

disputable evidence and that in light of over 30 years of fallacy findings, the fallacy

itself is a robust phenomenon.

2.1.1.4 The Semantics of Probability

Another criticism of the methodology of the conjunction fallacy, in-line with the

semantic nature of the “and” statement discussion, is how the reasoners interpret

“probability”. Various studies have argued that the interpretation is ambiguous (e.g.

Macdonald, 1986; Teigen, Martinussen, & Lund, 1996b). Hertwig and Gigerenzer (1999)

believed that the interpretation of the experimental instructions was a key component of

the error. Previously, Gigerenzer (1996) had noted that the conjunction rule violations

were content-blind and this was problematic in terms of understanding reasoners’

abilities—that basing what is acceptable as rational reasoning on the conjunction rule

had created a situation where “sound reasoning” is considered to follow probabilistic

rules regardless of content or context and clever inferences are rejected as wrong.

Hertwig and Gigerenzer (1999) argued that the natural language “probability” retained

many of its meanings that pre-dated its mathematical application. These included

verisimilitude, intensity of belief, frequency, argument strength, and epistemological

modesty.

Further to this, they argued that if reasoners’ were trying to preserve the relevance

maxim (Grice, 1975, 1989) while making their judgements then they had no choice but

to consider meanings of probability that were non-mathematical. The relevance maxim

is the expectation of the listener that the communicator will keep their communications
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relevant. Hertwig and Gigerenzer hypothesised that if the reasoners assumed that

this maxim applies to conjunction problems then they must exclude the mathematical

meanings of “probability” when they are interpreting the question. If the choice is

based on non-mathematical meanings of probability then the conjunction falls outside

the limits of the conjunction rule and any judgement that favours the conjunction over

the single constituent should not be considered a violation of reasoning.

With this in mind, they made a number of predictions for their experiments. When

given probability judgements, reasoners will assume that the meaning of “probability”

will be non-mathematical and because of this conjunction fallacy rates will be high. For

frequency judgements, reasoners will assume that “frequency” will be mathematical in

meaning and less conjunction violations will occur. Hertwig and Gigerenzer believed

that “frequency” was semantically much narrower in scope than “probability” and

participants would have mathematical interpretations. For their initial experiments

they asked their participants to paraphrase3 the word “probability” following the

completion of a Linda-task. Following this, they presented the participants with

mathematical and non-mathematical terms4 and asked them to indicate the ones

which “best reflected their understanding of it in the Linda-problem” (Hertwig &

Gigerenzer, 1999, p. 280). 83% of their participants violated the conjunction rule

and only 18% produced paraphrases that were mathematical in nature. Of the 18

participants, 13 gave non-mathematical paraphrases (12 of these made the conjunction

fallacy), while the other 5 gave mathematical paraphrases. Of the group that gave

mathematical paraphrases, only 1 had conjunction rule violations. “Possibility” was

the most frequently produced phrase and the most frequently chosen phrase for the

list presented by the authors to the participants.
3They were given the instruction to imagine themselves describing the problem to a non-fluent

speaker with limited linguistic competence in the participant’s language.
4Their mathematical terms were derived from the Cambridge Dictionary of Philosophy.
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For the complementary “frequency” style problem, only one nonmathematical

meaning was produced for the paraphrasing task (“possibility”). The rest of the

paraphrased words related to numerical value. For the Linda-problem, they provided

their participants with a frequency variant of the problem—this had a 0% conjunction

fallacy rate. This is the only experiment aside from Tversky and Kahneman (1983)

to find this result.5 However, it is not markedly different from other frequency

representations of the conjunction problem which have found the fallacy so it’s not

clear why it disappeared entirely. A later “adversarial collaboration” between Hertwig

and Kahneman failed to reproduce these results (Mellers et al., 2001).

2.1.1.5 Reliability of source content

Bovens and Hartmann (2003) argued that if the source of the information is deemed to

be less than completely reliable then probability theory requires that the conjunction is

judged to be more likely than the single constituent. This Bayesian theory claims that

when the reasoner receives information from a source whose reliability is ambiguous,

this can affect the degree of belief (essentially, their prior probability) that they hold

for the statements.

Jarvstad and Hahn (2011) empirically assessed whether the perceived reliability of

the source content causes the fallacy to be committed. They tested several predictions

that the source reliability account makes regarding conjunction fallacies. Firstly, they

examined whether the addition of an extra constituent to the conjunction would affect

the incidence rate of the fallacy. The addition of an extra unlikely component should

decrease the reasoner’s belief in the sources reliability and in turn, should decrease
5Dulany and Hilton (1991) also reported a 0% fallacy rate for one of their experiments. However,

this is a problematic interpretation of the results. The authors presented participants with standard
conjunction problems followed by open-ended “interpretation” questions. For the conjunction problems,
76% of participants made the conjunction fallacy. However, the authors deemed none of their
interpretations to include an extensional interpretation and thus claimed that there was no evidence
of a conjunction fallacy.
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the belief in the conjunction relative to conjunctions without the extra constituent.

The opposite pattern is expected with the addition of a likely component; this would

increase the perceived source reliability and increase the belief in the conjunction

relative to conjunctions without the extra constituent. However, neither of those

predictions were confirmed and overall there was little evidence in favour of the model.

2.1.1.6 Conclusions

On balance, there is much more evidence for the conjunction fallacy being a reasoning

error than a task misunderstanding. Of the various semantic and pragmatic objections

to the fallacy, none of them have shown any conclusive evidence that participants grossly

misunderstand what is being asked of them in conjunction problems. Participants

continue to make the fallacy when the ambiguity is removed from conjunction problems.

In addition to this, there is no evidence that participants consider the information

unreliable which would negate the use of probability theory to judge whether an error

had been committed. The most compelling of the arguments—that single-judgements

cannot be considered fallacies—has merit in that it points out that statistical norms

should not be assumed and applied blindly in the heuristics and bias literature (Vranas,

2000). However, norms do exist for single-case judgements and can be applied to

conjunction problems and fallacies have been observed for repeated judgements.

In the following sections, I will discuss the main characteristics of the fallacy such

as conjunction likelihoods, framing effects, conceptual focus, response modes, training

effects, and how these relate to a noisy probabilistic interpretation of the fallacy.

2.1.2 Conjunction Likelihoods

One of the most important findings to arise from fallacy research is the observation that

fallacy occurrences can be altered and mediated, to some extent, by the manipulation of
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the perceived probabilities of the individual constituent components of the conjunction.

By controlling the probabilities of each constituent and the extent the probabilities

differ from each other,6 research has almost unanimously found that the conjunction

fallacy rates can be increased or decreased.7

Research has shown that a conjunction composed of components with equal likeli-

hoods will elicit lower rates of conjunction fallacy errors than conjunctions composed of

components with different likelihoods. A conjunction composed of likely and unlikely

(LU) constituents will evoke higher conjunction fallacy errors than a conjunction com-

posed of unlikely-unlikely (UU) constituents or a conjunction composed of likely-likely

(LL) constituents (e.g. Manning & Schreier-Pandal, 1993; Wedell & Moro, 2008; Wells,

1985; Yates & Carlson, 1986). This has important implications for noise models of

probabilistic reasoning. In probabilistic models, the fallacy rate will be contingent on

the perceived probability values.

Yates and Carlson (1986) performed exploratory research on component likelihood.

In their experiments, subjects were asked to rank constituents A, B, and A∧B in order of

the probability of the event occurring. When questioning participants on their strategies

for generating their responses, they noted that participants seemed to fall into different

strategy categories (e.g. extensional reasoning, averaging). One of the categories was

novel—participants reported that that they derived the judgement of overall likelihood

of the conjunction based on the perceived likelihood of the constituents.

The researchers hypothesised that two constituents with LL (likely-likely) ratings

had an additive effect, while two with a UU rating had a subtractive effect. In

essence, a LL conjunction made the conjunction seem more likely than either of its
6In terms of absolute difference, |P (A) − P (B)|.
7The classic Linda-style conjunction problem is a combination of likely and unlikely constituents

(P (AU ∧ BL)), however, since the original problem and many that have used it since never directly
engage with the topic of component likelihood comparisons, the results discussed in this section will
be limited to the studies that directly examine the effect of component likelihood on conjunction
fallacy error rates.
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parts while a UU conjunction had the opposite effect. This is borne out in their

experimental findings. Subjects consistently committed more conjunction violations

with the LL problems than the UU problems. In addition, the rates of double fallacies

(P (A ∧ B) > P (A), P (B)) were much higher with LL problems. Double conjunction

fallacies occur when participants see the conjunction as more likely than both of the

constituents, further suggesting that there is an additive effect for that condition. In

the UU condition, participants were more likely to make a single fallacy rather than

the double fallacy.

However, the participants’ responses for the LU conjunction are anomalous if they

evaluate the LU conjunction in the same way that they evaluate the LL and UU

conjunctions. Almost unanimously, the subjects made more fallacy violations with the

LU problems rather than the LL problems. If a likely constituent reinforces each other

and an unlikely constituent detracts from the likelihood of its conjunction, then it is

reasonable to assume that when faced with an LU problem, subjects would find it less

likely that an LL problem but more likely than a UU problem.

Thüring and Jungermann (1990) found a similar pattern of fallacy rates with their

participants. They provided them with combinations of high and low probability

constituents, which had been given a-priori ratings by a different set of participants.

These conjunctions consisted of high-high, low-low, high-low, and low-high constituent

pairings. Typically, the observed fallacy rates were low, with an average of 17.65%

and a range of 5.1% to 30.9% across the experiment conditions. The observed pattern

of fallacy rates was similar but not identical to Yates and Carlson (1986). Again,

the high-low/low-high combinations had higher fallacy rates than the low-low and

high-high combinations.8 Causal relationships between the constituents typically

produced higher fallacy rates than the constituent pairs with no casual relationship.
8There was less than 5% difference in fallacy rates for the low-low and high-high combinations.
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Table 2.1 Observed fallacy rates for Fisk and Pidgeon
(1996, 1997)

Single fallacy Double fallacy

1996
LU 61.2% 2.9%
LL 36.5% 19.4%
UU 29.7% 4.9%

Exp2 1997a
LU 52.4% 5.4%
LL 30.2% 19.2%
UU 30.0% 5.0%

a The results of experiment 1, which had a number
of training conditions, are detailed in section 2.1.6.

No significant difference was observed between the fallacy rates for the causal and

non-casual conjunctions though.

Manning and Schreier-Pandal (1993) found lower conjunction fallacy rates when

the conjunction was composed of two “relevant” or two “irrelevant” constituent compo-

nents in comparison to a conjunction composed of one “relevant” and one “irrelevant”

conjunction. They also observed this pattern for their disjunction problems.

Fisk and Pidgeon (1996, 1997) examined these claims to see whether the source

of the error was the component with the largest absolute value. They constructed

scenarios that were similar to Yates and Carlson (1986), each containing an LL, LU

and UU conjunction. The participants’ fallacy rates are shown in table 2.1. Again,

the highest fallacy rates were observed for the LU condition with similar fallacy rates

observed in the LL and UU conditions.

Having identified the larger and smaller of the two probabilities in each scenario by

using the subjects’ subjective probability estimates of each constituent, they found that

for the most part, only one of the constituents was statistically significant in determining

the size of fallacies. However, this wasn’t a consistent result across conditions. In 50%

of the LL scenarios, both components were significant. In the cases where only one was

significant, then it was the component with the lower probability that was significant in
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Table 2.2 Observed fallacy rates for the constituent combinations in Fantino, Kulik,
Stolarz-Fantino, and Wright (1997)

High Medium Low
High 78% 80% 81%

Medium 81% 75% 75%
Low 85% 81% 75%

all but one of the cases. For the LU conjunctions, the lower probability was statistically

significant for all scenarios, only once were both of the components significant. The

UU conjunction had a markedly different pattern of results, 66% of the time both of

the constituents were significant. For the remaining scenarios, the constituent with the

higher probability value was significant (marginally) more times than the constituent

with the lower probability value. The results suggest that the participants gave equal

attention to both of the components in the LL and UU conjunctions when making

their judgements while the constituent with the larger probability value seemed to be

ignored by the participants in the LU condition, instead they focused on the lower

probability for determining the value of the conjunction.

Fantino, Kulik, Stolarz-Fantino, and Wright (1997) divided the three traditional LL,

LU, and UU conjunction types into nine conjunction types using combinations of high,

medium, and low probabilities. After obtaining ratings for each of the constituents, 9

conjunctions were constructed using high, medium, and low constituents. The fallacy

error rates made by the participants are shown in table 2.2.

The highest fallacy rates were committed in the conditions that were the furthest

apart from each other, in terms of the absolute values of their probabilities. The low-

high condition had an 85% error rate. In contrast, the conditions with constituents of

the same probability rating had the lowest fallacy rates. The more the two probabilities

diverge from each other, the higher the error. There were several interesting findings

to note. Firstly, by in large, the conjunction that contained a medium probability

component had higher fallacy rates than previous research suggests it should have.
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As the medium-likelihood constituent is positioned around the midpoint, it cannot

diverge as much from the second component as the high and low components can.

Secondly, the scores in the low-low conjunction (comparable to the UU conjunction in

other studies) were much higher than other research has previously found—a score of

between 20-30% error rates would seem likely for this experiment given the previous

research. Here though, Fantino and colleagues found error rates more than twice the

expected.

The Fantino et al. (1997) findings further confirm the findings of Yates and Carlson

and Fisk and Pidgeon that the magnitude of the conjunction fallacy is at least partially

contingent on difference in the probability value of the constituents and the conjunction.

Components whose probabilities have similar “likeliness” can induce many conjunctive

errors. However, these errors are not as high as the errors induced in likely-unlikely

conditions. The error rate for UU conjunctions is also highly surprising. Given that

neither of the constituents in a UU conjunction are in any way probable based on the

scenario—usually little or no evidence exists for them in the scenario description—it

seems almost unbelievable that any error would occur in this situation.

These empirical observations on constituent probabilities are consistent with a noisy

probabilistic account of the fallacy. Take, for example, Fisk and Pidgeon’s studies that

found that the lower probability constituent was crucial for determining the fallacy rate

for an LU conjunction and both constituents usually determined the fallacy rate for an

LL and UU conjunction. Double fallacies are least likely in the LU conditions and most

likely in LL conditions (see tables 2.1 and 2.3). Observe the following simple example

where one constituent has a low probability value, the other has a high probability
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value, and the events are independent:

P (A) = 0.2, P (B) = 0.9

P (A ∧ B) = P (A) x P (B) = 0.18

Typically, for LU conjunctions, the value of the conjunction is very close to the value

of the constituent. In the above example, the absolute difference between the low

constituent and the conjunction is 0.02. In a situation where estimates are perturbed

by noise, the conjunction estimate could easily exceed the constituent estimate. A

probabilistic reasoning mechanism is also consistent with the results seen for LL and

UU constituents. They produce lower single fallacy rates as the resultant conjunction

value is farther from the constituent than in LU cases. For example, for a P (A) = 0.8

and P (B) = 0.9 constituent pair, the objective constituent value would be P (A ∧ B)

= 0.72, which, while close to the lower constituent, is still a greater difference (0.08

vs 0.02) than the LU conjunction and so it is less likely to be perturbed enough by

noise to exceed the constituent estimate. This also holds for the UU conjunctions (e.g.

P (A) = 0.1 x P (B) = 0.2 produces a conjunction of 0.02). It follows then, that double

fallacies are much more likely in the LL or UU conditions as the conjunction value will

be close to both of the constituent values and due to noise could exceed the constituent

values much more easily.

2.1.3 Framing Descriptions

Framing descriptions are the information presented to the participant in addition to

the probability questions. Usually, these are a character sketch or description of an

upcoming event, a “model”, in Tversky and Kahneman’s work, on which the participant
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applies a representative heuristic to arrive at an answer. The description of Linda, for

instance, is the classic example of a framing description.

Framing descriptions provide the subject with a certain amount of information that,

in most cases, seem to confirm the option given in one of the constituents and either

provides no support for or contradicts the second constituent. They are usually set up

so there is a strong confirmation link between the frame and the constituent (P (B))

that only appears in the conjunction. Participants in experiments that have framing

descriptions tend to have a high rate of conjunction errors, though this varies somewhat

from experiment to experiment (e.g. Hertwig & Gigerenzer, 1999; Stolarz-Fantino,

Fantino, & Kulik, 1996; Tversky & Kahneman, 1983; Wedell & Moro, 2008; Zizzo,

Stolarz-Fantino, Wen, & Fantino, 2000). In other cases, fallacy rates as low as 35%

have been observed9 (Stolarz-Fantino, Fantino, Zizzo, & Wen, 2003).

Problems with framing descriptions typically produce high but variable fallacy

rates, however, removing the framing descriptions from the problems does not prevent

the fallacy from occurring. In scenarios where the participants saw no character sketch

or description of an event, it would seem, logically, that there should be no reason

for participants to choose a conjunction as more likely than one of the constituents.

Instead of this expected result, multiple studies (Fantino et al., 1997; Stolarz-Fantino

et al., 2003; Tentori, Crupi, & Russo, 2013; Wedell & Moro, 2008) have found that

this conjunction fallacy phenomenon persists. Originally, Tversky and Kahneman

noted that when they omitted Linda’s description almost all respondents followed the

conjunction rule while making their decision. However, later research showed that the

phenomenon is so persistent that even when the description is sparse or non-existent,

relatively high conjunction rates are still observed. For instance, Stolarz-Fantino et al.

(1996) presented participants with the following conjunction question:
9Though, this is in part due to an additional variable known to decrease the rates.
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“Bill is 34 years old. You know nothing else about him.”

Then they asked participants which was more likely:

A. Bill plays jazz for a hobby

A ∧ B. Bill is an accountant and plays jazz for a hobby

Despite this lack of information, in excess of 40% of participants made an error. Aside

from anything else, this would suggest that the effect itself is quite robust.

If the conjunction fallacy is simply a result of the framing description though, then

it should completely disappear when no description is provided. On the other hand, if

the conjunction fallacy had a different source, then it is unlikely that removing the

description entirely will eliminate the errors and the frame’s role is to exacerbate the

production of the fallacy.

Stolarz-Fantino et al. (2003) looked at the role of context on conjunctions with and

without frames. They hypothesised that problems presented in contexts that engaged

the subjects attitudes and opinions beforehand would elicit more errors than a standard

conjunction problem. In addition, following exposure to questions based on logic and

probability, the error rates should decrease—the opinion context priming the subject

to think in a more “naturalistic” style while the logic/probability context should prime

the subject into using a more logic-based decision-making process.

For each condition—logic and opinion—two versions of the conjunction problem

were created: one with a frame and one without. Overall, subjects in the opinion

conditions were more likely to make an error in comparison to their counterparts in

the logic condition. Both frame groups had more fallacies than the non-frame groups.

The highest rate of conjunction fallacy was seen in the opinion and frame group, with

a 63.6% fallacy rate. The frameless opinion group made 57.5% fallacy rate, a difference

of 5%. In the logic and frame group, a fallacy rate of 60.7% was observed. Finally, the
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group that saw the logical questions without the frame produced a conjunction fallacy

rate of 32.3%. This is the only group that was significantly different from the others.

To provide more certainty about how context actually affects fallacy rates, the

experiment was performed again with a control group. This is particularly important

for the no-frame logic group: their conjunction fallacy is low but whether it would be

as low as or lower than a no-frame control group was not clear. In addition, there is

little difference between the two opinion groups. Both of them are high so a baseline

comparison is required to provide a proper comparison and discover whether the high

but similar rates are a facet of the context or of the frame. The repeated experiment

included an additional two groups to act as controls. These groups were not embedded

in a logic or opinion context and differed from each other on whether they had a

frame or not.10 The error rates were higher for the frame conditions than the no-frame

conditions, as expected. They found no effect for context in the conditions with

no-frame but there was a small effect for context in the framing groups. Overall, the

conjunction fallacy rates for the logic, opinion, and control conditions were 49%, 68%,

and 62% respectively. A direct comparison with the previous experiment’s individual

groups is not possible as the percentage fallacy rates for each group were not reported

in this experiment.

This research suggests that the descriptive frame is the not the source of the

conjunction or disjunction fallacy. The frame can bias the subject into making more

errors (or bias more subjects into making an error). Again, these observations are

consistent with a noisy probabilistic approach. Under this view, the presence or absence

of a frame is a mediating factor in fallacy rates rather than a cause of the fallacy and

the role of the frame is to alter the perceived value of the conjunction. Linda is a very

persuasive example because of the effect she has on the conjunction estimate. The
10The subjects were also asked to give likelihood judgements for a three component conjunction

P(A∧B∧C) with an overall fallacy rate of 53%. In comparison, an overall fallacy rate of 55% was
observed for the two component conjunctions.
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more the information in the frame seems to confirm the conjunction statement, the

greater the change in the perceived value of the conjunction. The less information (or

the less confirmatory information) in the frame, the less it can affect the perceived

probability value of the conjunction.

This approach can also explain the persistence of fallacy rates in no frame situations.

Since the fallacy doesn’t arise from the frame, removing the frame will not erase the

fallacy. If the fallacy is understood through a probabilistic approach, the frame is a

noisy addition to the reasoning mechanism, while the fallacy itself arises from subjective

probability estimates perturbed by noise. It is quite reasonable and unsurprising for the

fallacy to continue to occur at low, persistent levels without any framing description.

2.1.4 Conceptual Focus

In general, the majority of conjunction research has used a probability format in their

experiments—the Linda problem is in the probability format as is much of the research

that has followed it. The probability format only presents information about a singular

person or event and this has drawn some criticism over whether it is a violation of

sound judgement and whether probability rules can be applied to it (see section 2.1.1

for a discussion). Evolutionary psychologists have long maintained that humans are

skilled at working with frequency formats but not probability formats (e.g. Cosmides

& Tooby, 1996; Haselton, Nettle, & Murray, 2016; Pinker, 1998). Cosmides and Tooby

(1996) successfully demonstrated that participant performance improved in frequency

problems versus probability problems when they looked at another cognitive bias:

base-rate neglect. Gigerenzer (1994) claimed that the conjunction fallacy disappears

when it is presented as a frequency problem rather than a probability problem. Fre-

quency problems usually describe a sample (typically people or events drawn from the
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population), followed by questions about the frequency of possible attributes of this

sample.

Tversky and Kahneman (1983) observed the conjunction fallacy in both probabilistic

and frequency representations of conjunction scenarios. They noted a reduction in

errors on conjunction problems when presented in a frequency format—58% and 25% for

the probability and frequency format, respectively. Reeves and Lockhart (1993) found

a presentation order effect for participants who gave judgements for both frequency

and case-specific (probability) conjunction and disjunction problems. Participants

who completed the probability problems first had significantly higher conjunction and

disjunction errors in the probability format than the frequency format. In contrast, the

participants that saw the frequency format problems first had comparable conjunction

and disjunction errors for all conditions. Fiedler (1988) reported that conjunction

fallacies decreased by approximately a half when participants gave answers to frequency

problems rather than probability problems.

In a later experiment, Kahneman and Tversky (1996) looked at the judgements

of frequency of word forms. In this experiment, the subjects reliably chose the word

form “_ _ _ _ ing” as a more frequent occurrence than the word form “_ _ _ _

_ n _” in a sample despite the fact that the form “_ _ _ _ ing” is a subset of the

form ending in “_ n _” and thus can never occur more times than the “_ _ _ _ _

n_” form. These judgement errors suggest that the subjects have difficulty recognising

that the conjunction is a subset of the constituent, even if it is more obvious when

presented to the subject in the form of a frequency judgement.

Hertwig and Gigerenzer (1999) presented the subjects with a frequency representa-

tion of the Linda problem:

In an opinion poll, 200 women selected to participate have the following

features in common: They are, on average, 30 years old, single, and very
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bright. They majored in philosophy. As students, they were deeply con-

cerned with issues of discrimination and social justice and also participated

in anti-nuclear demonstrations.

Please estimate the frequency of the following events (out of 200):

How many of the 200 women are bank tellers?

How many of the 200 women are active feminists?

How many of the 200 women are bank tellers and active feminists?

In two separate studies using this problem, Hertwig and Gigerenzer found con-

junction fallacies of 0% and 13%, demonstrating that frequency representations could

eliminate the conjunction fallacy. In a later “adversarial collaboration” experiment,

the frequency representation did not eliminate the conjunction fallacy as it had in the

previous experiment (Mellers et al., 2001).

In contrast to the Hertwig and Gigerenzer study, some studies found very similar

conjunction fallacy rates for probability (85%) and frequency (81%) problems (Jones,

Jones, & Frisch, 1995). Sloman, Over, Slovak, and Stibel (2003) noted that the

frequency effect was unstable between experiments and any frequency advantage could

be eliminated when the nested relationships in the statements were clear. This unstable

frequency effect would seem to explain the range of results seen in different studies,

some finding improvements when using frequency problems, some finding unchanged

performances, and some finding worse relative performances (e.g. Brenner, Koehler,

Liberman, & Tversky, 1996; Griffin & Buehler, 1999; Joslyn & Nichols, 2009; D. J.

Koehler, Brenner, & Tversky, 1997). Wedell and Moro (2008) also found only a small

difference between probability and frequency problems, 54.7% vs 53.1%, respectively.

Instead their results pointed to response mode being crucial for reducing the conjunction

rather than conceptual focus. Often, participants are asked to produce estimates for
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frequency problems and rankings for probability problems. The confound between

conceptual focus and response mode could be responsible for 30-40% of the error rate

difference seen in probability and frequency problems (Hertwig & Gigerenzer, 1999).

Currently, it is unclear whether presenting people with frequency problems does

reduce the fallacy. The research has been complicated by possible confounding factors

and the effect seems to be unstable across trials. Under a noisy probabilistic approach,

frequency problems should have lower rates of the fallacy than probability problems.

Sampling from memory should be analogous to a frequency process where every instance

of an event in memory is counted. Producing an estimate in a frequency format then

should be easier than producing an estimate in a probability format and so less prone

to random error.

2.1.5 Response Mode

The inconclusive results from the research on conceptual focus brought focus back on

the methodological differences of the fallacy problems—mainly whether the differences

observed were due to the procedure by which the participants provided their answers.

Across studies, participants have been asked to give their responses in various ways:

forced choice, rankings, estimates, or ratings.

Typically, early research into the conjunction fallacy elicited rankings or ratings

from the participants for the constituents and conjunction (Fiedler, 1988; Jones et al.,

1995; Macdonald & Gilhooly, 1990; Messer & Griggs, 1993; Morier & Borgida, 1984;

Politzer & Noveck, 1991; Tversky & Kahneman, 1983; Wolford, Taylor, & Beck, 1990).

However, having participants give ranking responses is problematic as it eliminates the

possibility of responses being equally probable.
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2.1.5.1 Estimates, rankings, ratings and choice

Hertwig and Chase (1998) compared the performance of participants in ranking and

estimation conditions. For the ranking group, participants were given the Linda problem

and asked to rank the likelihood of the events, A, B, and A∧B. For the estimate group,

participants were given the Linda problem and asked to provide probability estimates

for each constituent and the conjunction. For the ranking group, 78% of participants

made the conjunction fallacy while the estimate group had a 42% conjunction fallacy

rate.

Sloman et al. (2003) attempted to reconcile the difference in performance on the

probability vs. frequency and rating vs. estimate tasks by designing a 2 x 2 experiment

to examine these differences in detail. Participants were given nested versions of

conjunction problems in either a frequency or probability representation and asked to

give either estimate or ranking responses. Overall, they found no difference in fallacy

rates for the conceptual focus groups—both the probability and frequency groups

produced a similar amount of correct responses. However, a significant difference was

observed for response mode where participants were required to give rankings, they

made significantly more fallacy errors than the estimate groups.

The findings of Sloman et al.’s study suggest that response mode has a strong effect

on fallacy rates. However, Wedell and Moro (2008) argued that it was hard to draw

clear conclusions on the effect of response mode as the participants in the experiment

were required to give responses to 7 filler items in addition to the constituents and

conjunction for each problem. This could be problematic as it could make the class

inclusion relationships between the constituents and conjunction difficult to detect for

the participants. It is unclear if there may be a class exclusion effect for participants

in the estimation group as they may treat each option as a separate class. In the

ranking group, where they are asked to rank the likelihood of each item relative to
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each other, the class inclusion should be clear. Wedell and Moro (2008) addressed

this by giving their participants more direct versions of the problems. They used a

2 x 2 x 2 design to look at the relationship of conceptual focus, response mode, and

constituent likelihood11 on fallacy rates. Response mode had a strong effect with

66.9% and 71% errors observed in two experiments for rankings and 40.9% and 41%

observed for estimates in the experiments. Only minimal differences were observed for

the conceptual focus groups in either of their experiments.

Under a noisy probabilistic view, these differences in fallacy rate for response modes

can be understood as arising due to the complexity of solution production. A relative

ranking is a more complex response to produce than an estimate and thus can result in

a noisier response. For relative rankings, like those used in conjunction and disjunction

problems, the participant must first produce an estimate for the likelihood value of

each statement (usually implicit in the problem). Then they have to compare the

values to produce an internal ranking of the likelihoods. This leaves the participant

with n(n−1)
2 comparisons to make (where n is the number of statements).12 Typically

in conjunction fallacy research, participants are required to rank between 2 and 7

statements, such as in Tversky and Kahneman (1983). Producing estimates, on the

other hand, is a comparatively less complex process as it requires less steps to arrive at

an answer for each statement. In Wedell and Moro (2008)’s study, fallacy rates were

nearly 30% higher when participants were required to produce rankings than when

they were asked for estimates.
11These results are detailed in section 2.1.2.
12Derived from the formula for nth triangular number. It can also be expressed by the binomial

coefficient
(

n
2
)
.
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2.1.6 Training and Incentives

2.1.6.1 Training

Training has long been used in conjunction problems either through explicit training

models or implicit hints and feedback. As early as the original conjunction fallacy

paper, it has been noted that statistical or mathematical training does not seem

to play a role in how individuals determine their answers to the question. Tversky

and Kahneman (1983) presented medical personnel with medical based conjunction

problems presuming that training would help reasoning and still found the fallacy.

This is observed for other judgement biases as well. In economics, students trained to

analyse irrational economic behaviour continued to make the same irrational economic

decisions following their training that the untrained group made (Arkes & Blumer,

1985).

Early experimental training protocols included introducing the subjects to statistical

concepts through the use of Venn diagrams to explain conjunctive relationships (Agnoli,

1991; Agnoli & Krantz, 1989; Crandall & Greenfield, 1986). Following these training

programs, the studies found lower rates of the fallacy compared to the control groups.

Benassi and Knoth (1993) found no significant effect for their training study but

noted that participants with better statistical abilities were less likely to commit the

fallacy. Fiedler (1988) had a similar training protocol and also reported no effects for

it on the participants’ judgements. Fong, Krantz, and Nisbett (1986) had previously

demonstrated that statistical training could improve the likelihood of participants

producing statistical-based responses for some but not all problems with underlying

probability rules.

Fisk and Pidgeon (1997) split participants between two training conditions and

one control condition; the training conditions were either statistical training where

participants received information on the extension rule (conjunction and disjunction
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rule) or they were trained on judgement similarity and representativeness. Both

training conditions reduced the fallacy rates compared to the control condition (see

table 2.3 for results) but the degree to which this happened was contingent on the

type of conjunction. A large reduction was observed for the training conditions where

participants gave estimates for LU conjunctions but only marginal differences were

observed where participants gave estimates for LL or UU conjunctions.

Some classic judgement errors have been eliminated by training prior to the task

(e.g. Houdé & Moutier, 1996; Moutier, Angeard, & Houdé, 2002). One of Moutier and

Houdé (2003)’s experimental groups was trained with an inhibition procedure where

they were taught to avoid the “judgemental heuristic” of the task, a second group was

trained using a logic training program, and the third group were the control. In the

pre-test condition, the groups performed equally poorly in a frequency conjunction

scenario. In the post-training condition, the control and the logic groups continued

to make the fallacy at the same rate as before. The inhibition subjects did show a

small improvement in their judgements but the majority of the group still made the

fallacy error, suggesting that the training is not as effective or that the training (which

contained a logical element) was not enough to prime the subjects towards approaching

the problems in a logical fashion. Stolarz-Fantino et al. (2003) also found presenting

the problems in logical frames does not eliminate the fallacy. Other studies have linked

better post-training performances on conjunction problems to better emotion-based

learning ability (Cassotti & Moutier, 2010). However, even though a reduction in the

fallacy was observed post-training, a large number of subjects (47% & 43% respectively)

in the training group still made the fallacious judgements.
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Table 2.3 Observed fallacy rates for the training experiment in Fisk and Pidgeon (1997)

Type Condition Single fallacy Double fallacy

Exp1

LU Ctrl 60.1% 2.6%
LU Ext 50.1% 3.2%
LU Rep 79.1% 2.5%
LL Ctrl 32.1% 23.8%
LL Ext 29.3% 17.6%
LL Rep 25.0% 49.3%
UU Ctrl 29.8% 5.4%
UU Ext 20.1% 5.5%
UU Rep 26.3% 6.2%

2.1.6.2 Incentives

The use of incentivised trials in conjunction problems were largely established to

motivate participants while answering. Charness, Karni, and Levin (2010) argued that

from an economic perspective, for the conjunction problems to be applicable to real-life

decision making, the fallacy problems must include an incentive as in non-experimental

settings decisions almost always have consequences.

Charness et al. (2010) hypothesized that small incentives should decrease the

amount of fallacies subjects made in conjunction problems. Subjects were divided into

incentive and non-incentive groups and presented with transparent fallacy problems. In

the incentive group, the participants were informed that there was a correct answer and

the participants that got it would receive a small monetary reward. The participants

in the no-incentive condition just filled out the questionnaire.13

As part of the experiment, Charness et al. (2010) also looked at group performance in

these tasks. Joint decision making has been shown to be more strategic than individual

decision-making (Blinder & Morgan, 2005; Cooper & Kagel, 2005). As there is little
13There is an issue to note with this experiment. The incentives group knew that there was a

correct answer while the no-incentives group did not. In other experiments, knowing that there was a
correct answer functioned as a “hint” so it would be truer to say that there was an incentive + hint
condition and a no-incentive + no-hint condition.

38



2.1 Linda: Attack of the 50ft Cognitive Bias

literature regarding joint decisions on conjunction fallacies, I will mention it briefly

with the incentive results. The groups were also subject to the incentive/no-incentive

conditions.

For the individuals, the incentivised condition had a fallacy rate of 33%. The

individuals in the non-incentives condition made considerably more errors in their

judgements than the incentivised cohort. The fallacy error rate was nearly twice as

high for them as their counterparts at 58.1%. In the cases of the groups, the subjects

were placed in either groups of two or three and were allowed to confer with each other.

The incentivised duos had an error rate of 13.2 % for their scenarios. In contrast, the

non-incentivised duos made 48.2% fallacy errors in conjunction scenarios. There was

only a marginal difference between the fallacy rates for the incentivised duos vs. trios

with the incentivised trios making 10.4% fallacy errors. Quite a different result was

observed with the non-incentivised groups. There was a large drop in fallacy error

rates from 48.2% for duos to 25.6% for trios in this condition. Overall, incentivising

the trials seems to be more effective at reducing the fallacy errors than making group

decisions but a steady downward trend in fallacy rate for group size is also observed.

2.1.6.3 Hints and feedback

Other studies have utilised more subtle cues with the same aims as the training

conditions. Both Stolarz-Fantino et al. (2003) and Zizzo et al. (2000) have employed

robust examinations of the role of hints and feedback in the conjunction fallacy. The full

results of the fallacy rates for different combinations of hints and feedback are shown

in table 2.4. Briefly, Stolarz-Fantino et al., gave participants a hint that there was a

correct answer to the conjunction problems, as did Zizzo et al., in their first experiment.

In both cases, they found higher fallacy rates than the control group. In Zizzo et al.’s
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second experiment, the participants were given the hint Pr(A ∧ B) = Pr(A) × Pr(B).

Here, they observed that the fallacy rate fell from approximately 46% to 26%.

Another method used to motivate subjects is dynamic feedback. With feedback, the

subject is informed after each question whether they’ve answered correctly or not. This,

theoretically, should help them pick out the pattern of correct answers and allow them

to adjust them if need be. However, these studies found a number of conflicting results.

For Stolarz-Fantino et al., there was no significant difference in performance between

the feedback group and the control group. Like their counterparts in the hint group,

they committed more fallacies than the control group. In Zizzo et al., the introduction

of feedback improved performance in experiment 1 (the fallacy rate dropped from

70.83% to 56.94%) and made no difference in experiment 2 (approximately 1% reduction

relative to the control).

In addition to hints and feedback, both Stolarz-Fantino et al. and Zizzo et al. used

a combination of hints, feedback, and monetary rewards to motivate participants.

Stolarz-Fantino et al. employed a hint and feedback method, providing the participant

with a hint prior to the experiment and then feedback throughout the course of the

experiment. They found that this only reduced fallacy rate slightly in comparison to

controls. In all, a feedback and hint group had a 4% drop in fallacy when compared

with the control group on the same task. They found little difference for feedback and

monetary rewards too. When the participants were rewarded for each correct answer

at the end of an experiment, the fallacy average was 3% lower than the control. In

contrast, when the group received feedback and immediate pay-off following a correct

answer, their conjunction was 10% higher than the control. Zizzo et al.’s groups

received their payment at the end of the experimental trials. Experiment 1, which was

nearly identical to the Stolarz-Fantino et al. study, found a slight reduction between

the feedback and money group and the control, 63.89% vs 70.83%. In experiment
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Table 2.4 Fallacy rates for the feedback conditions in Stolarz-Fantino et al. (2003) and
Zizzo et al. (2000)

Ctrl Hint Hint and
Feedback Feedback Feedback

and Money Money

Stolarz-Fantino Exp 1 43.6% 24% - - - 45.3%a

Exp 5 46% 53% 42% 51% 43% 56%

Zizzo Exp 1 70.83% 77.78% - 56.94% 63.89% -
Exp 2 45.83% 26.39% - 44.44% 12.5% -

a Participants in a separate money condition were told they would receive a monetary reward
only if response was correct (Fallacy fate = 37.3%).

2, the feedback and money were much more effective at reducing the conjunction

fallacy for the shorter scenarios. The control group had a fallacy rate of 45.83% while

the feedback and money group had a fallacy rate of 12.5%. This is a statistically

significant decrease which wasn’t found in the first experiment. It should be noted

that it wasn’t significantly better at reducing conjunction fallacy than a strong hint

but was significantly better at reducing conjunction fallacy than feedback on its own.

Various combinations of hints and feedback have produced disparate results across

these experiments. The answer of why that might be the case is perhaps best accounted

for by an outside variable—response mode. In experiment 1 for both studies, partici-

pants were presented with a framing description and 7 statements. Stolarz-Fantino

et al. asked participants to give likelihood ratings14 for each of the statements while

Zizzo et al. asked participants to give likelihood rankings. Rankings responses, in

particular, have been known to inflate fallacy rates (see section 2.1.5 for a discussion).

In experiment 5 (Stolarz-Fantino) and 2 (Zizzo), participants were asked to provide

likelihood estimates for P (A), P (B), and P (A ∧ B).

What conclusions can be gleaned from such disparate results? For the combinations

of hints, feedback and money, experiment 5 in Stolarz-Fantino et al. and experiment
14A type of estimate response that asked participants to estimate the likelihood of each statement

on a scale of 0-100.
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2 in Zizzo et al. provide the best point of comparison. Weak hints and feedback on

their own do not improve performance. An immediate pay-off for a correct answer

also increased fallacy rates. A hint in the form of P (A ∧ B) = P (A) x P (B) led to a

significant decrease in fallacy rates, as did participants receiving a pay-off at the end

of the experiment if their responses were correct. How can these results be reconciled

under a noisy probabilistic paradigm? The answer lies in task focus. The weak hints

(“there is a correct answer”) and dynamic feedback divert attention from the task.

Dynamic feedback encourages participants to guess rather than fully engage with the

task and produce estimates. Weak hints also encourage guessing rather than producing

estimates. These extra variables can also be confusing to participants and mean that

their focus is divided between the problem and the confusing hints or feedback. In

contrast to this, when participants are incentivised in such a way that causes them to

focus on the task, it will improve fallacy rates. For instance, when participants are told

that they will receive monetary rewards at the conclusion of the trials if their answers

are correct, the participants will be motivated to consider their answers carefully before

producing them. In a noisy model, the feedback that diverts attention from the task is

a source of noise. Participant responses will suffer as they are not required to produce

estimates. On the other hand, if the task is their sole focus, then participants may

devote more mental resources to solving the problems. This theoretically should be

less noisy and more likely to produce the correct responses. Training typically fails

to produce results because the participants are not employing the wrong methods to

arrive at an answer. Under a noisy probabilistic model, participant judgements are

consistent with the process of producing probabilistic responses and their errors arise

through noise, not erroneous reasoning methods.
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2.1.7 Causality and Dependence

Less research has been conducted on the importance of the relationship between

the two constituents that comprise the conjunction. Tversky and Kahneman (1983)

acknowledged that the conjunction’s representativeness couldn’t account for every

occurrence of the fallacy. To this end, they proposed that some conjunctions seem

more likely as the two constituents in the conjunction support each other in some way.

This support usually takes the form of a causal or correlational relationship. They

argued that strength of the positive relationship between the conjunction elements

would directly affect the magnitude of the relationship. When they gave participants

causal conjunction problems, they found that 76% of participants made a conjunction

fallacy (and 48% a double fallacy).

Yates and Carlson (1986) used within-subject design to test to role of causality.

They asked their participants to judge scenarios where the constituents were related to

each other or wholly unrelated to each other, such as those below.15

Unrelated conjunction: “The University of Michigan will increase tuition

next year” and “Ray Floyd will win the US open golf tournament.”

Related conjunction: “McEnroe will win the match” and “McEnroe will

lose the first set.”

In two of the conditions, the related and unrelated, the majority of the subjects

made conjunction fallacies. In the related condition, the average conjunction fallacy was

64% while in the unrelated condition, it was 55.75%. In the related condition, double

conjunction errors were much more common—almost 10 times more likely—while in

the unrelated condition single conjunction fallacies occurred more frequently.16 Other
15They employed some of Tversky and Kahneman’s scenarios in their experiments.
16It should be noted that the unrelated judgements were presented to the subjects without any

framing information while it could be argued that the related judgements were presented with a
limited amount of framing information.
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studies confirmed that subjects were more likely to make conjunction fallacies for

causally related constituent pairs (Locksley & Stangor, 1984; Rogers, Fisk, & Lowrie,

2017).

Fabre, Caverni, and Jungermann (1995) demonstrated that individuals need to be

made aware of the causal context for this form of the fallacy to arise (in their case, by

utilizing a within-subjects design, in which the reasoner is exposed to situations where

causality is both present and absent). Previously, Thüring and Jungermann (1990) had

failed to establish a link between causality and the conjunction fallacy, however, this

was most likely due to the study employing a between-subjects condition to examine

causality.

Fisk and Pidgeon (1998) also considered the role of the relationship between the

constituents. The researchers hypothesised that when participants were presented with

scenarios that had unlikely related conjunctions (UUR), they would reliably make more

conjunction fallacies than for conjunctions where there was no relationship between

the constituents (UU). The results found that the participants made errors much more

frequently with the UUR conjunction than they did with the UU conjunction. The

incidence of conjunction fallacy for UUR was 45.7% compared with 33.6% for the UU

conjunction.

In addition, when they examined whether the perceived strength of the conditional

relationship had any effect on the conjunction fallacy rates, they found no significant

difference between the high perception group and the low perception group when it

came to conjunction fallacies. They found that individuals who perceived a positive

relationship—regardless of strength—were prone to making more conjunction fallacies.

It seems to suggest that the existence of the relationship rather than the magnitude

of it is one of the defining factors in predicting whether an error will be made. This

contradicts Tversky and Kahnemann’s belief that a strong positive relationship between
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constituents would bias subjects into rating the conjunction as more likely. In contrast

to this, Crisp and Feeney (2009) found that fallacy rates were impacted by causal

strength with strongly related conjunctions producing higher fallacy rates than weakly

related conjunctions.

Under a noisy probabilistic approach, framing descriptions modify the perceived

subjective probability values of the conjunction. This modifying is also observed

for causal or dependant conjunctions—two constituents with causal or dependant

relationships affect fallacy rates through modifying the probability values of the

conjunction. The perceived value changes based on whether a causal or dependant

relationship exists between the two constituents. If causal strength impacts fallacy rates

then it likely that it also increases the perceived probability value of the conjunction,

however, the contradictory results make it difficult to draw definitive conclusions about

its role in fallacy rates.

2.2 Conclusions

The aim of this introduction was to provide a comprehensive overview of forty years of

conjunction fallacy and disjunction fallacy research, to discuss these findings in light of

a noisy probabilistic view of reasoning, and demonstrate how these empirical findings

can be accounted for under this view.

Tversky and Kahneman (1983)’s widely replicated fallacy results were taken as

an indication that humans do not reason in a normative fashion; that is, they don’t

apply probabilistic rules to real-life contexts. Instead, it was suggested that people

employ heuristics or mental short-cuts to solve these problems. The conjunction fallacy,

for instance, was suggested to occur because people employed a “representativeness

heuristic” when reasoning about conjunctive problems (Tversky & Kahneman, 1983).

Under this theory, the fallacy occurs as the person described in the conjunction,
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P (A ∧ B), is more representative of the information presented in the character sketch

than the person described by the constituent, P (A).

However, a number of studies has called the validity of the heuristics account into

question (Bonini et al., 2004; Sides et al., 2002). Experiments that manipulated class

inclusion, for instance, demonstrated that the fallacy occurs regardless of whether the

conjunction is representative or not (Gavanski & Roskos-Ewoldsen, 1991). Other

studies have varied response mode (force choice vs. estimation) or conceptual focus

(frequencies vs. probabilities) and found that it can greatly affect the fallacy rates

observed (Fiedler, 1988; Hertwig & Gigerenzer, 1999; Reeves & Lockhart, 1993; Tversky

& Kahneman, 1983; Wedell & Moro, 2008).

One of the most striking things about the fallacy is how robust it is—resisting

almost all attempts to eliminate it—and how sensitive it is to experimental conditions.

Depending on experimental conditions, fallacy rates of less than 20% to greater than

80% can be observed.

Another striking facet of the fallacy is how variable it is. It is frequently observed

that fallacy rates can vary greatly over problems and even for the same problem. More

importantly, by manipulating probability values, fallacy rates of 10% to 85% can be

found. Over multiple conjunction or disjunction problems, participants may commit

probabilistic violations for all, some, or none of the problems. While fallacy rates are

generally quite high, a frequent observation among this research is that a small number

of participants do not seem overly susceptible to the fallacy.

A noisy probabilistic view of the fallacy can account for the major empirical findings

on conjunction and disjunction fallacies. It is no surprise under this view that removing

framing descriptions doesn’t negate the fallacy. People are theorised to make fallacious

responses due to noise perturbing estimates. The presence or absence of a framing

description will serve to alter fallacy rates but as people can make their estimates
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regardless of whether a frame is there, extensional errors can still result. Nor is it

surprising that an LU type conjunction is likely to have the highest single fallacy

rates. This arises purely as a consequence of the values of P (A), P (B), P (A ∧ B),

and noise. The higher (more likely) one constituent is and the lower (less likely) the

other constituent is, the closer the probability value for the low constituent and the

conjunction will be to each other (for independent events). Asking participants to rank

the likelihood of events is not a computationally equivalent task to asking them to

produce an estimate for each event. Each additional step or increase in complexity

increases the task complexity which in turn makes for a noisier response.

In this chapter, I have discussed the major empirical findings in the heuristics and

biases literature with respect to conjunction and disjunction fallacies. Many accounts in

this literature argue that humans are poor reasoners because of high cognitive bias rates.

In the following chapter, I review a literature that demonstrates the opposite—that

humans are skilful and sophisticated reasoners.
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Chapter 3

Literature Review

Man [sic] survives and prospers while

using the fallible information to infer

the states of his uncertain

environment and to predict future

events

Peterson and Beach (1967, p. 29)

3.1 Accuracy in Reasoning

In the previous chapter, irrational, and fallacious judgements in probability reasoning

were investigated. In this chapter, a branch of judgement research where responses

are considered rational, logical, and often show strong agreement with probabilistic

theory is discussed. In essence, chapters 2 and 3 demonstrate contradictory claims and

findings on the nature of human judgement.

The ability to reason under uncertainty (to estimate probabilities) is fundamental to

human cognition. Humans exist in a world of stochastic processes, both stationary and

non-stationary. They are regularly required to produce estimates for discrete events
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often with their own hidden parameters. To navigate a world where probabilities shift

like sand, sophisticated and sensitive reasoning abilities are be required. Simply existing

in the world requires a deft ability to navigate a range of different probability assessments

from simple ones such as binary problems to complex conditional probabilities. It

shouldn’t be surprising then that humans are often very accurate in the probability

judgements that they provide.

Research on people’s perception of probability shows that people are quite accurate

when required to give estimates of the probability of simple events. Equally, however,

in the previous chapter it was observed that people’s probability estimates are funda-

mentally biased, and subject to reliable and striking fallacies in reasoning. This a stark

contradiction, where human cognition is riddled with systematic reasoning errors but

has also developed an intricate system to deal with the stochastic nature of everyday

life.

In this chapter, the foundations of human numerical ability, frequency judgements,

and probabilistic reasoning are discussed in detail. The findings in the numerical cogni-

tion literature suggests that humans have strong and precise numerical discrimination

abilities. The development of these abilities support probabilistic reasoning. Frequency

research has long suggested that people have good accuracy in their judgements even

though these judgements are subject to some regressive effects. In probability research,

there is evidence that probability reasoning develops early in life and is surprisingly

sophisticated at an early age. Judgements consistent with probability theory have been

observed for a range of tasks. Work on perceptual probabilities suggest that humans

are accurate and fast probabilistic reasoners. These empirical studies demonstrate that

humans are skilful probabilistic reasoners with strong numerical abilities.
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3.2 Numerical Cognition

3.2.1 Number Sense and Representation

There is considerable evidence that humans possess a “number sense”–an abstract sense

of approximate quantity that allows them to perceive, manipulate, and understand

numerosities.1 For instance, when people encounter a quantity of items, it has been

suggested that they are able to perceive their numerosity (Nieder & Dehaene, 2009).

Evidence from a wide array of cognitive, neuroscience, developmental, and animal

studies have concluded that there is a domain-specific system of knowledge in many

species which gives rise to complex number systems in humans (Dehaene, 2011; Gallistel

& Gelman, 1992).

Representation of number is argued to be analog as the time required to compare

number magnitudes increases with the distance between them (Restle, 1970). There are

a range of common number processing effects which are indicative of this underlying

analogue magnitude representation for numbers such as the numerical distance effect

and the numerical ratio effect.

3.2.1.1 Number discrimination and magnitudes

In the numerical distance effect, the ability to distinguish which of two numbers

are greater depends systematically on the absolute difference between the numbers.

Participants are faster and more accurate at making responses when the numerical

distance between two numbers is relatively large, such as the difference between 2 and

8, than when it is small, such as the difference between 10 and 12 (Dehaene, Dupoux, &

Mehler, 1990; Moyer & Landauer, 1967). While people have difficulty in discriminating

numbers that are very close to each other, they still have very fine-tuned discrimination
1More recent research has argued that this could be a “magnitude sense” rather than a number

sense, see Leibovich, Katzin, Harel, and Henik (2017) for a detailed review and discussion.
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abilities from an early age. Children’s ability to distinguish perceptual magnitudes

becomes more precise as they get older. 6-month-olds can discriminate numerosities

of 16 from numerosities of 8 but they cannot distinguish numerosities of 12 from 8.

9-month-olds can distinguish numerosities of 12 from 8 but not 10 from 8 (Lipton &

Spelke, 2003).

The numerical ratio effect refers to the ability to discriminate number ratios

(n1
n2

where n1 < n2) in number comparison tasks. In these tasks, the participant

performance declines as the ratio between the numbers approaches 1 (Buckley &

Gillman, 1974; Moyer & Landauer, 1967). In adults, this precision limit is approximately
10
11 (Halberda & Feigenson, 2008).

It is generally argued that these effects occur due to representational precision—where

numbers are close to each other there is greater representational overlap and it is more

difficult to distinguish them (Dehaene & Changeux, 1993; Nieder & Dehaene, 2009). In

addition to this, larger magnitudes are represented as being more adjacent to each other

than small magnitudes and so are less easy to distinguish than smaller magnitudes

(Dehaene, 2001). Evidence from neuroscience supports these conclusions. Neural firing

in both humans and monkeys vary systematically as a function of the distance that

the presented number is from the target number and as the numbers increase, the

greater the systematic imprecision observed. Smaller numbers have greater precision

than larger numbers, e.g. 4 and 5 will have greater representational precision than

49 and 50, and so smaller numbers will overlap each other less than larger numbers2

(Merten & Nieder, 2009; Nieder & Merten, 2007).

Buckley and Gillman (1974) found that both children and adults are able to

discriminate between array size without counting. Thomas, Phillips, and Young (1999)

asked participants to judge the number of images in sets for simultaneously presented
2Incidentally, this increased imprecision as numbers increase may be at the root of the 1-2-many

counting systems observed in a number of cultures, such as those described in Pinker (1998).
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sets. They found that they were accurately able to discriminate and estimate the

numerosities of sets up to 10 versus 11 items per set. Merten and Nieder (2009)

found the same pattern of behaviour in humans and monkeys for array magnitude

judgement tasks. For instance, both species were able to discriminate whether sequential

arrays contained the same number of items (up to 30 items). The likelihood of the

subject judging the arrays as the same is a function of the numerical ratio of the

two arrays. As the difference between the arrays increase (the further the ratio

gets from 1), the likelihood of the arrays being recognised as the same decreases

systematically. The ability to process nonsymbolic magnitudes extends to many species

from dolphins to bees (see Agrillo & Beran, 2013; Pahl, Si, & Zhang, 2013, for a review).

Other comparative studies have found similarities between simultaneous nonsymbolic

comparison, nonsymbolic ordering, and nonsymbolic arithmetic (Brannon & Terrace,

2002; Cantlon & Brannon, 2006, 2007). It has been argued that this points to number

sense being an innate ability that has deep evolutionary roots (Hubbard et al., 2008).

3.2.1.2 Non-verbal counting

There is evidence that spontaneous non-verbal counting occurs in both non-human

and human species (e.g Agrillo, Dadda, Serena, & Bisazza, 2008; Sella, Berteletti,

Lucangeli, & Zorzi, 2016). Several studies suggest that this non-verbal counting in

humans and other species is done by a discrete incrementing process that generates the

mental magnitude of a count. This mental magnitude is approximately proportional

to the numerosities they represent (Cantlon & Brannon, 2006; Feigenson, Dehaene, &

Spelke, 2004; Gallistel & Gelman, 2000; Whalen, Gallistel, & Gelman, 1999).

Whalen et al. (1999) found that the participant responses for counting tasks were

consistent with a noisy magnitude hypothesis. Cordes, Gelman, Gallistel, and Whalen

(2001) also found evidence that humans have a nonverbal counting mechanism that
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generates magnitudes and that these magnitudes are noisy. The authors had their

participants perform two counting tasks—one verbal and one nonverbal. They observed

that when participants are prevented from counting, they are still able to produce

good estimates of the target numbers which ranged from 2–32. They also observed

that the responses were variable for both task conditions and that the nature of the

variability changed from condition to condition.

Boisvert, Abroms, and Roberts (2003) investigated non-verbal counting accuracy in

adults. They presented their participants with sequential displays of geometric shapes,

prevented them from verbal counting by getting them to describe each shape aloud

when it appeared on-screen, and asked them to estimate the value of target items. In

one condition, they indicated their estimate manually, while in the other, they verbally

reported their estimate. In both cases, the estimates were good approximations for the

target quantity. Beran, Taglialatela, Flemming, James, and Washburn (2006) observed

that when participants are not prevented from verbal counting, they have near perfect

scores on counting tasks up to 15 items (97% correct) while participants that had their

verbal counting suppressed had lower but still accurate scores (83.7% correct). In this

experiment, both groups of participants saw a set of items was dropped, one-by-one,

into a box. A second set of items was was dropped, one-by-one, into that container.

Only one item was visible at any given time (for a total of 300 ms) and the interval

between the disappearance of one item and the appearance of the next was randomly

determined (100–1,000 ms). The participants then judged which box contained the

most items and gave an estimate for how many items were in it. Participants were

very accurate for all values, with estimates close to objective values and low variance.

In sum, these studies provide evidence that people have strong numerical cognition

foundations. These strong innate abilities are important for the development of

more complex numerical reasoning like the development of frequency and probability
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discrimination abilities. It is particularly important that the numerical cognitive

abilities are observed to be accurate, if accuracy isn’t observed at this level, then it is

unlikely to be observed for more complex numerical-based tasks.

3.3 Frequency

3.3.1 Processing and Judgement

The idea that the frequency with which two events, A and B, co-occur determines how

strongly A is associated with B, and the idea that the frequency with which objects

are encoded determines how well we can remember them dates back to the beginning

of psychology (e.g. Ebbinghaus, 1885/2013; James, Burkhardt, Bowers, & Skrupskelis,

1890). In the last five decades, many studies have investigated various facets of

frequency judgement such as accuracy and the factors that affect frequency judgement.

In cognitive research, people are typically found to make good estimates of frequency

and there is good understanding where inaccuracy and deviations in judgement are

likely to be observed (Hasher & Zacks, 1984; Zacks & Hasher, 2002). Frequency

processing is studied in a wide range of psychology areas such as learning (Sedlmeier

& Betsch, 2002), memory (Burgess, 1998), judgement (Gigerenzer & Hoffrage, 1995),

and language (Aslin, Saffran, & Newport, 1998). However, in the judgement under

uncertainty literature, frequency estimates are as error-prone and biased as probability

estimates. Research that suggests people are poor frequency estimators comes mostly

from the heuristics and biases framework (e.g. Kahneman & Tversky, 1973). However,

considerably more research from memory literature has suggested the opposite.
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3.3.1.1 Valid judgements

Aside from the judgement literature, frequency estimates are typically found to be

accurate. There is considerable evidence from memory and language studies, for

instance, that reasoners produce good estimates for a variety of tasks.

Accurate estimates have been found for both the frequency of events in everyday

life (e.g. Lichtenstein, Slovic, Fischhoff, Layman, & Combs, 1978; Northcote & Liv-

ingston, 2011; M. Wang et al., 2012) and list frequencies in lab settings (Hasher &

Chromiak, 1977; Hintzman, 1969). Even in very difficult conditions, participants will

give reasonable estimates (Greene, 1984). People have shown remarkable sensitivity

to frequencies. Studies have found that participants could reliably give judgements

about the rank order of words, letters, and letter pairs in English (Hasher & Zacks,

1979). In other word list experiments, participants were observed to be accurate on the

relative frequency of words presented in a list and the relative frequency of words in

successive lists (Hintzman & Block, 1971). Participants were also able to give accurate

frequency judgements on how often a sentence was paraphrased versus how often it

was repeated verbatim, demonstrating a precise discrimination ability for frequency

information (Gude & Zechmeister, 1975). There is much evidence that supports the

view that people are sensitive to frequencies across a wide range of conditions (see

Sedlmeier & Betsch, 2002, for a review). From these results, researchers concluded

that the encoding of frequency information is a reasonably automatic process (Hasher

& Zacks, 1984).

Early studies didn’t observe any age-related differentiation of performance between

children of various ages nor did they observe any performance difference between

children and adults, or between adults of various ages (Attig & Hasher, 1980; Hasher

& Chromiak, 1977; Hasher & Zacks, 1984). Other studies, however, observed that

there was an improvement in frequency estimation from childhood to adulthood and a
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decline in estimation over the course of adulthood (Di Pellegrino, Nichelli, & Faglioni,

1988; Kausler, Salthouse, & Saults, 1987; Mutter & Goedert, 1997; Sanders, Wise,

Liddle, & Murphy, 1990).

While the research on age-related frequency performance is somewhat inconclusive,

other research on frequency judgements have produced clearer results. For instance,

a very strong result from the literature is that deeper processing of items results in

more accurate judgements than shallower processing (see Hasher & Zacks, 1984, for a

review). Estimates from event repetitions that are spaced further apart are higher than

closely spaced event repetitions (Hintzman, 1969; Rose & Rowe, 1976). Brown (1995)’s

participants studied the frequency of words. One group were given word pairs (a noun

and a noun property e.g. “chocolate-brown”) and the other group were only given

nouns to study. Following this, participants were given noun properties and asked

to estimate how many times the studied nouns possessed the target property. The

noun + property group produced accurate frequency judgements, their reaction time

to the task increased with presentation frequency, and high frequency properties were

underestimated. For the noun-only group, reaction times were very slow and speed was

unrelated to presentation frequency, responses were inaccurate, and participants tended

to overestimate the frequency of uncommon items and underestimate the frequency

of common items. The noun-only group more frequently recalled incorrect list items

than correct ones. In the noun + property group, the addition of the property aided

the retrieval of estimates, while retrieving estimates for properties based on noun

descriptions was much more difficult and led to inaccuracy. This demonstrates the

importance of information encoding for accuracy.
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3.3.1.2 Recall and estimation

The relationship between number of events recalled and judgements of frequency is

an important one as various theoretical approaches argue that recall is the basis for

estimates. Strong evidence has been observed for various “parallel effects” of recall

and frequency (Sedlmeier & Betsch, 2002). For instance, a number of studies have

reported that stimulus presentation time affects judgement performance. Longer

stimulus presentation times are associated with better recall performance and more

accurate frequency estimates (Lewandowsky & Smith, 1983; Williams & Durso, 1986).

Williams and Durso (1986) also found that accuracy in frequency estimation varied

directly with the extent to which the estimates correlated with recall.

3.3.1.3 Regression in frequency judgements

One consistent observation in frequency judgements is that subjective frequency judge-

ments of objectively presented frequencies tend to be regressive (Fiedler, 1991; Fiedler

& Unkelbach, 2014). Large frequencies are typically underestimated while small fre-

quencies are usually overestimated. This regressive tendency is more evident for very

large and very small frequencies than for moderate frequencies.

The degree of regression in estimates depends both on extremity and on sample size.

Much larger rates of regression are observed where sample sizes are small compared to

instances where sample sizes are large (Fiedler, 1991; Greene, 1984). Brown (1995)

observed a difference in estimates for items that are repeated in the same context

than for items repeated in different contexts. In this study, participants saw either a

different-context word list (target words with unique context words) or a same-context

word list (target word with the same context word). In the different-context condition

overestimation of event frequency was observed while in the same-context condition

underestimation was observed. Fiedler, Unkelbach, and Freytag (2009) varied the
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frequency presentation of four butterflies during a series of images to their participants.

The four butterflies were presented 4, 10, 16, or 22 times. Again, the pattern of

underestimated high frequencies and underestimated low frequencies was observed.

The regressive effect was more intense for the frequencies with 4 or 22 presentations

than the 10 or 16 frequency presentations.

This regressive tendency in estimates is at the root of the category-split effect which

occurs when the summed subjective frequencies of sub-categories are higher than the

subjective frequency of the category (subadditivity). By splitting a category into

smaller subcategories, people will overestimate judgements for each of the subcategories

due to regressive effects. As the category itself is not as affected by the regressive effect,

its subjective value will be less than the value of the summed subcategories. The more

infrequent subcategories become, the more they are inflated by regression (Fiedler,

2002; Fiedler & Armbruster, 1994). However, even with this regressive effect, frequency

estimates tend to reflect the relative frequencies of the subcategories well3 and conserve

the ordinal relationships among frequencies (Fiedler & Armbruster, 1994). Estimates

in this literature were accurate even while they showed systematic deviations.

3.4 Probability

3.4.1 Probability Perception and Surprising Sophistication

Early research on probabilistic reasoning involved presenting participants with sequences

or sets of simple events that varied on one particular dimension (sets of different shapes,

for example), and asked participants to estimate the probability of one particular event

or outcome in that set (the probability of seeing a triangle in that set, for example).

Results from these studies of ‘probability perception’ showed that the relation between
3If the retrieval cues are comparable for all categories.
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subjects’ mean estimates of probabilities and the sample proportions are described

well by the identity function: people’s probability estimates agreed well with the true

objective probabilities (Peterson & Beach, 1967). When subjects estimate proportions

of both sequential and simultaneous displays of binary events (e.g light flashes, letters),

average deviations from objective probability values were close to 0, with the observed

maximum deviations ranging between 0.03–0.05. Evans and Pollard (1985) reported

that participant judgements for mean, sample size, and variability for normatively

distributed samples were consistent with normative probability but trended towards

conservatism. Accuracy for proportion estimates increases with longer presentation

times (Erlick, 1961; Robinson, 1964) and for length sequence of events (Erlick, 1964).

These larger sample sizes appear to improve accuracy of response (Peterson & Beach,

1967). These results are consistent with probability theory.

Several studies have observed that estimates where p = 0.5 have greater variance,

higher error, and higher response variance than for estimates close to p = 0 and p = 1

(Nash, 1964; Robinson, 1964; Shuford, 1961; Stevens & Galanter, 1957). DuCharme and

Peterson (1969) demonstrated that peoples’ subjective estimates of confidence intervals

“moved” in normative directions as sample size and proportion are varied. Beach,

Beach, Carter, and Barclay (1974) also demonstrated that in interval selection tasks

(analogous to confidence intervals), the chosen intervals for where the true proportion

of events (types of cards from a deck in this case) could fall on a distribution became

narrower the further from the midpoint the events were or the larger the sample size

became which is consistent with normative responding.

Later work on perceptual probabilities has suggested that humans have computa-

tional mechanisms that provide them with reasonably accurate judgements of simple

probabilities (Balci, Freestone, & Gallistel, 2009). Participants are both accurate in

their probability judgements and quick to detect large step changes in probabilities
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when required to give repeated estimates for non-stationary Bernoulli processes in real

time (Gallistel et al., 2014). In this experiment, for example, participants estimated

a hidden proportion of coloured rings in a box based on draw-by-draw updates from

the box. Participants were informed that the box could be silently replaced with a

box that had a different proportion of coloured rings inside and they should indicate

if they believed that this had happened. The participants were quick to recognise

when the box had been “changed” for one of a different ring proportion based on the

binary judgements they were making and were able to provide accurate estimates of

the proportions of coloured rings in each box based on their draw-by-draw observations,

demonstrating that they had good sensitivity for proportions and change in proportion.

Similarly, Zhao et al. (2009) used this ‘probability perception’ paradigm to examine

people’s judgements of conditional probability. Their participants observed shapes

of different colours on screen for 4 seconds. These were static but appeared at new

coordinates after a second had elapsed. Relatively small discrepancies between objective

probabilities and conditional probability estimates were observed in this task.

3.4.1.1 Development of probabilistic reasoning

There is a large body of evidence that the ability to reason probabilistically develops

early in humans. Piaget and Inhelder (1975) investigated the development of intuitive

statistics in children between the ages of 4–12 and concluded that probabilistic reasoning

develops slowly in three stages. However, as a number of critics have noted these initial

studies had heavy verbal ability demands which may have been too complex for the

children in the studies (e.g. Braine, 1962). When these verbal demands are removed, it

was observed that very young children demonstrate a host of probabilistic reasoning

abilities.
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More recent research has demonstrated that young children have very sophisticated

probability abilities from early on. Children less than a year old have been shown

to be capable of making inferences from samples to populations and populations to

samples (Denison, Reed, & Xu, 2013; Denison & Xu, 2010; Xu & Denison, 2009).

This ability to infer from populations to samples and vice versa has also been found

in great apes (Eckert, Rakoczy, & Call, 2017; Rakoczy et al., 2014). Children have

expectations about future events based on their inferences about samples. Using

standard violation of expectation (VOE) looking time paradigms,4 infants presented

with unlikely outcomes based on their prior observations of coloured balls showed

increased looking time when compared with likely outcomes, demonstrating that they

had a sense of what was likely and what was unlikely given their observations and they

created expectations based on these inferences (Téglás, Girotto, Gonzalez, & Bonatti,

2007).

Young children are also capable of accounting for sampling conditions while making

judgements. Infants are able to integrate domain-specific information (in this case,

physical constraints) with domain-general learning mechanisms (statistical inference

mechanism) while making inferences about expected outcomes of experimental trials

(Denison & Xu, 2010). They’ve been found to be capable of learning specific causal

relationships from statistical data (Gopnik & Wellman, 2012; Gweon & Schulz, 2011).

Denison, Bonawitz, Gopnik, and Griffiths (2013) found that children’s inferences

about the probability of a coloured disk removed from a box were consistent with the

proportions of that colour in the box. Their ability to estimate the probability was

consistently good even when the colour proportions in the box were varied. Perhaps

most impressively, 12-month-olds have been found to be able to generate expectations
4VOE paradigms uses the fact that infants tend to look longer at unexpected things or things they

haven’t habituated to than expected or habituated items to evaluate responses.
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of spatial, temporal, and logical aspects of future events based on their inferences of

observed events (Cesana-Arlotti, Téglás, & Bonatti, 2012; Téglás et al., 2011).

The development of probabilistic reasoning at this age is useful for allowing children

to make sense of the world around them. For instance, this sophisticated ability allows

children at various stages of development to infer mental states—such a mood or

preferences—of other individuals based on statistical evidence (Doan, Friedman, &

Denison, 2018; Kushnir, Xu, & Wellman, 2010; Ma & Xu, 2011; Wellman, Kushnir, Xu,

& Brink, 2016). In sum, these results point to reasoners with sensitive and accurate

abilities to detect probability information such as base-rates and sampling that is

completely counter to the findings of the cognitive bias research (see Denison & Xu,

2019, for a review).

3.4.1.2 Estimates and probability identities

Probability identities are an unambiguous way to test whether peoples’ probability

estimates comply with probability theory. If the estimates agree with the identity, then

they are consistent with probability theory. If they don’t agree with the identity, then

they systematically deviate from probability theory. There is some empirical evidence

that people’s estimates tend to agree with a number of probability theory identities,

including a number of the identities from standard probability theory, the QQ identity,

and Bayes’ identity.

There is empirical evidence to suggest that estimates are consistent with the addition

law of probability theory which states that:

P (A) + P (B) − P (A ∧ B) − P (A ∨ B) = 0

This law states that, on average, estimates for two events A, B and their conjunction

and disjunction combinations should cancel to 0. A number of studies have found that
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people’s averaged judgements will be symmetrically distributed around 0, as required

by probability theory (Costello & Mathison, 2014; Costello & Watts, 2014, 2016; Fisher

& Wolfe, 2014). Fisher and Wolfe (2014) presented their participants with a number

of conjunction and disjunction problems, eliciting estimates for P (A), P (B), P (A ∧ B)

and P (A ∨ B). These responses had both conjunction and disjunction errors but most

interestingly, the estimates were also consistent with the addition law identity. The

responses were simultaneously consistent and inconsistent with probability theory.

Peoples’ judgements also agree with probability theory for a range of identities

derived from standard probability theory. Costello and Watts (2016) performed a

number of experiments, eliciting probability judgements for A, B, ¬A, ¬B, and complex

combinations of those four events. Experiment 1 looked at simple, everyday judgements

(weather events) while experiment 2 looked at more complex judgements (political

scenarios). The researchers found that, on average, the estimates for the events showed

good agreement for probability theory for 8 probability identities including the addition

law, with only small systematic deviations from the expected value of 0 observed for all

identities. However, for the same probability estimates, the researchers demonstrated

that significant deviations from probability theory could be observed for a range of

probability identities. These identity values deviated significantly from the expected

mean values which are required by probability theory. The average identity values5

can be seen in tables 3.1 and 3.2.

A common observation in judgement studies is that question order can bias responses.

For instance, for yes/no questions A, B with two orders: AB and BA, the probability

of receiving a “yes” for A in order 1 can be significantly different to receving a “yes”

for A in order 2 (Costello & Watts, 2018). This has been observed in both empirical

studies (Z. Wang & Busemeyer, 2013; Z. Wang, Solloway, Shiffrin, & Busemeyer, 2014)

and from polling data (Moore, 2002). In such studies, the QQ identity (see below) has
5The full instantiation of the identities are shown in chapter 4.
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been shown to hold for consecutive judgements:

PAB(A ∧ B) + PAB(¬A ∧ ¬B) − PBA(A ∧ B) − PBA(¬A ∧ ¬B) = 0

The Z. Wang and Busemeyer (2013), Z. Wang et al. (2014) and Moore (2002) studies

found agreement with the QQ identity for judgements, with values close to 0. Years-

ley and Trueblood (2018) found good compliance for a conditional QQ identity for

probability estimates rather than forced-choice questions. Here, the order effect was

observed for events A, B conditioned on N where P (N |A, B) ̸= P (N |B, A) and, again,

the estimates were consistent with probability theory.

Probability estimates for conditional problems have also been found to be consistent

with probability theory. Costello and Watts (2018) tested this by computing Bayes

identity for a range of conditional probability estimates. They demonstrated that

conditional estimates were in-line with Bayes identity which states:

P (B|A)P (A) − P (A|B)P (B) = 0

However, while the conditional estimates were consistent with probability theory for

the Bayes identity, they deviated from probability theory for expansions of Bayes

identity:

P (A ∧ B) − P (A|B)P (B) = 0

and

P (A ∧ B) − P (B|A)P (A) = 0

demonstrating that estimates could be both rational and irrational simultaneously

(Costello & Watts, 2018).
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Table 3.1 Probabilistic judgements that are consistent with probability theory in
Costello and Watts (2016)

Probability identities that hold in people’s probability estimates. Here, the values for
estimates of A, B were used to calculate the average values for identities. These values
are symmetrically distributed around a mean of 0. This value is required by probability
theory. Identity 1 in the table below is the addition law. For a full instantiation of the
identities below, see table 4.2. Identities 1–8 correspond to identities 1–8 in table 4.2

Identity Predicted value Expt. 1 (Group 1) Expt. 1 (Group 2) Expt. 2
1 0 0.00 -0.03 -0.07
2 0 -0.01 -0.08 0.05
3 0 -0.01 0.00 -0.03
4 0 -0.02 0.02 0.04
5 0 0.01 0.02 -0.02
6 0 -0.01 0.02 -0.01
7 0 -0.01 0.02 -0.06
8 0 -0.02 0.00 0.01

3.4.1.3 Probabilities and the conjunction fallacy

There are very few studies on the conjunction or disjunction fallacy that include

objective probabilities or paradigms akin to those used in perception of probability

research. Typically, this strand of research has solely focused on subjective probabilities

estimates. Unlike other fallacies, particularly base rate neglect whose conceit is to

present participants with probability information and watch them commit the fallacy

regardless (e.g. Bar-Hillel, 1980; J. J. Koehler, 1996; Lyon & Slovic, 1976; Welsh

& Navarro, 2012), conjunction and disjunction fallacies are rarely accompanied with

relevant or any numerical information—be it probability or frequencies. Even tasks that

use conjunction problems based on real events don’t typically provide an opportunity

to assess accuracy of judgement. For instance, Teigen, Martinussen, and Lund (1996a,

1996b) did a number of studies on real life future events. Their participants showed

high levels of error for the conjunction problems, typically above 80%, but they were

in-line with the outcomes of the future events, e.g. they guessed the referendum results

right in Teigen et al. (1996a). However, participants were asked for predictions or
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Table 3.2 Probability judgements that deviate from probability theory in Costello and
Watts (2016)

The probability identities observed to deviate from standard probability theory for
people’s estimates of A, B. For the responses to be consistent with probability theory,
they should sum to 0. This isn’t the case for the identities below, where systematic
deviations away from the expected value are observed in peoples’ judgements. Identities
9–16 correspond to identities 9–16 in table 4.3

Identity Predicted value Expt. 1 (Group 1) Expt. 1 (Group 2) Expt 2.
9 0 0.24 0.17 0.37
10 0 0.25 0.25 0.31
11 0 0.25 0.28 0.38
12 0 0.24 0.20 0.43
13 0 0.14 0.10 0.2
14 0 0.13 0.10 0.17
15 0 0.12 0.12 0.16
16 0 0.13 0.12 0.14

rating responses rather than estimates for the problems so there is no way to measure

how accurate their responses were against the probabilities of the event occurring.

Yates and Carlson (1986) presented their participants with the following scenario:

Suppose that two jars containing different colored marbles are set on a

table before you. The first jar contains 5 red and 20 blue marbles. The

second jar contains 80 black and 10 white marbles. Without looking, you

draw one marble from each jar.

They were then asked to rank the likelihood of the following statements:

P(A) The marble you draw from the second jar is black

P(B) The marble you draw from the first jar is red

P(A∧B) The marble you draw from the second jar is black and the marble

you draw from the first jar is red

This is the first instance, to my knowledge, where objective probability values were

available to the participants. The rate of conjunction fallacies for this problem was
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significantly lower than the other conjunction problems in this experiment which

were standard conjunction problems. Approximately 30% of the participants made

a conjunction error for this problem compared with a 55–70% error rate for all the

other conjunction problems in this experiment. The conjunction used in this scenario

comprises of an LU6 constituent combination, historically found to elicit the highest

fallacies rates (see section 2.1.2 for a detailed discussion). The fallacy rate for this

problem is much lower than expected. As the participants gave likelihood rankings for

their responses though, there is no opportunity to compare the accuracy of participant

estimates to that of normative probability.

Wedell and Moro (2008) used a similar urn problem and a dice problem to elicit

probability judgements7 from their participants. The frequency of coloured balls

in two fictional urns and coloured sides of two fictional dice were described to the

participants. Unlike the Yates and Carlson study, participants gave probability or

frequency (depending on condition) estimates for P(A) and P(A ∧ B). The mean

estimate range and fallacy rates are shown in table 3.3. Participant responses were

grouped depending on how closely they conformed to the predictions of a number of

models (normative, averaging, etc.) so the range of means in the table come from the

mean value of each group. It is observed that participant estimates for the constituents

were reasonably accurate (in comparison to the normative values) but the conjunction

estimates were extremely variable. Unlike the Yates and Carlson study, the participant

fallacy rate for the urn and dice problems was high—it was even higher, in fact, than

the scenario problems that the participants saw too.
6While the scenario elicits single-event probability judgements from the participants, the approxi-

mate values for the constituents P(A) = 0.89, P(B) = 0.2 would produce P(A ∧ B) = 0.18 when the
conjunction rule is applied.

7These two scenarios were part of a larger study looking at the role of response mode and problem
type on fallacy rates.
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Table 3.3 Mean experiment estimates in Wedell and Moro (2008)

Mean Estimate Range
Problem Type P(A)* P(A ∧ B)* Fallacy rate

Dice Probability 0.113 – 0.161 (0.167) 0.152 – 0.767 (0.139) 66.67%
Frequency 10 – 18.3 (17) 11.8 – 76.7 (14) 75.00%

Urn Probability 0.087 – 0.1 (0.1) 0.066 – 0.78 (0.08) 75.00%
Frequency 6.8 – 12.0 (10) 8.0 – 75.0 (8) 66.67%

* Normative values as calculated by Wedell and Moro are in the parenthesis.

3.5 Conclusions

This chapter provided an overview of numerical cognition, frequency processing, and

probabilistic reasoning in cognitive literature. This research typically stands in opposi-

tion to cognitive bias literature as the conclusions from them seem to contradict each

other.

Research on numerical cognition suggests that humans have powerful numerical

reasoning abilities. They are able to perform fine-grained discriminations of num-

bers, number distances, and ratios. These abilities seem to have strong biological

origins—neurological studies support the findings in cognitive studies and compar-

ative studies show that many of these abilities are observed in a range of species.

As magnitudes increase, number discrimination is observed to become more variable.

This is supported by neurological studies that found that the discrimination for large

magnitudes is less precise than small ones. While counting mechanisms are generally

considered to be noisy for large magnitudes as well, non-verbal counting is quite

accurate over a range of magnitudes and conditions. These numerical abilities support

probabilistic reasoning abilities which develop early in life and show steady development

over the course of childhood.

Frequency research has long demonstrated that frequency judgements and estimates

are accurate. People have good response precision for a variety of tasks from both
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real-world situations and lab settings and they are able to preserve ordinal relationships

in their judgements. Their judgements show sensitivity to situations they encounter in

everyday life from the frequencies of letters in a language to the frequencies of natural

disasters. Frequency estimates are subject to regressive effects with large frequencies

underestimated and small frequencies overestimates. It has been observed that both

sample size and frequency size effect regression rates, however, even with this regressive

effect, people still produce accurate responses for a range of frequency tasks.

The observations of accurate estimates in frequency judgements are replicated in

the probability literature. The ability to make inferences about the characteristics of

both samples and populations is present from an early age as is the ability to make

probability estimates. Early research pointed to good accuracy for a range of probability

estimation tasks in adults; subjective estimates for normally distributed samples were

close to those expected from normative probability theory. People were sensitive to

changes in probability values and the characteristics of distributions. Importantly,

peoples’ estimates, on average, agreed with probability theory for a range of identities

but the same estimates deviated from probability theory for another set of identities

demonstrating simultaneous rationality and irrationality in judgements.

An important finding across the numerical, frequency, and probability literature

is that even when estimates are subject to variability and regressive effects such as

under- and overestimates, the estimates are still consistently accurate. Overall, the

literature demonstrates that people have the necessary numerical abilities to support

sophisticated probabilistic reasoning.
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Chapter 4

Theory of Binomial Variation plus

Noise

4.1 Introduction

The previous chapters have revealed much about the nature of cognitive biases and

probabilistic reasoning. Firstly, they have demonstrated that in some tasks, there are

some striking, systematic deviations from normative reasoning. Equally, they have

shown that in other types of assessments, judgements of probabilities are typically

accurate, reasonable and rational. The type of task (and the conditions of this task)

that are presented to people will vastly effect whether their response appears rational

or irrational. Some tasks will allow for normatively correct responses (such as the

inference tasks in probability judgements) and some tasks will result in systematically

biased responses (such as the Linda task in cognitive bias research). In chapter 3,

empirical results demonstrated that there are even situations where judgements could

be simultaneously rational and irrational such as estimates for probability identities

(see section 3.4.1.2 for a discussion). This conflict between rational and irrational
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reasoning is a defining contradiction of judgement research and accounting for this is

not a simple exercise.

Probability theory has occupied a strange position in conjunction fallacy research

since the beginning—it has the unlikely claim to fame of being both the bedrock of

the research and yet overlooked as a theoretical approach for understanding the fallacy

until recently. The rationale that the fallacy is an error in human judgement relies on

the judgements failing to conform to the extensional rule of probability. Regardless

of content or context, the extension rule provides researchers in this field with an

unambiguous, definite measure for judgements based in long-established principles of

probabilistic mathematics.

A range of theories have been proposed to explain the conjunction and disjunc-

tion fallacies in probabilistic reasoning from heuristics (Tversky & Kahneman, 1983),

configural weighted models (Nilsson, Winman, Juslin, & Hansson, 2009) to quantum

probability models (Bruza, Wang, & Busemeyer, 2015; Busemeyer, Pothos, Franco, &

Trueblood, 2011) but until recently, no theory has attempted to explain the fallacies

as arising through a probabilistic process. The advent of noisy rational theories (e.g.

Costello & Watts, 2014, 2017; Erev et al., 1994; Hilbert, 2012) has provided a bridge

between the systematic deviations seen in bias research and the proficient judgements

seen in probabilistic reasoning research. These models argue that the systematic biases

result due to noise in a rational reasoning process. However, none of these models

provide an explicit description of noise.

In this chapter, I propose a new probabilistic theory of noise in judgement; the

binomial variation plus noise model. This model is describes the characteristics of

noise in judgements in detail and provides a justification for increased noise in complex

events. The structure of the chapter is as follows; first, I will discuss other noise based

probability models. In particular, I will describe the probability theory plus noise
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(PTN) model in detail. The binomial variance plus noise model is derived from the

PTN and builds on it. Then I provide a detailed description of the binomial variance

plus noise model. Finally, some model predictions are discussed. These predictions

will be assessed empirically in later chapters.

4.1.1 Noise and Variable Reasoning

There are few direct studies of noise in human judgements. It has only recently risen

to prominence with the advent of a number of noisy models of human judgement (e.g.

Costello & Watts, 2017; Nilsson et al., 2009). However, there is some evidence of

noisy decision making scattered among the cognitive science literature. Developmental

studies, in particular, have often noted that children are particularly noisy in their

judgements.

4.1.1.1 Developmental studies

Variability has been observed in responses where participants saw multiple trials

(Bonawitz, Denison, Griffiths, & Gopnik, 2014). Several studies have noted that children

will often choose the hypothesis that is most probable when solving problems but this

is not the case for every child and even children that chose the most likely/probable

hypothesis may not chose it on repetition, instead varying between their hypotheses

for different trials (Kushnir & Gopnik, 2005; Schulz, Bonawitz, & Griffiths, 2007;

Sobel, Tenenbaum, & Gopnik, 2004). Vul and Pashler (2008), for instance, observed

that participant judgements from simple reasoning tasks produced judgements that

suggested they were sampling from an internal distribution. This finding is in-line

with recent work has suggested that the mind approximates probabilistic inferences by

sampling (Bonawitz et al., 2014; Griffiths, Chater, Norris, & Pouget, 2012; Sanborn &

Chater, 2016). Bonawitz et al. (2014), who favour a sampling hypothesis of judgement,
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also notes that an alternative explanation is that children are "noisy maximisers" who

attempt to consistently produce a best guess but are variable due to noise in their

reasoning.

4.1.1.2 Cognitive bias literature

This pattern of variable participant responses that is observed in developmental studies

is something that is observed but not often remarked upon in research on cognitive

biases. For standard conjunction fallacy problems, the conjunction fallacy rates usually

fall around 25%–70%, contingent on a number of conditions (see chapter 2 for a

detailed discussion). A survey of within-subjects designs of these studies suggest that

participant responding is subject to random variations across scenarios. In most cases,

subjects will not commit the fallacy for all of the problems within a given experimental

set and for the occasions that they do, the same type of fallacy problem (e.g. LU

conjunctions) can elicit varied responses. Additionally, some participants will only

commit the fallacy once within a given experimental set for conjunction type problems

and avoid making the fallacy for all other conjunction problems. Fisk and Pidgeon

(1998), for instance, gave each of their participants 7 independent conjunction scenarios

and found that participant fallacy rates varied considerably for each scenario. The

conjunction fallacies ranged from 30.0%–68.8% (conditional group) and 9.9%–54.9%

(independent group) across the 7 scenarios, suggesting that some participants were

committing the fallacy for some of the scenarios but not all. Sides et al. (2002), who also

presented their participants with multiple independent conjunction scenarios, found

that approximately 90%1 of their participants committed the conjunction fallacy at

least once for 9 independent conjunction scenarios. Of the participants that committed

the fallacy, the average number of committed fallacies was 3-5 of a possible 9 across
1Approximate value across 3 experiments.
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Table 4.1 Conjunction errors (0 ≤ m ≤ 9) in Sides, Osherson, Bonini, and Viale (2002)

The number of participants who committed m fallacies in two different conditions.
Participants were highly variable in their fallacy responses.

Number of Conjunction Errors
Condition 0 1 2 3 4 5 6 7 8 9
Probability 7 8 1 6 8 5 4 3 2 1
Betting 9 5 3 6 7 8 5 1 0 1

their experiments (see table 4.1 for an example of participant’s variable responding to

Sides et al. (2002)’s conjunction scenarios).

Various studies have noted that individual differences occur in performances on

cognitive bias tasks. Stanovich and West (1998a, 1998b) recognized that individuals can

differ greatly on their performances on cognitive bias eliciting tasks, with subjects that

have higher cognitive ability performing better on cognitive bias tasks. Additionally,

individual differences in cognitive biases based on numerical reasoning ability and

conversational sophistication have been noted (Liberali, Reyna, Furlan, Stein, & Pardo,

2012; Slugoski & Wilson, 1998).

In the literature on risky-choice bias, it has been noted that framing effects2

contributed significantly to the variability of participant responses. While some

of the variability could be accounted for by problem-characteristics, not all could

be (Kühberger, Schulte-Mecklenbeck, & Perner, 1999; Mahoney, Buboltz, Levin,

Doverspike, & Svyantek, 2011). There is less evidence about the role of framing effects

on the variability of participant responses for conjunction and disjunction problems,

however, it is a robust finding that participant fallacy rates decrease significantly when

the frame is decreased or removed (e.g. Stolarz-Fantino et al., 2003)
2The nature of framing in risky-choice problems diverges from framing in conjunction problems.

Typically in risky-choice problems, frames are couched in terms of risk avoidance or risk taking.
Whereas in conjunction problems, frames are simple descriptions. When examining framing effects for
risky-choice problems, the frames will be presented in such a way that should elicit a risk-taking or
avoidance response. Framing effects for conjunction problems are elicited by varying the amount of
information available to the participant.
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4.2 Previous Models of Probabilistic Reasoning

In this section, I will discuss a general mathematical model of probability judgement

in a normatively correct reasoning process: the probability theory plus noise model

(PTN). The PTN assumes that people estimate probabilities via a mechanism that

is fundamentally rational (following standard frequentist probability theory), but is

perturbed in various ways by the systematic effects or biases caused by purely random

noise or error. It must be noted, however, that while being a complementary model,

the PTN and the binomial variance plus noise model are two separate pieces of research

and will be treated as such. The PTN argues that noise exists in judgement without

describing it while the binomial model attempts to describe that noise.

The PTN follows a line of research leading back at least to Thurstone (1927) and

continued by various more recent researchers (see, e.g. Dougherty, Gettys, & Ogden,

1999; Erev et al., 1994; Hilbert, 2012). This model explains a wide range of results on

bias in people’s direct and conditional probability judgements across a range of event

types, and identifies various probabilistic expressions in which this bias is ‘cancelled

out’ and for which people’s probability judgements agree with the requirements of

standard probability theory (see Costello & Mathison, 2014; Costello & Watts, 2014,

2016, 2017, 2018, 2019; Costello, Watts, & Fisher, 2018).

In standard frequentist probability theory, the probability of some event A is

estimated by drawing a random sample of events, counting the number of those events

that are instances of A, and dividing by the sample size. The expected value of these

estimates is P (A), the probability of A; individual estimates will vary around this

expected value. The probability theory plus noise model assumes that people estimate

the probability of some event A in exactly the same way: by randomly sampling items

from memory, counting the number that are instances of A, and dividing by the sample

size. If this process was error-free, people’s estimates would be expected to have an
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average value of P (A) (and to vary randomly around that average, due to sampling

error). Human memory is subject to various forms of random error, however. To reflect

this the model assumes that events have some chance d < 0.5 of A randomly being read

incorrectly: there is a chance d that a ¬A (not A) event will be incorrectly counted as

A, and the same chance d that an A event will be incorrectly counted as ¬A. ⟨PE(A)⟩

is taken to represent P (read as A): the probability that a single randomly sampled

item from this population will be read as an instance of A (subject to this random

error in counting). Since a randomly sampled event will be counted as A if the event

truly is A and is counted correctly (this occurs with a probability (1 − d)P (A), since

P (A) events are truly A and events have a 1 − d chance of being counted correctly), or

if the event is truly ¬A and is counted incorrectly as A (this occurs with a probability

(1 − P (A))d, since 1 − P (A) events are truly ¬A, and events have a d chance of being

counted incorrectly), the population probability of a single randomly sampled item

being read as A is

P (read as A) = ⟨PE(A)⟩ = (1 − d)P (A) + (1 − P (A))d

= (1 − 2d)P (A) + d

(4.1)

This equation gives the expected value or predicted average for people’s estimates

for the probability of some event A. Since individual estimates are produced via

sampling, individual probability estimates will vary randomly around this expected

value in an approximately binomial proportion distribution. Note that this predicted

average embodies a regression towards the center, due to random noise: estimates are

systematically biased away from the ‘true’ probability P (A), such that on average

estimates will tend to be greater than P (A) when P (A) < 0.5, and will tend to be less

than P (A) when P (A) > 0.5, and will tend to equal P (A) when P (A) = 0.5.
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According to the model, this regressive effect of random error is predicted for all

types of events, but the rate of error (and so the degree of regression) will be higher

for complex events such as conjunctions A ∧ B and disjunctions A ∨ B. This idea of

increased error for conjunctive or disjunctive events follows the standard statistical

concept of propagation of error, which states that if two variables A and B are subject

to random error, then a complex variable (e.g. A ∧ B) that is a function of those two

variables will have a higher rate of error than either variable on its own. To reflect

this, the model assumes a rate of random error of d for single events but of d + ∆d

for conjunctions and disjunctions (where ∆d represents a small increase in the rate

of random error). The PTN then predicts that the expected value of a conjunction

estimate will be:

⟨PE(A ∧ B)⟩ = (1 − 2[d + ∆d])P (A ∧ B) + [d + ∆d]

= (1 − 2d)P (A ∧ B) + d + ∆d(1 − 2P (A ∧ B))
(4.2)

and that for a disjunction estimate will be:

⟨PE(A ∨ B)⟩ = (1 − 2[d + ∆d])P (A ∨ B) + [d + ∆d]

= (1 − 2d)P (A ∨ B) + d + ∆d(1 − 2P (A ∨ B))
(4.3)

with individual estimates varying randomly around these expected values in a binomial

proportion distribution.

In this model, ∆d is understood to be present. However, this increased error in

complex events isn’t justified by the model. To address this, one of the contributions

of the binomial variance plus noise model is to provide an expression for ∆d and an

analysis of it in empirical experiments.
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4.2.1 Fallacy Occurrence

The conjunction (and disjunction) fallacy arise in this model purely as a consequence

of this random variation (see Costello & Watts, 2014, 2017). Assuming without loss

of generality that P (B) ≤ P (A), the general idea is that a reasoner’s probability

estimates for the probabilities of B and A ∧ B will both vary randomly around their

expected values ⟨PE(B)⟩ and ⟨PE(A ∧ B)⟩. This random variation means that some

individual estimates will occur where PE(B) < PE(A ∧ B), producing a conjunction

fallacy response. The closer the expected values ⟨PE(B)⟩ and ⟨PE(A ∧ B)⟩ are to each

other, the greater the chance of this fallacy response occurring. More specifically, this

model predicts that the rate of conjunction fallacy responses will increase with the

difference between average estimates

⟨PE(A ∧ B)⟩ − ⟨PE(B)⟩ = (1 − 2[d + ∆d])P (A ∧ B) + [d + ∆d] − (1 − 2d)P (B) − d

= (1 − 2d)[P (A ∧ B) − P (B)] + ∆d[1 − 2P (A ∧ B)]

(being low when this difference is negative and high when it is positive). When this

difference is negative we have ⟨PE(A ∧ B)⟩ < ⟨PE(B)⟩. Since individual estimates

PE(A ∧ B) and PE(B) are both perturbed by random noise (which is equally likely

to be positive or negative), when this difference is negative it is expected that an

individual estimate PE(A ∧ B) will randomly fall above an estimate PE(B) less than

50% of the time, producing a conjunction fallacy rate of less than 50%. Rearranging,

this difference will be positive when

∆d[1 − 2P (A ∧ B)] > (1 − 2d)[P (B) − P (A ∧ B)]
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and when this inequality holds it is expected that an individual estimate PE(A ∧ B)

will randomly fall above an estimate PE(B) more than 50% of the time, producing

fallacy rates of over 50% (and indeed as high as 85% or 90%) for some events.

In a similar way the model predicts that the rate of disjunction fallacy responses

will increase with the difference between average estimates

⟨PE(A)⟩ − ⟨PE(A ∨ B)⟩ = (1 − 2d)P (A) + d − (1 − 2[d + ∆d])P (A ∨ B) − [d + ∆d]

= (1 − 2d)[P (A) − P (A ∨ B)] + ∆d[1 − 2P (A ∨ B)]

(being low when this difference is negative and high when it is positive). Since

P (A) − P (A ∨ B) = P (A ∧ B) − P (B) we have

⟨PE(A)⟩ − ⟨PE(A ∨ B)⟩ = (1 − 2d)[P (A ∧ B) − P (B)] + ∆d[1 − 2P (A ∨ B)]

and this model predicts that for a given pair of events A and B, the rate of disjunction

fallacy occurrence should be approximately equal to the rate of conjunction fallacy

occurrences (subject to a small difference of order ∆d).

4.2.2 The Addition Law

These conjunction and disjunction fallacy predictions both concern patterns of deviation

from the requirements of normative probability theory (Costello & Watts, 2014, 2017).

Interestingly, by combining these results a prediction of agreement with one particular

requirement of normative probability theory is observed: the addition law. The addition

law states that

P (A) + P (B) − P (A ∧ B) − P (A ∨ B) = 0
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must hold for all events A and B. Substituting the expressions from eq 4.1, the PTN

also predicts that the addition law should hold on the first approximation:

⟨PE(A)⟩ + ⟨PE(B)⟩ − ⟨PE(A ∨ B)⟩ − ⟨PE(A ∧ B)⟩

= (1 − 2d)[P (A) + P (B) − P (A ∧ B) − P (A ∨ B)] + 2d − 2d = 0

and the addition law is expected to hold, on average, in people’s probability estimates

just as it does in normative probability theory. Since individual values for this sum

are perturbed by random noise in the individual estimates, it is expected that these

individual values to be distributed symmetrically around the mean of 0. It is also

expected that the average for some finite sample of values for this identity to be close to

0 (varying randomly around 0, and converging on 0 as the sample size increases). This

however, is a first-order approximation of the model that assumes that d is the same for

each type of estimate. A second-approximation of the model assumes an error rate of

d + ∆d for conjunctions and disjunctions. This is consistent with propagation of error

in probability theory which states that if two variables are subject to random error,

then a complex variable that is a function of those two variables will have a higher

rate of error than either variable on its own. For a second approximation, substituting

equations 4.2 and 4.3, gives:

⟨PE(A)⟩ + ⟨PE(B)⟩ − ⟨PE(A ∨ B)⟩ − ⟨PE(A ∧ B)⟩

= 2∆d[P (A ∧ B) + P (A ∨ B) − 1]

As −1 ≤ P (A ∧ B) + P (A ∨ B) − 1 ≤ 1 holds, then this model predicts that the value

for the identity will be within ±2∆d of 0. As the first approximation predicts the

average for the samples to vary randomly around 0, there is little difference between

the predictions of the two approximations.
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This is an important prediction as it is a case where judgements are simultaneously

rational and irrational. The responses should agree with the addition law but at the

same time, the conjunction or disjunction fallacy could be observed. Table 4.2 shows a

range of identities for which the PTN model predicts estimates should comply with

probability theory. In each case, people’s individual estimates for the pair A, B should

be consistent with the values expected by the identity. However, there many identities

where systematic deviations from probability theory are observed or predicted. In table

4.3, the identities that are predicted to deviate from probability theory by the PTN

are shown. For these, estimates for the pair A, B should produce positive values rather

than the expected value of 0. Previously, it was hard for research to reconcile rational

and irrational judgements in reasoning but here is an unambiguous situation where

both could be true for the same set of estimates (see Costello & Watts, 2016, 2018, for

a review).

Table 4.2 Probability identities predicted to hold probability theory by the PTN

Probability identities that are predicted to hold in people’s probability estimates by the
PTN. The model predicts that if identities are calculated for the estimates of the pair
A, B, then the values will be symmetrically distributed around a mean of 0. This value
is required by probability theory. Additionally, the model predicts that the positive
and negative terms of these identities, on average, should be equal.

Identity Positive terms Negative terms Predicted value
1 (P (A) + P (B)) − (P (A ∧ B) + P (A ∨ B)) = 0
2 (P (A) + P (B ∧ ¬A)) − (P (B) + P (A ∧ ¬B)) = 0
3 (P (A|B)P (B)) − (P (B|A)P (A)) = 0
4 (P (A|B)P (B) + P (A|¬B)) − (P (A|¬B)P (B) + P (A)) = 0
5 (P (B|A)P (A) + P (B|¬A)) − (P (B|¬A)P (A) + P (B)) = 0
6 (P (B|A)P (A) + P (A|¬B)) − (P (A|¬B)P (B) + P (A)) = 0
7 (P (A|B)P (B) + P (B|¬A)) − (P (B|¬A)P (A) + P (B)) = 0
8 (P (A|¬B) + P (B) + P (B|¬A)P (A)) − (P (B|¬A) + P (A) + P (A|¬B)P (B)) = 0

Note: Table reproduced from Costello and Watts (2016)
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Table 4.3 Probability identities predicted to deviate from probability theory by the
PTN

Probability identities that are predicted to deviate from probability theory in people’s
probability estimates by the PTN. The model predicts that if identities are calculated
for the estimates of the pair A, B, then the values will be positive. This is inconsistent
with probability theory.

Identity Probability theory identity Predicted value in model
9 P (A) + P (B ∧ ¬A) − P (A ∨ B) = 0 d
10 P (B) + P (A ∧ ¬B) − P (A ∨ B) = 0 d
11 P (A ∧ ¬B) + P (A ∧ B) − P (A) = 0 d
12 P (B ∧ ¬A) + P (A ∧ B) − P (B) = 0 d
13 P (A ∧ B) − P (A|B)P (B) = 0 d/2
14 P (A ∧ B) − P (B|A)P (A) = 0 d/2
15 P (A ∧ B) − P (A) + P (A|¬B)(1 − P (B)) = 0 d/2
16 P (A ∧ B) − P (B) + P (B|¬A)(1 − P (A)) = 0 d/2

Note: Table reproduced from Costello and Watts (2016)

4.3 Binomial Variance plus Noise Model

While the PTN assumes that noise in reasoning is the cause of bias, it does not provide

any description of what this noise is like or how this noise operates during judgements.

In this section, I present a simple model based on the binomial distribution to account

for the noise in human judgements. This model describes the characteristics and shape

of noise in reasoning and provides a simple first-approximation for noise in reasoning

and the resultant biases. The binomial variance plus noise model assumes that there

are two sources of variance in peoples’ responses: sampling error and counting error.

The model combines the sampling error from the binomial distribution and counting

error to account for variance and bias seen in peoples’ responses. In addition to this, I

provide a justification for the increased noise in complex judgements which is proposed

but not developed by the PTN.
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4.3.1 Binomial Variance in Judgements

In this section I describe the main theoretical contribution of this thesis, the binomial

variance plus noise model, in detail. This model makes a number of assumptions

about the reasoning process. It is assumed that the judgement process approximates

to a probabilistic sampling process. That is, when asked for an estimate on the

likelihood of an event, humans use a reasoning mechanism that is probabilistic in

nature. Probability estimation is assumed to be done via a process of sampling such

as that described in the PTN—people draw a random sample of items in memory

and count the instances of A. On this view, estimates of probability are made by

people sampling from memory. These assumptions are supported by a number of

findings. The idea that the mind handles uncertainty by sampling is consistent with

neural variability in perception (Fiser, Berkes, Orbán, & Lengyel, 2010). There is some

evidence from neuroscience research that sequential sampling from memory is done

for both perceptual and value-based judgements (see Shadlen & Shohamy, 2016, for

review and discussion). In a wide range of learning, inference and decision-making

tasks, sampling-like generalisations have been observed (e.g. Denison, Bonawitz, et al.,

2013; Sobel et al., 2004). Importantly, a range of studies have observed that when

people are required to make multiple judgements for a given task, their errors appear to

be independent, as if their judgements come from independent samples of a probability

distribution3 (Vul, Hanus, & Kanwisher, 2009; Vul & Rich, 2010). Overall, there is

strong evidence from the cognitive literature of sampling behaviour in many type of

tasks (see Vul, Goodman, Griffiths, & Tenenbaum, 2014, for a review). In addition,

sampling has previously been successfully used to generate rational process models of
3Vul and Pashler (2008) demonstrated that asking someone to ‘take a different perspective’ for

their second judgement may be more effective at producing independent samples than simply asking
them the same question again.
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cognition with ecological constraints (Griffiths, Vul, & Sanborn, 2012; Lieder, Griffiths,

& Hsu, 2018; Stewart, 2009; Stewart, Chater, & Brown, 2006).

Finally, the reasonable assumption that there is noise in the sampling process is

made. That is, as people make judgements on the probability or likelihood of events,

these judgements are subject to random variation. Judgements are then biased in

specific ways due to the characteristics of this noise.

4.3.1.1 Sampling

In probability theory, a Bernoulli trial has the simplest possible outcome—for a trial

there are only 2 possible outcomes—a success or a failure. Any scenario can be a

Bernoulli trial by labelling some event A a success, while its complement A a failure.

However, in life, judgements are rarely as simple as that—the binomial distribution

captures this probability by summing the number of successes of a Bernoulli choice

over a series of n trials.

The trials are assumed to be independent events, that is, the outcome in one trial

will have no effect on the outcome of another trial. The probability of a success in

a single trial is represented by p while the probability of failure for a given trial is

represented by q = 1 − p. As the trials are independent, the probabilities of the

occurrence of single-element events are calculated by multiplying the probability of

occurrence for the target outcome by n trials. The probability of success on every

outcome is represented by pn and the probability of failure for every trial is represented

by (1 − p)n. Every other possible combination of success and failure are represented by

p and q, for instance, the probability of success on the first trial and failure on the rest

is pqn−1 and the probability of failure on the final trial and success on the rest is pn−1q.
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The probability of x successes is given by the binomial probability formula:

P (x|N, p) =
(

N

x

)
px(1 − p)N−x (4.4)

with the mean value of the sample count being:

mean(X) =
N∑

x=0
xP (x|n, p) = pN

and the variance of the sample count is given by:

var(X) =
N∑

x=0
(x − pN)2P (x|N, p)

= Np(1 − p)
(4.5)

As the population variance of the proportion is the squared difference between each

possible sample proportion and the mean, the variance of the sample proportion PE is

given by:

var(PE) =
N∑

x=0
( x

N
− pN

N
)2P (x|N, p)

=
N∑

x=0
( [x − pN ]

N
)2P (x|N, p)

= Np(1 − p)
N2

= p(1 − p)
N

4.3.1.2 The binomial variance plus noise model

The model assumes that people estimate the probability of some event A by sampling

a set of items from memory, counting the instances of A in the sample and dividing

by the sample size. The estimate is then subject to two sources of variance: sampling
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error will result from the sample drawn from memory and counting error will result

from counting instances of A in the sample. Sampling errors result when the statistical

characteristics of the population is estimated from a subset (a sample) of the population.

The characteristics of the sample may not perfectly reflect the characteristics of the

population. Counting errors can result where ¬A is counted as an instance of A or

where A is counted as ¬A. The variance of the sample count A in this process can be

modelled, to a first approximation, via the binomial distribution. The model assumes

that the sampling of events is subject to random variance. This is represented by d.

For conjunctions and disjunctions, due to their relative complexity, they are assumed

to have increased noise relative to the constituents. To represent this increased noise

in decision-making, the noise in conjunctions and disjunctions is given by d + ∆d.

Since this variance is the average squared difference between individual sample

counts and the mean sample count, the variance of the sample proportion (that is, the

variance of the proportion of successes in a sample) can be calculated by dividing by

n2, and so the sample proportion variance for constituents is.

var(P counted as A) = [(1 − 2d)P (A) + d][(1 − 2d)(1 − P (A)) + d]
n

= [P (A) − 2dP (A) + d][2dP (A) − P (A) − d + 1]
n

(4.6)

If people are estimating probabilities via the sampling process as assumed, then

it is expected that the variance of probability estimates to approximately follow this

expression.

4.3.1.3 Form of increased error

An assumption made in the PTN model is that complex statements such as conjunctions

and disjunctions have increased error in comparison to simple events however no
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justification for it has been provided to date. Here, I develop this assumption and

provide a description of how this increased noise may be generated.

To derive an expression for the increased noise in complex statements, I argue

that the counting process may take place in two different ways. For conjunctions

(or disjunctions) that are familiar to the reasoner, such as weather events like the

probability of a day being “rainy and cloudy”, the complex event could be treated as

an ‘integral’ single item, then items in memory are counted directly as members of

a category. This mirrors how simple events are estimated. In this integral case, the

average noisy estimate for a conjunction will be:

⟨PE(A ∧ B|integral)⟩ = (1 − 2d)P (A ∧ B) + d (4.7)

and for a disjunction estimate in the integral case:

⟨PE(A ∨ B|integral)⟩ = (1 − 2d)P (A ∨ B) + d (4.8)

These expressions satisfy the addition law: by substituting equations 4.7 and 4.8 into

the addition law:

⟨PE(A)⟩ + ⟨PE(B)⟩ − ⟨PE(A ∧ B|integral)⟩ − ⟨PE(A ∨ B|integral)⟩

= (1 − 2d)(P (A) + P (B) − P (A ∧ B) − P (A ∨ B)) = 0
(4.9)

as required by standard probability theory.

However, it is also possible that a reasoner could treat A and B in the complex

event separately. In this case, there are 3 locations where an error could occur: error

in reading an item as A, error in reading an item as B and error in reading an item

as A ∧ B. This error in the conjunction could occur where an instance of A ∧ B is
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mistakenly not counted as an instance or it could occur when an item that is not an

instance of A ∧ B is read as A ∧ B.

It is assumed, for simplicity, that these 3 types of error could occur randomly at

the same rate, d. To calculate the average noisy estimate for A ∧ B in the separate

case, the expression for the probability of an item being labelled as A ∧ B under the

first two forms of error is first derived. Then this is used to find the average noisy

estimate ⟨PE(A ∧ B)⟩ of random error in reading these items.

The probability of a given randomly sampled item being labelled as an instance of a

conjunction A ∧ B is calculated as follows: the probability of an item being labelled as

an instance of A ∧ B given that it is an instance of A ∧ B is P (labelled A ∧ B|A ∧ B),

the probability of an item being labelled as an instance of A ∧ B given that it is an

instance of A but not B is P (labelled A ∧ B|A ∧ ¬B), the probability of an item

being labelled as an instance of A ∧ B given that it is an instance of B but not A is

P (labelled A ∧ B|¬A ∧ B), and the probability of an item being labelled as an instance

of A ∧ B given that it is not an instance of A nor is it an instance of B is P (labelled

A ∧ B|¬A ∧ ¬B). The total probability of a randomly sampled item being labelled

A ∧ B is obtained by summing over all possibilities for that item, each weighted by

their probability occurrence:

P (labelled A ∧ B) = P (labelled A ∧ B|A ∧ B)P (A ∧ B)

+ P (labelled A ∧ B|A ∧ ¬B)P (A ∧ ¬B)

+ P (labelled A ∧ B|¬A ∧ B)P (¬A ∧ B)

+ P (labelled A ∧ B|¬A ∧ ¬B)P (¬A ∧ ¬B)

Under a separable process, an item that is truly an instance of A∧B will be labelled

as A ∧ B if both constituents are read correctly. This occurs at the probability (1 − d)2.

The probability can then be represented by:
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P (labelled A ∧ B|A ∧ B) = (1 − d)2

An item that is truly an instance of A ∧ ¬B (or ¬A ∧ B) will be labelled as A ∧ B if

one constituent is read correctly and the other constituent is read incorrectly. This

occurs with the probability (1 − d)d which can be represented by:

P (labelled A ∧ B|A ∧ ¬B) = P (labelled A ∧ B|¬A ∧ B) = (1 − d)d

Finally, an item that is an instance of ¬A ∧ ¬B will be labelled as A ∧ B if both

constituents are read incorrectly. The probability of this occurring is d2 and is

represented by:

P (labelled A ∧ B|¬A ∧ ¬B) = d2

Substituting this into an overall expression, it gives:

P (labelledA ∧ B) = (1 − d)2P (A ∧ B) + (1 − d)d[P (A ∧ ¬B) + P (¬A ∧ B)]

+ d2P (¬A ∧ ¬B)

= (1 − 2d)2P (A ∧ B) + d(1 − 2d)[P (A) + P (B)] + d2

Finally, the average noisy estimate in the separable case is given by:

⟨PE(A ∧ B|separable)⟩ = (1 − 2d)P (labelled A ∧ B) + d

= (1 − 2d)[(1 − 2d)2P (A ∧ B) + d(1 − 2d)[P (A) + P (B)]

+ d2] + d

(4.10)

The separable disjunction estimate is calculated in the same way. The probability

of a given randomly sampled item being labelled as an instance of a disjunction A∨B is

89



4.3 Binomial Variance plus Noise Model

calculated as follows: the probability of an item being labelled as an instance of A ∨ B

given that it is an instance of A ∨ B is P (labelled A ∨ B|A ∨ B), the probability of an

item being labelled as an instance of A ∨ B given that it is an instance of A but not B

is P (labelled A ∨ B|A ∨ ¬B), the probability of an item being labelled as an instance

of A ∨ B given that it is an instance of B but not A is P (labelled A ∨ B|¬A ∨ B), and

the probability of an item being labelled as an instance of A ∨ B given that it is not

an instance of A nor is it an instance B is P (labelled A ∨ B|¬A ∨ ¬B). The total

probability of a randomly sampled item being labelled A ∨ B is obtained by summing

over all possibilities for that item, each weighted by their probability occurrence:

P (labelled A ∨ B) = P (labelled A ∨ B|A ∨ B)P (A ∨ B)

+ P (labelled A ∨ B|A ∨ ¬B)P (A ∨ ¬B)

+ P (labelled A ∨ B|¬A ∨ B)P (¬A ∨ B)

+ P (labelled A ∨ B|¬A ∨ ¬B)P (¬A ∨ ¬B)

(4.11)

Under a separable process, an item that is truly an instance of A ∨ B will be labelled

as A ∨ B if both constituents are read correctly. This occurs at the probability (1 − d)2.

The probability can then be represented by:

P (labelled A ∨ B|A ∨ B) = (1 − d)2

An item that is truly an instance of A ∨ ¬B (or ¬A ∨ B) will be labelled as A ∨ B if

one constituent is read correctly and the other constituent is read incorrectly. This

occurs with the probability (1 − d)(1 − d) which can be represented by:

P (labelled A ∨ B|A ∨ ¬B) = P (labelled A ∨ B|¬A ∨ B) = (1 − d)(1 − d)
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Finally, an item that is an instance of ¬A ∨ ¬B will be labelled as A ∨ B if both

constituents are read incorrectly. The probability of this occurring is 1 − d2 and is

represented by:

P (labelled A ∨ B|¬A ∨ ¬B) = 1 − d2

Substituting this into an overall disjunction expression, it gives:

P (labelled A ∨ B) = (1 − d)2P (A ∨ B) + (1 − d)(1 − d)[P (A ∨ ¬B) + P (¬A ∨ B)]

+ (1 − d2)P (¬A ∨ ¬B)

= (1 − 2d)2P (A ∨ B) + d(1 − 2d)[P (A) + P (B)] + 2d − d2

(4.12)

Finally, the average noisy estimate in the separable case is given by:

⟨PE(A ∨ B|separable)⟩ = (1 − 2d)P (labelled A ∨ B) + d

= (1 − 2d)[(1 − 2d)2P (A ∨ B) + d(1 − 2d)[P (A) + P (B)]

+ 2d − d2] + d

(4.13)

Again, these expressions approximately satisfy the addition law. Substituting

equations 4.10 and 4.13 into the addition law gives

⟨PE(A)⟩ + ⟨PE(B)⟩ − ⟨PE(A ∧ B|separable)⟩ − ⟨PE(A ∨ B|separable)⟩

= (1 − 2d)[P (A) + P (B) − (1 − 2d)2(P (A ∧ B) + P (A ∨ B))

− 2d(1 − 2d)(P (A) + P (B)) − 2d]

= (1 − 2d)[P (A) + P (B)][1 − (1 − 2d)2 − 2d(1 − 2d) − 2d(1 − 2d)]

= 2d(1 − 2d)[P (A) + P (B)] − 2d(1 − 2d)

= 2d(1 − 2d)[P (A) + P (B) − 1] ∽ 0

(4.14)
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and since −1 ≤ P (A) + P (B) − 1 ≤ 1 necessarily holds, the average value for this

expression across a wide range of probabilities P (A), P (B), will be 0, just as required

by standard probability theory.

To combine the measures, the probability of A and B being treated integrally or

separably must be estimated. It is possible to do this by saying that the probability of

A and B being treated separably is equal to the probability of the events occurring

separately from each other. The higher the probability, the more likely it is that A

and B will be seen separately. This can be expressed as:

P (separable) = P (A ∧ ¬B) + P (¬A ∧ B)

The probability of A and B being treated integrally is equal to the probability of A

and B occurring together, that is, if A occurs, B will occur and if A does not occur, B

does not occur. This can be written as:

P (integral) = P (A ∧ B) + P (¬A ∧ ¬B) = 1 − P (separable)

The higher the P (integral) probability is, the more likely A and B are treated integrally

and seen as one item. Overall, the expression for the average noisy probability estimate

for a conjunction is:

⟨PE(A ∧ B)⟩ = ⟨PE(A ∧ B|separable)⟩P (separable)

+ ⟨PE(A ∧ B|integral)⟩P (integral)
(4.15)

and for the disjunction is:

⟨PE(A ∨ B)⟩ = ⟨PE(A ∨ B|separable)⟩P (separable)

+ ⟨PE(A ∨ B|integral)⟩P (integral)
(4.16)
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As these expressions are very complex, they won’t be expanded on further here. However,

it is worth noting the expressions above approximately satisfy the addition law, by

substituting equation 4.15 and 4.16 into the addition law, there is good agreement

with probability theory:

⟨PE(A)⟩ + ⟨PE(B)⟩ − ⟨PE(A ∧ B)⟩ − ⟨PE(A ∨ B)⟩

= P (integral)[⟨PE(A)⟩ + ⟨PE(B)⟩ − ⟨PE(A ∧ B|integral)⟩ − ⟨PE(A ∨ B|integral)⟩]

+ P (separable)[⟨PE(A)⟩ + ⟨PE(B)⟩ − ⟨PE(A ∧ B|separable)⟩ − ⟨PE(A ∨ B|separable)⟩]

= 2d(1 − 2d)P (separable)[P (A) + P (B) − 1] ∽ 0

(4.17)

Simulations of the expressions show that they are regressive towards 0.5 in a way that

varies with P (A) and P (B) and that this regression is systematically stronger than the

regression of the simple probability estimates. Due to this, the complex expressions

can be approximated by assuming a noise rate of d for the single probability estimates

and an increased noise rate of d + ∆d for conjunction and disjunction estimates, giving

a conjunction expression of:

⟨PE(A ∧ B)⟩ ≃ [1 − 2(d + ∆d)]P (A ∧ B) + (d + ∆d) (4.18)

and a disjunction expression of:

⟨PE(A ∨ B)⟩ ≃ [1 − 2(d + ∆d)]P (A ∨ B) + (d + ∆d) (4.19)

The approximate form is used for 3 reasons. Firstly, it is expected that there will be

other forms of error that can effect the conjunction and disjunction estimates beyond

those described above. ∆d is used to reflect that uncertainty about this additional

error.
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Figure 4.1 Graph of true probability P (A∧B) versus mean noisy estimate ⟨PE(A∧B)⟩
(left) and true probability P (A ∨ B) versus mean noisy estimate ⟨PE(A ∨ B)⟩ (right)
for 2000 randomly selected probability sets. Probability sets were produced by selecting
random values for a triplet of probabilities P (B), P (A|B) and P (A|¬B) (each having a
random value chosen uniformly in the range 0 . . . 1), and using these values to calculate
associated probabilities in each set by applying the equations of probability theory (so
that P (A ∧ B) = P (A|B)P (B), P (A) = P (A|B)P (B) + P (A|¬B)(1 − P (B)), and so
on). Mean noisy estimates for each set were calculated by applying Equations 4.15
and 4.16 to the probabilities in each set (with d = 0.1). The value of ⟨PE(A ∧ B)⟩ or
⟨PE(A∨B)⟩ for each set is represented by a small black dot: the speckled areas represent
the distribution of such values associated with each true probability P (A ∧ B) (or
P (A ∨ B)). An observation for the mean noisy estimates above is that the conjunction
estimates are expected to have greater variance for low probability values and this
variability will decrease as the conjunction estimate rises. The opposite pattern is
predicted for disjunction estimates. White circles represent noisy estimates produced
by applying the ‘d’ equations (1 − 2d)P (A ∧ B) + d and (1 − 2d)P (A ∨ B) + d, also
with d = 0.1. The solid 45◦ line is the line of identity. The graph shows that mean
noisy estimates have a higher degree of regression towards 0.5 (black dots falling above
white circles when true probability is below 0.5, and below white circles when true
probability is above 0.5). This indicates that the complex expressions in Equations 4.15
and 4.16 can be approximated by a simpler ‘(d + ∆d)’ expression given in Equations
4.18 and 4.19, with the increase in error ∆d capturing this increase in regression.

Secondly, the ∆d approximation is used because it can produce noisy estimates that

agree reasonably well with those derived in the complex equations above. For example,

in simulations of 10,000 random probability values for P (A), P (B), and P (A ∧ B), the

calculated value for equation 4.10 with d = 0.1 and the calculated value of equation

4.18 with d = 0.1 and ∆d = 0.04, showed a very close fit (r = 0.99, RMSD = 0.03). A
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4.3 Binomial Variance plus Noise Model

similar close fit was obtained for equation 4.13 with d = 0.1 and equation 4.19 with d

= 0.1 and ∆d = 0.04 (r = 0.99, RMSD = 0.03). This fit also holds for different values

of d.

Finally, the approximate form is used as it makes predictions about the values of

the addition law identity that are consistent with the form of those obtained from

equations 4.10 and 4.13. Substituting equations 4.15 and 4.16 into the addition law

gives:

⟨PE(A)⟩ + ⟨PE(B)⟩ − ⟨PE(A ∧ B)⟩ − ⟨PE(A ∨ B)⟩

= 2d(1 − 2d)P (separable)[P (A) + P (B) − 1]

while substituting equation 4.18 and 4.19 into the addition law produces:

⟨PE(A)⟩ + ⟨PE(B)⟩ − ⟨PE(A ∧ B)⟩ − ⟨PE(A ∨ B)⟩

= 2∆d[P (A) + P (B) − 1]

As −1 ≤ P (A) + P (B) − 1 ≤ 1 necessarily holds, and so the average value for this

expression will be 0 for a wide range of probabilities, both models expect the addition

law to hold, on average, in people’s judgements as in probability theory, subject to a

small difference to the order of d(1 − 2d)P (separable) and ∆d, respectively.

Applying this approximate increased noise rate of d + ∆d to the variance of the

complex events, the sample proportion of variance for conjunctions is:
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4.3 Binomial Variance plus Noise Model

var(P counted as A ∧ B)

= [(1 − 2[d + ∆d])P (A ∧ B) + [d + ∆d]][(1 − 2[d + ∆d])(1 − P (A ∧ B)) + [d + ∆d]]
n

=
[P (A ∧ B) − 2[d + ∆d]P (A ∧ B) + [d + ∆d]][2[d + ∆d]P (A ∧ B) − P (A ∧ B)

− [d + ∆d] + 1]
n

(4.20)

and the sample proportion of variance for disjunctions is:

var(P counted as A ∨ B)

= [(1 − 2[d + ∆d])P (A ∨ B) + [d + ∆d]][(1 − 2[d + ∆d])(1 − P (A ∨ B)) + [d + ∆d]]
n

=
[P (A ∨ B) − 2[d + ∆d]P (A ∨ B) + [d + ∆d]][2[d + ∆d]P (A ∨ B) − P (A ∨ B)

− [d + ∆d] + 1]
n

(4.21)

4.3.2 Predictions and Modelling

This first approximation binomial variance plus noise model makes a number of

predictions regarding variance in estimates. The degree of variance for single events is

predicted by equation 4.6. The degree of variance for complex events is predicted by

equations 4.20 and 4.21. Figure 4.2 models these predictions for probability values of

p = 0 to p = 1 for sample size n = {10, 30, 50, 70, 90} and noise, d = 0 to d = 0.5 for

simple events. As complex events are assumed to be noisier than simple events, this is

modelled in figure 4.3, where a fixed ∆d of 0.05 is shown for each of the parameters.
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4.3 Binomial Variance plus Noise Model

4.3.2.1 Sample size

The variance in estimates is effected by the sample size, n, for situations where d < 0.5.

In the general case, variance decreases as sample size rises. Where n is small, the

sample variance should be high. Where n is large, sample variance should be low. As

demonstrated in figure 4.2, very high levels of variance will generally be observed for

small sample sizes. This high level of variance will decrease rapidly as the sample

size increases. Once sample size is sufficiently large, the accuracy gains received for

drawing a larger sample begin to diminish. That is, in figures 4.2 and 4.3, the variance

for sample size n = 10 is considerably larger than n = 30 but only small differences in

variance will be observed for n = 50, 70, or 90.

In situations where people are only able to draw small samples from memory such as

estimates made under time pressure or estimates made for novel stimuli, then variance

should be high. Whereas when people can draw large samples from memory, variance

will be low. Additionally, as only minimal differences are observed between variance

for sample draws of 50–90 items, this model suggests that there are optimum sample

sizes to draw from to maximise accuracy and minimise cognitive load.

4.3.2.2 Error in recall

The model predicts that variance will be affected by the level of error in recall for

situations where d > 0 and d < 0.5. In the general case, as d rises, variance will rise.

The variance for p = 0.5 is a constant for sample size, n. Where d < 0.5, p = 0.5 will

have the highest variance. As d rises to d = 0.5, variance will be the same for each p

value for a given n. The noisier the sample is, the more d will affect variance and the

less underlying probability values and sample size will affect variance. For instance, in

figure 4.2a, where d = 0, there is a pronounced affect for underlying probability on the

predicted variance, whereas in 4.2e where d = 0.4, there is only marginally different
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4.3 Binomial Variance plus Noise Model

variances predicted for the underlying probability value. In essence, this means that

when the recall is very noisy, estimates will be equally inaccurate for all probability

values. Accuracy can be improved by drawing larger sample sizes but as d rises, the

less effective this becomes.

4.3.2.3 Probability values

Variance in estimates will be greatest at p = 0.5 and declines as p approaches 0 or 1,

respectively. In all cases, variance should be symmetrical, that is, p and 1 − p should

have the same variance for any given value of d and n. In addition to this, the model

demonstrates that regardless of d, the variance for p = 0.5 is a constant for sample

size, n.

For situations where d < 0.5, the underlying probability will have a considerable

affect on the variance. Where d is low, there is a strong interaction between sample

size and probability value. As d increases, the less sample size and probability value

affect the variance. From figure 4.2, the effect of a small sample size is much more

pronounced when p is close to 0.5 than when p is close to 0 or 1. Estimates for events

with objective values near the extremes are much less variable than events near 0.5.

When d = 0.5, there is no observable effect of sample size on p values as the variance

for each p value will be the same.

4.3.2.4 Relationship between d, n and p

This interaction of sample size, error in recall, and probability values has some important

implications for estimates. Firstly, it means that under certain conditions, accurate

estimates can be obtained from small sample sizes. When n and d are low, variability

for p values near 0 or 1 is low and accurate estimates can be made for simple events.

However, for the same d and n, variability for p values near 0.5 is high and accurate
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4.3 Binomial Variance plus Noise Model

estimates cannot be made as easily for simple events. For complex events, it is more

difficult to produce accurate estimates for low n and d values, even for p values close

to 0 or 1.

Secondly, it has important implications for probability judgements such as con-

junction problems. There are few occasions where estimates are likely to be equally

variable, typically, one estimate will be more variable than the other. The accuracy

of response will be contingent on the sample size that can be drawn, the probability

values and the error in recall. Generally speaking, for accurate estimates to compare:

d should be the same for all events, sample size should be approximately equal for all

events, and probability values should be the same or symmetrical for events. Observe

the following example:

A card is drawn from a standard deck of cards.

Which is more probable?

A. The card is red (PO = 0.5)

B. The card is black (PO = 0.5)

The estimates for A and B are likely to be equally variable as the underlying

probability is the same, the sample sizes of A and B should be approximate to each

other and d can be assumed to be the same for the two events if the same sizes are

approximate. Below is another example of comparing estimate for two simple events:

A card is drawn from a standard deck of cards.

Which is more probable?

A. The card an ace (PO = 0.08)

B. The card not an ace (PO = 0.92)
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4.3 Binomial Variance plus Noise Model

Here, the probability values for A and B are symmetrical. If the sample size and d

are approximately the same for both events, the estimates should be equally variable.

If the sample size and d are not the same for the events, then the estimates are likely

to have different variances. If the sample sizes are approximate for both events but d is

different or if the sample sizes are different but d is the same for both events, then the

estimates are likely to have different variances. Above, the complexity of comparing

estimates for single events is observed. The next example focuses on the complexity of

comparing probability estimates for a constituent and conjunction.

A card is drawn from a standard deck of cards.

Which is more probable?

A. The card is a queen (PO = 0.08)

A ∧ B. The card is red and a queen (PO = 0.04)

The binomial variance plus noise model assumes that there is increased noise

in conjunctions compared to constituents. In the above case, this means that the

conjunction estimate has higher rates of regression towards 0.5 than the constituent.

Here, the conjunction is predicted to be much noisier than the constituent.

4.3.3 Second Approximation

The binomial variance plus noise model offers a simple first approximation of the

variance in probability judgement. To do this, it makes a number of assumptions that

are not realistic for human judgements—among them that both P (A) and d are fixed

values that don’t change from sample to sample. Particularly in the case of d, as it is

counting error, it can easily change from sample to sample. It is expected that since

P (A) and d are unlikely to be fixed, then people’s probability estimates should follow
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(e) d = 0.4
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Figure 4.2 The above figure displays the predicted variance in estimates for a range
of sample sizes, noise rates, and p values of 0 − 1, in steps of 0.1 for simple events
calculated using the BVN.
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(e) d = 0.4
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Figure 4.3 The above figure displays the predicted variance in estimates for a range
of sample sizes, noise rates, and p values of 0 − 1, in steps of 0.1 for complex events
calculated using the BVN. Complex events are assumed to have increased noise (d+∆d)
compared to simple events (d). In the above figures, this increased noise was modelled
for a ∆d rate of 0.05.
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and to be systematically larger than values predicted by expression 4.6, that is, the

estimates should be ‘overdispersed’ relative to the binomial proportion distribution.
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Chapter 5

Experiments 1 and 2

5.1 Experiment 1

Experiment 1 sought to investigate the variance in probability estimates using simple

natural language estimation tasks. The participants were presented with single weather

events (‘cold’, ‘rainy’) and conjunctive and disjunctive weather events (‘cold and rainy’,

‘cold or rainy’) and asked to estimate the probability or frequency of these weather

events. Each weather question was followed by a confidence question. The weather

types were presented to participants in a randomised order and the participants were

randomly assigned to one of two groups—frequency questions or probability questions.

This experiment tested a number of predictions about subjective estimates and

retrospective confidence judgements. The main motivation was to investigate variance

in responses of participants—whether participant estimates agree with probability

theory and whether the estimates were noisier for complex statements (conjunctions

and disjunctions) than constituents. From the binomial variance plus noise (BVN)

model, it is expected that complex statements should be noisier than simple statements.

The PTN predicts that estimates should comply with probability theory but produce

fallacies simultaneously.
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The role and effect of response mode on estimates in the literature is inconclusive (see

section 2.1.5 for a discussion). Here, the participants were presented with judgements

that are less complex than those typically used in cognitive bias research to examine

whether a difference would exist for estimates in frequency and probability problems

and if this difference existed, would the frequency or probability responses be noisier.

Under the BVN, it is expected that the probability estimates are noisier than the

frequency estimates.

Previous studies have also noted that participants had lower levels of confidence in

their responses after they’d committed the conjunction fallacy (Aczel, Szollosi, & Bago,

2016; De Neys, Cromheeke, & Osman, 2011). From this, it is predicted that confidence

is negatively related to fallacy rates—where confidence is high, fallacy rates should

be low, where confidence is low, fallacy rates should be high. Participants should be

more confident where their responses are less variable—that is, the expectation is to

see higher confidence scores with lower response errors.

5.1.1 Materials and Method

The materials consisted of sets of questions about the likelihood of a type of weather

on a given day and participant confidence in their answer. Each set had 7 constituents,

8 conjunctions, and 8 disjunctions (see appendix A for materials). The weather

type questions were the same for each participant in each group but displayed in a

randomised order. Each weather question was followed by a question on participant

confidence. 94 participants were recruited from the student body in exchange for course

credit, and were randomly assigned to either the frequency or the probability group.

For the frequency group, the participants were asked: Imagine a set of 100 different

days, selected at random. On how many of those 100 days do you think the weather in

Ireland will be [weather type]? Participants then indicated their answer using a scale of
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0 to 100, where 0 indicated that they thought that there would be [weather type] on 0

of those days, while 100 meant that they thought there would be [weather type] on

100 of those days.

The probability group were asked: What is the probability that the weather will

be [weather type] on a randomly selected day in Ireland? Again, they indicated their

answer on a scale of 0–100. Answers of 0 meant that the weather type would never

happen, while answers of 100 meant that the weather type was certain to happen on a

given day. Following this, they were asked to indicate how confident they were in their

answer on a scale of -5 to +5, where answers less than 0 meant that they were ‘less

confident than usual’ and answers greater than 0 ‘more confident than usual’.

5.1.2 Results

The BVN predicts that greater variability should be observed for complex statements

than for simple statements and violations of probability theory—conjunction and

disjunction fallacies—should arise as a function of two things: probability values and

noise (variance). The results below examine how these contribute variables to fallacies.

It is expected that the participant estimates should be consistent with elements of

probability theory despite the production of fallacies. To this end, the analysis will

examine a number of things; whether judgements are consistent with the addition law

and whether variability is greater for complex items than simple ones.

5.1.2.1 Fallacy rates

The total conjunction fallacy rate for the experiment was 27%. Total disjunction

fallacy rate of 53% was observed for the experiment. In general, the disjunction fallacy

rates were about 20% higher than the corresponding conjunction fallacy rate. High

conjunction fallacy rates were observed for constituents which were low in likelihood,
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e.g. Snowy vs Snowy∧Cloudy had a fallacy rate of 52%, while low conjunction fallacy

rates were observed where the constituent had a high likelihood. For the disjunction

fallacy, the opposite pattern was observed with high fallacy rates observed where the

constituent had a high likelihood and low fallacy rates where the constituent had a low

likelihood.

5.1.2.2 Response mode and fallacy rate

Some research looking at response mode have found lower fallacy rates when participants

are presented with conjunction and disjunction questions in a frequency format instead

of a probability format. To test where a difference would exist, each conjunction in

the frequency group was paired with the respective conjunction in the probability

group and a 2-sample test for equality of proportions was calculated. This found no

significant difference in fallacy rates for any of the pairs. The disjunctions in both

groups were also paired in this fashion and again, the equality of proportions test was

calculated. Again, there was no difference in the fallacy rates between the groups.1 As

the two groups produced very similar estimates and fallacy rates, they were collapsed

for the purpose of analysis.

5.1.2.3 Estimation and probability theory

Participant judgements were tested to examine whether they could appear consistent

with normative reasoning under certain conditions. An important prediction of the

PTN is that participant judgements should be in-line with the addition law even

while producing fallacies. Under the PTN, the noise in participant judgements should

cancel and produce a response that is in compliance with the addition law. The

averaged values for each P (A), P (B), P (A ∧ B), and P (A ∨ B) estimate were used to
1Only one pair were significantly different from each other—Cloudy ∨ Rainy, which had a fallacy

rate of 50% in the frequency group and 25% in the probability group, respectively.
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test this. The participants’ estimates showed good compliance with the addition law.

The estimates were close to the expected mean value of 0, with mild deviations from

this value. An overall value of 0.019 was found for the estimates. For the frequency

group, the average estimate was 0.035. In the probability group, there was even closer

compliance with with the addition law. There, the average estimate was 0.006.

From the addition law, it was observed that the estimates for the positive terms,

P (A) and P (B), should equal the estimates for the negative terms, P (A ∧ B) and

P (A ∨ B).

P (A) + P (B) = P (A ∧ B) − P (A ∨ B)

Using this, a scatterplot was constructed to investigate for compliance with probability

theory. Figure 5.1 shows a scatterplot the positive and negative terms for both groups

in experiment 1. A Deming regression was used to determine how consistent the

individual estimates were with probability theory. If the participant estimates are

consistent with probability theory, then this regression will produce a line of best fit

that follows the line of identity. As the figure shows, values for the addition law are

distributed approximately symmetrically around the line of identity, with the line of

best fit agreeing closely with the line of identity, as predicted by the PTN model. A

JZS Bayes Factor analysis based on a paired t-test of x and y values in this scatterplot

(positive terms and negative terms in the addition law) gave strong evidence in favour

of the null hypothesis that x and y values were equal (Scaled JZS Bayes Factor = 24.5),

supporting the conclusion that the addition law identity holds in individual participant

probability estimates.

5.1.2.4 Addition law and fallacy rates

The conjunction fallacy rate relative to A should follow the disjunction fallacy rate

relative to B, for any pairing of A,B. This arises as a natural consequence of the addition
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law which the PTN predicts will be related to the fallacy rates. By rearranging the

terms of the addition law, it is observed that:

P (A ∧ B) − P (A) = P (B) − P (A ∨ B)

If the participant judgements are consistent with this prediction, then analogous

responses to conjunctions and disjunctions should be observed; for example, when the

conjunction fallacy rate versus A is low, then the disjunction rate versus B should be

low. In table 5.1, the related fallacy rates P (A ∧ B) − P (A) and P (B) − P (A ∨ B) are

typically close in fallacy rate. A very strong positive correlation was observed between

the relative conjunction and disjunction fallacy rates, r = 0.912, p < 0.00001.

5.1.2.5 Variability and Probability estimates

From the PTN, it is expected that the average estimate difference between the con-

stituent and complex item can be used to predict the resultant fallacy rate for that

complex item. To test this prediction, PE(A ∧ B) − PE(A) was calculated for each

constituent and conjunction and PE(B)−PE(A∨B) was calculated for each constituent

and disjunction. This was then compared to the fallacy rates. A Pearson’s correlation

was used to examine the relationship between estimate difference and total fallacy

rate for each pairing. A strong positive correlation was observed between the average

conjunction fallacy rates and average calculated estimate difference, r = 0.77, p <

0.0005. For the disjunctions, a very strong positive correlation was observed between

disjunction fallacy rates and estimate difference, r = 0.92, p < 0.00001.

However, the average difference and the fallacy rate are two measures that are by

definition connected—one is the measure of the number of times that P (A∧B) exceeds

P(A) for the conjunction, the other a measure of, on average, how often P (A ∧ B) is

larger than P(A) for the conjunction. This also holds for the disjunction where, the
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Figure 5.1 Compliance with addition law (Expt. 1)

The figure above shows a scatterplot of all the positive and negative terms for all
estimates and participants in the frequency and probability groups of experiment 1.
The positive term is the sum of the P (A) and P (B) estimate while the negative term
is the sum of the P (A ∧ B) and P (A ∨ B). The correlation between the pairs for the
frequency group was r = 0.786, p < 0.00001. The probability group had a correlation
value of r = 0.794, p < 0.00001. As the groups were very similar in their estimates,
they were collapsed. For the scatterplot, normative probability is represented by the
line of equality, shown in grey. A Deming regression was calculated to determine the
best fit line. This is represented by the black, dashed line on the scatterplot. For the
addition law to hold, the points must be symmetrically distributed around this ‘line of
equality.’

average difference is the measure of how often P (A ∨ B) is smaller then P(A), while the

fallacy rate is the measure of how many times P (A ∨ B) is less than P(A). To address

this, the participant responses were randomly divided into two evenly sized groups

and used to calculate the two measures separately. The average estimate difference

PE(A ∧ B) − PE(A) was calculated for one group and the fallacy rate was calculated

for the second group for each constituent-conjunction pairing. This procedure was

repeated for the disjunctions. Table 5.1 which displays the average difference calculated
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5.1 Experiment 1

Table 5.2 Confidence intervals for conjunctions (Expt. 1)

The table below displays the confidence intervals for the conjunctions in experiment
1. 95% confidence intervals were constructed using the restricted estimates for the
constituent and conjunctions. From this, the overlap between each pair of probability
estimates could be calculated. A positive value shows that the estimates for the
constituent and conjunction typically overlapped and had higher fallacy rates. A
negative value meant that the estimates typically did not overlap and were associated
with low fallacy rates. A strong positive correlation was observed between fallacy rate
and confidence interval overlap, r = 0.66, p < 0.005.

P(A) 95% CI P (A ∧ B) 95% CI
P (A) P (A ∧ B) Low High Low High Overlap Fallacy
Cloudy Snowy∧Cloudy 0.68 0.76 0.06 0.18 -0.50 6%
Sunny Snowy∧Sunny 0.27 0.37 0.03 0.15 -0.12 9%
Rainy Rainy∧Warm 0.52 0.65 0.22 0.36 -0.17 9%
Windy Windy∧Sunny 0.54 0.65 0.25 0.35 -0.19 11%
Snowy Snowy∧Sunny 0.05 0.15 0.03 0.15 0.10 11%
Cloudy Windy∧Cloudy 0.68 0.76 0.52 0.64 -0.04 13%
Cloudy Cloudy∧Rainy 0.68 0.76 0.47 0.58 -0.09 19%
Rainy Rainy∧Cold 0.52 0.65 0.42 0.54 0.01 19%
Sunny Warm∧Sunny 0.27 0.37 0.21 0.32 0.05 21%
Warm Warm∧Sunny 0.25 0.36 0.21 0.32 0.06 26%
Cold Rainy∧Cold 0.56 0.67 0.42 0.54 -0.02 26%
Rainy Cloudy∧Rainy 0.52 0.65 0.47 0.58 0.06 26%
Warm Rainy∧Warm 0.25 0.36 0.22 0.36 0.10 36%
Sunny Windy∧Sunny 0.27 0.37 0.25 0.35 0.08 45%
Windy Windy∧Cloudy 0.54 0.65 0.52 0.64 0.10 49%
Snowy Snowy∧Cloudy 0.05 0.15 0.06 0.18 0.09 49%

for the restricted set of estimates and how it relates to the conjunction and disjunction

fallacy rate for that pair. Higher fallacy rates were observed when the differences were

close to zero, while lower fallacy rates were observed where the differences were much

lower than zero. Pearson’s correlations were again calculated for estimate difference

and fallacy rate. A very strong positive correlation was found for the restricted estimate

difference and the conjunction fallacy rate, r = 0.704, p < 0.002. A strong positive

relationship was also found for the disjunction rate and the restricted estimates, r =

0.831, p < 0.00001.
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Table 5.3 Confidence intervals for disjunctions (Expt. 1)

The table below displays the confidence intervals for the frequency and probability
groups in experiment 1. 95% confidence intervals were constructed for the restricted
constituent and disjunction estimates. A positive overlap shows the degree that the
estimates for the constituent and conjunction typically overlapped. Higher fallacy rates
with a larger overlap. A negative value meant that the estimates typically did not
overlap and were associated with low fallacy rates. A very strong positive correlation
is observed between the CI overlap and fallacy rate, r = 0.823, p < 0.00001.

P (B) 95% CI P (A ∨ B) 95% CI
P (B) P (A ∨ B) Low High Low High Overlap Fallacy
Snowy Snowy∨Cloudy 0.05 0.15 0.54 0.68 -0.39 4%
Sunny Windy∨Sunny 0.27 0.37 0.53 0.64 -0.17 6%
Snowy Snowy∨Sunny 0.05 0.15 0.29 0.42 -0.14 6%
Warm Rainy∨Warm 0.25 0.36 0.57 0.70 -0.21 11%
Windy Windy∨Cloudy 0.54 0.65 0.67 0.76 -0.02 26%
Rainy Cloudy∨Rainy 0.52 0.65 0.65 0.74 0.00 26%
Rainy Rainy∨Cold 0.52 0.65 0.61 0.71 0.04 30%
Warm Warm∨Sunny 0.25 0.36 0.29 0.41 0.07 32%
Sunny Snowy∨Sunny 0.27 0.37 0.29 0.42 0.07 32%
Rainy Rainy∨Warm 0.52 0.65 0.57 0.70 0.07 32%
Cold Rainy∨Cold 0.56 0.67 0.61 0.71 0.06 40%
Sunny Warm∨Sunny 0.27 0.37 0.29 0.41 0.08 45%
Windy Windy∨Sunny 0.54 0.65 0.53 0.64 0.11 45%
Cloudy Windy∨Cloudy 0.68 0.76 0.67 0.76 0.08 47%
Cloudy Cloudy∨Rainy 0.68 0.76 0.65 0.74 0.06 49%
Cloudy Snowy∨Cloudy 0.68 0.76 0.54 0.68 0.00 55%

This was repeated for a number of random groupings and the mean correlation

coefficient and 95% confidence interval was calculated for the average difference and

fallacy rate for both conjunctions and disjunctions. These values can be seen in table

5.1.

As the terms for calculating the average differences are derived from the addition

law, it was expected that there would be an inverse relationship between the conjunction

and disjunction fallacy rates for each constituent. Conjunction fallacy rates should rise

as disjunction fallacy rates fall and vice versa. This relationship is demonstrated in

table 5.1 where weather constituents that have high conjunction fallacy rates have low
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disjunction fallacy rates for the corresponding disjunction and constituents that had

low conjunction fallacy rates have high disjunction fallacy rates for the corresponding

disjunction (e.g. P (Cloudy) has a high conjunction fallacy rate for P (Snowy ∧Cloudy)

and a low disjunction fallacy rate for P (Snowy ∨ Cloudy). A significant negative

correlation was observed between the conjunction and disjunction fallacy rates, r =

-0.609, p < 0.01 for a given constituent, demonstrating that conjunction and disjunction

fallacy rates are inversely proportional to each other for a given constituent.

In general, greater variance was observed for the complex statements than the

constituents. The conjunctions were more variable than their constituent counterparts

on 81% of the occasions while the disjunctions were more variable than their constituents

on 56% of the occasions. There was greater variance observed in the probability group

where 93% of the conjunctions were more variables than their constituents than in

the frequency group where 69% of the conjunctions were more variable. For the

disjunctions, the opposite pattern was observed, with 75% of the frequency group

showing higher variance, while 38% of the probability group’s disjunctions were more

variable. Levene’s test of homogeneity of variances2 was used to determine if any of

these were more variable at statistically significant levels. In the conjunctions, 13% of

them were significantly more variable at 0.05 level, while a further 13% were significant

at the 0.1 level. For the disjunctions, Levene’s found that 13% were significantly

variable at the 0.05 level while a further 10% were variable at the 0.1 level.

To demonstrate the relationship between probability estimates and variability in

producing the fallacies, 95% confidence intervals were constructed for the constituent

and complex item from the restricted estimates. Each instance of a fallacy response

(where P (A ∧ B) > P (A) or P (A ∨ B) < P (B) was observed) was removed and

the confidence intervals were then constructed using the instances where no fallacy
2Shapiro-Wilk Test for Normality determined that Levene’s test was the most appropriate measure

for analysis of equality of variance.
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occurred. In tables 5.2 and 5.3 these values are displayed, in addition to the degree to

which the the two confidence intervals overlapped. These results demonstrate that for

high fallacy rates to occur there must be an overlap in the confidence interval of the

constituent and the complex statement. That is, that the constituent and conjunction

or disjunction estimate must be close to each other. The closer the estimates get to

each other, the more likely the fallacy is to result. Large “negative overlaps” result in

very low fallacy rates while overlaps around or above 0 will result in fallacy rates of

approximately 50%. The larger the positive overlap, the greater the fallacy rate will

be. A strong positive correlation was observed between fallacy rate and confidence

interval overlap, r = 0.66, p < 0.005.

5.1.2.6 Confidence

Participants were asked to provide confidence ratings following their estimates. Previous

research has suggested that participant confidence is lower when a fallacy has been

committed. This is a subjective measure of variance in estimates as it is hypothesised

that participants that are less confident in their responses will produce estimates with

higher variance. Overall, the participants were most confident in their constituent

estimates for both the frequency and probability groups with average scores of 2.06

and 2.67 respectively. The frequency group had mean confidence scores of 1.95 for

their conjunction estimates and 2.01 for their disjunction estimates. The probability

group had mean confidence scores of 2.55 for their conjunction estimates and 2.51 for

their disjunction estimates.

Participant responses were then divided into fallacy and no fallacy responses and

their confidence scores were calculated for each one (see table 5.4). Consistent with

previous research, participants were more confident when they hadn’t produced a fallacy

response, however, in most cases there were only small differences in confidence scores
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Table 5.4 Average response confidence scores for complex statements (Expt. 1)

The table below displays the average confidence scores for the conjunctions and disjunc-
tions. Overall, participants that made fallacies were less confident than participants
that made no fallacies, however, only the frequency disjunction group had a statistically
significant difference in confidence scores. Here, the participants that made no fallacies
were significantly more confident than the cohort that made a fallacy. In addition to
this, the probability group were significantly more confident in their estimates than
the frequency group.

Frequency Probability
No fallacy Fallacy No fallacy Fallacy

Conjunctions 1.94 1.78 2.54† 2.50†

Disjunctions 2.34* 1.51 2.48 2.46†

* Significantly higher confidence scores for the participants
that made no fallacy, p < 0.001.

† Significantly higher confidence scores for the for the par-
ticipants gave probability estimates than those that gave
confidence scores for the corresponding frequency esti-
mates, p < 0.001.

between the fallacy and no fallacy occurrences. For the frequency group, participants

were significantly more confident in their disjunction estimates when they had made

no fallacy. For the probability group, the differences in the confidence scores for the no

fallacy versus fallacy estimates were only minimal.

To investigate whether self-reported confidence is a good predictor of fallacy rates,

the average confidence scores were calculated for each of the constituents, conjunctions,

and disjunctions. The difference in confidence between complex judgement and simple

judgement were calculated and then correlated with fallacy rate. Overall, no relationship

was observed between the confidence scores and the fallacy rates for conjunctions, r =

0.043, p > 0.05 or for disjunctions, r = -0.067, p > 0.05. These results can be seen in

tables 5.5 and 5.6.
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Table 5.5 Response confidence and conjunction fallacy rates (Expt. 1)

The average confidence scores and the fallacy rates are contrasted below. The average
difference in confidence scores were calculated for each constituent-conjunction pair.
These were compared with the average fallacy rates for each pair. Pearson’s correlations
found no relationship between confidence and fallacy rate for conjunctions, r = 0.043,
p > 0.05.

Mean confidence Score
Constituent Conjunction Constituent Conjunction Difference Fallacy
Cloudy Snowy∧Cloudy 2.79 2.58 -0.21 6%
Rainy Rainy∧Warm 2.72 1.89 -0.83 9%
Sunny Snowy∧Sunny 1.81 3.02 1.21 9%
Windy Windy∧Sunny 2.16 1.84 -0.32 11%
Snowy Snowy∧Sunny 2.32 3.02 0.7 11%
Cloudy Windy∧Cloudy 2.79 2.14 -0.65 13%
Cloudy Cloudy∧Rainy 2.79 2.22 -0.56 19%
Rainy Rainy∧Cold 2.72 1.81 -0.91 19%
Sunny Warm∧Sunny 1.81 2.2 0.39 21%
Warm Warm∧Sunny 2.2 2.17 -0.03 26%
Cold Rainy∧Cold 2.49 1.81 -0.69 26%
Rainy Cloudy∧Rainy 2.72 2.22 -0.49 26%
Warm Rainy∧Warm 2.2 1.89 -0.31 36%
Sunny Windy∧Sunny 1.81 1.84 0.03 45%
Windy Windy∧Cloudy 2.16 2.14 -0.02 49%
Snowy Snowy∧Cloudy 2.32 2.58 0.25 49%

5.1.3 Discussion

As predicted by the binomial variance plus noise model, the results from experiment

1 demonstrated that participants are typically more variable for conjunction and

disjunction estimates than they are for constituents. The rate at which the conjunction

or disjunction fallacy was made by participants varied greatly for each constituent pair

but the range of fallacy rates observed for the pairings are in-line with those observed

in previous research (4% - 48% for conjunctions and 5% - 55% for disjunctions). The

participants’ estimates were consistent with probability theory (in terms of the addition

law) while simultaneously deviating from probability theory (in terms of frequent

occurrence of the conjunction and disjunction fallacies). Rates of occurrence of the
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Table 5.6 Response confidence and disjunction fallacy rates (Expt. 1)

The average difference in confidence scores were calculated for each constituent-
disjunction pair and then these measures were correlated. No relationship between
confidence and disjunction fallacy rate, r = -0.067, p > 0.05 was observed.

Mean confidence Score
Constituent Disjunction Constituent Disjunction Difference Fallacy
Snowy Snowy∨Cloudy 2.32 2.26 -0.06 4%
Snowy Snowy∨Sunny 2.32 1.94 -0.39 6%
Sunny Windy∨Sunny 1.81 3.92 2.11 6%
Warm Rainy∨Warm 2.2 2.27 0.07 11%
Windy Windy∨Cloudy 2.16 2.44 0.28 26%
Rainy Cloudy∨Rainy 2.72 2.83 0.11 26%
Rainy Rainy∨Cold 2.72 4.22 1.51 30%
Warm Warm∨Sunny 2.2 2.2 -0.03 32%
Sunny Snowy∨Sunny 1.81 1.94 0.13 32%
Rainy Rainy∨Warm 2.72 2.27 -0.44 32%
Cold Rainy∨Cold 2.49 4.22 1.73 40%
Sunny Warm∨Sunny 1.81 2.2 0.39 45%
Windy Windy∨Sunny 2.16 3.92 1.76 45%
Cloudy Windy∨Cloudy 2.79 2.44 -0.34 47%
Cloudy Cloudy∨Rainy 2.79 2.83 0.04 49%
Cloudy Snowy∨Cloudy 2.79 2.26 -0.53 55%

conjunction and disjunction fallacy were closely connected to difference in estimates,

variance, and overlap measures which are in-line with the BVN and PTN’s predictions.

This has important implications for the production of fallacies as the high fallacy rates

seem to arise due to a combination of comparably high variance in the conjunction or

disjunction and probability estimates for the constituent that consistently overlap with

the conjunction or disjunction probability estimates. Lower fallacy rates are typically

observed where the estimates are far apart.

Unlike some findings in the literature, there was no significant observed difference

between the frequency and probability groups in their estimates or fallacy rates. This

was a consistent observation for both the conjunctions and disjunctions, with most

pairs only differing by a few percentage points between the two response modes and no
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statistically significant difference found upon analysis. Previous research had suggested

that fallacy rates could be manipulated by varying the response mode. The stimuli set

used was more complex than the simple events used here, which may account for the

observed difference. However, as predicted by the binomial variance plus noise model,

frequency estimates were less variable than the probability estimates for conjunction

problems. For disjunctions, the opposite pattern was observed.

It was hypothesised that participant confidence in their responses could function

as a subjective measure of variance which lower confidence scores being indicative of

higher fallacy rates. Participants were less confident when they had made a fallacy

but significance was rarely observed between the confidence scores. Participants with

high confidence scores were typically little better at avoiding fallacies than participants

with low confidence scores.

Experiment 1 has established three important things: participants can be consistent

with probability theory and still commit the fallacies, that variance exists between

question types for participants, and that participants can be variable for the same

question types. However, for a proper examination of the binomial variance plus noise

model, participant responses need to be investigated to discover whether participants

will be variable in their estimates for the same conjunction or disjunction problem if

presented to them repeatedly. To investigate this, participants must provide repeated

estimates for the same stimulus and their ‘internal’ variability must be examined in

relation to their fallacy rates. Then the responses can be examined to learn whether

variance will arise under these conditions.

5.2 Experiment 2

This experiment sought to examine the variance in probability estimates for simple

natural language estimation tasks as in experiment 1. Here, constituents, conjunctions
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and disjunctions were repeatedly presented to participants to elicit estimates on different

types of weather events. The binomial variance plus noise model emphasises that biases

result due to internal noise, that is, that a participant will have variable responses for

when they are asked for repeated estimates of the same thing.

Each of the stimuli were presented to participants repeatedly and in randomised

order. Few experiments have looked as individual participant variability on the same

probability judgements to date so repeated judgements will provide an opportunity to

examine both variability and consistency of fallacy production for each participant.

5.2.1 Materials and Method

The materials consisted of two sets of questions of the likelihood of specific weather

conditions on a given day. The sets were designed so that participants were asked

to assess weather conditions of high, medium, and low likelihoods. Set A had four

constituents, three conjunctions, and three disjunctions. Set B also consisted of four

constituents, three conjunctions, and three disjunctions. A full list of the materials is

available in appendix B.

The questions about the likelihood of the weather conditions appeared on screen in

front of the participants and they had to submit their estimate by moving a dial on a

slider. Participants were asked: What is the probability that the weather will be [weather

type] on a randomly selected day in Ireland? The slider had a minimum value of 0

and a maximum value of 100. An estimate of 0 meant zero chance of that particular

weather occurring on a given day. An estimate of 100 meant that the weather was

certain to occur on a given day. To examine variability in estimates, each of the 10 set

items were presented 5 times in a randomized order to the participant. In total, each

participant was asked for 50 probability estimates. Unlike experiment 1, participants

were only asked for probability responses.
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87 participants were recruited from the student body in exchange for course credit.

They were randomly assigned one of the two question sets. They were given a brief

description of their task (assessing the likelihood of weather conditions on a given day)

and informed that there was no time limit on task completion. The participants were

asked to provide probability judgements for statements for the type of weather that

appeared on-screen. At no stage did they have access to their previous responses.

5.2.2 Results

Participants who did not complete the task were excluded from the final analysis.

In total, 6 participants failed to complete the task and were excluded from the final

analysis. The results for the remaining 81 participants are given below.

5.2.2.1 Fallacy rates

The total conjunction fallacy rate for the sample was 25%. A wide range of fallacy

rates was observed for the conjunctions, with fallacy rates of 0% to 68% depending

on the constituent-conjunction pair. An overall disjunction fallacy rate of 23% was

observed for the sample. As with the conjunction fallacy rate, a wide range of fallacy

rates were observed, fallacy rates of 0% to 57% were observed depending on the

constituent-disjunction pair. These results can be observed in table 5.7.

5.2.2.2 Estimation and Probability Theory

It is predicted that participant estimates should be consistent with probability theory

in terms of the addition law. Averaged values for each of the A,B pairings were used

to test the agreement with the addition law. If the estimates are consistent with the

addition law, then the terms should sum to zero. Overall, as with experiment 1, the

participants’ estimates showed good compliance with the addition law. For all the
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Figure 5.2 Compliance with addition law (Expt. 2)

The figure above shows a scatterplot of all the averaged positive and negative terms
for all estimates and participants in experiment 2. The positive term is the sum of
the P (A) and P (B) estimate while the negative term is the sum of the P (A ∧ B) and
P (A ∨ B). The correlation between the pairs was r = 0.881, p < 0.00001. Normative
probability is represented by the line of equality, shown in grey. A Deming regression
was calculated for both to determine the best fit line. This is represented by the dashed
black line on the scatterplot.

pairings, the values were close to the expected normative value of 0, showing only mild

deviations above and below that value, with an overall mean value of 0.004.

The positive P (A) +P (B) and negative P (A∧B)−P (A∨B) terms of the addition

law were calculated for each participant to analyse individual agreement with probability

theory. The results of these calculations are shown is figure 5.2. For the addition

law to hold, the points must be symmetrically distributed around a line of equality

which represent normative probability. A Deming regression was calculated using

the participant estimates to investigate whether the estimates were consistent with

probability theory. This relationship is demonstrated in figure 5.2 where each of the

points are distributed as predicted around the line of equality and the slope of the
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line of equality and regression line show only mild deviation from each other. A JZS

Bayes Factor analysis based on a paired t-test of x and y values in this scatterplot gave

strong evidence in favour of the null hypothesis that x and y values were equal (Scaled

JZS Bayes Factor = 11.2), supporting the conclusion that the addition law identity

holds in individual participant probability estimates.

5.2.2.3 Addition law and fallacy rate

The PTN predicts that the fallacies rates will be related via the addition law. The

conjunction fallacy rate relative to A should follow the disjunction fallacy rate relative

to B, for any pairing of A,B. This arises as a natural consequence of the addition law.

There are strong indications that this is the case in table 5.7, with the fallacy rates for

P (A ∧ B) vs. P (A) and P (B) vs. P (A ∨ B) strongly correlated for the participants’

judgements, r = 0.729, p < 0.001.

5.2.2.4 Variability in probability estimation

The BVN predicts that the fallacy rates arise as a function of variance in the probability

estimates with higher variance observable in the conjunction and disjunction statements

than in the constituents. As each of the constituents, conjunctions, and disjunctions

were presented multiple times to participants, it was possible to measure the variance

for each event and type in the sample and examine how it relates to the observed

fallacy rates.

As in experiment 1, the prediction from the PTN that the estimate difference

between the constituent and complex item could be used to predict fallacy rate was

tested, first by calculating the overall estimate difference for each conjunction and

disjunction and comparing it to the fallacy rate for that item and then by comparing

a restricted estimate difference to the fallacy rate. The overall estimate difference
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Figure 5.3 Inconsistent fallacy production as a product of estimate difference (Expt. 2)

The average difference in conjunction estimate minus the constituent estimate PE(A ∧
B) − PE(A) was calculated for each participant as was whether they were consistent
in producing the conjunction fallacy in their responses and the frequency of each
difference-fallacy pair. The average difference values were then placed in bins of 0.1 in
magnitude between -0.95 to 0.95. A consistent response occurred when the participant
produced 0 or 5 fallacy responses out of 5 repetitions for a conjunction while an
inconsistent response occurred when the participant produced 1–4 fallacy responses
for a given conjunction. The PTN predicts that the inconsistent estimates should be
grouped around 0 while the consistent responses will have negative average differences
for those that produce 0 errors and positive average differences for those that produce 5
errors. In the figure, a 0% fallacy response occurred most frequency when the average
difference between estimates was 0 or less (the darkest bars in the figure). 100% fallacy
rates occurred when the average difference in estimates was greater than 0 (the white
bars in the figure). Average differences were ‘binned’ in blocks of 0.1, so all estimate
differences that fell between -0.05 to +0.05 were placed in the ‘0’ bin. In the case of
the 100% fallacy rate, a small number of positive average differences fell between 0
and +0.05 and hence, were placed in the ‘0’ bin. For fallacy rates between 0%–100%,
the average differences in estimates were more frequently found varying around 0 (the
grey bars in the figure).
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Table 5.8 Confidence intervals for conjunction estimates (Expt. 2)

The 95% confidence intervals for the constituent-conjunction pairs in experiment 2. As
in experiment 1, the restricted estimates were used to calculate the confidence intervals.
A positive value for the overlap meant that the estimates were typically close to each
other, while a negative overlap meant that the estimates were typically far from each
other. A strong positive correlation was observed between fallacy rate and confidence
interval overlap, r = 0.653, p < 0.05.

P(A) 95% CI P(A ∧ B) 95% CI
P(A) P(A ∧ B) Low High Low High Overlap Fallacy
Cloudy Cloudy∧Snowy 0.64 0.73 0.07 0.13 -0.51 0%
Windy Windy∧Sunny 0.58 0.69 0.35 0.45 -0.13 0%
Rainy Rainy∧Warm 0.53 0.64 0.19 0.29 -0.24 5%
Cloudy Windy∧Cloudy 0.64 0.73 0.53 0.63 -0.01 10%
Cold Rainy∧Cold 0.57 0.68 0.5 0.62 0.05 24%
Warm Rainy∧Warm 0.27 0.34 0.19 0.29 0.02 24%
Sunny Warm∧Sunny 0.3 0.39 0.23 0.31 0.01 25%
Windy Windy∧Cloudy 0.58 0.69 0.53 0.63 0.05 30%
Rainy Rainy∧Cold 0.53 0.64 0.5 0.62 0.09 35%
Warm Warm∧Sunny 0.27 0.34 0.23 0.31 0.04 38%
Sunny Windy∧Sunny 0.34 0.42 0.35 0.45 0.07 47%
Snowy Cloudy∧Snowy 0.05 0.09 0.07 0.13 0.02 68%

was calculated for each conjunction using PE(A ∧ B) − PE(A). The difference for the

disjunctions was calculated using PE(A) − PE(A ∨ B). This was then compared to

the overall fallacy rate. A Pearson’s r correlation found a strong positive relationship

between average estimate difference and conjunction fallacy rate, r = 0.862, p < 0.0005

and a strong positive correlation between average estimate difference and disjunction

fallacy rate, r = 0.86, p < 0.0005.

As in experiment 1, to address the fact that the fallacy rate and estimate difference

are connected, the fallacy rate and estimate difference were separated and used to

predict fallacy rates. The participant responses were divided randomly into two

difference groups to calculate the measures. The average estimate difference for each

constituent and its conjunction and disjunction was calculated for one group. The

conjunction and disjunction fallacy rates were calculated for the other group.
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Table 5.9 Confidence intervals for disjunction estimates (Expt. 2)

The 95% confidence intervals for the constituent-disjunction pairs for experiment 2. A
positive overlap demonstrated that the estimates for the constituent-disjunction pair
overlapped to some degree. A strong positive correlation is observed between the CI
overlap and fallacy rate, r = 0.707, p < 0.05. The greater the negative overlap, the
lower the fallacy rate. Positive overlaps are associated with fallacy rates greater than
50%.

P(B) 95% CI P(A ∨ B) 95% CI
P(B) P(A ∨ B) Low High Low High Overlap Fallacy
Snowy Cloudy∨Snowy 0.05 0.09 0.51 0.62 -0.42 0%
Sunny Windy∨Sunny 0.34 0.42 0.64 0.72 -0.22 0%
Warm Rainy∨Warm 0.27 0.34 0.51 0.61 -0.17 10%
Warm Warm∨Sunny 0.27 0.34 0.37 0.47 -0.03 10%
Windy Windy∨Cloudy 0.58 0.69 0.73 0.81 -0.04 14%
Sunny Warm∨Sunny 0.3 0.39 0.37 0.47 0.02 19%
Cloudy Windy∨Cloudy 0.64 0.73 0.73 0.81 0.00 24%
Windy Windy∨Sunny 0.58 0.69 0.64 0.72 0.05 29%
Rainy Rainy∨Cold 0.53 0.64 0.63 0.73 0.01 33%
Cold Rainy∨Cold 0.57 0.68 0.63 0.73 0.05 48%
Rainy Rainy∨Warm 0.53 0.64 0.51 0.61 0.08 57%
Cloudy Cloudy∨Snowy 0.64 0.73 0.51 0.62 -0.02 57%

A Pearson’s r correlation was used to examine the relationship between restricted

estimate difference and total fallacy rate for each pairing. A significant positive

correlation of r = 0.779, p < 0.001 was observed for the restricted estimate difference and

the conjunction fallacy rate. A significant positive correlation of r = 0.819, p < 0.001

was observed for the restricted estimate difference and the disjunction fallacy rate. For

differences greater than 0, fallacy rates greater than 50% are observed. For differences

around 0, fallacy rates close to 50% are observed and for differences less than 0, fallacy

rates less than 50% are observed. Table 5.7 displays the restricted differences and

fallacy rates.

The calculations were repeated for a number of random groupings and the mean

correlation coefficient and 95% confidence interval was found for the average difference
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and fallacy rate for both conjunctions and disjunctions. These values can be seen in

table 5.7.

The conjunction and disjunction fallacy rates are related for a given constituent,

as seen in table 5.7, weather constituents that typically have high conjunction fallacy

rates, have low disjunction fallacy rates, while constituents with high disjunction

fallacy rates have low conjunction fallacy rates. A significant negative correlation was

observed between the conjunction and disjunction fallacy rates, r -0.738, p <0.001,

demonstrating that conjunction and disjunction fallacy rates for a given constituent

are inversely proportional to each other.

It is predicted that fallacy rates should occur inconsistently, that is—the participants

should be variable in their responses—when the calculated difference between the

conjunction and constituent is 0. Inconsistent fallacy production occurred when the

participant produced a fallacy response for 1, 2, 3, or 4 of the possible 5 occasions

for each weather type. A consistent fallacy response occurred when the participants

produced either 0 or 5 fallacy responses for the five possible occasions. For the sample,

51% of the responses were consistent and 49% were inconsistent. Each fallacy response

and the corresponding average difference between the conjunction and constituent

estimate were calculated, the results are shown in figure 5.3. Participants that produced

0 fallacy responses had an average difference between the conjunction and constituent

estimates of 0 or less. Participants that have five fallacy responses had positive average

differences. Participants that had inconsistent responses have differences grouped

around 0, with a pattern of increasingly positive results observed for the higher fallacy

responses made as predicted.

5.2.2.4.1 Variability As in experiment 1, 95% confidence intervals were con-

structed for the constituents and complex items using the estimates where no fallacy

had occurred. Then the overlap between the two CIs was compared to the fallacy rates.

128



5.2 Experiment 2

High fallacy rates typically occurred when there was both a positive overlap between

the respective confidence intervals between the constituent and complex variability

(see tables 5.8 and 5.9). A strong positive correlation was observed between the degree

of CI overlap and the fallacy rate for both the conjunction fallacy, r = 0.653, p < 0.05

and the disjunction fallacy, r = 0.707, p < 0.05. The further apart the constituent

and conjunction or disjunction values were, the less likely a fallacy would occur, while

fallacies were much more likely to occur where the confidence interval approached or

exceeded zero.

5.2.2.4.2 Individual variability As the participants had given multiple estimates

for each constituent, conjunction and disjunction, each participant’s individual vari-

ability could be used to assess the BVN model’s predictions. In total, each participant

has 6 occasions where the constituent and conjunction variability could be compared

(e.g. Cloudy vs. Cloudy ∧ Snowy and Snowy vs. Cloudy ∧ Snowy) and 6 occasions

where the constituent and disjunction variability could be compared (e.g. Cloudy

vs. Cloudy ∨ Snowy and Snowy vs. Cloudy ∨ Snowy). For the conjunctions, 65% of

participants were equally or more variable for their individual conjunction estimates

than for their constituent estimates. For the disjunctions, 70% of participants were

equally or more variable for their individual disjunction estimates. The summary of

these results can be seen in figure 5.4 where the individual variance is compared to the

fallacy rates. Fallacies are more likely to occur when the conjunction or disjunction is

more variable than the constituent.

5.2.3 Discussion

Consistent with the previous experiment, participant judgements were in agreement

with probability theory. Again, there was strong evidence that their estimates were

in-line with the addition law, with only minor deviations being observed. While the
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Figure 5.4 Fallacy rate and individual variance (Expt. 2)

The relationship between the the difference in variance and the fallacy rate for ex-
periment 2 for individual estimates is shown above. Each participant gave multiple
estimates for the same constituent, conjunction and disjunction, so individual fallacy
rates and variance for probability estimates could be calculated for each participant.
Fallacies typically occurred when there was a positive overlap in confidence intervals
and when there was a positive difference in variance—that is, when the complex item
was more variable than the constituent. Low fallacy rates were more likely to occur
when there was a negative difference in variance or no overlap between constituent
and complex CI. Above it is observed that for fallacies to occur, the conjunction or
disjunction is typically more variable than the constituent. In general, the complex
events were more variable than the simple ones.

estimates were consistent with this aspect of probability theory, participants still

produced both conjunction and disjunction fallacies at varying rates, depending on the

question posed to them.

To address the prediction of the BVN model that people would be variable in

their probability estimates for the same items, participants were repeatedly presented

with the same judgements and asked to provide estimates for them on each occasion.

This overwhelmingly demonstrated that participant judgements are noisy—estimates

typically varied from one occasion to the next and the complex statements had more

variance than the constituents. The conjunctions were typically more variable where

the high fallacy rates were observed. For disjunctions, they were usually more variable
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than their constituents regardless of fallacy rate. Additionally, high fallacy rates are

commonly observed where the constituent and complex estimates are close to each

other. This is consistent with the noisy model which predicts that fallacy rates are

due to the higher variance in the conjunction pushing the conjunction estimate above

the constituent estimate. If the conjunction and constituent are close in value, then

this is more likely to happen. Generally, it has been found in the literature that high

probability—low probability constituent pairings (PLow(A) vs. PLow(A)∧PHigh(B)) tend

to produce the highest fallacy rates. The results in experiment 2 are consistent with

this finding. However, here, as in the literature, “high-low” is a subjective observation

of a constituent probability value that is a priori decided by the researcher rather than

based on an objective, observable probability value. Further research is needed on

whether this would hold if objectively high and low constituents were used.

Furthermore, it was observed that participants are frequently inconsistent in produc-

ing fallacies for the same stimulus, as predicted by the BVN model. If participants are

producing estimates through a sampling and counting process, then it is expected that

repeated sampling will produce different estimates for each trial. For the conjunctions,

nearly half of all the estimates were inconsistent, i.e. participants produced a fallacy

for some but not all of the repeated estimates for a given stimulus. A 100% fallacy rate

for any of the stimuli was rare, with the majority of consistent responses being the 0%

fallacy rate. Analysis of the relationship between fallacy rates and variance in proba-

bility estimates demonstrated that fallacy typically occurred where the conjunction or

disjunction was more variable than the constituent. Complex statements are typically

more variable than constituents. Fallacy rates are a product of both variance in the

estimates and the “true” probability values of the stimuli. Little research has been done

where the objective probability is known or even available to the researchers. Stimuli

such as the “Linda problem” have only subjective probabilities. For other research
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that uses real world events—like the weather events used here or future sporting

events (e.g. Teigen et al., 1996b)—it might be possible to calculate objective values for

them but at best these are non-stationary and it is typically truer to say that these

have subjective probability values too. To fully understand the role of probability

in producing estimates and its impact on fallacy rates and whether participants are

objectively skilled reasoners, participants must produce estimates for stimuli that have

accessible, objective probability values. Participants produce fallacies at a varying

rates but without access to the objective probabilities, it is difficult to fully determine

why this range of results exists. This issue will be addressed in experiment 3.
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Chapter 6

Experiments 3 and 4

6.1 Experiment 3

For experiment 3, the impact of two factors on variability—probability values and

sample size—are investigated. Typically, research on the conjunction and disjunction

fallacy has not used experimental stimuli that has observable objective probabilities,

most of the research to date has employed stimuli with subjective probabilities, e.g.

scenarios about people. The binomial model predicts that variance in estimates will be

affected by the probability values of the stimuli. Here, the participants were presented

with simple judgements where the underlying, objective probability was controlled. The

relationship between variability of estimates and probability value can be examined.

In addition to this, the role of sample size in probability estimates and variability can

also be examined. To this end, participants were presented with stimuli that preserves

the underlying probabilities while modifying the sample size.

To examine the internal variability of the participants, they were presented with

repeated probability judgements. They saw images where each image contains a set

number of shapes differing in colour (red, white, or green) and configuration (solid

or hollow). For each image, participants were asked to estimate the probability of an
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event (a randomly selected shape being red, for example). The true probability of

events in these images were held constant across multiple presentations (but with the

images themselves varying as to the position of the shapes on the screen each time), as

described below. As each participant saw multiple presentations of the same probability

question (multiple questions for which the objectively correct probability was the same),

the degree of random variation in participant estimates could be calculated. Some

questions asked about simple events (a shape being red, being hollow, etc.) while

other questions asked about conjunctive and disjunctive events (a shape being red

and solid, a shape being white or hollow, etc.) Two distinct sets of images were used,

with objective probabilities held constant in each set (see below). The images from

these two sets were interspersed with each other. Participants answered questions

on 460 images in total. Images were only on screen for a short time (2 seconds), so

participants did not have time to count the occurrence of shapes of different types.

Images were presented in randomised order.

6.1.1 Materials

The images consisted of shapes of three colours—colours C1, C2, and C3 respec-

tively—and 2 shape configurations—S1 and S2—with fixed probabilities (a full break-

down of the configurations is available in appendix C). To prevent the participants

from remembering or recognising the images after multiple repetitions, the actual

colour varied from image to image, so sometimes colour C1 was white, sometimes colour

C1 was red, and sometimes colour C1 was green, but the objective probability value

assigned to C1 remained the same. The colours varied in the same way for colour C2

and colour C3. The actual configuration of the shapes also varied from image to image

so sometimes configuration S1 was the solid shapes and sometimes configuration S1

was the hollow shapes. As with C1, the objective probabilities were held constant.
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Conjunction and disjunctions were created for a number of combinations of colour and

configuration such as P(C1 ∧ S1), P(C1 ∧ S2), and P(C2 ∨ S1).

For each type C1, C2, C3, S1, S2, C1 ∧ S1, C1 ∧ S2, etc., there were 20 images asking

participants to estimate the probability of that type. In practice, this meant that the

participants saw 20 images asking them to estimate the probability of colour C1, 20

images asking them to estimate the probability of colour C2, 20 images asking them to

estimate the probability of configuration S1, and so on.

Each image presentation included a question to elicit a probability judgement. For

the colour probability questions, participants were presented with questions in the

form: “What is the probability of picking a shape that is [colour C1]?” or “What is

the probability of picking a shape that is [colour C2]?” For the configuration questions,

participants were presented with questions in the form: “What is the probability of

picking a shape that is [configuration S1]?” or “What is the probability of picking

a shape that is [configuration S2]?” The conjunction and disjunction questions took

the same form. For instance, the question to elicit a probability judgement for the

objective probability of 0.63 in set 1 would be: “What is the probability of picking a

shape that is [colour C1 AND configuration S1]?”

6.1.1.1 Set 1 - Probability values

The stimuli in set 1 were designed to investigate how probability values effect variability.

In set 1, colour C1 had a fixed probability of 0.7, colour C2 had a fixed probability of 0.2,

and colour C3 had a fixed probability of 0.1. Configuration S1 had a fixed probability

of 0.9 and configuration S2 had a fixed probability of 0.1. The conjunctions for set 1

were created using the following colour and configuration combinations: P(C1 ∧ S1),

P(C2 ∧ S1), and P(C2 ∧ S2). These corresponded to the objective probability values of

0.63, 0.18, and 0.02. The disjunctions for set 1 were created using the following colour
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and configuration combinations: P(C1 ∨ S1), P(C2 ∨ S1), P(C1 ∨ S2), and P(C2 ∨ S2).

These disjunction combinations corresponded to the the objective probability values

of 0.97, 0.92, 0.73, and 0.28. Participants viewed 220 images of 20 geometric shapes

on a computer screen with a probability question. Colour C3 was excluded from the

probability questions for this set (as both C3 and S2 had objective probability value of

0.1).

6.1.1.2 Set 2 - Sample size

Set 2 was designed to investigate how sample size affects probability estimation and

variability. To this end, the probability values were fixed for each level. For set 2,

colour C1 had the fixed probability of 0.333, colour C2 had the fixed probability of

0.333, and colour C3 had the fixed probability of 0.333. Configuration S1 had the fixed

probability value of 0.5 and configuration S2 had the fixed probability value of 0.5.

The conjunction for set 2 had the value of 0.17. Any combination of C1, C2, C3 and

S1, S2 would give this value. The disjunction had the objective probability value of

0.67. Again, any combination of C1,C2,C3 or S1,S2 would give this value.

Participants viewed 240 images of geometric shapes in a computer screen. Each

image consisted of 12, 24, or 36 shapes (levels 1, 2, and 3 respectively). Each of the

objective probability values of 0.333, 0.5, 0.17, and 0.67 were presented 20 times for

each of the 12, 24 and 36 shape images.

6.1.2 Method

Participants were seated at a screen. Each participant began with a training trial of

sample stimuli to familiarize themselves with the task (see figure 6.1). Training trials

used different probability combinations to the main experiment. Once the participants

were comfortable with the task, they moved onto the experimental trials. The static
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[Probability Question]

50%

Next

0 10.5

Figure 6.1 Example stimulus image.

The figure above displays example stimuli image from experiments 3 and 4 in grey scale.
While the shape types and colours changed between images, the underlying proportions
remained constant. The image above shows a configuration from experiment 3 which
has a shape configuration of 0.9 for solid shapes and 0.1 for hollow shapes. The colours
have fixed probabilities of 0.7, 0.2, and 0.1. The same stimuli were used for experiment
4 while the underlying proportions differed.

image and the probability question appeared on screen simultaneously. The image was

replaced with a blank screen once 2 seconds had elapsed to prevent the participants from

counting the shapes. The associated question remained on-screen until the participants

had made their estimate. The participants indicated their estimate by moving dial on

a slider using their mouse or arrow keys. This slider had a minimum value of 0 and a

maximum value of 1. A box in the corner indicated the exact value of the participants’

estimate and dynamically updated as they moved the slider. When the participant

was satisfied with their answer, they submitted it by clicking on a “Next” button. This

also triggered the succeeding image and probability question.
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6.1.2.1 Slider

There is the possibility that the position of the slider may bias the subsequent par-

ticipant judgement through an anchoring effect- a bias where reasoners use an initial

judgement (either presented to them or self-generated) as a reference point for sub-

sequent judgements (see Furnham & Boo, 2011; Tversky & Kahneman, 1974, for a

detailed review). To control for this, experiments 3 and 4 were constructed so that

in experiment 3 the slider position remained where it was until participant moved it

while in experiment 4, the slider position always returned to 0.5 when a judgement

had been made.

6.1.3 Results

A total of 9 participants made 460 probability judgements each. Their responses and

response time were recorded for each judgement. Two of the participants were excluded

from the final analysis for failing to answer over 20% of the questions. The number of

participants is consistent with other studies of probability perception (e.g. Gallistel

et al., 2014).

6.1.3.1 Anchoring bias

To test whether there was evidence of an anchoring effect biasing the participants’

judgements, estimates of the same p value from experiments 3 and 4 were compared

to see if there was any significant difference. In both experiments, participants gave

estimates for constituents of PO = 0.5. Independent t-tests found no significant

differences in estimates for the three instances of 0.5 estimates in experiment 3 versus

the 0.5 estimate in experiment 4, t(278) = −0.614, p > 0.05, t(278) = −1.797, p > 0.05,

and t(278) = 1.28, p > 0.05, respectively, suggesting that there is no strong evidence of

an anchoring effect.
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6.1.3.2 Estimation and probability theory

To test whether there is evidence of normative reasoning in the participants’ responses,

the estimates were tested using addition law in a number of ways. The estimates for

A, B, and their conjunction and disjunction combinations were used to calculate the

addition law values as in the previous experiments. For estimates to be compliant with

probability theory, the terms should cancel to zero. The addition law was calculated

for estimates in both set 1 and set 2. In set 1, the addition law was calculated for the

following1:

P (C1) + P (S1) − P (C1 ∧ S1) − P (C1 ∨ S1) = 0

P (C2) + P (S2) − P (C2 ∧ S2) − P (C2 ∨ S2) = 0

P (C2) + P (S3) − P (C2 ∧ S3) − P (C2 ∨ S3) = 0

Consistent with the previous experiments, the identities were close to zero, varying

minutely around the value. An overall value of 0.037 was found for the sample. The

identities values for each pair are shown in table 6.1.

The sum of the positive terms and negative terms were found and used to calculate

a Deming regression to check compliance with probability theory. Figure 6.2 shows

the scatterplot with the positive and negative terms of the participant responses. The

positive and negative terms are symmetrically distributed around the line of equality

as expected if the addition law holds. The regression line and the line of equality have

near identical slopes. A JZS Bayes Factor analysis based on a paired t-test of x and

y values in this scatterplot gave strong evidence in favour of the null hypothesis that

x and y values were equal (Scaled JZS Bayes Factor = 25.5), again confirming the
1No estimates were elicited for P (C1 ∧ S3) so the addition rule could not be calculated for

combinations of P (C1) and P (S3)
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Table 6.1 Identity values for probability estimates (Expt. 3)

Objective values for each A, B pairing and overall mean value for the identity in
experiment 3. In all cases, the values were close to 0, as predicted by the PTN.

PO(A) PO(B) Identity value

Set 1
0.1 0.2 -0.047
0.9 0.2 0.073
0.9 0.7 0.006

Set 2
0.5 0.33 0.072†
0.5 0.33 0.054‡
0.5 0.33 0.063§

Overall 0.037
Note:†12 shapes, ‡24 shapes, §36 shapes

conclusion that the addition law identity holds in individual participant probability

estimates.

6.1.3.3 Addition law and fallacy rate

The PTN predicts that the fallacies rates will be related to the addition law. The

conjunction fallacy rate relative to A should follow the disjunction fallacy rate relative

to B, for any pairing of A,B. This arises as a natural consequence of the addition law.

There are strong indications that this is the case, with the fallacy rates for P (A ∧ B)

vs P (A) and P (B) vs P (A ∨ B) strongly correlated for the participants’ judgements in

both sets, r = 0.831, p < 0.001.

6.1.3.4 Estimate accuracy

Judgement accuracy was investigated by comparing the estimates, PE, to the objective

values, PO. For each of the 11 probability values in set 1, each participant gave 20

estimates for its value. In set 2, the 4 probability estimates were questioned at 3

different levels; 20 estimates were given for each probability value at each level. The

140



6.1 Experiment 3

0 0.5 1 1.5 2

0.5

1

1.5

2

Negative term

P
os
it
iv
e
te
rm

Figure 6.2 Compliance with the addition law (Expt. 3)

The figure above shows a scatterplot of all the positive and negative terms for all
estimates and participants in experiment 3. The positive term is the sum of the P (A)
and P (B) estimates while the negative term is the sum of the P (A ∧ B) and P (A ∨ B)
estimates. The correlation between the pairs for set 1 was r = 0.786, p < 0.00001. The
pairs for set 2 had a correlation value of r = 0.794, p < 0.00001. As the groups were
very similar in their estimates, they were collapsed. For the scatterplot, normative
probability is represented by the line of equality, shown in grey. A Deming regression
was calculated to determine the best fit line. This is shown in black on the scatterplot.
For the addition law to hold, the points must be symmetrically distributed around this
identity line.

relationship between mean probability estimates and objective probability are displayed

in figure 6.3.

For each probability value, the participants’ average estimate and standard deviation

were calculated. The average estimate and standard deviation were also calculated for

the sample. The average deviation from the true probability was calculated in terms

of percentage points. Some noticeable trends were observed, participants tended to

overestimate the low probabilities and underestimate the higher probabilities. The

average degree of overestimation for the low constituents was much less than for the
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Figure 6.3 Average probability estimate versus objective probability value (Expt. 3)

The average probability estimate versus objective probability value by type for both
sets in experiment 3. Any value falling above the line represents an overestimation of
the probability value, while the values falling below the line represent underestimations
of the true value. Largely, conjunctions were overestimated and disjunctions were
underestimated. Constituents tended to have accurate estimates. Note: The values
from set 1 are represented by white shapes. In set 2, the values for the 12-shape
estimates are shown in black, the values for the 24-shape estimates are shown in dark
grey and the values for the 36-shape estimates are shown in light grey.

low complex statements. For instance, the constituent with a true probability of 0.1

have an average estimate of 0.13, while the conjunction with a probability of 0.02 had

an average estimate of 0.14. Overall, conjunctions were overestimated and disjunctions

were underestimated. The conjunctions’ average deviation from their objective value

was by 10 percentage points, the disjunction average deviation their true probability was

by 17 percentage points, while the constituent average deviation was by 7 percentage

points. Figure 6.3 shows the average estimate for each type.

For set 2, the conjunctions were overestimated on all occasions, with the average

estimate increasing as the stimulus set became more complex. The disjunctions were

consistently underestimated. Participants were more accurate in their estimates for

the constituents. The 12-shape combinations had the lowest average estimates, the 24-
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shape estimates were higher than the 12-shape and lower than the 36-shape estimates.

The 36-shape images had the highest mean estimates.

6.1.3.5 Variability in Probability Estimation

As with the previous experiments, the average estimate difference for the complex item

and its constituents were calculated and compared with the fallacy rate for that item.

Strong positive correlations were observed for both the conjunction average difference

and fallacy rate, r = 0.66, p < 0.05, and the disjunction average difference and fallacy

rate, r = 0.732, p < 0.01. A consistent relationship is observed between the average

difference and the fallacy rate where higher fallacy rates are associated with positive

average differences and lower fallacy rates are associated with negative differences.

The restricted estimate difference was then calculated and used to predict fallacy

rates as in the previous experiments. The fallacy rate was calculated for each pair

of constituents. The results can be observed in table 6.2. Pearson’s correlation

found a significant positive correlation between the restricted estimate difference and

fallacy rate for the correlations, r = 0.665, p < 0.05. A strong positive correlation

was observed between the restricted estimate and fallacy rates for the disjunctions,

r = 0.723, p < 0.001.

The calculations were repeated for a number of random groupings and the mean

correlation coefficient and 95% confidence interval was found for the average difference

and fallacy rate for both conjunctions and disjunctions. These values can be seen in

table 6.2.

Each conjunction and constituent was presented 20 times to each participant. To

evaluate the rate at which the participant had committed the conjunction fallacy, each

conjunction judgement 1 . . . 20 was matched in order with its corresponding constituent

judgements 1 . . . 20, so the first conjunction judgement was matched with the first
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constituent judgements, and so on. If a particular conjunction judgement exceeded

the estimate of either of the corresponding constituent values, an instance of the

conjunction fallacy was recorded. For each participant, there were six conjunction

questions where the fallacy could be committed, three from set 1 and three from set 2.

The average conjunction fallacy rate was 19%. Fallacy rates ranged from 0% to 65% per

constituent-conjunction pair: a range that is in-line with those seen in description-based

studies (e.g. Stolarz-Fantino et al., 2003). The set-up of this experiment allows the

conjunctions to be categorised based on their actual probabilities and their underlying

constituent probabilities. The participants showed marked differences in performances

for each of the six conjunctions they were presented with. Table 6.2 displays the fallacy

rate breakdown by conjunction type.

As with the conjunction fallacy, each disjunction judgement was matched with the

constituent judgements in sequence, so the first disjunction judgement was matched

with the first instances of the relevant constituent judgements. If a disjunctive estimate

was less than either of its constituent estimates then it was counted as an instance of

the disjunction fallacy. The average disjunction fallacy rate was 25%. The fallacy rate

ranged from 0% to 64%, which is consistent with the results from description-based

research. The average fallacy rate for the each of the 7 possible disjunctions is displayed

table 6.2. Conjunction and disjunction fallacy occurrence varied over the course of

presentation, however, there was no obvious trend of improvement or deterioration in

the participants ability to avoid committing the fallacies (that is, fallacy rates did not

decline with task familiarity).

In experiment two, participants gave 5 repeated estimates of the same probability

question so the internal variance and the consistency of fallacy production of each

participant could be measured. In experiment 3, participants gave 20 estimates for

each objective probability. An inconsistent response occurred where the participant
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produced a fallacy on 1–19 of the possible occasions for a conjunction or disjunction. A

consistent fallacy response occurred when the participant produced a fallacy response

on 0 or 20 of the occasions. The fallacy response rates were calculated for each

participant in addition to the average difference in estimate between the conjunction

and constituent. These results are displayed in figure 6.4. Participants with low fallacy

rates typically had negative differences in estimates, with increasingly positive estimate

differences as the fallacy rate rose. The maximum number of fallacies committed by

any of the participants was 17 (of a possible 20). In total, 27% of the fallacy responses

were consistent (all the consistent responses were 0 fallacies in this case) and 73% of

the responses were inconsistent.
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Figure 6.4 Inconsistent fallacy production as a product of estimate difference (Expt. 3)

Each participant gave 20 estimates for each constituent-conjunction pair. The average
difference in conjunction estimate minus the constituent estimate PE(A ∧ B) − PE(A),
the consistency the conjunction fallacy production and the frequency with which the
average difference-fallacy rate occurred in their responses was calculated for each
participant. The average difference values were placed in bins of 0.1 in magnitude
between -0.95 to 0.95. The PTN predicts that the inconsistent estimates should be
grouped around 0, with increasingly positive differences as the rate of fallacy production
increased while the consistent estimates will have negative average differences for those
that produce zero errors and positive average differences for those that produce twenty
errors. Typically the error rate for fallacies was low, however, a large difference could
be observed in the rates depending on the underlying probability. The majority of
responses were inconsistent. The consistent responses were all 0 fallacy responses here,
as no participant made more than 17 fallacy responses for a given conjunction.
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6.1.3.5.1 Variance Since each conjunction, disjunction, and constituent was pre-

sented 20 times to each participant, the degree of variance can be calculated in

estimates for type. Recall that the BVN model predicts greater variance would exist

for the complex combinations than the constituents. Results showed that the complex

combinations were more variable than their constituent counterparts for 80% of the

comparisons. The group standard deviations revealed that the conjunctions were

noisier than their constituent counterparts for 75% of the comparisons. The group

standard deviations for the disjunctions showed that they were more variable than

their constituent counterparts for 100% of the comparisons. This supports the BVN

model assumption that conjunction and disjunction fallacies arise due to variability in

conjunction and disjunction estimates. Overall, the complex combinations had higher

average standard deviations than the constituents.

Overall, Levene’s test found statistical significance in 54% of the comparisons.

The conjunctions were found to have statistically higher levels of variance on 17% of

the occasions. For the disjunctions, Levene’s test found significantly higher levels of

variance in 86% of the comparisons.

95% confidence intervals were constructed for each conjunction-constituent and

disjunction-constituent pair. The overlap between the confidence intervals and the

fallacy rate can be seen in tables 6.3 and 6.4. A significant positive correlation was

observed for the CI overlap and the conjunction fallacy rate, r = 0.636, p < 0.05. A

significant positive correlation was also observed for the CI overlap and the disjunction

fallacy rate, r = 0.737, p < 0.001. Higher fallacy rates were observed where the

constituent and complex statement were close to each other.

6.1.3.5.2 Individual Variability As in experiment 2, the nature of experiment

3—repeated elicitations of probability estimates—allows the individual variability of

the participant estimates to be examined. In total, there were 12 constituent and
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6.1 Experiment 3

conjunction comparisons for each participant, e.g. PE(C1) vs. PE(C1 ∧ S1), PE(S1) vs.

PE(C1 ∧ S1). There were 14 occasions were the constituent and disjunction variability

could be compared, e.g. PE(C1) vs. PE(C1 ∨ S2), PE(S2) vs. PE(C1 ∨ S2). The

relationship between variance and fallacy rates for individual participants is displayed

in figure 6.5. Typically, higher fallacy rates were associated with positive differences in

SD—that is, that the complex statement was more variable than the constituent.

6.1.3.5.3 Binomial Variance Using the participants’ measured variance for each

probability estimate, the predicted variance values from the binomial model were tested.

To predict the variance, it is assumed that K (the number of successes) is distributed

according to the binomial distribution, K ∼ Bin(N, p). As the goal was to examine the

sample proportion, K/N, rather than the sample count, K, the variance is calculated

using:
p(1 − p)

N
(6.1)

This model predicts that the highest variance will be observed for estimates, X, where

P (X) = 0.5 and the variance should decline the closer the estimates are to P (X) = 0 or

P (X) = 1. Each participants’ variance was calculated and compared to the predicted

value. The participant values are distributed around the predicted value in all cases,

with lower variance typically found close to 0 and 1 and high variance found close to

the midpoint. For set 2, the model predicts that the level 1 estimates should be the

most variable followed by the level 2 estimates with the level 3 estimates being the

least variable. This pattern is observed in the participant data with the L1 estimates

typically being the most variable. It is observed that participants typically had low

variance where the model predicted low variance and high variance where the model

predicted high variance. For set 2, participants consistently had the lowest variance
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Figure 6.5 Fallacy rate and individual variance (Expt. 3)

The relationship between the the difference in variance and the fallacy rate for ex-
periment 3 for individual estimates is shown above. Each participant gave multiple
estimates for the same constituent, conjunction, and disjunction, so individual fallacy
rates and variance for probability estimates could be calculated for each participant.
Fallacies typically occurred when there was a positive overlap in confidence intervals
and when there was a positive difference in variance —that is, when the complex item
was more variable than the constituent. Low fallacy rates were more likely to occur
when there was a negative difference in variance or no overlap between constituent and
complex CI.

for the L3 estimates, followed by the L2 estimates, with the L1 estimates being the

highest. This is in-line with the model predictions.

6.1.3.6 Timings

Participants had slower response times for their initial estimates but these decreased

and plateaued rapidly. To investigate whether there was a difference in response times

for type, the average time for each type was calculated. Then a repeated measures

ANOVA was performed to examine whether a difference existed for the average reaction

times for judgement type. The ANOVA found a significant difference in reaction speed

for judgement type, F (2, 1614) = 30.815, p < 0.05. Pairwise comparisons showed

that constituents judgements were significantly faster than conjunctions judgements.
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Constituent judgements were also significantly faster than disjunctions judgements. No

significant different was observed between the judgements speeds for the conjunctions

and disjunctions.

6.1.4 Discussion

As observed in experiments 1–2, the participant estimates for this experiment were

consistent with the addition law of probability theory, showing only the mild deviations

observed in the other experiments. Despite the different stimuli used compared

to the previous experiments (estimates for language statements vs. estimates for

visual stimuli), the participants still produced estimates consistent with this aspect of

normative reasoning. From this, it can be assumed that the reasoning process employed

in both scenarios are consistent and the results are comparable.

The set-up for this experiment is novel in work on cognitive biases and to my

knowledge, only a small number of studies (e.g. Wedell & Moro, 2008) have investigated

conjunction or disjunction fallacies where the underlying probability was known or

could be extrapolated and none have explicitly looked at repeated estimates or variance

in those responses. This demonstrates that how participant estimates relate to objective

estimates, how fallacy rates are influenced by probability values and variance, and how

sample size effects estimation can be examined in detail. Overall, participants were most

accurate for the constituents and more accurate for the conjunctions than disjunctions.

Fallacy rates observed here were highly variable (0%–65% for conjunctions, 0%–64% for

disjunctions) but in-line with those observed for other conjunction/disjunction studies.

The observation in the literature that the “high-low” constituent pairings produced

the highest fallacy rates was addressed. However, the observation here that this is

not the case with the objective probabilities. For instance, the constituent “high-low”

pairing of 0.9, 0.2, only produced fallacy rates of 0% and 25% respectively. In fact,
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the difference between the constituent and conjunction or disjunction value and the

closer those values were to 0.5 were much better indicators of fallacy rate. The highest

observed fallacy rates were for P (A) = 0.7 and P (A∧B) = 0.63. The closer (in p value)

the constituent was to the conjunction or disjunction, the higher the resulting fallacy

rate was likely to be. While, this is consistent with the BVN model, where the complex

items are more variable than the simple items and so, conjunction and disjunction

fallacies are more likely to occur where the constituent and complex item are close in

value. However, as p values > 0.5 are regressed towards 0.5 and conjunctions have

greater rates of regression, the model cannot account for the high conjunction fallacy

rates observed in this experiment where both p(x) and p(y) are greater than 0.5. High

fallacy rates of > 70% have been found in simulations of the PTN for LU conjunctions

but much lower rates are observed for LL conjunctions (see Costello and Watts (2017)).

As in the experiments with the description-based stimuli, average estimate difference

was a good predictor of fallacy rate, with positive correlations observed for both the

conjunction and disjunctions. However, this brings into question the exact role of

probability values in fallacy responses. If average difference and variance are good

predictors of fallacy rates then it is possible that probability values play no direct

role in fallacy rates—rather it could be due entirely to higher variance in the complex

item and the absolute differences between the two values that fallacy rates occur. The

BVN predicts that higher fallacies will occur with conjunctions close to 0.5 than at the

extremes. Currently, however, it cannot conclusively be said that this is the case. In the

following experiment, it is addressed by controlling the distance between constituents

and conjunctions.

As the objective probabilities were available for this experiment, the values predicted

by the binomial model could be tested against those calculated from the participant

estimates. Overall, it was observed that the model was consistent with the participant
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data, with the participants’ variance showing the same trends that the binomial model

predicts. In this experiment, it is observed that the probability value affects the

conjunction fallacy rate, with the highest rates observed where P(X) was close to 0.5.

This is where the binomial model predicts the greatest variance and where it was

observed the greatest variance in estimates. Under the binomial model, the variance in

an estimate is predicated by its probability value and a conjunction fallacy response

is most likely to occur where P (A ∧ B) = 0.5. The results suggest a pattern that

is consistent with the predictions of the binomial variance model, however, the p

values here are not evenly spread across the scale, nor can a direct comparison of

the variance (as predicted by the binomial model) be done for P (A), P (A ∧ B), and

P (A ∨ B) responses of the same p value, so strong conclusions cannot be drawn about

the accuracy of the model. These issues are addressed in the following experiment.

6.2 Experiment 4

In experiment 4, the role of probability value in estimate variance is examined by

analysing the variability of constituents and conjunctions with the same objective

probability value. The aim is to examine how making different probability judgements

affects the response while the objective probability remains the same. To this end,

the probability estimates and variance for constituents and conjunctions of the same

objective probability value will be compared. It is expected that greater variance and

greater deviation from the objective value will be observed for the conjunctions.

The previous experiments have looked at estimate difference as a predictor of

fallacy rate. The average difference between the constituent and conjunction has

been shown to be a good indicator of fallacy rate. Here, the distance between the

constituent and conjunction was controlled, so that it was either |0.1| or |0.15|. The

BVN argues that probability values will impact fallacy rates, with higher fallacy rates
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seen near P (X) = 0.5 and lower fallacy rates seen near P (X) = 0 and P (X) = 1. If

participants are accurate in their judgement, then it is expected that differences of

approximately -0.1 or -0.15 (depending on the pair) between the constituent-conjunction

pairs PE(A ∧ B) − PE(A) would be observed. In addition to this, it is expected that

there would be low fallacy rates and minimal difference between the fallacy rates for

each of the pairings.

Again, this experiment involved repeatedly presenting participants with images

where each image contains a set number of shapes differing in colour and configuration.

For each image participants were asked to estimate the probability of some event

(e.g., a randomly selected shape being red). The true probability of events in these

images were held constant across multiple presentations. Each participant saw multiple

presentations of images for which the objectively correct probability was the same,

allowing the degree of random variation in participants estimates to be calculated.

Some questions asked about simple events (a shape being red, being hollow, etc.) while

other questions asked about conjunctive events (a shape being red and solid, etc.)

Images were only on screen for a short time (2 seconds), so participants did not have

time to count the occurrence of shapes of different types. Images were presented in

randomised order.

6.2.1 Materials

The material set for this experiment consisted of 192 images, each with 20 shapes of

varying types and colours. The images were organised into 7 ‘probability sets’ so that

all images in a given set contained the same number of occurrences of some constituent

A, the same number of occurrence of some constituent, B, and the same number of

occurences of the conjunction, A ∧ B. These event counts (and hence the objective

probabilities of the events A, B, and A ∧ B) were all the same in all images for a given
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set. The counts and probabilities are shown in table 6.5. However, the frequency of

the concrete instantiation of each event varied randomly from image to image within

each set (for instance, in the first set, A may be represented by red, B by solid, and

there would be 5 red shapes, 5 solid shapes, and 3 solid red shapes; while in another

image in the same set, A could be represented by green, B could be represented by

hollow and so there would be 5 green shapes, 5 hollow shapes and 3 hollow green

shapes). The position of shapes also varied randomly across the images. This variation

in event representation and presentation was designed to ensure that participants were

not responding by recalling their estimates given for previous images in a given set: all

images were unique.

There were 24 images for each probability set—12 presented with a question asking

participants to estimate the probability of a single event A (as it was represented in the

image) and 12 presented with a question asking participants to estimate the probability

of the conjunctive A ∧ B (as it was represented in the question). In addition to the 7

probability sets, there was a filler set containing 12 images with single-event questions

and 12 with conjunctive event questions but had no relation between the constituents

and conjunctions. The full set of images were presented randomly with the filler images

interspersed throughout.

The images were generated so that the objective sample probabilities presented to

participants would be either 0.15, 0.25, 0.35, 0.5, 0.65, 0.75, 0.85 or 0.95. This was

to allow direct comparison for single and conjunctive probability estimates for cases

where A and A ∧ B had the same underlying objective probability. Participants were

only asked for estimates for A and A ∧ B in each set. No estimates were obtained for

B.
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Table 6.5 Objective probabilities and average probability estimates (Expt. 4)

This table shows the event counts, objective probability values, and average probability
estimates for the 7 probability sets used to construct images in Experiment 4. Every
image contained 20 items in total; all images for the first probability set contained 5
instances of event A, 5 instances of event B, and 3 instances of event A ∧ B, and so on.

A B A ∧ B PO(A) PE(A) PO(B) PE(B) PO(A ∧ B) PE(A ∧ B)
5 5 3 0.25 0.323 0.25 - 0.15 0.253
7 7 5 0.35 0.387 0.35 - 0.25 0.33
10 10 7 0.5 0.479 0.5 - 0.35 0.421
13 13 10 0.65 0.58 0.65 - 0.5 0.481
15 15 13 0.75 0.705 0.75 - 0.65 0.604
17 17 15 0.85 0.766 0.85 - 0.75 0.714
19 17 17 0.95 0.873 0.85 - 0.85 0.785

6.2.2 Method

Participants were seated at a screen. They began with a training trial of sample

stimuli to familiarize themselves with the task. The probability values used in the

training trial were different to those used in the experiment. Once the participants

were comfortable with the task, they moved onto the experimental trials. The static

image appeared on screen (see figure 6.1 for an example of the type of image used).

The image was replaced with a black screen with a fixation point once 2 seconds had

elapsed to prevent the participants from counting the shapes. The probability question

appeared once the static experimental image has disappeared. The associated question

remained on-screen until the participants had made their estimate. The participants

indicated their estimate by moving dial on a slider using their mouse. This slider had

a minimum value of 0 and a maximum value of 1. A box in the corner indicated the

exact value of the participants’ estimate and dynamically updated as they moved the

slider. When the participant was satisfied with their answer, they submitted it by

clicking on a “Next” button. This also triggered the succeeding image and probability

question.
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6.2.3 Results

In total, 12 participants produced estimates for 192 images. Both their responses and

response time was recorded. The results are detailed below. For each conjunction

judgement P (A ∧ B), it had its own constituent, P (A), from which conjunction fallacy

rates could be calculated. In addition to this, it had a value matched constituent,

P (C), which had the same objective probability as the conjunction P (A ∧ B) but

the conjunction was not a subset of, so no fallacy rates could be derived from their

comparison.

6.2.3.1 Estimate accuracy

As in experiment 3, the subjective responses, PE, were compared to objective population

probability values, PO. For each of the 8 objective values, there were constituent and

conjunction responses elicited for its value. The relationship between the average

probability estimates and the objective true probability values is displayed in figure

6.6. As each objective value has both constituent and conjunction responses, the role

that type plays in probability estimation could be examined. Constituents had less

deviation from the true probability value than the conjunctions for values less than 0.5,

similar amounts of deviation for 0.5, and greater deviation from the objective value for

values above 0.5. Conjunctions had greater deviation from the objective probability for

values less than 0.5, the same deviation for 0.5, and less deviation from the objective

probability value for values over 0.5. Typically, the following trends were observed,

regardless of type: probability estimates were overestimated for for values less than

0.5, estimates for the objective value of 0.5 were the most accurate and estimates for

values about 0.5 were underestimated. Figure 6.6 also displays the average amount of

deviation from the true probability value. Overall, these observations suggest that the

conjunctions had greater regression towards 0.5 than the constituents.
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Figure 6.6 Average probability estimate versus objective probability value (Expt. 4)

Any value falling above the line represents an overestimation of the probability value
(in percentage points), while the values falling below the line represent underestimation
of the true value. Overall, the average deviation (in terms of percentage points) for
the constituents from their objective values was 5.7%, while the conjunctions had
an average deviation from their objective values by 5.9%. Largely, constituents and
conjunctions with objective values less than 0.5 were overestimated while constituents
and conjunctions with objective values over 0.5 were underestimated. Conjunctions
had greater deviations from the true probability for values less than 0.5, constituents
had greater deviations from the true probability for values greater than 0.5. A similar
amount of deviation from the true probability was observed for constituents and
conjunctions for 0.5.

6.2.3.2 Variability in Probability Estimation

As expected, the total conjunction fallacy rate for the sample was very low, with an

average of 24% with a range of 13% to 33% depending on the constituent-conjunction

pairing. Higher fallacy rates were observed the the constituents closest to 0.5. Distance

from the midpoint had a significant negative correlation with fallacy rates, r = -0.91, p

<0.01, demonstrating that the further a pairing got from 0.5, the lower the fallacy rate

was likely to be. As the objective difference was controlled between the constituents

and conjunctions, it was hypothesised that were would be no relationship between

average difference and fallacy rates. Pearson’s correlation found no relationship as

160



6.2 Experiment 4

predicted, r = 0.405, p > 0.05. The fallacy rate and average estimate difference were

then partitioned and calculated as in the previous experiments. A relationship was not

observed for the restricted estimate differences and fallacy rate where no correlation

was found between the two, r = -0.655, p > 0.05.

As with experiment 2 and 3, each participant saw multiple presentations of each

item so inconsistent fallacy responding was examined. For this experiment, a fallacy

rate of 0 or 12 (of a possible 12) were counted as a consistent fallacy response while the

occurrence of 1–11 (of a possible 12) fallacies per item were counted as an inconsistent

fallacy response. The majority of responses were inconsistent and no participant had

100% fallacy rate for any of the conjunctions. The maximum observed fallacy rate by

any participant for any of the conjunctions was 75% (9 out of a possible 12). Figure 6.7

displays the fallacy rate occurrence and its corresponding average estimate difference.

In total, 13% of the fallacy responses were consistent (no participant produced 12 fallacy

responses for any of the conjunctions so all the consistent responses are 0 fallacies

here) and 87% of the responses were inconsistent. Participants that produced 0 fallacy

responses had an average difference of 0 or less. Participants that had inconsistent

fallacy responses had average values grouped around 0 with increasingly positive results

as the rate of fallacy production increased.

6.2.3.2.1 Group Variance With this experiment, the variance could be examined

in two ways; variance between the constituent-conjunction pairings P (A) vs P (A ∧

B) and variance between the value-matched constituents and conjunctions P (C) vs

P (A ∧ B).

Overall, the conjunctions P (A ∧ B) were more variable than their constituents

P (A) on 86% of occasions. Levene’s test of equality of variances found that the

conjunctions were statistically significantly more variant than the constituents on 72%

of the occasions.
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In addition to this, the constituent P (C) and conjunctions P (A ∧ B) had the same

objective probability values so they could be compared to examine how type effects

variance. For example, the constituent with the objective value of 0.35 was matched to

the conjunction that had the objective value of 0.35 and their response variances were

found. Overall, the conjunctions were more variable on 75% of the occasions compared

to the value-matched constituents. Again, Levene’s test was used to determine of

any of the conjunctions were statistically significantly more variable than the value

matched constituents. In this case, statistical significance was found for 38% of the

comparisons.

6.2.3.2.2 Binomial Variance Using the participants’ measured variance for each

probability estimate, the predicted variance from the binomial model were tested.

This model predicts that the highest variance will be observed for estimates X where

P (X) = 0.5 and the variance should decline the closer the estimates are to P (X) = 0 or

P (X) = 1. Each participants’ variance was calculated and compared to the predicted

value. Figure 6.8 displays the measured variance versus the objective probability.

The participant values are distributed as predicted in all cases, with lower variance

typically found close to 0 and 1 and high variance found close to the midpoint. The

variance values closely follow the predictions of the binomial model. It is observed that

participants typically had low variance where the model predicted low variance and

high variance where the model predicted high variance and that the model predictions

are a good fit for the data. Best fits were calculated for both the constituents and

conjunctions using polynomial regressions.

6.2.3.3 Model fitting

As this experiment involves objective probability values for P (A) and P (A ∧ B), the

computational fit between the BVN model’s predicted means and standard deviations
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Table 6.6 Fallacy rates for constituent-conjunction pairs (Expt. 4)

To test the BVN prediction that probability values will effect fallacy rates, the average
difference between the constituent and conjunction for each pair was controlled. If
fallacy rates arose as a function of average difference, PE(A ∧ B) - PE(A), then each
constituent-conjunction pair should have comparable fallacy rates. However, fallacy
rates were low but variable for the pairs. Pairs that were close to 0 or 1 had the lowest
fallacy rates, pairs that were close to 0.5 had the highest fallacy rates, consistent with
the BVN prediction.

PO(A) PO(A ∧ B) Fallacy rate
0.95 0.85 13%
0.25 0.15 19%
0.75 0.65 22%
0.85 0.75 23%
0.65 0.5 26%
0.35 0.25 30%
0.5 0.35 33%

(SDs) for probability estimates PE(A) and PE(A ∧ B) and the means and SDs of

participant responses can be tested. To carry out this fit values for the noise parameters

d and ∆d (used to calculate predicted mean probability estimates ⟨PE(A)⟩ and ⟨PE(A∧

B)⟩ for given objective probabilities P (A) and P (A ∧ B), as in Equations 4.1 and 4.2)

were selected and for the sample size parameter N (used to calculate predicted variance

for these probability estimates, as in Equation 4.6: predicted SD is the square root of

this variance). Prior to fitting a reasonable range of values were identified for these free

parameters. The noise rate d is expected to be relatively low (somewhere around 0.1,

the best fitting value in previous computational fits of the PTN model: see Costello

and Watts (2017)), and the parameter ∆d is expected to be significantly smaller than

this value d. Finally, the sample size parameter N is expected to be somewhere around

to Miller’s ‘magical number 7 ± 2’ for working memory capacity (Miller, 1956).

The best fit between model and data is taken to occur when the Root Mean Squared

Difference (RMSD) between predicted and observed mean probability values, and

predicted and observed SDs, is minimised. These values were minimised for parameter
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Figure 6.7 Inconsistent fallacy production as a product of estimate difference (Expt. 4)

The above graph displays the inconsistent fallacy production by the participants in
experiment 4. Each participant gave 12 estimates for each constituent-conjunction
pair. The average difference in conjunction estimate minus the constituent estimate
PE(A ∧ B) − PE(A) was calculated for each participant as was whether they were
consistent in producing the conjunction fallacy in their responses. The average difference
values were placed in bins of 0.1 in magnitude between -0.95 to 0.95. The PTN predicts
that the inconsistent estimates should be grouped around zero, with increasingly
positive differences as the rate of fallacy production increased while the consistent
estimates will have negative average differences for those that produce zero errors and
positive average differences for those that produce twelve errors. Here, most of the
fallacies produced fell into the inconsistent category, which a small number of consistent
0 fallacy responses. No participant produced more than 9 (of a possible 12) fallacies
for any of conjunctions.

values d = 0.1, ∆d = 0.02, N = 7. With these parameters the RMSD between

participants’ mean probability estimates and predicted mean estimates (computed

from objective probability values as in Equations 4.1 and 4.2) was RMSD = 0.021

(correlation between observed and predicted values, r = 0.994, p < 0.00002, across all
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Figure 6.8 Binomial variance and objective probability (Expt. 4)

The figure above displays the measured variance for the objective probability values in
experiment 4 for constituents and conjunctions. The participants’ variance for each of
the probability values are displayed are also above. The participant values are close
to and distributed around the predicted variance values. Measured variance peaked
around 0.5 and were lowest the closer to 0 or 1. Higher variances was typically observed
for the conjunctions than the constituents. This is in-line with the model predictions.
Best fits for constituents and conjunctions were calculated using polynomial regressions.

single and conjunctive events; for single events alone these parameters gave a fit of

RMSD = 0.021, r = 0.994; for conjunctive events alone these parameters gave a fit of

RMSD = 0.022, r = 0.995). With these parameters the RMSD between average SD

in participants’ probability estimates and predicted SD for estimates for those events

(computed from objective probability values by taking the square root of the value in

Equation 4.6) was RMSD = 0.017 (correlation between observed and predicted SD,

r = 0.73, p < 0.05, across all single and conjunctive events; for single events alone

these parameters gave a fit of RMSD = 0.017, r = 0.76; for conjunctive events alone

these parameters gave a fit of RMSD = 0.009, r = 0.889 ). The model is a good fit to

people’s average probability estimates, and standard deviation in those estimates, for

a reasonable set of parameter values.

165



6.2 Experiment 4

6.2.3.4 Timings

As in experiment 3, participants had slower response times for their initial estimates

but these decreased and plateaued rapidly. A paired t-test was performed to examine

whether a difference existed for the average reaction times for judgement type. The

t-test found no significant difference in reaction speed for judgement type, t(1151) =

0.81, p > 0.05.

6.2.4 Discussion

In experiment 4, how question type affects probability estimates was investigated by

presenting participants with constituents, P (C), and conjunctions, P (A ∧ B), of the

same value and elicited repeated responses for each of them. Typically, it is observed

that participants are good at estimating both types of judgements—with only marginal

differences in mean estimates. The most accurate estimates for both constituents and

conjunctions were for 0.5, while estimates for items below 0.5 were overestimated and

those above 0.5 were underestimated. As the p value got further from 0.5, the greater

the regression observed. Despite the similarity in estimation accuracy, the conjunctions

were much more variable than their own constituents, P (A), and for the value-matched

constituents, P(C). In both cases, this variance reached statistically significant levels

with approximately 40% of the P (A ∧ B) vs. P (C) comparisons significant while over

70% of the P (A ∧ B) vs. P (A) comparisons were significant. This suggests that type

does play a role in probability estimates. The conjunction estimates themselves may

be accurate, they are still considerably more variable than the simple statements. It

also points to probability values and variance as being of great significance in the

production of fallacies as P (A ∧ B) and P(C) have different variability even for the

same p values. This can lead to the conjunction estimate exceeding the constituent

estimate, particularly if the objective values of the constituent and conjunction are
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close to each other. This also accounts for the inconsistent responses to the fallacy

by participants. In both experiment 3 and 4, it is observed that participants are

typically accurate reasoners, particularly for constituents and conjunctions but it is

also observed that that they frequently produce inconsistent responses to the same

conjunction stimulus, sometimes committing the fallacy and sometimes avoiding it

entirely. When participants are accurate reasoners, as observed here, it is best explained

by the random variation in the responses.

The probability estimates given by participants were used to test the binomial

variance model’s predictions. In experiment 3, it was observed that the model’s

predictions were typically accurate but strong conclusions couldn’t be drawn as the p

values weren’t distributed evenly across the scale and there was a difficulty in comparing

the complex and constituent predictions. In experiment 4, the model predictions fit

well with the observed data for both constituents and conjunctions. Variance typically

peaked around 0.5 and was at its lowest for 0 and 1, which is consistent with the

predictions. The conjunctions were much more variable than the constituents, as

predicted by the binomial model and observed here.
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Chapter 7

Conclusion

7.1 Discussion of Thesis Contributions

The aim of this thesis was to investigate the effect of variance in probabilistic reasoning

on cognitive biases. Research into cognitive biases report that judgement is funda-

mentally irrational, while research on probability perception reports that judgement is

both accurate and rational. To reconcile these two contradictory positions, I proposed

a model of noise in judgement, the binomial variance plus noise (BVN) model, which

describes the characteristics of noise and can account for a situation where judgements

simultaneously appear rational (agreeing with probability theory) and irrational (devi-

ating from probability theory) and an account of increased noise in complex events. To

test the predictions of the BVN model and examine whether increased noise could be

observed in the complex statements, four experiments were performed using a range of

stimuli.

Chapter 2 provided a comprehensive overview of 40 years of research on extensional

errors in reasoning. This chapter describes the most influential research on judgement

fallacies, identifies the major findings, and proposes how these findings can be reconciled
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under a noisy reasoning framework. It also provides context for the experimental

sections of this thesis.

Chapter 3 provides an interdisciplinary approach to accuracy in probabilistic reason-

ing; outlining considerable evidence from cognitive science, neuroscience, comparative

studies, and developmental studies. This chapter provides the foundations for the

experimental sections and helps to illustrate the main argument of the thesis: while

decision-making is subject to striking biases, people can simultaneously provide re-

sponses that are accurate, logical, and conform to probability theory.

Chapter 4 describes the main theoretical contributions of the thesis. Firstly, it

provides a detailed description of models of probabilistic reasoning that argue reasoning

is subject to noise. It notes that while these models are able to explain a range of

biases observed in reasoning, they only assume the existence of noise in reasoning.

This chapter provides a detailed description of the probability theory plus noise

(PTN) model which is a complimentary theory to the model I describe here: the binomial

variance plus noise model. The PTN assumes that people estimate probabilities via a

mechanism that is fundamentally rational but these estimates are perturbed in various

ways by systematic effects or biases caused by purely random noise or error.

However, this theory, like others that propose a noisy reasoning process only

assumes the presence of noise in reasoning and cannot define any features of variation

in estimates. In the binomial variance plus noise model, I describe a model that can

explain the characteristics of noise based on the binomial distribution. This model,

following standard frequentist probability, argues that noise arises from two sources

during the judgement process: sampling error and counting error. Judgements are

biased in specific ways due to the characteristics of noise. The variance in the sample

count is then modelled, to a first approximation, via the binomial distribution.
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This model is able to make a number of predictions about accuracy and deviation

in estimates. Firstly, it is observed that due to the characteristics of noise in estimates,

events whose probability value is close to 0 or 1 can be estimated accurately for small

sample sizes. Conversely, it also demonstrates that estimates for p = 0.5 should always

be the most variable estimate. In all cases, variance in estimates should be symmetrical,

so p and 1 − p should have the same variance. Secondly, it also demonstrates that for

estimation, sample sizes can be optimised for accuracy and cognitive load. Small sample

sizes are generally highly variable but as sample sizes increase, variance decreases. Once

a sample size is sufficiently large, the accuracy gains begin to diminish, for instance, in

the model the difference in variance between large sample sizes, e.g. n = 50 − 90 was

very small, so the advantage of drawing a sample size of 90 compared to a sample size

of 50, is only minimal. Thirdly, it demonstrates that the underlying probability will

have a considerable effect on variance in situations where d < 0.5.

An assumption made in the PTN but not described or supported is that complex

events such as conjunctions have increased noise in comparison to simple events. In

this thesis, I develop this idea and provide justification for the argument. By arguing

that for complex statements, events may be counted in two different ways—events for

familiar occurrences are treated ‘integrally’, while events for unfamiliar occurrences are

treated ‘separably’—I derived an expression for this increased noise. Simulations of the

derived expressions show that they are regressive towards 0.5 in a way that varies with

P (A) and P (B) and that this regression is systematically stronger than the regression

of simple probability estimates.

Chapter 5 was the first of two experimental chapters. In this chapter, I looked

at two different experiments, the first experiment was a study of variance and how

different response formats affects probability judgements, the second experiment was

a study of the internal variance in probability estimation which was tested by giving
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the participants repeated judgement tasks. Both these experiments used description-

based stimuli consistent with other description-based studies of the conjunction and

disjunction fallacy.

Variability of the estimate is a key indicator of whether a fallacy response would

occur. Overall, the complex statements showed higher levels of variability with statisti-

cally significant levels observed for most occasions. Approximately 75% of the complex

statements were more variable than their constituent counterparts across all experi-

ments. The disjunctive statements had very similar fallacy rates to the conjunctive.

No clear difference on variability was observed between conjunction and disjunctions.

These observations are consistent with the BVN model’s predictions where the complex

events are expected to be noisier that simple events but no difference is predicted

between the conjunction and disjunction variance.

Conjunction fallacy rates across these experiments ranged from 0% to 68% depending

on the stimulus. Similar rates of disjunction fallacies observed for the sample, ranging

from 0% to 71%. These values are both in-line with other research findings. In

experiments 1 and 2, it appeared that participants were most likely to produce a

fallacy if the difference between the subjective estimates for the constituent, PE(A),

and conjunction, PE(A ∧ B), was low. For instance, the 65% fallacy rate observed for

P (Snowy) versus P (Cloudy ∧ Snowy) in experiment 2 was the highest observed for

the experiment despite both average estimates being low. Very low fallacy rates were

likely to be observed when the constituent and conjunction estimates were unlikely to

overlap. Very high fallacy rates were observed where the constituent and conjunction

p values were both close to 0.5.

Chapter 6 was the second of two experimental chapters. The third experiment

focused on the roles of probability values and sample size on variance, estimation

accuracy, and fallacy rates. The final experiment again looked at the role of probability
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values on fallacy rates and how question type influences estimation. Experiments

3 and 4 both employed repeated judgements to understand the internal variance in

participant estimates and the effect of p values on that variance. Each had stimuli with

observable objective probabilities so estimate accuracy could be investigated. This

makes these experiments novel in research on cognitive biases. However, fallacy rates

observed for both were in-line with more traditional research stimuli in this field so I

believe that they are appropriate measures.

The findings on variability in chapter 5 were confirmed in chapter 6 where complex

events were more variable than simple events and this higher rate of variability led

to fallacies. As the participants produced repeated estimates in 3 of the experiments,

the sample variability and its relation to fallacy rate could be analysed. To my

knowledge, no other study has elicited repeated estimates from participants for these

type of probability judgements. A consistent observation across the experiments is

that participants that were more variable across their own responses for complex items

were more likely to make repeated fallacy errors. Again this result is consistent with

the model predictions.

To date, none of the probabilistic models of reasoning have included an explicit

model of how the variance in estimates functions. The binomial variance plus noise

model provides good predictions of participant variance for a given estimate and is

capable of capturing the patterns of participant responding. The predicted variance

was a good fit for the measured variance, particularly in experiment 4. It demonstrated

the importance of sample size and probability values for probability judgements, with

estimates taken from larger sample sizes much less variable than estimates taken from

samples whose size was small and the p values have a profound effect on response

accuracy. In the final experiment, the variance of conjunctions versus their constituents

P (A) and value matched constituents P (C) could be compared. Here, the same higher
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variance in the conjunction versus its own constituent P (A ∧ B) vs. P (A) that was

reported in the previous experiments was observed. The variance for the P (A ∧ B) vs.

P (C) comparisons also found higher variance for the conjunction. This confirms the

most important predictions of the BVN model—that a complex event will be more

variable than a simple event for a given p value.

As in experiment 1 and 2, fallacy rates were highest for events with values near 0.5.

Further exploration of this trend in experiment 3 confirmed these findings. In general,

high fallacy rates were associated with variability and probability values. Where the

estimates were variable and the p values were close to each other, high fallacy rates

would result. When only one of those conditions were present, lower fallacy rates were

observed. In both experiment 2 and 3, 0% conjunction fallacy rates were observed.

This is a rare result in the literature which has only been observed in a very small

number of studies (e.g. Hertwig and Gigerenzer (1999)). In both cases, it was observed

where the constituent had a very high p value and the conjunction had a very low p

value. These findings are consistent with the BVN model, where estimates are close

to 0 or 1 generally have low variability. As estimate difference was both large and

variability was low, it is unsurprising that 0% fallacy rates were observed. To test the

BVN prediction that probability values will effect fallacy rates, in experiment 4, the

fallacy rates were controlled by manipulating the distance PO(A ∧ B) − PO(A) and

low fallacy rates resulted. If fallacy rates arose as a function of average difference,

PE(A ∧ B) - PE(A), then each constituent-conjunction pair should have comparable

fallacy rates. However, fallacy rates were low for the pairs but a range of 13% to 33%

was observed. Pairs that were close to 0 or 1 had the lowest fallacy rates, pairs that

were close to 0.5 had the highest fallacy rates, consistent with the BVN prediction.

A consistent finding across all the experiments is the observation that low probability

values were overestimated and high probability values were underestimated, typically
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conjunctions and disjunctions had higher rates of regression than the constituents. This

regressive effect is consistent with the model where regression towards 0.5 is predicted

for both simple and complex events with greater regression predicted in the complex

events.

While estimates showed this regressive effect, one of the most striking observations is

how accurate and skilful participants were at estimating probability values (particularly

in experiments 3 and 4). Typically, the participants produced estimates that were

accurate for all of the estimation tasks presented to them. This sophistication of

estimation is unexpected, particularly for research on cognitive biases, which makes a

point of demonstrating the myriad of ways which humans are poor reasoners. What is

observed in these experiments is that reasoners are skilful, even for novel stimuli, with

a degree of precision for conjunctions and disjunctions that, heretofore, hasn’t been

recognised in the literature.

In addition to this, participant estimates are consistent with probability theory under

certain circumstances. This is a very important finding; agreement with probability

theory was found in experiments 1–3.1 In all three, there was good compliance with

the addition law, each A,B combination producing values that were close to, and

varied around, the required value of 0. This demonstrates that high conjunction

and disjunction fallacy rates cannot be taken as evidence that people do not reason

in a logical and reasonable fashion—that is, that their reasoning is always contra

to probability theory. The results here demonstrate that both scenarios can occur

concurrently and are not, in fact, contradictory. That probability estimates are

simultaneously accurate, consistent with probability theory and produce fallacies is a

major challenge to the other accounts of the fallacy. Currently, noise approaches are

better able to account for these results than the more traditional heuristics accounts.
1Participants didn’t provide disjunction estimates for experiment 4 so the addition law was not

calculated for those estimates.
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7.1.1 Limitations

There are a number of limitations with the binomial variance plus noise model proposed

in this thesis. I will briefly mention some of them here.

Firstly, as the model relies on a sampling and counting process to form estimates,

it is unable to account for situations where sampling cannot or does not occur. While

most well-known cognitive biases could be explained under a probabilistic framework,

there are other classes of problems where it is not so clear if they could be accounted for

by probabilistic models. Riddles are an example of such a problem, they are notoriously

difficult to solve due to their ambiguity and uniqueness. Take, for example, the attorney

problem and the brown cow problem.

The attorney problem: An accountant says: “That attorney is my brother”,

and that is true—they really do have the same parents. Yet that attorney

denies having any brothers—and that is also true! How is that possible?

(Bar-Hillel, Noah, & Frederick, 2018)

The brown cow problem: A big brown cow is lying down in the middle

of a country road. The street lights are not on, the moon is not out, and

the skies are heavily clouded. A truck is driving towards the cow at full

speed, its headlights off. Yet the driver sees the cow from afar easily, and

avoids hitting it, without even having to brake hard. How is that possible?

(Bar-Hillel et al., 2018)

In both these cases, the solutions are simple (see appendix E), however, they cannot

be derived through a sampling process. The ambiguity and uniqueness of each riddle

prevents sampling for a response. Sampling memory for instances of cows involved in

car accidents will not lead to a solution in this case, neither will sampling memory for

instances of other riddles.
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Secondly, the model cannot account for judgement errors that arise from failures to

reason through a problem fully. Some problems require a likelihood response for an

answer but the reasoner must go through several “reasoning steps” before they can

arrive at it.

Consider the following problem from Johnson-Laird and Savary (1996), an illusory

inference problem where over 80% of reasoners will choose an impossible outcome:

Problem 1. Suppose that only one of the following assertions is true about

a specific hand of cards:

There is a king in the hand or there is an ace in the hand, or both.

There is a queen in the hand or there is an ace in the hand, or both.

Which is more likely to be in the hand: the king or the ace?

In experiments, most participants will choose “ace” as the more likely option despite

the fact that an ace is impossible to be more likely than a king in formulation of the

above problem. Solving this problem requires people to combine logic and relative

probabilities in several steps but it seems that most people do not do this and the

model cannot account for reasoning errors that arise this way.

7.2 Considerations for Future Research

The work presented in this thesis leaves scope for future research based on the theoretical

and empirical findings. In this section, I will make some suggestions for topics of

interest such as event categorisation and memory. Both of these would be fruitful areas

to investigate to expand on the findings of this thesis.
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7.2.1 Event Categorisation

The BVN assumes that estimates are produced by a process of sampling and counting

in accordance with standard frequentist probability theory. However, the model is

currently unable to explain how an event, A, is recognised as an instance of A. The

current instantiation of the model simply argues that when a reasoner samples from

memory, they count instances of A that are read as A. This process is not optimal so

sometimes instances of A are not counted and sometimes instances of ¬A are counted

as A.

Event categorisation is a complex task, in itself, and requires further research to

understand its role in probabilistic reasoning. For simple estimation tasks, producing

an estimate for A requires the reasoner to first recognise the target event as an instance

of A, that is, categorise it as an instance of A. Then instances from samples that

belong to the same category or have the same features must be read as A (recognised

as belonging to the same category as the target event). As such, explaining how this

occurs is a gap in the current model and an important area to explore in future.

As a wide range of stimuli can be used to elicit probabilistic judgements, its likely

that the categorisation could be either semantic or perceptual or both. Assuming

a very basic similarity view of categorisation, judgement stimuli that are “good”

matches—events with high similarity to the prototype—are easier to categorise. The

better the match, the easier the subsequent judgement is to make. Consistent with

the binomial variance plus noise model, categories that are well-defined are easier to

read in memory, while categories that are poorly-defined will be more difficult to read

correctly and thus be noisier and lead to more error in judgement.
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7.2.2 Memory

The model assumes that sampling is done for instances in memory. At present, it only

assumes a ‘black box’ instantiation of memory and makes no claims about how or

where the sampling process occurs but human memory is a multifaceted and complex

system.

In future work, how sampling from memory occurs should be addressed. Are

instances of an event, A, sampled, for instance, from episodic memory or are they

sampled from elsewhere? Experiments 1 and 2 appear to rely on recall from long-term

memory (possibly episodic memory). This is unlikely to be the case for experiments

3 and 4 though, as participants were asked to provide estimates for events they had

just viewed. On balance, this appears to rely on recall from working memory. The

empirical evidence here suggests that sampling from probability estimation can be

done from either but this is a very general account at this stage. However, it provides

a foundation for future research.

If events can be sampled from both long-term and working memory, it raises a

number of interesting questions, such as: is one system preferred or default over the

other? Sampling from working memory may be less effortful than sampling from

long-term memory but there is likely to be an accuracy trade-off as working memory is

subject to more capacity constraints and higher rates of degradation than long-term

memory. This would likely have an effect on the sample size that could be drawn.

Small sample sizes are both noisier and more likely to be unrepresentative of the

population characteristics contributing to inaccuracy in estimation. It is also possible

that sampling could occur in both systems for estimates, from systematic sequential

sampling while working memory is first sampled and then (if required) long-term

memory is sampled to a truly random sampling process where any memory system is

equally likely to be sampled.
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7.3 Conclusions

In-line with the binomial variance plus noisy model, I argue that the ease of sampling

recall will be an additional source of noise in judgement. The role of recall in judgement

and how this affects estimation and bias production are areas which merit further

investigation.

7.3 Conclusions

The findings of this thesis can be taken as evidence that cognitive biases can be

explained by errors in a quasi-rational probabilistic reasoning process rather than

a heuristic process. Humans are good and accurate reasoners of both familiar and

novel scenarios and their failings in reasoning—conjunction and disjunction fallacies

in this case—arise due to a confluence of high variability in complex items and small

differences in probability values. From these observations, it can be concluded that

probabilistic models are capable of predicting a range of biases and that they provide

a coherent framework for future work on reasoning errors.
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Appendix A

Experiment 1 Stimuli

P (A) P (A ∧ B) P (A ∨ B)
Warm Warm and Sunny Warm or Sunny
Sunny Rainy and Cold Rainy or Cold
Rainy Rainy and Warm Rainy or Warm
Cold Windy and Sunny Windy or Sunny
Windy Snowy and Cloudy Snowy or Cloudy
Snowy Windy and Cloudy Windy or Cloudy
Cloudy Snowy and Sunny Snowy or Sunny

Cloudy and Rainy Cloudy or Rainy

199



Appendix B

Experiment 2 Stimuli

P (A) P (A ∧ B) P (A ∨ B)

Set A

Windy Windy and Sunny Windy or Sunny
Sunny Windy and Cloudy Windy or Cloudy
Snowy Snowy and Cloudy Snowy or Cloudy
Cloudy - -

Set B

Warm Warm and Sunny Warm or Sunny
Rainy Rainy and Cold Rainy or Cold
Cloudy Rainy and Warm Rainy or Warm
Sunny - -
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Appendix C

Experiment 3 Objective

Probabilities

P (C) PO(C) P (S) PO(S) P (C ∧ S) PO(C ∧ S) P (C ∨ S) PO(C ∨ S) Shapes
per image

Set A

C1 0.7 S1 0.9 P(C1 ∧ S1) 0.63 P(C1 ∨ S1) 0.97 20
C2 0.2 S2 0.1 P(C2 ∧ S1) 0.18 P(C2 ∨ S1) 0.92 20
C3 0.1* - - P(C2 ∧ S2) 0.02 P(C1 ∨ S2) 0.73 20
- - - - - - P(C2 ∨ S2) 0.12 20

Set Bo
0.333 0.5 0.17 0.67 12
0.333 0.5 0.17 0.67 24
0.333 0.5 0.17 0.67 36

* Colour C3 was excluded from the probability questions for this set (as both C3 and S2 had objective
probability value of 0.1).

o The four probability values in set B were repeated for 3 different conditions (12-shape, 24-shape and
36-shape images)
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Appendix D

Experiment 4 Objective

Probabilites

P (A) P (B) P (A ∧ B) P (A ∨ B)
0.15* - - -
0.25 - 0.15 -
0.35 - 0.25 -
0.5 - 0.35 -
0.65 - 0.5 -
0.75 - 0.65 -
0.85 - 0.75 -
0.95 - 0.85 -
- - 0.95o -
* No conjunction pair. Used to

compare the variance of the value-
matched constituent: σP (A) = 0.15
vs σP (A ∧ B) = 0.15

o No constituent pair. Used to com-
pare the variance of the value-
matched conjunction: σP (A) = 0.95
vs σP (A ∧ B) = 0.95
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Appendix E

Solution to Riddles

An accountant says: “That attorney is my brother”, and that is true—they really do

have the same parents. Yet that attorney denies having any brothers—and that is also

true! How is that possible? (Bar-Hillel et al., 2018)

Solution: The accountant is female

A big brown cow is lying down in the middle of a country road. The street lights are

not on, the moon is not out, and the skies are heavily clouded. A truck is driving

towards the cow at full speed, its headlights off. Yet the driver sees the cow from afar

easily, and avoids hitting it, without even having to brake hard. How is that possible?

(Bar-Hillel et al., 2018)

Solution: It is daytime

Problem 1. Suppose that only one of the following assertions is true about a specific

hand of cards:

There is a king in the hand or there is an ace in the hand, or both.
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There is a queen in the hand or there is an ace in the hand, or both.

Which is more likely to be in the hand: the king or the ace?

Solution: If only one statement is true, then the other premise is false. The two

premises are an exclusive disjunction. Reasoning for this problem requires both true

and false cases to be taken into account. If only true cases are taken into account, then

an ace seems more likely. If the false cases are also taken into account, the correct

answer can be found. When the first statement is false, there is neither a king nor an

ace. When the second statement is false, there is neither a queen nor an ace. Either

way, the ace cannot occur in the hand, making it impossible. The king which can occur

in a hand is the only likely option of the two.
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