Evaluating Interpolation-based Power Management

Richard Tynan & G.M.P. O’Hare
CLARITY: The Centre for Sensor Web Technologies
School of Computer Science and Informatics
University College Dublin, Belfield, Dublin 4, Ireland
Email: richard.tynan@ucd.ie gregory.ohare@ucd.ie

Abstract—Power management for WSNs can take many forms, from adaptively tuning the power consumption of some of the components of a node to hibernating it completely. In the later case, the competence of the WSN must not be compromised. In general, the competence of a WSN is its ability to perform its function in an accurate and timely fashion. These two, related, Quality of Service (QoS) metrics are primarily affected by the density and latency of data from the environment, respectively. Without adequate density, interesting events may not be adequately observed or missed completely by the application, while stale data could result in event detection occurring too late. In opposition to this is the fact that the energy consumed by the network is related to the number of active nodes in the deployment. Therefore, given that the nodes have finite power resources, a trade-off exists between the longevity and QoS provided by the network and it is crucial that both aspects are considered when evaluating a power management protocol. In this paper, a novel node hibernation technique based on interpolated sensor readings is analysed according to these four metrics: energy consumption, density, message latency and the accuracy of an application utilising the data from the WSN. A comparison with a standard WSN that does not engage in power management is also presented, in order to show the overhead in the protocols operation.

I. INTRODUCTION

The single biggest factor in determining the performance of a WSN is the number of nodes in the deployment, as the density of nodes increases the aggregate energy consumption also increases. When considering a WSN using a density maintenance scheme, such as CCP [16], the number of active nodes ultimately govern both the longevity and competence of the network. As the active node density increases, more power is consumed on average by the nodes, and thus the longevity of the network is reduced. On the other hand, the increased node activity results in a higher resolution of the area to be observed which, theoretically, should lead to an increase in the competence of the network and therefore improve the accuracy of the application using the data.

This increase however, is limited by a secondary constraint caused by the upper bound on data communication rates, which contributes to the latency of messages reaching the data sinks or decision engines. When too few nodes are active, entire subsets of the network may become disconnected, resulting in blind spots within the region of interest. As the number of nodes increases, bottlenecks in the sparse topology reduce and multiple message paths to the data sinks can emerge, which ultimately reduces latency. After an optimal density is reached, however, further increases result in more contention for the channel and the latency increases once again. The challenge, therefore, is to select a density, which produces optimal energy consumption, message latency and application accuracy. This gives rise to the Energy-Density-Latency-Accuracy (EDLA) trade-offs [9] [8], and it is within this evaluation framework that the performance of an Interpolation-based Redundancy Identification and Sensor Hibernation (IRISH) [13] [12] technique is considered in this paper.

IRISH differs significantly from traditional coverage techniques in that its decisions about redundancy and hibernation are based on sensed data as opposed to node density [16]. Existing techniques tend to maintain a uniform node density as sensors expire, but this fails to take into consideration the fact that more sensed data may be required from a specific area of the environment where interesting events are occurring. IRISH is an attempt to solve this in a general by allowing the network to hibernate a node according to what is being perceived in the environment. By specifying the interpolation error instead of the sensing radius for example, the node activity can be altered to balance the EDLA trade-offs.

In the next section, these EDLA relationships are examined in greater detail. This is followed in section III by details of the IRISH power management protocol and the experimental setup is provided in section IV. The results of this experimentation are presented in section V and the paper closes with conclusions drawn from this experimentation as well as a discussion of how this work can be improved in the future.

II. ENERGY-DENSITY-LATENCY-ACCURACY TRADE-OFFS

The EDLA trade-offs refer to the four distinct performance characteristics Energy, Density, Latency and Accuracy of a WSN. As more Energy is consumed by the nodes, the operational lifetime of the network reduces. The Density refers to the number of nodes deployed in a given region to be monitored. When considering a WSN using a node hibernation technique, such as CCP [16], the density is defined by the number of active nodes in the area. Latency of messages refers to the delay between the time a message is sent and the time it is received at its destination. Finally, Accuracy refers to the precision that an application can perform its task, using the WSN and its data.

It is crucial that all of these attributes are considered when evaluating power management techniques for WSNs. Consider the case where a node will last 1 day on average and a naive hibernation scheme that keeps only 1 node active for
a day and when it expires another node activates. Clearly, the network will last for \( n \) days, where \( n \) is the number of nodes in the network. However, such longevity will probably lead to a considerable reduction in an applications ability to make accurate inferences about the environment because its data only ever comes from a single sensor. This illustrates the requirement for using all of the EDLA trade-offs in analysing a hibernation technique and each one of these is now examined in further detail.

A. Energy

The energy consumed by a node is due to the activity of a number of its components, such as transmission of data via the transceiver, executing instructions using the processor, storing program state in memory and sampling the sensors. Therefore, the amount of time a given node is active, the shorter its lifetime will be due to its finite power supply. This implies that energy and node lifetime are inversely proportional to each other. In this paper, both node lifetime and activity are utilised for the evaluation of the IRISH protocol. Hibernating a node consists of switching some, or all [10], of its hardware components into a low power sleep mode, where it consumes a fraction of the energy and thus can operate for an increased period of time. For a network as a whole, therefore, the energy consumed will be proportional to the number of active nodes or node density. In addition to the energy saved at the hibernating node, further energy is conserved along the path its packets are forwarded to the base station, through the absence of its data. The drawback of this is that while in hibernation, the nodes sensory data is not available, resulting in a blind spot in the network. In addition, the node is not available to forward messages from its neighbours while hibernating and so an alternate path must be found.

B. Latency

For a WSN, a fixed bandwidth is available for the transfer of data between entities. As the number of nodes increases, more paths become available to route packets to their destination simultaneously, which in theory increases performance by reducing latency. Crucially, the routing component must be able to take advantage of these additional routes by continuously attempting to improve its QoS. There will come a subsequent point, however, where the latency of transmission begins to increase proportionally to the number of nodes. This is due to additional contention for the wireless channel as the node density increases. Such a trade-off has been observed and preliminary experiments have verified such a relationship [3]. This implies that adding some nodes to the deployment can result in improved performance, in terms of latency, however, with too many nodes the network becomes saturated. In addition to contention for the channel, an increased number of nodes increases the probability for both collisions and also instances of the hidden terminal problem for local broadcasts, which together can not only increase latency through retransmissions but can also lead to lost packets [3]. In this work, the latency effect of the IRISH protocol is demonstrated by observing the % of messages received at the base station sent from active nodes for a given timeout duration.

C. Accuracy

The accuracy of an application is directly related to the networks ability to provide timely delivery of a sufficient density of data to it. When this is the case, it is assumed that the application will be able to perform its task to an appropriate standard, and therefore, accuracy is directly related to the competence of the WSN. A deficiency in either density or latency will result in sub-optimal application performance, through either inaccurate inferences about the state of the environment or perhaps excessive delays in decision making. Application accuracy may not degrade uniformly with the competence of the WSN i.e. sharp declines or increases may result from slight variations in density or latency and so it may be necessary to finely tune the parameters of the network in order to achieve the desired accuracy.

It is crucial that in selecting an application to benchmark a networks competence that it requires both aspects of WSN competence to operate effectively. To examine this in more detail, consider a target tracking application that uses the sensed data to localise a target in the environment [6]. With excessive latency, the target will have moved a greater distance by the time sufficient data has reached the base station, and thus contributing to inaccuracies in the applications attempt to pinpoint its location. Without adequate density of information about the target, it may not be possible to localise the source accurately, as it may be in an area that is not close enough to a sensor for it to be detected. This is symptomatic of many applications where decisions need to be made at a certain time in order to strike a balance between density and latency for optimal performance, so simply increasing density will not typically achieve the desired increase in accuracy. In this work, target tracking will benchmark the accuracy of both the standard WSN and the network using the IRISH protocol to hibernate redundant nodes.

D. Density

From the previous three discussions, it is apparent that the single biggest factor in determining the performance of a WSN is the number of active nodes in the deployment. Ultimately, density drives the power consumption, network longevity, latency and resolution of data perceived by the application. However, the overarching responsibility of the WSN is to ensure the performance of the application. Therefore, the density must be chosen with a corresponding accuracy in mind. This density must also be able to sustain the operation of the network for the desired lifetime. Therefore, the challenge in selecting an appropriate density is to ensure that both accuracy and longevity are maximised in tandem. Within this paper, the interpolation error of IRISH will govern the density of the network for the desired lifetime. Therefore, the challenge in selecting an appropriate density is to ensure that both accuracy and longevity are maximised in tandem. Within this paper, the interpolation error of IRISH will govern the density of the active network of nodes and this is then evaluated according to the metrics previously outlined. One additional density factor has been mentioned in the previous section. For a practical application a timeout must be selected at which point the forces of density and latency balance. Therefore, there are two means to control the density of messages, the decision timeout and the active node density. For comparison purposes, these
metrics are evaluated for a standard WSN of fixed density and a WSN using the IRISH protocol of variable density.

III. IRISH Protocol

Interpolation is a technique used to predict the value of an unknown function, at a specified location, using known values of that function. From a WSN perspective, the function can be either the temporal or spatial variation in the sensed data. The known points are at the sensors locations and at the instant samples are taken. The Interpolation-based Redundancy Identification and Sensor Hibernation (IRISH) uses the predicted value and the actual sensed value to decide on a node's redundancy. Essentially, when the difference between the interpolated and the actual values are less than a given threshold then the node is deemed redundant and can be hibernated [13] [12].

A. Interpolation Domain and Model

In order to successfully interpolate a sensed value, an interpolation domain and model must be selected. The interpolation domain is a subset of the network that is used to predict the sensed value at the desired location. A number of such partitions have been identified for WSNs: k Nearest Neighbours, Neighbours within a given radius and also a predefined set [15]. Similarly, there are many interpolation models available for WSNs: Kriging, B-Splines and Weighted Averages [5]. In general, the choice of interpolation domain and model will largely be dependent on the environment and sensory modality respectively. Obstacles in the environment also have to be considered as these can dramatically affect the accuracy of interpolated values.

B. State Transitions

The behaviour of the IRISH approach can be summarised as a set of state transitions within the nodes, figure 1. A node begins by beaconing a request to its neighbours for their sensed data. After a timeout period, the responses are aggregated on the requesting node, to calculate the interpolated value for this node. This is then compared to the actual sensed reading and if the node is redundant it requests it to hibernate, otherwise it activates. The reason for the protocol requesting to hibernate is that the IRISH layer may not be able to hibernate if other layers such as the connectivity maintenance layer deem the node critical and this will be discussed further in section IV. After a specified period in the sleep or active states the node enters the listen state and the process repeats.

The neighbour table information maintained by the node is populated in the listen state. It is then consulted to see if the node is sensing redundant or not. Crucially under this approach, as distinct from density based approaches, it is not an option to assume neighbour information is the same before and after a sleep period since under the IRISH regime the neighbour information will include sensed data. Other techniques may or may not purge their neighbour data before sleeping, under the assumption that the topology is relatively static and the cost in repopulating the table would not justify the potential performance degradation by using stale neighbour information for decisions. It is assumed that some form of permanent storage exists in this case on the node so that the data will survive the power down process.

1) Request Beaconing: The request beaconing process of the the IRISH protocol is similar in many respects to the beaconing in CCP. Firstly, beacons are conducted using local broadcast, however, not all receiving nodes may respond given a specific interpolation domain. Secondly, the beacons may contain location information of the requesting node so that neighbours could compute their distance to the node. This can reduce the computation required of the requesting node. The IRISH beaconing, however, is significantly different from that of a traditional density maintenance approach such as CCP. Firstly, the beacons serve as a request for data rather than simply informing neighbours of the node’s existence. The beaconing process drives the redundancy calculation on the node using the IRISH protocol, however the beaconing of a node under CCP typically occurs after a node has decided to become or remain active. An additional distinction between the two approaches is the purpose of the beacons, within IRISH the beacons serve to identify the redundancy of the requesting node, while under CCP beacons are utilised by neighbours to calculate their own redundancy.

2) Timing Considerations: Timeout selection for the IRISH protocol is significantly more complex than for CCP. Under CCP, a node can only be redundant due to variations in topology i.e. a node will only become critical due to the failure or hibernation of a neighbour. While this is true to some extent within IRISH, another factor must also be considered - the environment. Consider the case where the activity state of a node’s neighbours remains constant while it is considering its redundancy. If an anomaly is placed over the sensor in such a way that it experiences a large interpolation error then it will activate even though topologically the network is the same. This illustrates the requirement to select timing parameters not just to allow the network to respond to changes in topology but to allow a response to changes in sensing data [13]. With a long sleep time not only can the topology have changed considerably but so too can the sensing information. Unlike CCP, where beaconing mid active period can improve the neighbour tables for a node’s neighbours, there is no need to beacon within the IRISH protocol while a node is active until it needs to re-evaluate it’s redundancy.

C. Relationship to CBR Editing Techniques

A similar technique to this has been used successfully in the field of Case-Based Reasoning (CBR). CBR is an AI technique.

Fig. 1. State transition diagram for the IRISH protocol.
used to classify instances of a target problem from a set of training data with corresponding classifications. Essentially a case has features and these can be used to locate a case in an n-dimensional region, where n is the number of features. A new cases class can be predicted by examining the class of its k nearest neighbours within the case base. Speed of classification is inversely proportional to the case base size, however accuracy of the classification is typically proportional to size. Notice the correlation between this and WSN energy consumption and competence.

CBR editing techniques attempt to reduce the case base size without compromising the competence of the resulting case base in terms of classification accuracy. One candidate solution for achieving this is called Condensed Nearest Neighbour CNN [7], where a case is removed from the case base if it can be correctly classified by its k nearest neighbours. The reasoning behind this is that such a case is redundant due to the fact that a similar case, to the one being removed, should be classified correctly by the remaining cases. This category of technique typically maintains cases close to boundaries between class regions in the case base.

The analogy with a wireless sensor network is through viewing the nodes and their data as cases in a case base. Nodes have locations and samples of the environment are available at its location through its sensors. Using the CNN technique, the QoS of the case base is maintained while reducing case base size. For WSNs a case being removed from the case base is equivalent to it being hibernated for a period of time. A number of other CBR editing techniques also exist such as RNN, ENN, DROP and ICF but the basic CNN algorithm is considered here primarily because it requires the least amount of communication between nodes in order to operate. In the next section, the IRISH protocol is realised within a protocol stack in order to deliver its hibernation capabilities and to evaluate its performance under the EDLA metrics.

D. Related Work

There are a number of other techniques that can be used for power management within WSNs, however, they tend to focus primarily on maintaining a uniform node density. Many of such techniques are surveyed by Wang and Xiao [14]. Borgne and Bontemi [1] have explored work similar to this, however their system is unable to cope with dynamic data at all as such techniques are surveyed by Wang and Xiao [14]. Borgne and Bontemi have explored work similar to this, however their system is unable to cope with dynamic data at all as such techniques are surveyed by Wang and Xiao [14].

For the standard WSN, GPSR [4] is used to provide the multi-hop communication for nodes out of direct transmission range of the base station. Finally, the application samples the sensed data at the node and relays it to the base station every ten seconds. Above the MAC layer is the connectivity maintenance protocol in the IRISH setup. This layer is necessary because the IRISH protocol is unable to maintain a connected network when hibernating nodes. The CCP protocol is adopted to maintain connectivity using the property that a sensing coverage technique will maintain connectivity when 2 * R_{sense} = R_{transmission} [16]. Above this layer is the GPSR routing layer upon which the IRISH protocol operates. Finally the same application is used in the IRISH protocol stack as the standard WSN. The values chosen for the power consumption in the different states of the transceiver are based on those used in the experiments of CCP [16]: Transmit power 1.4W, Receive power 1W, Idle power 0.830W, sleeping power 1.4W, Receive power 1W, Idle power 0.830W, sleeping power 1.4W, Receive power 1W, Idle power 0.830W, sleeping power
density or node activity is controlled by specifying the lifetime of a node and the % of the nodes that remain active. The energy consumed by the network is observed in two ways, the average readings received, and so a timer is started every ten seconds. After the timer expires, data which has reached the base station is used to evaluate the location of the target in the environment. The longer the timer, the more data for the base station must use a timeout and interpolation error. The sleep time is also considered as it can have a significant effect of IRISH performance [13]. Specifically, three active/sleep values are used in this experimentation: 5, 10 and 15 seconds. The duration of time allowed for nodes to reply to the interpolation request beacon is set at 0.2 seconds. In each case, the first set of data points obtained are averages of 5 distinct iterations of the simulation. This produces graphs that are dependent on the five target speeds 1m/s - 5m/s and the average of these makes up the results presented here.

A. Energy(Density)

The effect of the error value on node activity is depicted in figure 3. A number of interesting points can be seen from this graph, firstly, node activity decreases as the interpolation error increases. A second point of interest is that this decrease is bounded as can be seem from the small reduction in node activity given the relatively large increase in interpolation error from 5 to 10. The diminishing node activity from figure 3 is mirrored in an increasing average node lifetime as the threshold increases, figure 4. Additionally, the trend levels off at around 160 seconds per node, indicating that an asymptotic value exists for the average node lifetime. The reason for the levelling off of both graphs is the underlying connectivity maintenance protocol, which maintains the core set of nodes for the network to route data to the base station.

At the base station a corresponding application layer receives data and calculates the location of the target based on the sensing information. The base station must use a timeout in order to balance the message latency with the number of readings received, and so a timer is started every ten seconds. After the timer expires, data which has reached the base station at that point is used to evaluate the location of the target in the environment. The longer the timer, the more data for the deliberation, but the greater the subsequent distance the target will have travelled, potentially increasing error. The energy consumed by the network is observed in two ways, the average lifetime of a node and the % of the nodes that remain active. Finally, density or node activity is controlled by specifying the error threshold to the IRISH protocol.
average lifetime of a node, however, the opposite relationship exists here. When an active/sleep period of 5 seconds is used, a lower node lifetime is observed. One of the reasons for this is due to the additional energy consumed from the increased frequency in beaconing and redundancy evaluation. This result is significant in that it shows that node activity is not always a good indicator of the longevity of a node or indeed the network. In a similar fashion to the average % active, the average node lifetime appears to have an upper bound, and this can be seen from the identical behaviour of the 10 and 15 second trends.

B. Latency(Density)

With a large density, corresponding to a small error threshold, a large number of nodes are active and compete for use of the channel. Therefore it takes longer for the same percentage of data to reach the base station. This can be seen from the straightness of the 0.1 threshold trend in figure 5. As the threshold increases, the number of active nodes and the latency of the messages reduces, thus a greater percentage reaches the base station within a given timeout period. This illustrates the tradeoff that must be selected for the application - whether a small amount of fresh data is better than a large volume of potentially stale data. Only the 10 second trends are included here because these graphs outperform both the 5 and 15 second graphs.

The inevitable reduction of this effect is also observed as the error threshold becomes greater than 5, due to the removal of alternate message routing paths and the possibility of sub-graphs becoming temporarily disconnected. This is observed in the graph through the increasing proximity of the trends as the error increases, demonstrating the reduced effect of the error on latency. Additionally, as the threshold increases, the curvature of the trends appears to increase also, implying that larger percentages of data reach the base stations sooner and thus waiting longer will not significantly increase the additional number of messages received. Evaluating the precise effect this wait has on performance will be achieved through the application accuracy in the next section.

C. Accuracy(Density, Latency)

In order to comprehensively evaluate the IRISH protocol, two localisation techniques are employed which have been discussed previously in section IV-C. The accuracies are evaluated for different interpolation error thresholds and latencies and in order to make the experimental data clearer, polynomial trend lines have been used here rather than the raw line graphs. As in the previous latency experiments, only the 10 second sleep time graphs are included here because they outperform the trends when the sleep time is set to 5 and 15 seconds.

1) Maximum Localisation Accuracy: The standard latency effect on accuracy can be seen in figure 6, as the timeout increases, more data reaches the base station thus improving localisation accuracy. After a critical point, however, this curve rises again due to the continual motion of the target while the sensing information is en-route. The effect of density, or node activity maintained by IRISH, can also be seen here through less dense deployments producing better accuracy due to the reduced latency. This can be seen from the optimal error of the trend line around 10.8m for an error threshold of 0.1 but an error of 8m when a threshold of 5 is chosen.

The location of the minimisation point for the trend lines is also of interest, it appears that for the denser deployments the optimal point occurs at slightly later timeout values. The shape of the curves also indicates that more dense deployments are less sensitive to latency, based on the flatness of the curve with a threshold of 0.1 as compared to the curve for an error threshold of 10. A diminishing return in accuracy can also be seen from the trends with error 5 and 10, the accuracy difference between these two configurations is negligible even though a considerable change in error is present. The optimal localisation error for this technique is 7.9m for an error threshold of 5 and a timeout of 1.2 seconds.

2) Weighted Localisation Accuracy: Similar trend characteristics to those of figure 6, can be seen with the WL technique in figure 7. The minimisation point also occurring at 1.2 seconds and in addition, a similar relationship between error threshold and accuracy is also visible here. The improvement in localisation accuracy for WL, as compared to ML, is minimal with an optimal 6.8m error when the threshold is 5 and the timeout is 1.2 seconds.
the reduction in accuracy, the increase in average lifetime of a node is not equivalent to the additional redundant sensors deployed indicating that the increase in redundant nodes may not directly translate into an equivalent longevity increase.

One possible reason for the under performance of IRISH is the requirement of homogeneous timing parameters in order for the hibernation broker to make its decision to hibernate. Two conflicting timing regimes are present here - the connectivity maintenance protocol and routing layers that favour a stable topology resulting from long sleep times. On the other hand the IRISH protocol favours short sleep times particularly for a dynamic environment [13]. Our future work will focus on mechanisms to allow individual node hibernation techniques to operate autonomously using independent timing regimes that optimise their performance.

D. EDLA Comparison

The EDLA trade-offs for the IRISH protocol and the standard WSN are presented in table I. Evaluation of the techniques occurs based on the location of their respective optimal performances. It is crucial to remember that using the EDLA metrics together, it is not possible to artificially improve the performance of one of the metrics without negatively impacting one of the other metrics and this ensures a fair comparison between techniques. In terms of optimal timeout value, the standard approach performs fastest, with its optimal position occurring after 0.8 seconds. From an accuracy perspective, the standard WSN is significantly better at localising the target in the environment but the IRISH protocol achieves a 30% increase in the average lifetime of a node.

![Fig. 7. Localisation error for the WL technique.](image)

<table>
<thead>
<tr>
<th></th>
<th>timeout</th>
<th>ML</th>
<th>WL</th>
<th>% active</th>
<th>lifetime</th>
<th>density</th>
</tr>
</thead>
<tbody>
<tr>
<td>Standard</td>
<td>0.8</td>
<td>3.3m</td>
<td>2.7m</td>
<td>100%</td>
<td>120k</td>
<td>256</td>
</tr>
<tr>
<td>IRISH</td>
<td>0.9</td>
<td>7.9m</td>
<td>7.8m</td>
<td>50%</td>
<td>157x</td>
<td>400</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Error Threshold</th>
<th>Poly. (0.1)</th>
<th>Poly. (1)</th>
<th>Poly. (5)</th>
<th>Poly. (10)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Error (metres)</td>
<td>6</td>
<td>7</td>
<td>8</td>
<td>9</td>
</tr>
</tbody>
</table>

TABLE I EDLA TRADE-OFFS FOR THE IRISH PROTOCOL.

Another important result can be seen here, in that deploying nearly double the amount of nodes does not result in a corresponding increase in longevity without a drop off in accuracy. This is due to the additional communications required to maintain the soft deployment. Interestingly, on average 50% of nodes are active under the IRISH protocol, roughly corresponding to the same number of nodes in the basic configuration. Even though a similar number are active, a substantial reduction in application accuracy can be seen. This leads to the conclusion that considerable overhead exists for the IRISH protocol, which increases contention for the channel and contributes to poor performance.

VI. CONCLUSIONS AND FUTURE WORK

When hibernating sensor nodes to conserve energy in the network, care must be taken so that the QoS provided by the remaining resolution is not significantly reduced. This gives rise to the EDLA trade-offs, where a balance between energy consumption and application accuracy is achieved through judicious selection of the set of active nodes. By analysing all aspects of the performance of the IRISH protocol, accurate and fair comparisons can be made between experimental results. In this work, we can see how the IRISH protocol does not perform as well in terms of accuracy as a standard WSN not engaged in power management. It can however, increase the average lifetime of a node. Interestingly, despite

REFERENCES


