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A Distributed Asynchronous Deep Reinforcement Learning Framework for
Recommender Systems

BICHENSHI∗, ELIASZ. TRAGOS∗, MAKBULEGULCINOZSOY∗, RUIHAIDONG∗,BARRY SMYTH∗,

NEIL HURLEY∗, AONGHUS LAWLOR∗, ∗Insight Centre for Data Analytics, University College Dublin, Ireland

In this paper we propose DADRL, a distributed, asynchronous reinforcement learning recommender system based on the asynchronous
advantage actor-critic model (A3C), which combines ideas from A3C and federated learning (FL). The proposed algorithm keeps
the user preferences or interactions on local devices and uses a combination of on-device, local recommendation models and a
complementary global model. The global model is trained only by the loss gradients of the local models, rather than directly using
user preferences or interactions data. We demonstrate, using well-known datasets and benchmark algorithms, how this approach can
deliver performance that is comparable with the current state-of-the-art while enhancing user privacy.

CCS Concepts: • Computer systems organization→ Distributed architectures; • Theory of computation→ Reinforcement
learning; • Information systems → Recommender systems.
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1 INTRODUCTION

Traditional Recommender Systems (RS) use central servers that gather and store data from user interactions to compute
user profiles and train global recommendation models. RS models which are trained centrally can achieve great
performance because the full user profiles and other information is available to them during training. However,
centralised RS require users to share their whole interaction history with the server, leading to problems with scalability
as the number of users and interactions increase, and have a central point of attack with respect to user privacy, as all
user profiles are stored centrally.

Motivated by the scalability and privacy issues related to a central server, we propose an asynchronous, distributed,
deep reinforcement learning (RL) based recommendation algorithm (DADRL) based on the ideas from asynchronous
advantage actor-critic model (A3C) [3] and from federated learning (FL) [1].

As shown in Figure 1, the DADRL framework comprised a global deep neural network (DNN) that exists on a central
server and a local DNN on each user device, which is a copy of a version of the global model. On the device, the local
DNN uses the locally stored user-item interactions in order to compute the gradient losses, which are sent to the central
server for training the global DNN and updating its weights. A new copy of the global DNN is then sent back to the user
device to be used as the new local DNN for calculating the losses of the next interactions (in the next session). DADRL
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addressed user privacy, as the global model is trained with only the gradients of the loss that it receives asynchronously
from the local devices. No other private user information is shared. In addition, due to the asynchronous nature of
DADRL, each user gets a local copy of the global DNN at different times, and it is rare that two users have exactly the
same version of the model, which further mitigates privacy attacks and differentiates our model from FL [4].

Figure 1. Overview of the privacy-preserving distributed
deep reinforcement learning (DADRL) framework.

Figure 2. Global average CTR vs number of training episodes
for Outbrain.

Outbrain k=1 k=10 k=20 k=50 k=100

LinUCB 0.856 0.359 0.213 0.096 0.049
DQN 0.883 0.417 0.261 0.120 0.063
DDQN 0.881 0.403 0.246 0.113 0.059
A2C-F 0.888 0.428 0.261 0.122 0.064
A2C-D 0.869 0.381 0.240 0.109 0.057
DADRL 0.914 0.567 0.393 0.201 0.111

Table 1. The Click Through Rate (CTR) of the 6 methods in
One Plus K Random Items test setting on the dataset.

In Fig. 2 we show the moving global average CTR of DADRL during the training process, compared with various state
of the art baselines. As shown in the figure, DADRL achieves comparable results with the state-of-the-art algorithms,
either centralised (LinUCB[2], DQN[5], DDQN) or synchronous (A2C-F, A2C-D). The fully trained models are evaluated
on a realistic testing environment, employing the One-Plus-𝑘-Random-Items evaluation protocol. The performance of
all methods on the Outbrain datasets, with different values of 𝑘 are presented in Table 1. The results reveal that DADRL
outperforms the other models for all 𝑘 . We point out that when there are significantly more negatively sampled items
than user interactions (𝑘 ≥ 50) the performance of DADRL is much better than the other baseline models.
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