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ABSTRACT

In this work we formulate and examine the hypothesis that speech sequencing
patterns are shaped by the requirements of production and perception effi-
ciency. Many phenomena associated with sequencing in speech can be seen
as emergent properties of skilled motor action system behaving according to
biologically and evolutionarily plausible parsimonious criteria.

The articulatory sequences under consideration are represented in this the-
sis in the manner of Articulatory Phonology as gestural scores, i.e., temporal
and dynamical descriptions of activation patterns of primitive speech actions –
gestures. In order to be able to introduce relevant optimality criteria, we thor-
oughly evaluate the Task Dynamical implementation of Articulatory Phonol-
ogy. We modify the task dynamical model of the vocal tract so that it accounts
not only for the dynamical nature of the abstract sequenced tasks but also for
the physical properties of the end effectors participating in the production of a
small, clearly defined set of speech gestures.

This resulting embodied task dynamical implementation of gestural sequenc-
ing allows us to quantitatively evaluate gestural scores in terms of the cost
of their realisation, encompassing both functional aspects and the underlying
physical effort associated with speech production. In this work we consider
three inter-linked cost functions associated with the production and percep-
tion of gestural sequences: articulatory effort, parsing cost, and overall ut-
terance duration. The articulatory effort is a measure of expenditure of force
exerted by the model muscles in order to achieve a given sequence of gestural
targets. The parsing cost is related to the resulting precision of articulation as
achieved by the system’s end effectors, and to the demands imposed on the
listener in order to parse the utterance. The duration cost straightforwardly
reflects the overall duration of the realised gestural score.

The cost functions conceived in this way pose mutually contradicting require-
ments on the temporal alignments and dynamical parameterisations of the
gestural sequence. When combined in a single parametric overall cost func-
tion used as an objective function of the optimisation problem, this approach
leads to identification of sequencing patterns, gestural scores, that are optimal
with respect to the realistic interplay of perception and production criteria.

We find that this optimisation process results in stable gestural sequences that
reproduce several known coarticulatory effects, such as the relative order of
articulatory events in simple vowel-consonant-vowel sequences and global

v



gestural sequencing patterns involving consonant clusters. The emergent in-
tergestural phasing patterns are evaluated in light of the leading theories of
gestural sequencing in speech. Our results indicate a considerable dependency
of intergestural phasing relations on the articulatory nature of the sequenced
gestures and the physiological and anatomical properties of the articulators
involved in their realisation. These results are sometimes at odds with some of
the intergestural phasing principles postulated in Articulatory Phonology, but
show a strong agreement with articulatory data collected by phoneticians.

vi



Introduction

In this work, we formulate and test the hypothesis that the temporal details of
sequencing the articulatory movements in speech production are influenced
by the requirements of production and perception efficiency. That is, the tem-
poral alignment of primitive articulatory actions – gestures – reflects the parsi-
monious tendency of motor action system to minimise energy expenditure and
facilitates parsing of the resulting acoustic outcome by a listener. Moreover, the
dynamical parameters of these actions, determining the kinematic profiles of
the articulatory trajectories, are shaped by the same optimality principles.

The claim expressed by this hypothesis can be applied to two interconnected
aspects of speech production, traditionally conceived as two domains of
speech research: phonetics and phonology.

For an individual speaker, this hypothesis can be interpreted as assertion that
the sequencing details of motor actions performed by the speaker when pro-
ducing an utterance are fine tuned so that the expenditure of cost associated
with their production and subsequent perception are minimised. The optimal
intergestural sequencing patterns are learnt during the period of acquisition
of a speaker’s native language and through years of practise. The temporal
alignment of gestures used by the speaker is the most efficient of all alignments
suitable for producing a valid outcome, i.e., the outcome which best satisfies
the constraints imposed on speech by the phonological standards of the given
language. Optimality principles govern the physically instantiated action of
embodied speech production1. This is the phonetic version of the hypothesis.

A broader view of the influence of optimality principles on speech action has
been strongly advocated by Lindblom in his conceptual formulation of Emer-

1This work is not directly related to Optimality Theory (Prince and Smolensky, 2004) which
is built on similar general principles. We shall discuss possible commonalities with this influ-
ential phonological theory in the concluding Chapter 11.
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gent Phonology (Lindblom, 1983; Lindblom et al., 1983; Lindblom, 1990b;
Lindblom, 1999; Lindblom, 2000). Lindblom put forward an idea that gen-
eral constraints on action, on optimal production and on cognitive resources
can, when mapped appropriately into the speech production and perception
domain, shed a novel light on the organisational principles themselves. Rather
then being encoded as a system of external, representational laws, phonolog-
ical phenomena emerge as consequences of these basic constraints. Speech is
adapted to be spoken and understood.

The principles governing the sequencing of primitive articulatory actions, e.g.,
the relative timing of the voicing onset, the velum movement and the labial clo-
sure resulting in distinct contrasting sounds recognised in a given language,
are seen as optimal production patterns. They correspond to attractors, val-
leys in the efficiency landscape expressing the dependence of a production and
perception cost on quantifiable details of intergestural coordination, selected
by the given language during its evolution. Presuming that it is driven by the
same optimality criteria, the individual process of speech acquisition is facili-
tated by this pre-optimisation of expected sequencing patterns. The linguistic
environment “nudges” the learner towards the appropriate attractor and the
subsequent fine tuning driven by the same parsimonious tendencies takes care
of the rest. The principled distinction between the phonetic and phonological
aspects of speech production dissolve.

In order to test the plausibility of this optimality hypothesis we have chosen
a modelling approach. We have designed a model of gestural sequencing and
defined efficiency criteria evaluating its behaviour. Using an optimality proce-
dure we then identified those gestural constellations which minimise these cri-
teria and compared them with sequencing patterns reported by experimental
phoneticians and those predicted by existing theories of gestural sequencing.

The nature of the investigated phenomena and the evaluated hypothesis place
several methodological constraints upon our modelling paradigm. In order
to be able to explicitly quantify the constraints posed by the physical and
physiological aspects of articulation, we must take into account the embod-
ied character of this sequential skilled motor action. At the same time, as our
primary interest lies with the motion patterns associated with speaking, we
must view speech production as a dynamical process lawfully reflecting the
physical forces exerted to realise the constituent movements. These dynamical
and embodied aspects of our modelling approach are discussed in detail in
Chapter 1 of this thesis.
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The presented work is firmly grounded in the phonological theory of Artic-
ulatory Phonology (Browman and Goldstein, 1990; Browman and Goldstein,
1992). By considering primitive motion patterns – gestures – as the atomic
building blocks of both physical realisation of speech and of a lawful descrip-
tion of underlying organisational principles, Articulatory Phonology provides
a unique platform for investigating the sequencing of articulatory movements.
In Chapter 2, we present an overview of the relevant aspects of this theory and
its task dynamical model.

The architecture and behaviour of our own abstract model, an elaboration on
the task dynamical implementation of Articulatory Phonology (Saltzman and
Munhall, 1989; Saltzman, 1991), is described in a considerable detail in Chap-
ters 5 and 6. Our modelling paradigm extends the traditional task dynamical
approach by careful consideration of the embodied character of speech pro-
duction. In order to realistically account for this important aspect, we adjust
the dynamical definition of the behaviour of model constituents and of the
quantitative aspects of interplay between the functional components of the
vocal tract.

In the following Chapter 7, we define the efficiency measures of model’s be-
haviour. These measures, conceived as cost functions of articulatory trajecto-
ries generated by the model vocal tract, incorporate conflicting demands posed
on gestural sequencing by the production and perception aspects. The con-
tradictory requirements are resolved by combining these cost functions in a
single overall efficiency measure. The adjustable parameters of this composite
function are interpreted in terms of the intentional control of speaking manner
(fast/slow speech, hypo-/hyper-articulation). The procedure used for identi-
fying the gestural constellation that is optimal with respect to these efficiency
measures is also presented.

As part of this work, we have not conducted any phonetic experiments of
our own. Instead, in Chapter 3, we present an overview of published mea-
surements and quantitative analyses of gestural timing patterns manifested by
human speakers. We focus on both local and global emerging organisational
phenomena spanning gestural sequences with different underlying linguistic
structure. In Chapter 4, we then discuss the relevant existing models of in-
tergestural sequencing.

In Chapters 9 and 10 we then evaluate our results in the light of these theo-
ries. We compare the emergent gestural constellations, optimal with respect
to our efficiency criteria, with the phonetic results presented in Chapter 3 and
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formulate several testable hypotheses concerning the local and global gestural
timing patters. We also present a way of interpreting the results of our simula-
tions in terms of quantifiable predictions concerning the sequencing of speech
movements in speech.

Finally, in the concluding remarks to this thesis, we return to the questions
raised in this Introduction. We shall discuss the hypotheses presented here in
the light of our own modelling approach and of the results of our simulations.
We shall also present a detailed road map of further possible development of
our work.

In her theoretical treatment of organisational principles behind intergestural
phasing, Byrd wrote:

Currently, one of the most significant challenges in the study of
speech production is to gain a theoretical understanding of how
speakers coordinate articulatory movements. The goal of this effort
is to uncover principles of coordination rather then simply patterns
of coordination. (Byrd, 1996)

We believe that our work presents the first step in one possible direction to-
wards this goal.

4



Part I

Background



CHAPTER

ONE

Embodied Dynamical Modelling

One of the most intricate problems facing speech researchers is an explanation
of the relationship between physically instantiated action of embodied speech
production and perception mechanisms (phonetic detail) and presumed higher-
level formal organisational principles governing these mechanisms (phonol-
ogy). The traditional perspective established by the ground-breaking work of
de Saussure, Jakobson, Chomsky, Halle and many others, postulates the logi-
cal precedence of the formal factors over the substance.

According to this powerful view, speech is analysed as a mere realisation of un-
derlying, grammatically determined aspects of the communication task. The
lawfulness of phonetic variation is seen either as a direct consequence of the
phonological rules or as a mere by-product of the properties of the physiolog-
ical setup of a production mechanism and as such is of a limited significance
for the debate about the nature of speech. The influence is unidirectional. The
constraints upon the physical realisation of the “grammar of speech” have no
bearing on the governing rules.

In this work, we shall advocate an alternative approach. We shall investigate
speech production as a skilled embodied dynamical motor activity delimited
by physical, physiological and communicative constraints. We shall present
some fundamental ideas behind the exploration of phonology as “an emer-
gent patterning of phonetic content” (Lindblom, 2000) and discuss the no-
tions of dynamics and embodiment, the connections between them and the
demands they impose on modelling the emergence of speech phenomena as-
sociated with gestural sequencing.

The language of dynamics is well suited for describing both the task driven
nature of speech (task dynamics) and its embodied character (forces as a de-
terminant of action). Bringing the physical instantiation of speech articulators
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into account carries along some big challenges to a modeller. Most signifi-
cantly, it is the problem of a vast number of degrees of freedom inherent in
any complex motor system, and in particular the temporal dimension of this
problem associated with sequencing of primitive gestures.

At the same time, the embodiment itself offers an elegant solution to the
degrees-of-freedom problem. It allows for formulating of efficiency criteria
which can be used as a benchmark for selecting those patterns of production
which would be favoured in evolution of speech and could emerge as typical
patterns of production (Lindblom, 1999). In what follows, we shall discuss
these considerations in more detail and we shall present examples of quali-
tative descriptions emerging as consequences of interactions between various
levels of behavioural analysis.

1.1 Embodiment and dynamics

The chicken or the egg question of the precedence of the formal description
or the implementation detail is, of course, part of a much broader dispute of
what level of analysis is best suited for theories and models of cognitive human
behaviour, such as motor action, perception, learning, and even consciousness.

Undoubtedly, there exist strong behavioural patterns which can be meaning-
fully expressed in a symbolic, formal fashion as sets of rules. However, these
high-level rules do not have to be necessarily interpreted as causally driving
the behaviour of the system in question. They can be seen as emergent descrip-
tions of behaviour of the physically instantiated system performing required
actions in conformity with its environment.

In other words, a target oriented behaviour does not have to be understood
as an abstract discrete computation, the outcome of which gets algorithmi-
cally re-cast into a continuous space of physical action in the form of a motor
plan. Rather, the formal description and the action can be unified as discrete
and continuous aspects of a single underlying complex system, expressed by
means of the mathematics of dynamical systems (Gafos and Benus, 2006).

To illustrate this point, consider the following differential equation adapted
from (Kelso, 1995):

ẋ = a− x2 (1.1)

As the value of its parameter a changes from negative through zero to positive,

7



 

a < 0 a = 0 a > 0 

A B C 

0 x1 x2 

Figure 1.1: A schematic illustration of the behaviour of dynamical system defined by
Equation 1.1 and its dependence on system’s parameter a.

the behaviour of the system described by this equation undergoes a qualitative
change called a saddle-node bifurcation (Figure 1.1). When a < 0, the value of
x in time decreases without limit (Figure 1.1A). When a = 0, there is a saddle
node at point 0: when x(0) ≥ 0 then the value of x converges to 0, for x(0) < 0,
x again decreases beyond limit (Figure 1.1B). Finally, when a > 0, there are two
fixed points, a repelling point x1 and an attracting point x2. For x(0) < x1, the
value of x in time again converges to −∞, when x(0) = x1, then x stays put
in x1, and, finally, when x(0) > x1, the value of x in time converges to the
attractor x2 (Figure 1.1C).

The system’s behaviour can thus be formally summarised by the following
algorithm:

if a < 0

lim x(t) = -inf;

else if a = 0,

if x(0) >= 0

lim x(t) = 0;

else

lim x(t) = -inf;

end if

else

if x(0) < x1

lim x(t) = -inf;

else

if x(0) = x1

lim x(t) = x1;

else

lim x(t) = x2;

end if

end if

end if
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This simple example shows that it is possible to describe a system’s actions
in two distinct ways. Provided that we are aware of the existence of a single
parameter a, we can state the rules, in a formal fashion, telling us how the
system’s qualitative behaviour in time depends on value of the parameter a
and system’s initial state–in fact, we just did precisely that in the previous
paragraphs. Moreover, if we observed the system carefully, and measured how
the value x changes in time depending on the parameter and initial conditions,
we could learn to estimate the system state (value of x in this case) with great
precision1.

The important point is that the behaviour of this particular system is equiva-
lently described in the language of dynamics. Differential equation 1.1 links
the rate of position change of the variable x to its current position, precisely
defining the system’s behaviour at any given time. Not only is this description
more concise then the rule based account, it also reveals the nature of the sys-
tem in a qualitatively different way. In this case, it is clearly counterproductive
to claim the precedence of the rule based account and to relegate the dynamic
behaviour to the domain of mere implementation details.

In would be equally misleading, however, to interpret the qualitative patterns
as simply caused by the underlying dynamics, namely when the high level be-
haviour is associated with a set of tasks to be performed by the system. As
in the proverbial case of the chicken and the egg, the dynamics and their be-
havioural manifestations co-evolved and are functionally adapted to the tasks
required. The behavioural patterns can be thus be best understood as emergent
from the complex interplay between the system’s dynamics and its function-
ality formed under the influence of evolutionary constraints. In this work, we
set out to conceptualise some such constraints and investigate their effects on
the particular task of the sequencing of articulatory gestures in speech.

The language of dynamics, used for centuries by physicists, has proven to
be fruitful when talking about task oriented actions performed by embodied,
physically instantiated systems, like animals and humans.

When we are performing goal oriented motor actions, our bodies engage with
the environment. Muscles generate forces which move our arms or speech ar-
ticulators in conjunction with their natural dynamics. The positions and veloc-

1In this very simple case, we can even derive exact equations capturing the system’s state
at any time point. This is, however, possible only for a limited set of simple systems; the
behaviour of more complex (and more realistic) dynamical systems cannot be expressed ana-
lytically.
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ities of body parts as well as the forces involved are coordinated in a way fine
tuned with respect to a given task. Many aspects of the behaviour of the body’s
components as well as of their interactions can be expressed using appropriate
dynamical systems.

In the words of one of the leading proponents of the Equilibrium Point theory
of neuromuscular action, the “neuromuscular system belongs to a class of dy-
namic systems with position-dependent force generators” (Latash, 2008), i.e.,
it is a second order dynamical system. Indeed, the simplest such second order
system – mass-spring linear dynamics – has been successfully used to model
properties of limb-joints (Cooke, 1979), muscles (with some reservations, see
(Feldman and Latash, 2005)), and other aspects of skilled motor action (Saltz-
man and Kelso, 1987). We shall also use the mass-spring linear dynamics (in
both quite literal and a more abstract context) for modelling several aspect of
speech production.

The behaviour of a body attached to a spring can be described by the following
differential equation:

mẍ = −k(x− x0)− bẋ. (1.2)

The variable x marks the length of the spring, ẋ and ẍ are its first and second
time derivatives, i.e. the velocity and the acceleration of the moving body. The
kinematic of the spring-body system (the solution of this equation) depends
on dynamical parameters m, the mass of the body, the spring constant k rep-
resenting the stiffness of the spring, the damping parameter b, and the resting
length of the spring x0.

The value of the expression on the right hand side of Equation 1.2 is equal
to the overall force acting on the body. The equation captures the fact that
this force can be decomposed to two components: the spring force −k(x −
x0) expressing a linear relationship between the force exerted by the spring
and its current length (Hooke’s law), and the damping force −bẋ describing
the resistance of the environment acting in a direction opposite to the body’s
movement and with magnitude proportional to the body’s velocity.

The mass-spring dynamics expressed by Equation 1.2 in its general form de-
scribes an oscillatory movement of the body-spring system. In many con-
texts when used for modelling of the behaviour of various components of the
speech production system, we want to avoid oscillations and rather account
for a smooth movement towards a given target x0. This can be done by setting
the damping parameter b to a critical value directly dependent on the values
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Figure 1.2: Phase diagrams of the critically damped mass-spring dynamics. Stiffness
values vary from 1 to 5, the starting position of the body is in each case set to x(0) = 0
and the position of the target is x0 = 2. The mass parameter is set to m = 0.5.

of other parameters. The value imposing a critical damping on the system can
be computed as b = 2

√
mk.

Figure 1.2 shows a series of phase diagrams of solutions of Equation 1.2 for
various values of the stiffness parameter k, and corresponding critical damp-
ing coefficients b. A phase diagram captures a relationship between the vari-
able x and its first derivative ẋ imposed by the differential equation. The figure
illustrates how the behaviour of a linear mass-spring system depends on the
value of the stiffness parameter k: the higher the stiffness, the higher the veloc-
ity ẋ of the body on its trajectory from the starting position x(0) towards the
target x0. Increasing stiffness thus brings about a faster realisation of the motor
action prescribed by Equation 1.2 by involving forces of higher magnitudes.

Equation 1.2 describes the dynamics of a single mass-spring structure. If a
model of a neuromuscular system contains more such components, the con-
stituents can behave independently, each simply realising a kinematic pattern
determined by its dynamical parameters. In many interesting situations, how-
ever, it is necessary to account for the influences of one component’s state on
the behaviour of another component. This can be done by introducing a dy-
namical coupling among constituents by, in effect, expressing the dynamical
parameters of each component as functions of spring lengths and velocities of
other mass-spring structures of the system.

When we are engaged in a particular task, our entire body or its relevant sub-
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system is transformed to a task specific unit – a coordinative structure. When
reaching for an outstretched hand, the muscles in our arm, neck, and a large
part of the entire body (and, in fact the body of our acquaintance) act in syn-
ergy so that we can shake hands without swaying or even falling over.

Similarly, during speech production, the articulators are engaged in move-
ments towards a succession of articulatory positions (shapes of the vocal tract),
which are transformed into an acoustic stream of sounds. When we are learn-
ing how to speak, we have to master the production of these gestures, i.e. fine
tune our production dynamics so that appropriate vocal tract constrictions are
achieved. Moreover, we have to learn how to sequence the gestures so that
our action results in a fluent speech stream. The produced sequence exhibits a
synergy among the articulators working together in harmony with their own
natural dynamics determined by their physiology and by the nature (possibly
again expressed in dynamical terms) of the given sequence of tasks.

In our model described in Chapter 5, we follow the task dynamic approach to
speech production modelling and represent these synergies among articula-
tors by means of task-dependent couplings among articulatory constituents of
the system. These couplings turn the entire system into a coordinative struc-
ture assembled to perform a particular set of gestures. Gestural sequencing is
then modelled as engaging and disengaging these couplings in time.

Modelling an embodied motor action, we have to take into account its dynam-
ics. However, using the language of dynamical systems is on its own is not
enough to present an embodied modelling platform. The constituents of the
model must be grounded in the physical world – they must represent phys-
iologically real components engaged in action. The behaviour of the compo-
nents must reflect their interactions with the environment, i.e., must take into
account the forces involved in generating the appropriate behaviour. The sys-
tem’s response to these forces must depend on its dynamical parameters (mass
and stiffness coefficients) interpretable in realistic physical terms. Only this
way we can investigate how “the central nervous system utilizes the mechani-
cal properties of muscles to more easily accomplish desired movements” . And
only this embodied approach allows us to reconstruct the relevant constraints
shaping the adapted patterns of a sequenced action.

Acquisition of a goal oriented behaviour can be seen as a process of fine-tuning
the parameters of system’s dynamics. Thelen (1995) provides a fascinating ac-
count of infants learning how to reach for a toy. The developmental stages are
modelled as stable attractors of motor dynamics. She claims that instead of
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being represented and controlled as a set of rules governing action and devel-
opment, behaviour can be seen as “softly assembled” dynamical patterns that
arise as a function of the task and of an individual’s intrinsic dynamics – the
states of the system given its current architecture and previous history of ac-
tivity. The task oriented behaviour is a “confluence of the organism’s intrinsic
dynamics and the task.” (Thelen, 1995)

In this work we do not intend to model speech acquisition. Instead we pre-
sume that the speech production system has already mastered the production
of individual speech gestures and is faced with the challenge of sequencing
them. Undoubtedly, this is a simplification–when we learn how to speak we
master entire sequences as opposed to isolated gestures. We make this simpli-
fication in order to fully focus on our task of investigating what are the roles
dynamic parameters play in gestural sequencing and what are the constraints
behind their fine-tuning.

1.2 Degrees of freedom and self-organization

One of the major challenges facing any embodied account of motor action is
the problem of how to harness the vast number of degrees of freedom when
producing a particular gesture (Bernstein, 1967). Every posture and every tran-
sition between subsequent postures can be achieved in a continuum of possi-
ble ways. The term degrees of freedom (DOF) refers to the dimensions of this
space of possible realisations of a given task. Solving the DOF problem means
choosing a unique postural constellation or a unique trajectory from a high
dimensional space of functionally equivalent possibilities.

There are over 30 muscles participating on the production of speech (Perrier
et al., 2000). The muscles can in many cases compensate for each other and act
in synergy. For each gestural constriction, the speech production system has
the freedom to chose one of an infinite number of combinations of participat-
ing muscle lengths defining the positions of articulators. The system is highly
redundant: it is able to achieve a given behavioural goal in an infinite number
of different ways.

When performing a motor action, for example uttering a word, humans and
other animals make extensive use of this plasticity and are able to solve the
DOF problem even in extremely adverse circumstances. Bite block and pipe-
block experiments (Lindblom et al., 1979; Fowler and Turvey, 1980; Gay et al.,
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1981; Kelso et al., 1984) show that speakers are capable of producing vowels
of acoustic quality very similar to normal circumstances even with an atypi-
cally large jaw opening enforced by a bite block2. Interestingly, Fowler and
Turvey (1980) found that the bite block has only a minimal effect on the la-
tency and precision of gestural production, and that performance didn’t im-
prove with practice. The human subjects in their study were able to almost
fully compensate for the atypical obstacle without being considerably delayed.
Kelso et al. (1984) showed that these responses are specific to the utterance
produced indicating a significant flexibility of speech production. This online
fashion of adjustment presents a strong argument against the possibility of an
explicit re-planning and re-computing of movement commands.

As noted by the great Russian physiologist Nicolai Bernstein, skilled motor
action systems seems to be dealing with the DOF problem by imposing sets
of synergies on muscles involved in the goal directed action. In the case of
speech, there exist “organized constraints on muscles ... restricting what the
vocal tract can do” (Fowler and Turvey, 1980); when performing a task, mus-
cles assemble themselves into coordinative structures.

Using PARFAC analysis, Harshman et al. (1977) showed that tongue config-
urations associated with ten English vowels produced by five speakers can
be quantitatively described by a set of parameters from a two-dimensional
space. Sanguineti et al. (1998) used a PCA analysis to obtain similar results for
French, and they identified muscular correlates of the primary degrees of free-
dom of the tongue articulations: more then 90% of the tongue shape variance
can be accounted for by (1) movement of the tongue body along a high-front to
low-back axis (front rising), and (2) bunching of the tongue along a high-back
to low-front axis (back rising).

Related experiments – (Nix et al., 1996) for Icelandic, (Hoole, 1998) for Ger-
man, (Maeda, 1990) for French – show a slight language dependence of these
tongue coordinations. This suggests that some of the coordination attributes
are fine-tuned during the acquisition of a speaker’s native language in accord
with the intrinsic dynamics of the neuro-muscular mechanisms controlling the
mandibular and speech related behaviour of tongue.

2The bite-block experimental paradigm may look quite unnatural. But it has its parallels
in natural speech. Although in many cultures (including my own) it is deemed impolite, we
all are well capable of speaking with the mouth full of food. Plus, as coarticulation studies
show, even during normal speech, the articulatory implementation of gestures varies accord-
ing to the context in which they occur in a speech stream and also according to the manner of
speaking (rate, stress, loudness, etc.)
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The results described above were all obtained by an analysis of experimental
recording of articulary positions and shapes (using x-ray, MRI or other tech-
niques) and, in some cases, their acoustic correlates. But how and why do
these coordination patterns arise, and how can we model their emergence and
influence on the speech production?

Perrier et al. (2000) used a biomechanical model of the tongue to show that the
coordinations reflect the basic anatomical and biomechanical properties of the
neuro-muscular system. The variability of individual and language dependent
patterns then arises from the various ways of how the speakers deploy their
muscles in relation to the degrees of freedom problem.

Other researchers stress the role of the task in reducing the number of dimen-
sions of the control space. Articulary Phonology defines its basic components,
gestures, in this manner. The overall dynamics of the production system is de-
termined functionally, by behavioural goals – constrictions of the vocal tract.
The tasks generate synergies among articulators, determine the coordinative
structures and, in effect, solve the DOF problem.

The tasks presented to individual speakers of various languages are them-
selves adapted to “non-linguistic constraints on possible speech sounds”
(Schwartz et al., 1997). Identifying these constraints anchored in physiologi-
cal and physical realities can help us deduce the related coordination patterns
ubiquitous in skilled action.

The relationship between articulary action and its acoustic manifestation is
highly non-linear. There are ranges of configurations of the vocal tract that
produce relatively similar sounds, and other ranges where even a small change
of the articulary constellation has dramatic acoustic consequences. A similar
step-wise relationship has been identified between the acoustic properties of
speech sounds and the auditory categorisation of these sounds. In his Quantal
Theory, Stevens suggests that

...this tendency for quantal relations between articulary and acous-
tic parameters or between acoustic and auditory parameters is a
principal factor shaping the inventory of articulatory states or ges-
tures and their acoustic consequences that are used to signal dis-
tinctions in language. (Stevens, 1989)

He hypothesises that the acoustically and perceptually stable, plateau-like re-
gions of articulary configurations are naturally selected for the production of
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speech segments, because they allow for a relative laxness of precision with
which they have to be achieved. Rapid acoustic changes accompanying tran-
sitions between these regions then mark events or landmarks in the acoustic
stream.

According to Lindblom’s Dispersion Theory, the distribution of vowels in
acoustic and articulary space can also be governed by another type of con-
straint: perceptual contrast. Liljecrants and Lindblom (1972) proposed a nu-
merical model capturing the phonetic principle of maximal contrast. The vow-
els used in a particular language tend to be distributed in the vocalic space so
that they are perceptually as different as possible. Liljecrants and Lindblom de-
vised a quantitative measure of the perceptual contrast between vowels based
on the distances between formants of the vowels. For a given number of vow-
els in a vocalic space they defined an overall criterion for maximising inter-
vocalic distances as a sum of contrasts between all pairs of vowels from the
space. They called this quantity a total energy of the system, inspired by a dis-
sipation behaviour of physical particles. By minimising this total dispersion
energy they obtained vocalic formant distributions sufficiently similar to the
values of natural vowel systems.

Quantal and Dispersion Theories were refined and united in Dispersion-
Focalization Theory (Schwartz et al., 1997). Schwartz and colleagues refor-
mulated Quantal Theory in order to introduce a second energy term, called
focalization, related to the stability of individual vowels in the vowel space.
Again, by minimising the weighted sums of dispersion and focalization en-
ergies, they improved Stevens’ and Lindblom’s results and closely matched
various natural vowel systems.

Finally, de Boer recently presented computer simulations (de Boer, 2000b;
de Boer, 2000a) showing the possibility of self-organisation of vowel systems in
populations of agents equipped with perception, imitation and learning abil-
ities. Through interaction, the agents evaluate the success of imitating other
agents’ vowels, and keep updating their individual “vocabularies”. De Boer
argues that an optimisation of vowel systems with regard to some criteria can
be performed by populations of individuals equipped with the necessary abili-
ties expressed in terms of acoustic, articulatory and cognitive constraints. This
way, optimal sound repositories, adapted to be easily spoken and understood,
can evolve.

When more then one gestural target is involved, as in producing VCV se-
quences, a different kind of constraint can be considered. Lindblom (1983)
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examined degrees of coarticulation in the sequences /idi/ and /odo/ which
pose competing requirements on the tongue body movement. He proposed
a simple model of natural degrees of freedom of an articulatory system de-
picting a relationship between tongue tip control parameters and underlying
tongue body shapes. The model was over-generating; it was able to account
for a continuum of coarticulation compensation constellations, only a fraction
of which occur in natural speech (although speakers are capable of producing
a much wider variety as shown by the bite-block experiments). However, the
introduction of a simple pronounceability constraint of avoiding extreme pa-
rameter values gave rise to a tighter and more realistic subset of tongue body
shapes compatible with the task of tongue tip raising required for the alveolar
stop. Lindblom interpreted this demarcation of the vowel-consonant coarticu-
lation space as a “result of motor control optimizaton processes contributing,
whenever other contingencies permit, toward making speech gestures more
economical” (Lindblom et al., 1983).

As we have seen in this section, imposing relevant constraints on the con-
stituents of the speech production system can lead to a lawful reduction of
the number of DOFs on a system-wide level. High-level (phonological) phe-
nomena emerge. Emergence is a term used to describe the appearance of a
system-level order in the absence of explicit system-level prescriptions directly
imposing the order. As we have seen in the examples given above, well moti-
vated local constraints, i.e. constraints defined on the level of constituent com-
ponents of the system, can give rise to global patterns. The local constraints
include properties of the components themselves (e.g., focalization energy of
individual vowels) or the relationship among small groups of them (e.g., dis-
persion energy components as distances between the pairs of vowels). When
each element of the system in question adheres to these local rules, their mu-
tual interactions spontaneously generate global behavioural patterns – a self-
organization of the system appears. These patterns may often be “invisible”
and “unpredictable”, if we are looking from the constituent’s point of view.

1.3 Cross-level dynamics

Behaviour of a complex system can be equivalently described in terms ap-
plicable to various organisational units and functional aspects of the system.
Reaching for an object, for example, can be discussed in terms of the muscu-
lar structures of the arm, the limb joints, as well as the task which determines
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Figure 1.3: Kelso’s oscillation experiment, adapted from www.scholarpedia.com.

the trajectory of end effector, the hand, towards a given object (Saltzman and
Kelso, 1987). Often it is an interplay between the constraints exposed on these
separate levels of description that provides the basis for a coherent account of
the given skilled action.

In the previous section we have presented several examples of high-level phe-
nomena emerging as consequences of constraints imposed upon lower-level
constituents of the speech production system. In this section we present an-
other approach to the dynamical modelling of skilled motor action, where
overall behavioural patterns are revealed as consequences of interactions
among the constraints related to various levels of descriptions.

In his famous series of experiments, Kelso (1981,1995) asked his subjects to
waggle both their index fingers in parallel (anti-phase), and then increase the
frequency of the waggling. At a critical value of oscillation frequency, the sub-
jects involuntarily and spontaneously switched to symmetric, in-phase finger
movement, see Figure 1.3.

This phenomenon is not explicable by examining and modelling the dynami-
cal properties of each constituent (finger) separately. Instead we need to con-
sider the behaviour of the entire system (in this case consisting of two coupled
subsystems – index fingers) and focus on its observable parameters and (col-
lective) variables which reflect the cooperative phenomena of the system, and
in turn govern the dynamical behaviour of its components. For the finger wag-
gling system, a relevant collective variable is the relative phase � between finger
oscillations: the fingers are in phase (� = 0) when they move symmetrically,
and in anti-phase (� = � ) when they move in parallel. The switch described
above is thus a phase transition of the system – a spontaneous change from
one stable phase to another.

In the theory of dynamical systems, a potential function V is used to model
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Figure 1.4: Potential functions of relative phase dynamics for various oscillation fre-
quencies, from (Haken et al., 1985). At certain frequency, the anti-phase attractors
disappear, and the relative phase is driven towards the sole remaining in-phase at-
tractor.

qualitative changes in the system’s behaviour as determined by adjustments of
its parameters (as discussed in the Section 1.1 in connection with Equation 1.1).
The potential function describes the attractor landscape of the dynamical be-
haviour of a given collective variable. Figure 1.4 shows the potentials for dif-
ferent values of the oscillation frequency parameters fitting the phase transi-
tions measured Kelso.

Haken, Kelso and Bunz (1985) presented a minimal theoretical model account-
ing for the results of Kelso’s experiment. (A recent version of the model is also
available in (Jirsa and Kelso, 2005).) The model is based on defining a non-
linear coupling between two non-linear oscillators representing the actions of
individual fingers. The coupling is derived using the properties of the poten-
tial function of the collective variable � dynamics. The model thus starts as
a formulation of system dynamics expressed in parallel at two distinct levels
of description, and then appropriate values of the dynamical parameters are
found so that the relationship between the finger dynamics and the dynam-
ics of the phase transition reflects the system’s architecture (in this case, � is a
simple difference between the angles of individual fingers).

Similar phenomena also occur in speech (Tuller and Kelso, 1991). When repeat-
ing syllables /pi/ or /ip/ at moderate rates, speakers are able to maintain the
gestural phasing pattern appropriate for the particular syllable organisation.
As the repetition rate increases above a critical value, however, the speakers
repeating the syllable /ip/ spontaneously switch to a phasing pattern similar
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to although not identical with that of the syllable /pi/ (de Jong et al., 2001).

Kelso (1995) provides other examples of similar self-organisation of natural
systems into stable dynamical patterns. Apart from the mathematical proper-
ties of the constituent second-order dynamic systems, he identifies energetics
and the anatomy of our neural system as some of the possible sources of emer-
gence of coordinative structures. Bingham (2004) (see also Schmidt et al., 1990)
argues for the role of perception in establishing a coupling between underlying
systems resulting in coordination between human subjects.

Another example of a cross-level dynamical account of skilled motor action is
the Task Dynamic model of gestural phasing (Saltzman and Byrd, 2000; Nam
and Saltzman, 2003; Saltzman et al., 2008) we shall discuss in Section 4.3.1.
The authors investigated a unidirectional influence of a coupled oscillatory
dynamics of gestural activations on the task driven dynamics of the realisation
of gestures.

In Chapter 6, we propose an alternative cross-level account of the gestural se-
quencing organisation. We shall propose a bi-directional tuning of the param-
eters of the task dynamics and the embodied articulary dynamics governed by
the requirements of production and perception efficiency.

In the following section we shall discuss a connection between gestural se-
quencing and production efficiency, and argue for the need to account for em-
bodied aspects of speech production.

1.4 Degrees of freedom in sequencing and effi-

ciency

In Section 1.2 we presented several examples of the emergence of static speech
patterns. They show how viable sound systems and simple articulatory ges-
tures can be delimited by physiological, perceptual and functional constraints.
The constraints in question were linked to local stability, pair-wise dispersion,
and the learnability of individual speech tasks. Through their influence, the
speech production system deals with the DOF problem of selecting and realis-
ing a suitable subset of possible speech sounds and their articulatory counter-
parts – gestures.

Sequencing of the gestures in a speech stream introduces another dimension
to the DOF problem. In an analogy with our ability to produce the same sound
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by a continuum of functionally equivalent constellations of the vocal tract con-
stituents, we can utter functionally equivalent sound sequences with a contin-
uum of gestural phasing constellations. As shown by phonetic analysis of ar-
ticulatory trajectories and their acoustic counterparts (see Chapter 3), actual
speech production is accompanied by a considerable variability in intergestu-
ral timing. The differences, in order of tens of milliseconds, in the relative tim-
ing of various articulatory events have very little impact on the listener’s abil-
ity to understand a given utterance. These variations are manifested not only
in the realisations of the lexically equivalent utterances by different speakers;
individual speakers also vary their articulatory realisations of the same utter-
ance to a considerable degree.

Speakers use this redundancy in gestural phasing to their advantage, as they
use the flexibility of individual gestures’ production. They can, for example,
adjust the speaking rate and fine tune the sequencing details to accommodate
these adjustments in a smooth and efficient way.

The main objective of our work is to design a modelling paradigm suited for
evaluation of the influence of various constraints on solving the DOF problem
in sequencing, and, consequently, their role in shaping phonological structure
(Lindblom, 1983). The temporal and dynamic character of sequencing deter-
mines the nature of the constraints under consideration, and, in effect, the or-
ganisational units and functional aspects (levels of description) of the speech
production system which must be represented in our model.

A gestural sequence is instantiated as a succession of functionally determined
vocal tract constellations. This series of gestural goals is accomplished through
the appropriate movement of individual vocal tract constituents. This move-
ment is, in turn, executed by applying appropriate force impulses exerted by
muscle formations of the vocal tract.

The movement patterns of the constituents, and the magnitudes of exerted
forces depend on the temporal details of the gestural activation, i.e. the relative
phasing of onsets and offsets of intervals during which the particular gestures
engage in assembling coordinative structures relevant for the given tasks. At
the same time, constraints imposed on the dynamical behaviour of the con-
stituents and muscles by their embodied nature delimit a space of possible
gestural activations. Furthermore, they present biologically plausible criteria
for depicting those phasing patterns which are in some sense most favourable
for the production system. One such criterion resulting in a lawful reduction
of the number of DOFs in sequencing is a requirement of efficiency of muscular
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action.

A famous study by Hoyt and Taylor (1981) showed that horses naturally use
gaits that minimise the metabolic cost required to travel a given distance. The
cost function of travelling speed (expressed as oxygen consumption per unit
distance travelled) formed U-shaped curves with distinct minima, one for each
gait (sequencing pattern). These minima coincided with the speeds that horses
spontaneously adopt when moving freely. This suggests that the sequenc-
ing details of locomotion are fine-tuned (presumably by evolution) in order
to minimise the metabolic cost. (We shall return to this example in more detail
in Section 9.2.)

Anderson and Pandy (2001) report a similar result for human locomotion; they
constructed a neuromusculoskeletal model of human locomotion system and
optimised its behaviour with respect to five cost terms, all related to metabolic
energy expenditure. Again, their simulations reproduced the salient features
of normal human gait, like body-segmental displacements, ground reaction
forces and muscle activation patterns.

These and analogous results – see (Todorov, 2004) for an overview of the
deployment of optimality principles in sensorimotor modelling – indicate a
strong link between the characteristics of skilled sequential motor action per-
formed by embodied systems, and optimality requirements. They support an
evolutionarily grounded hypothesis that the dynamic behaviour of motor ac-
tion systems is adapted to the functional requirements of a given task – walking,
running, speaking – as well as with respect to the constraints imposed by sys-
tem’s embodied nature: physics, biology and cost efficiency.

Arguably, there is very little evidence for any physiological adaptations of the
human vocal tract to the requirements of speech production. Therefore, we
can presume that the action itself – the pool of constituent tasks (gestures) and
the dynamics of their sequencing – has evolved so that it can be efficiently
performed by the existing mastication and breathing apparatus and processed
by human auditory and perception mechanisms. The speech itself is adapted
to be spoken and perceived.

In other words, the speech production patterns identified by phoneticians and
traditionally interpreted as high-level prescriptions controlling the low-level
implementation by the production system, can be seen as emergent phenom-
ena – regularities reflecting the adaptations of the speech to the embodied
nature of production dynamics, perception constraints and efficiency require-
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ments. This approach to investigating phonetic and phonological patterns,
strongly advocated by Lindblom in his work on Emergent Phonology (Lind-
blom, 1983; Lindblom et al., 1995; Lindblom, 1999; Lindblom, 2000), is one the
key inspirations for our work.

The Dispersion-Focalization Theory outlined in Section 1.2 is an example of
such phonological patterning determined by optimality principles. It suggests
that the vowel systems of world phonologies emerged in agreement with evo-
lutionarily principles of minimising production and perception cost. The op-
timality principles impose “a reduction of the degrees of freedom of the con-
tributing subsystems into a pattern that has formed over time.” (Thelen, 1995)
These patterns then serve as attractors for the behavioural organisation of the
speech motor action in general, and, consequently, of individual production.
During the acquisition process, the individuals fine-tune their production ac-
cording to these attractors. Rather then optimising their performance in an
online manner, the speakers take advantage of the adapted dynamical nature
of the task itself which reflects the efficiency landscape of the speech produc-
tion and perception, and adapt their individual solutions of the DOF problem
accordingly.

In the following chapters we present a modelling paradigm designed to ac-
count – in the manner outlined above – for phonetic phenomena associated
with gestural sequencing. We shall investigate in detail the patterns of in-
tergestural phasing, for example the phasing of groups of consonants with re-
spect to the adjacent vowels. Our model represents and links the functional
(task dynamics) and physiological (muscle action) levels of analysis of the
speech production system; it is a model of an embodied dynamical system
adapted for the task of skilled sequencing of primitive articulatory actions. The
adaptation pressures are encapsulated by a combination of cost functions de-
fined in Chapter 7 reflecting the production and perception constraints shap-
ing the production optimality landscape.

Our simulation results reported in Chapters 9 and 10 show that the reduction
of degrees of freedom imposed by appropriately conceived efficiency require-
ments indeed reflects the known local and global phonetic patterns of speech
production as performed by human speakers.
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CHAPTER

TWO

Articulatory Phonology and Task
Dynamics

Our modelling paradigm is firmly grounded in Browman and Goldstein’s Ar-
ticulary Phonology (Browman and Goldstein, 1988; 1990; 1992). This theory de-
scribes phonological structures in terms of physically real events that unfold
– are sequenced – during the speech production process. In fact, the temporal
details of sequencing, intergestural timing, is one of a very limited number of
ways in which articulatory lexical representations can differ from each other.

The notion of sequencing is thus one of the very central concepts of Articula-
tory Phonology (AP). Thanks to its profoundly embodied character, AP it the
only phonological theory to date intending to discuss the speech phenomena
associated with gestural sequencing and its variations in a direct and mean-
ingful way.

Moreover, the standard explicit model of AP – Task Dynamics (Saltzman and
Kelso, 1987; Saltzman and Munhall, 1989; Saltzman, 1991) – supplies a well
developed dynamical platform unifying speech with other types of skilled ac-
tion. It highlights the hierarchical nature of skilled motor action and provides
a variety of levels of description on which we can meaningfully discuss var-
ious aspects of speech production – including the details of sequencing the
primitive articulatory actions.

Until recently, AP and TD failed to provide a principled account of intergestu-
ral sequencing. We shall discuss the latest, dynamically motivated theories of
intergestural phasing later in Chapters 4, 9 and 10. In this chapter we present
a brief overview of the basic concepts of Articulatory Phonology and of its
task dynamic implementation. We shall focus on those aspects which are rel-
evant to intergestural sequencing and, in particular, to our embodied account
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of speech production. We also use this chapter to highlight several areas of the
task dynamic implementation which, in our opinion, have to be amended in
order to better account for the embodied nature of speech production.

2.1 Gestures and gestural scores

Articulatory Phonology assumes that primitive actions of the vocal tract artic-
ulators, called gestures, are the basic atoms out of which phonological struc-
tures of utterances are formed. The gestures are abstract characterisations
of coordinated task-directed movements of articulators within the vocal tract.
They form a limited set of presumed basic building blocks of complex motion
patterns of the vocal tract components. These motion patterns are combined
(and sequenced) in order to produce a series of articulatory constellations re-
sulting in an appropriate sequence of acoustic events – an utterance.

These articulatory constellations form characteristic constrictions of the vocal
tract. Each gesture is a member of a family of functionally equivalent move-
ment patterns of relevant articulators coordinated in order to form and release
a particular vocal tract constriction. A speaker producing a bilabial stop /p/
creates an occlusion of the vocal tract by forming (and releasing) a closed
labial constriction. He moves the lips towards each other until they collide
and block the airflow passing through the oral cavity. Simultaneously, the
speaker closes the velar aperture and widens the glottis to form a closed velar
and wide pharyngeal constrictions. These three dynamic gestures involving
various articulatory subsystems thus participate in the production of the artic-
ulatory and acoustic event traditionally labelled as an unvoiced non-nasalised
bilabial stop. As seen in this example, gestures do not correspond to either fea-
tures or segments, the phonological primitives in traditional theories. Rather,
“they sometimes give the appearance of corresponding to features, and some-
times to segments” (Browman and Goldstein, 1992).

Each gesture is associated with a set of independent vocal tract articulators
which are involved in the formation of the given constriction. The labial clos-
ing, for example, engages the upper and lower lip, as well as the jaw. Ob-
viously, the lips are directly involved in the closure formation, their distance
directly determines the degree to which the closure has been achieved at a
given time. The lips act as end effectors of the labial closure task. The jaw,
meanwhile, participates in the task indirectly: its position in space impacts the
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absolute position of the lower lip attached to the jaw. We shall refer to the ar-
ticulators indirectly involved in gestural production as pure articulators. (See
Chapter 5 for the detailed treatment of the end effectors and pure articulators
in our model.)

Each particular constriction – and, consequently, the gesture involved in its
formation – is specified by the descriptors capturing the target position of the
relevant end effectors: the constriction degree and, in some cases, the constric-
tion location. These descriptors roughly correspond to the vertical and hori-
zontal dimensions of the target position. An alveolar stop /d/ is thus char-
acterised by the constriction degree value “closed” (or, numerically, zero) and
the constriction location value “alveolar” (numerically expressed as a position
of the alveolar ridge is some appropriately chosen coordinate system). Some
gestures, for example velum closing, are conceived as uni-dimensional as the
constriction location is uniquely determined by their functionality.

At any given time, the level to which these given targets (independently, the
degree and the location) are reached by the relevant end effectors is captured
in a form of the vocal tract variables. As in the case of gestural targets, each ges-
ture is thus associated with one or two tract variables. The target constriction
degree and constriction location are, in fact, expressed as appropriately cho-
sen values of the corresponding tract variables. In the case of /d/, for exam-
ple, as particular numerical target values of the tongue tip constriction degree
(TTCD) and the tongue tip constriction location (TTCL) tract variables.

As in the case of the gestures, the tract variables are associated with particu-
lar articulatory subsystems and, consequently, particular sets of the vocal tract
articulators. Figure 2.1 contains a list of the tract variables traditionally used
in AP and the connected sets of articulators affecting their values1. The kine-
matics of the tract variables is a function of the kinematics of the vocal tract
articulators, i.e., the articulator-to-tract-variable mapping, is part of the tract
variable definition.

Gestures are dynamical events, they represent actions, target oriented move-
ments of the vocal tract end effectors. As such, along with their systemic
(articulator-to-tract-variable mapping) and functional (constriction targets)
properties, the gestures are also characterised by parameters determining their
dynamical behaviour. Task Dynamics (TD) implementation of AP presented

1The particular sets of tract variables and associated articulators used in AP vary depend-
ing on what phenomena the researchers want to capture. We shall present our own sets in
Chapter 5.
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Figure 2.1: Tract variables and model articulator variables, from (Saltzman, 1991)

in the following section explicitly models this aspect of the gestures by impos-
ing a second-order dynamics on the motion of the associated tract variables.
Parameters of this dynamics (stiffness, damping) act as additional descriptors
of the individual gestures.

In TD implementation, even the numerical targets associated with the given
gesture (constriction degree and location) act as dynamical parameters; each
enters the description as the equilibrium point of the associated tract variable
dynamics. Therefore, every individual gesture is fully described – as an ab-
stract goal-oriented action – by the dynamical parameters of the (one or two)
associated tract variables, and by the details of the relationship between the
gestures and the vocal tract articulators. As we shall discuss later, although
the dynamical parameters and the articulator-to-tract-variable mapping fully
characterise the gesture as an abstract phonological primitive, they do not nec-
essarily uniquely determine the articulatory consequences of its activation.

The gestures have a dual status in the phonological theory. First, being dis-
crete, physically real events associated with the human vocal tract, they act as
fundamental units of target-driven behaviour, i.e., as building blocks of speech
production seen as a skilled motor action. Second, the differentiation of ges-
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At the interarticulator level, each constriction gesture is

modeled with invariant point-attractor dynamics, and the

concurrent activation of multiple gestures results in

correspondingly context-dependent patterns of coordinated

articulator motion. These activation patterns are specified at

the intergestural level of the model, and can be thought of as

implementing a dynamics of planning—it determines the

patterns of relative timing among the activation waves of

gestures participating in an utterance as well as the shapes and

durations of the individual gesture activation waves. Each

gesture’s activation wave acts to insert the gesture’s

parameter set into the interarticulator dynamical system

defined by the set of tract-variable and model articulator

coordinates (see [52], for further details). In the original

version of the model (e.g. [8]), the activation variables in

gestural scores were determined by a set of rules that

specified the relative phasing of the gestures and calculated

activation trajectories based on those phases and the time

constants associated with the individual gestures. The gestural

score then unidirectionally drove articulatory motion at the

interarticulator level.  Thus, intergestural timing was not part

of the dynamical system, per se, and such a model was not

capable of exhibiting dynamical coherence, such as can be

seen, for example, in the temporal adjustment to external

perturbation [50]. In the current model, however, intergestural

timing is determined by the ensemble of nonlinear limit-cycle

planning oscillators associated with the set of gestures in a

given utterance, with one oscillator being associated with

each gesture. As described in [54], an advantage of such a

network architecture is that it can exhibit the hallmark

nonl inear  behaviors  of  coupled l imi t -cycle

systems—entrainment, multiple stable modes, and changes in

relative phasing (both gradual and abrupt)—all of which are

relevant to speech timing.

We consider gestures to be the ‘atomic’ functional units of

speech production that are combined with one another to form

larger ‘molecular’ structures such as segments, syllables, and

lexical items. Our focus to date has been on syllable- and

word-sized molecules, ignoring the lexical stress and

accentual characteristics displayed by such molecules. In our

model, we create gestural molecules by coupling gestural

planning oscillators to one another in a pairwise, bidirectional

manner that is specific to the planned molecule. This coupling

process creates a structure that can be represented as a

(phonological) coupling graph, which is part of the lexical

specification of the molecule and determines the coordination

between gestures (Figure 2). In this graph, nodes represent

gestures and internode links represent the intergestural

coupling functions; once the coupling graph is specified, it is

used to parameterize the equations of motion for the planning

oscillators, which are then numerically integrated until the

system reaches a steady-state pattern of interoscillator relative

phasing (e.g., [42], [40]). This relative phasing pattern is then

mapped into a corresponding pattern of gestural activations,

creating a gestural score that is used to trigger the associated

constriction gestures. The time taken by the planning

oscillator ensemble to converge to a stable, steady-state

pattern of relative phasing will differ as a function of the

properties (e.g., graph topology, interoscillator coupling

strengths and target relative phases) of the particular coupling

Tract Variables Model Articulators

LP lip protrusion upper and lower lips

LA lip aperture upper and lower lips,

jaw

TDCL tongue dorsum

constriction location

tongue body, jaw

TDCD tongue dorsum

constriction degree

tongue body, jaw

LTH lower tooth height jaw

TTCL tongue tip

constriction location

tongue tip, body, jaw

TTCD tongue tip

constriction degree

tongue tip, body, jaw

TTCO tongue tip

constriction

orientation

tongue tip, body, jaw

VEL velic aperture velum

GLO glottal aperture glottal width

Table 1. Tract-variables and model articulators

Figure 1. Schematic gestural score for “spot”,

indicating the time intervals of gestural activation for

the onset consonants (two oral gestures and a single

laryngeal abduction gesture), the vowel, and the coda
consonant.

Figure 2. Coupling graph for “spot” (top), also

superposed on corresponding gestural score

(bottom). Solid and dashed lines denote in-phase
and anti-phase coupling relationships, respectively.Figure 2.2: Schematic gestural score for utterance /spot/. From (Saltzman et al., 2008)

tures by tuning the dynamical parameters of the associated tract variables al-
lows for the individual gestures to be categorically distinct. The gestures thus
can function as units of information-carrying linguistic contrast – they can take
on their role of phonological primitives. Phonology is then “a set of relations
among physically real events, a characterization of the systems and patterns
that these events, the gestures, enter into.” (Browman and Goldstein, 1992)

By definition, gestures are characterisations of movement through space and
over time. As actions, they have some intrinsic time associated with them; they
get activated and dis-activated at particular moments of time. Gestures are
organised into larger structures, patterns of execution, in which the gestural
activation intervals may overlap in time. These gestural activation patterns
are traditionally represented in AP by gestural scores.

A gestural score “specifies the sets of values of the dynamic parameters for
each gesture, and the temporal intervals during which each gesture is active.”
(Browman and Goldstein, 1990) It provides details of how gestures are se-
quenced in order to produce a given utterance.

Figure 2.2 shows a simplified gestural score for utterance /spot/. The pro-
duction starts with the activation of a narrow alveolar tongue tip constriction
leading to the production of the fricative /s/. This is closely followed by an
onset of another gesture responsible for widening the glottis in order to stop
the voicing, and an onset of a tongue body gesture preparing the vocal tract
for the production of the syllabic nucleus /o/. A little later, the fourth gesture
– a labial closure for /p/ – is activated. At this time there are four gestures
activated simultaneously – coproduced. Several of the (seven) tract variables
involved in the realisation of these gestures share some of the associated ar-
ticulators, and, potentially, impose conflicting requirements on their motion.
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The resulting kinematics of the articulators, computed using TD approach de-
scribed in the following section, depends not only on the dynamic parameters
of the participating gestures, but, crucially, also on the sequencing details of
their deployment!

Movement of articulators then directly determines the perceived content and
the quality of acoustic output, albeit via a highly non-linear articu-latory-to-
acoustic mapping governed by physical laws of the acoustics. One of the con-
sequences of the coproduction of gestures is the phenomenon ubiquitous in
speech – coarticulation.

Coarticulation refers to the fact that gestures – or their compounds, tradition-
ally represented by phonemic segments – are not realised identically in all en-
vironments. Rather, their realisation often varies (both its articulation and the
acoustic consequences) to become more like a nearby gesture, or segment. For
example, it is experimentally well established that the production of the ve-
lar stop /k/ varies in different contexts: it is articulated further forward on
the palate when followed or preceded by a front vowel and closer to the rear
when adjacent to a back one. (Kuhnert and Nolan, 1997)

From the point of view of Articulatory Phonology, coarticulation is an emer-
gent phonetic phenomenon resulting “primarily from context-specific in-
teraction among invariant gestural units during periods of coproduction.”
(Fowler and Saltzman, 1993) The context-sensitivity in articulatory and acous-
tic streams arises from two sources: the details of temporal alignment of the
overlapped gestural activation intervals – the sequencing patterns – and the
manner in which the dynamical parameters of coproduced gestures interact.

Browman and Goldstein (1990, 2000) argue that the sequencing patterns are
stable constellations assembled out of gestures; they form phonological struc-
tures. Such stable coordinations of gestures are accomplished by means of
phasing – pair-wise, dynamically defined constraints imposed on the relative
timing of functionally linked gestures. Phasing relationships specify the ges-
tural structure of relevant lexical items, and consequently determine the tem-
poral details of gestural scores. We shall provide a more thorough treatment
of AP theory of gestural sequencing in Section 4.1.

An important part of speech acquisition is learning how to produce these sta-
ble phasing patterns in a smooth and efficient way. To master a language,
we must learn how to coordinate relevant gestures so that they yield utter-
ances parseable by fellow speakers of the given language. This task can be
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conceived as, to an extent, separate from an underlying task of fine tuning the
appropriate atomic gestures themselves. Studdert-Kennedy (1987) provides
an example of a 15-month old child able to produce all constituent gestures
required for a production of the word /pen/, but still not capable of imposing
a “correct” coordination leading to a successful, parseable result.

We hypothesise that the acquisition of a system of gestural coordinations for
a given language is assisted by the properties of gestures themselves. The co-
ordinations are shaped by efficiency requirements imposed by both functional
and physiological aspects of speech production and perception. The details of
phasing relations got adapted during the evolution of speech as skilled mo-
tor action serving for communication. Being optimal with respect to relevant
cost criteria, the stable patterns act as attractors in the landscape of possible
sequencing arrangements. These attractors lead the child towards the coordi-
nations appropriate for the given language. The main objective of our work is
to provide an account of the formation of stable phasing patterns governed by
non-trivially conceived optimality principles.

2.2 Task Dynamics

The gestural score serves as an input to the task-dynamic model which cal-
culates the response of a set of simulated articulators to the dynamic control
(Browman and Goldstein, 2000). The task dynamic implementation of Artic-
ulatory Phonology is an application in the domain of speech production of a
powerful theoretical framework conceived to model the formation of coordi-
nation patterns – coordinative structures – governing skilled task-determined
motor action (Kelso et al., 1986; Saltzman and Kelso, 1987).

As its name suggests, Task Dynamics (TD) presumes that the task itself is a
source of dynamic behaviour of a system performing a skilled coordinated ac-
tion. In the case of the gestural account of speech production presented in the
previous section, the level of realisation of a given speech task is directly cap-
tured by the vocal tract variables. Therefore, in the TD implementation of AP
“...it is the motion of tract variables and not the motion of individual articula-
tors that is characterised dynamically” (Browman and Goldstein, 1992).

The TD approach (Saltzman and Munhall, 1989; Saltzman, 1991) models the
gestural dynamic as that of a critically damped, second order dynamical sys-
tem, analogous to that of a damped mass-spring (see Section 1.1). During a
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gestural activation interval, the behaviour of the vocal tract variables, collec-
tively represented by the vector z = (z1, . . . , z8)T containing values of all eight
tract variables, is governed by the system of differential equations

Mz̈ = −K(z− z0)− Bż. (2.1)

The diagonal 8× 8 matrices M = diag(m1, . . . , m8), K = diag(k1, . . . , k8) and
B = diag(b1, . . . , b8) and the vector z0 = (z01, . . . , z08)T contain the mass,
stiffness, damping, and equilibrium point parameters of the mass-spring tract
variable system. These parameters are computed from the dynamic param-
eters of active gestures using a method of gestural blending outlined in Sec-
tion 2.2.3 below.

As conventionally implemented, the TD presumes the mass parameter of the
dynamics of each abstract tract variables to be arbitrary, i.e., not related to
any real masses acted upon by the speech production system. Therefore, M is
simply set to be the 8× 8 diagonal identity matrix, i.e., each mi = 1.

The spring-like dynamics is modelled as critically damped to avoid oscilla-
tions in reaching the given target. That means that the values of the damping
coefficients are analytically related to the stiffness and the mass parameters:
bi = 2

√
miki. The matrix B can be expressed as a function of the matrices M

and K.

Therefore, during the gestural activation interval, the behaviour of each tract
variable zi is in fact determined by two parameters only: the corresponding
equilibrium point value z0i representing the gestural target (constriction de-
gree or location) and the corresponding value on the stiffness matrix K diag-
onal determining the agility with which the system proceeds to achieve the
given task. These parameters are assigned to a given gesture and do not corre-
spond to any physiological properties of the vocal tract.

The matrices M, K and B being diagonal, the constituent equations of the
dynamical system given in Equation 2.1 are uncoupled. “In this sense, the
tract variables are assumed to represent independent modes of articulatory be-
haviour that do not interact dynamically.” (Saltzman and Munhall, 1989) In
Chapter 6, we shall discuss in detail the consequences of this modelling de-
cision, and present a way of coupling the tract variable dynamics in order to
reflect the embodied nature of the speech production system.

The gestural activation intervals are determined by the gestural score for a
given utterance. The temporal dimension of the gestural score is interpreted
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Figure 2.3: Examples of the “anatomical” relationships between activation, tract, and
model articulator variables. BL and TD denote tract variables associated with bilabial
and tongue dorsum constrictions (Saltzman, 1991). See Chapter 5 for a description of
the analogous anatomical relationship adjusted for our own simplified model.

in terms of activation variables ai,k, where the subscript i denotes the tract
variable associated with the given gesture, and the subscript k denotes the
gesture’s linguistic affiliation. So, the activation variable aLA,/p/ captures the
activity pattern of the tract variable LA influenced in a manner suitable for the
production of consonant /p/.

In their simplest form, the activation variables are step functions of time,
ai,k(t) = 1 if the gesture is active at time t, ai,k(t) = 0 otherwise. They are
graphically captured by the activation “boxes” of the gestural scores plotted in
Figures 2.2 and 2.4. The temporal details of gestural sequencing are thus fully
characterised by the timing of 0-to-1 and 1-to-0 transitions of the activation
variables, corresponding to the activation onsets and offsets of participating
gestures, respectively. The linguistic affiliation of the activation variable then
encodes the values of dynamic parameters associated with the variable, i.e. the
gestural stiffness and the target position.

The upper part of Figure 2.3 illustrates the relationship between the activa-
tion variables and tract variables in TD implementation of AP. In Section 5.2
we present a slightly simplified interpretation of the gesture-to-tract-variable
mapping, appropriate for our abstract model.
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Figure 2.4: Gestural score for the utterance /p2b/ and computed traces of the tract
variables. From (Saltzman, 1991).

2.2.1 Kinematics of model articulators

Figure 2.4 shows the traces of selected tract variables superimposed over a
gestural score for /p2b/, computed as solutions of the mass-spring dynamical
system outlined in the previous section. This abstract tract variable descrip-
tion does not refer to the trajectories of vocal tract articulators involved in the
production of the given utterance. Such articulatory description, however, can
be obtained by transformation of the tract variable dynamic behaviour into an
explicitly articulatory set of coordinates, referring to positions and movement
of the model vocal tract articulators.

The task dynamic model of AP includes a system of model articulators
adapted for the use with the Haskins Laboratories articulatory speech synthe-
siser (Rubin et al., 1981; Iskarous et al., 2003). As indicated in the bottom part
of Figure 2.3, there exists a complex, many-to-many “anatomical” relationship
between the abstract tract variables, capturing the status of the entire produc-
tion system with regard to a given task, and the model articulator variables,
containing the positions of the vocal tract articulators.

Table 2.1, provides an outline of such “anatomic” complex relationship be-
tween tract variables and the model articulators represented by articulatory
variables. It shows that the motion of every tract variable can be influenced
by the movement of several model articulators. The tongue tip constriction
degree tract variable (TTCD), for example, is obviously linked to the model
articulator variables associated with the tongue tip end effector (tongue tip ra-
dial and angular positions TTR and TTA). At the same time it also depends,
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LH JA ULV LLV TBR TBA TTR TTA V G
y1 y2 y3 y4 y5 y6 y7 y8 y9 y10

LP z1 •
LA z2 • • •

TTCL z3 • • • • •
TTCD z4 • • • • •
TBCL z5 • • •
TBCD z6 • • •
VEL z7 •
GLO z8 •

Table 2.1: Matrix representing the relationship between tract variables (zs, rows) and
articulatory variables (ys, columns), adapted from (Saltzman and Munhall, 1989). The
dots in a given tract-variable row indicate that the corresponding articulators con-
tribute to the tract-variable’s motion.

albeit indirectly, on the behaviour of the tongue body (articulatory variables
TBR and TBA) and the jaw (JA).

The many-to-one mapping of the values of the articulatory variables (collec-
tively expressed by the vector y of the values of all model articulator vari-
ables2) to the task variable space is thus redundant. The speech production
system makes use of this redundancy when compensating for perturbations
or external restrictions imposed on individual speech articulators (recall our
discussion on bite-block experiments in Chapter 1.2.) On the other hand, this
redundancy poses a problem for the modeller: the reverse transformation of
the tract variable values to the articulator position is under-determined – there
is a continuum of articulatory constellations all yielding the same values of a
given tract variable.

To solve this problem, Saltzman and Munhall (1989) propose a kinematic pro-
jection of the tract variable action to the movement of model articulators com-
puted as a pseudo-inverse of the redundant model-articulator-to-tract-variable
mapping.

As established above (and illustrated by Table 2.1), the model tract variables
can be expressed as functions of the corresponding model articulators. In vec-

2Throughout this thesis we assign the variables y to the model articulators instead of �
used in the more traditional treatments of Task Dynamics. The reason behind this is purely
aesthetic; in our model described in Chapter 5 we shall introduce yet another coordinate sys-
tem of the model muscle variables and we shall use variables x to refer to its dimensions.
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tor form, this mapping can be expressed as:

z = z(y). (2.2)

The following direct kinematic relationships then hold for the first and second
time derivatives of the mapping z:

ż = J(y)ẏ, (2.3)

z̈ = J(y)ÿ + J̇(y, ẏ)ẏ, (2.4)

where J(y) is the Jacobian transformation matrix of the mapping z = z(y)
whose elements Ji j are partial derivatives ∂zi/∂y j evaluated at the current y.

Using the relationships in Equations 2.2-2.4 the tract variable dynamics (Equa-
tion 2.1) can be recast to the model articulator variable space, and the articu-
latory acceleration vector ÿA representing the active driving influences on the
model articulators can be expressed as

ÿA = J∗(M−1[−K4z− BJẏ])− J∗ J̇ẏ, (2.5)

where 4z = z(y)− z0 is the distance vector of active tract variables from the
given targets z0, and J∗ = W−1JT(JW−1JT)−1 is a weighted pseudo-inverse of
the Jacobian transformation J; W being an appropriate diagonal weight matrix.
Equation 2.5 introduces a task dependent coupling among the dynamics of the
individual articulators.

We shall return to this equation in Chapter 6, where we also explain the
pseudo-inversion method. At this point, it is important to note that the model
articulators are defined in strictly kinematic terms – they have lengths but no
masses. Thus, the coordinate transformation expressed by Equations 2.2-2.4 is a
strictly kinematic one. (Saltzman, 1991) The articulatory dynamics defined by
Equation 2.5 does not take into account the physical properties (masses, stiff-
ness, damping) of the articulators. Rather, it is parameterised by the abstract
(unit) masses and the gestural stiffness values defined on the level of the tract
variables. In this respect, the Task Dynamic implementation of Articulatory
Phonology is disembodied.

In Section 6.2, we shall adapt Equation 2.5 so that the resulting dynamics driv-
ing our model correctly reflects the physiological properties of model articula-
tors. The basic idea of our approach is to refine the parameterisation so that the
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dynamical parameters of the model articulator system remain interpretable in
the appropriate description domains. The stiffness and the equilibrium posi-
tion parameters, imposing the task oriented behaviour, remain defined in the
tract variable (end-effector) level coordinate system. At the same time, the
mass parameters representing embodied physical properties of model articu-
lators, are conceived at the level of model (pure) articulators. The influence of
such parameterisation on the overall system’s dynamics is thus bi-directional
– the task dynamics induces a coupling among the articulators, and the em-
bodied articulatory dynamics induces a coupling among the tract variables,
reflecting the physical properties of the articulators engaged in given tasks.

2.2.2 Neutral attractor

Equation 2.5 defines the acceleration imposed on the model articulators by a
set of active tasks – gestures. It only acts on those articulators which are in-
volved in the realisation of a given set of gestures. When there is no active
control of an articulator, its behaviour is determined by a “default” neutral
attractor (Saltzman and Munhall, 1989). The driving influences on the articu-
latory vector y exerted by the neutral attractor can be expressed as follows:

ÿN = GN(−KN[y− yN0]− BN ẏ). (2.6)

The dynamical system defined by Equation 2.6 is uncoupled – the neutral dy-
namic stiffness matrix KN and the critical damping matrix BN are both diago-
nal, driving each articulator to the neutral attractor target (the corresponding
value in the vector yN0) independently on any other model articulator. The
neutral target configuration yN0 corresponds to the phonetic schwa.

The time dependent diagonal gating matrix GN guarantees that the neutral
attractor dynamics only act on the articulators which are not actively involved
in the production of a gesture prescribed by the gestural score. It has value 1 on
the diagonal only in the positions corresponding to the articulators which are
not linked (through the anatomical relationship, see Figure 2.3) to any gesture
active at the given time. All other values are set to 0, in effect switching-off the
influence of the neutral attractor dynamics on the currently active articulators.

Technically, the total driving influence on the articulators at any given point of
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time is the sum of an active acceleration ÿA and a neutral component ÿN:

ÿ = ÿA + ÿN . (2.7)

Thanks to the nature of the coupling matrix GN, at any given moment, only
one of the right-hand side components is non-zero. Therefore, the behaviour
of every model articulator is determined by precisely one dynamical influence.
The active and the neutral dynamics do not compete for the control of articu-
lators.

There is an important difference between the neutral and the active dynam-
ics acting on the model articulators. The active dynamics establish a gesture-
specific synergy or coordinative structure among the active articulators. By the
means of a task-induced coupling they

...define a task specific cooperativity among the articulators that al-
lows them to flexibly and adaptively attain speech-relevant goals,
and captures the essence of what is meant by ’coordination’. (Saltz-
man, 1991)

The neutral dynamics do not act this way. Instead, each articulator is driven
towards its own target in a manner independent of the behaviour of the other
articulators. Although, when all active gestures are switched off the articula-
tory system eventually settles in a neutral constellation (phonetic schwa), this
target is not achieved in a compensatory manner; the neutral attractor does
not create a co-operative synergy.

In Chapter 6 we shall introduce a similar neutral attractor dynamics which we
call the speech ready dynamics. Unlike the neutral attractor in the TD account
presented here, the speech ready dynamics in our model is not gated. It is al-
ways on, thus influencing the behaviour of all articulators at any given time,
both the active and the non-active ones. In Chapter 7 we shall discuss the rea-
sons behind this modelling decision, linked to efficiency constraints imposed
on speech production and their influence on the gestural score formation.

2.2.3 Gestural blending: parameter tuning and gating

During the production of an utterance, the activation intervals of the gestures
prescribed by a given gestural score may overlap. These overlaps represent the
coproduction amongst gestures, which is the source of coarticulation in speech
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production.

The gestural overlap can be temporal or spatial, as illustrated by the gestural
score in Figure 2.2. Bilabial, tongue-tip, tongue-body and glottal gestures, par-
ticipating on the production of sequence /spot/, temporally overlap to a large
extent. In fact, all four gestures are concurrently active during a considerable
time interval starting at the onset of bilabial gesture for /p/ and ending at the
offset of alveolar tongue tip gesture for /s/. Similarly, the gestures act on over-
lapping sets of the model articulators – they overlap spatially. The realisation
of both tongue-tip and tongue-body gestures, for example, influences the be-
haviour of the tongue body as well as the jaw. The labial gesture also exerts
an influence over the movement of the jaw. The concurrently active spatially
overlapping gestures are vying for control over the shared articulators.

Saltzman and Munhall (1989) propose two blending mechanisms for resolving
these competing demands for control of the vocal tract: parameter tuning and
transformation gating.

Parameter tuning is in charge of finding the appropriate “compromise” val-
ues of the tract variable dynamic parameters, K, B, and z0 (see Equation 2.1),
and of the weight matrix W used in the Jacobian pseudo-inversion in Equa-
tion 2.5 of articulatory kinematics. In the case of simulating the production
of utterance /igu/, for example, the potentially overlapping gestures for all
three phonetic segments are, by definition, associated with the same two tract
variables, the tongue body constriction degree (TBCD) and the tongue body
constriction location (TBCL). During the temporal overlaps, the dynamical
parameters of all these gestures must be blended into appropriate dynamical
parameters driving the tract variable behaviour.

Therefore, the stiffness, damping and equilibrium position dynamical param-
eters of a given tract variable are computed as linear combinations of the stiff-
ness, damping and gestural target parameters, respectively, of all concurrently
active gestures associated with the given tract variable. The linear coefficients
are obtained using a feed-forward, competitive-interaction-network dynamics
(Saltzman and Munhall, 1989). Depending on the parameters of this dynamics,
the blending results either in averaging of the gestural parameters, a relative
suppression/dominance of parameters of one gesture over another, or their
simple addition.

Coefficients of the weight matrix W, which determine the relative influences
of the active tract variables over the model articulators, are computed in a sim-
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ilar fashion. They take into account also the nature of anatomical association
between the tract variables and the model articulators (Figure 2.1).

Connecting the driving influences to the appropriate receptive model articu-
lators is done through the process of transformation gating. As in the case of
neutral attractor gating discussed in the previous section, this process is re-
sponsible for ensuring that only the active gestures have an influence over
the system’s dynamics. This is achieved by restricting the domain of the tract-
variable-to-model-articulator (“anatomy”) mapping in a time dependent man-
ner, so that only the active tract variables are “connected” and the non-active
ones are ignored. Technically, this is realised by only using those rows of the
Jacobian transformation J in Equation 2.5 which account for the influence of
the tract variables active at a given time. As a result, the active dynamics rep-
resented by the articulatory acceleration vector ÿA is “only subject to driving
influences associated with the attractor layout in the subspace of active tract
variables.” (Saltzman and Munhall, 1989)

In our model presented in Chapter 6 we use a slightly different implementa-
tion of the gestural blending. Partly due to a simplified “anatomical” layout
of our model, and partly due to its intended embodied nature, we use an im-
plicit parameter tuning mechanism equivalent to parameter averaging. The
assignment of the weight matrix coefficients is based on physical and dynam-
ical properties of the individual articulators as well as on the mathematics be-
hind our bidirectional coupling approach. The transformation gating is done
in a way equivalent to the approach presented above.
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CHAPTER

THREE

Gestural Sequencing Details

In this chapter we present an overview of the published results of phonetic
measurements and of the underlying phonological theories concerning se-
quencing of articulatory movements. As we have not conducted any phonetic
experiments of our own as a part of this work, these results provide a platform
for the evaluation of our model of gestural sequencing.

First, we shall present an outline of the intergestural relationships between two
major families of speech gestures – vowels and consonants – as demonstrated
in simple VCV sequences. We shall focus on the relative timing of speech
events identified by phoneticians in the acoustic and articulatory recordings
of human speakers. Alongside these results we shall discuss the leading theo-
ries of the nature of articulatory behaviour and positioning of the vocalic and
consonantal gestures in speech stream.

The local intergestural relationships revealed by the analysis of VCV se-
quences are subject to lawful reorganisations under the influences of speech
prosody, suprasegmental properties of utterances as well as the nature of se-
quenced gestures. The emerging global patterns include the C-center effect
and the “left-edge” effect documented for the relative timing of consonantal
clusters with respect to the surrounding vowels. We shall discuss these global
patterns and the supporting (as well as conflicting) evidence in Section 3.2.

3.1 Vowel-consonant-vowel sequences

There is an important difference between the ways in which the human vo-
cal tract produces vowels and consonants. The vowels result from a relatively
slow global change in the shape of the vocal tract, the consonants are pro-
duced as rapid local (full or partial) obstructions (Fowler, 1980; Fowler, 1983).
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Vowels and consonants thus differ in the dynamical parameters of their un-
derlying gestures, the consonantal gestures being stiffer than the vocalic, and
in the nature of the required target constriction degree: “closed” or “critical”
for most consonants versus “narrow” or “wide” for the vowels. Moreover,
in general, vowels and consonants deploy distinct end effectors as the main
articulators responsible for the successful realisation of a given gesture: the es-
sential articulator determining the nature and quality of vowels is the tongue
body (although the lips can also play an important role), while many conso-
nantal gestures are produced using the tongue tip (with varying constriction
locations), the lips and/or the velum.

This articulatory separation between vowels and consonants means that, at
least in principle, the consonantal and vocalic gestures can be coproduced, for
example, in utterances containing vowel-consonant-vowel (VCV) sequences.
The tongue body can be moving from a constellation required by the first
vowel of the sequence to a constellation required by the second one while the
end effector driven by the intervening consonantal gesture is advancing to its
prescribed target. The consonantal gesture can be superimposed on a con-
tinuous sequence of the vocalic ones, resulting in a mixed influence on those
articulators which participate in the formation of both consonantal and vocalic
constrictions, for example, the jaw. All three segments in the VCV sequence
will, in this case, be coarticulated: the articulatory realisation and the con-
sequent acoustic form of each gesture will be influenced by both remaining
gestures in the sequence.

In a now-classic study, Öhman (1966) provided tentative evidence for such
coproduction in prototypical VCV sequences. He recorded a Swedish speaker
uttering VCV sequences with Swedish vowels /y/, /ø/, /A/, and /u/, and
voiced stop consonants /b/, /d/ and /g/. Then he extracted the first three
formants for these recordings and compared their frequency values in the sta-
tionary parts of the initial and final vowels with the values at the beginning
and the end of the consonantal closure.

Öhman found that the formant frequencies at the closure boundaries reflect
the entire vowel context, and do not depend predominantly on the interven-
ing consonants, as suggested by Locus Theory (Delattre et al., 1955; Liberman,
1957). As illustrated in Figure 3.1, in asymmetrical VCV sequences the second
formant transition before the closure seem to anticipate the stationary value
of the formant frequency of the second vowel, and the onset formant trajec-
tories of the second vowel after the closure appear to be continuations of the
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Figure 3.1: Pencil traces of the first three formant frequencies in spectrograms of se-
lected VCV utterances from (Öhman, 1966).

interrupted formant transitions from the first vowel.

Öhman concludes:

The reason for this fact seems to be that the production of the con-
sonant involves concomitant articulatory adjustments partially an-
ticipating the configuration of the succeeding vowel. Neural com-
mands for the consonant and the following vowel must, hence, be
active simultaneously. (Öhman, 1966)

A VCV utterance cannot be regarded as a linear sequence of three successive
gestures. In other words, the onset of some of the gestures participating in
the second vowel production occurs before the consonantal closure, and the
gesture remains active during the closure.

A decade later, Gay (1977) provided somewhat controversial evidence with re-
gard to this coproduction behaviour. In his cinefluorographic study he traced
the articulatory movements of the lips, jaw, tongue tip and tongue body of two
speakers of American English reading a list of VCV utterances with the vowels
/i/, /a/, /u/, and the consonants /p/, /t/ and /k/.

Gay noticed that the movement onsets of all relevant articulators towards the
consonantal closure are aligned with each other. Although the time window
relative to the closure onset during which these movements start is quite wide,
the coordination within this window is much more constrained. This indicates
the presence of a closure gesture influencing all relevant articulators.

As documented by the articulatory trajectories in Figure 3.2, the tongue body
movement continues during the consonantal closure. However, it starts on
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Figure 3.2: Movement tracks for utterances /ipa/ (left) and /ita/ (right) for one of
the subjects, from (Gay, 1977). Tongue body (dotted line), jaw (longer-dashed line),
upper lip (shorter-dashed line) and lower lip (full line) articulator traces are plotted
for /ipa/. Tongue body (dotted line), jaw (dashed line) and tongue tip (full line) traces
are plotted for /ita/. The vertical bars indicate the closure onset and offset times.

or slightly after the closure onset. This phenomenon was consistent for both
speakers and for all tested VCV sequences. This would indicate that, in con-
trast to Öhman’s measurement’s, the initial vowel in the VCV sequence is not
influenced by the identity of the second vowel.

Note also the flat trajectories of the primary end effectors (the lips in the case
of /p/ and the tongue tip for /d/) during the consonantal closure. This indi-
cates that during the closure the end effector remain static and do not continue
in their closing movement compressing the soft tissue of lips or tongue. This
result, incompatible with subsequent measurements (see below), may be due
to the positioning of the pellets on the relevant end effectors or relative insen-
sitivity of the technology used with respect to small movements.

In a series of articles published between 1994 and 2003, Löfqvist and Gracco
presented results and detailed analysis of magnetometric measurements of the
production of VCV sequences recorded for four or more speakers. The se-
quences consisted of various combinations of vowels /a/, /i/, /u/ and stop
consonants /p/, /b/, /d/, /t/, /g/ and /k/. Their results contradicted some
of the aforementioned conclusions of Gay (1977), and in many respects con-
firmed the intuitions presented by Öhman (1966).

A thorough examinations of the lip movement during bilabial consonantal clo-
sure (Löfqvist, 1996; Löfqvist and Gracco, 1997; Löfqvist and Gracco, 1999)
revealed an uninterrupted movement of the end effectors after the instant of
oral closure. In particular, the lower lip continues in its upward movement.
In /abV/ sequences, where the jaw and the tongue body tend to rise in re-
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Figure 3.3: Frequency distributions of the interval between the onset of the tongue
movement from the first to the second vowel and the closure for the consonant, from
(Löfqvist and Gracco, 1999).

sponse to the higher articulatory target of the second vowel, the lower lip may
also be pushing the upper lip upward during the closure. Nevertheless, the
lip aperture (measured as the distance between receivers placed below and
above the vermilion border of the upper and lower lip, respectively) continues
to decrease during the bilabial closure. Similar behaviour was found for velar
and lingual stop production (Löfqvist and Gracco, 1994; Löfqvist and Gracco,
2002). This movement may be due to the compression of soft tissues up to the
point of peak force of the end effector contact.

The end effectors are moving at close to peak velocity at the acoustically de-
fined instant of oral closure, suggesting that the virtual target for the given end
effector in making the stop is a negative constriction degree: negative lip aper-
ture for bilabials and negative distance between the tongue and constriction
location at the top of the oral cavity for velar and lingual stops.

The trajectory of the lip aperture movement during the closure is asymmetric:
the interval between the closure onset and peak lip closure (minimal distance
between the receivers) is longer (50-70ms) than the interval between the peak
closure and the closure release (40-50ms) (Löfqvist and Gracco, 1997). Also,
the lower lip moves with a considerably higher velocity at the moment of oral
closure onset and release than the upper lip, and over considerably larger dis-
tance.
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Figure 3.4: Interval between the onset of the tongue movement and the onset of the
lip closing movement for the consonant, from (Löfqvist and Gracco, 1999). Standard
deviations are also plotted.

In /aCV/ sequences, all subjects showed a rising and lowering pattern of the
jaw for /aba/, but not all showed the jaw lowering for /abi/ and /abu/. In-
stead, for most subjects the jaw was rising from the first vowel, during the
consonantal closure, and to the high second vowel in these utterances. Inter-
estingly, the results showed no consistent influence of the second vowel on the
jaw position at the onset of the rising movement for the consonant. This in-
dicates that the coarticulation effect is limited to an activation interval of the
bilabial or the tongue body gesture (whichever comes first, see below) and
does not affect the parameters of the first vocalic gesture. This observation is
consistent with AP view of gestures as phonological primitives. Only two sub-
jects (out of five) showed a significantly lower jaw position during the closure
when the second vowel was low /a/ compared to high /i/ and /u/ (Löfqvist
and Gracco, 1997).

As opposed to the jaw, all subjects showed a distinct closing and opening
movement of the lower lip, even when the first vowel was a low /a/ and the
second was a high /i/ or /u/.

Löfqvist and Gracco (1999) then investigated the temporal details of sequenc-
ing of the tongue and lip movements in asymmetrical VCV sequences with
consonants /b/ and /p/ and the vowels /i/, /a/, /u/ uttered by four speak-
ers. In a sharp contrast with the measurements of Gay (1977) mentioned above,
they reported that the “onset of the tongue movement from the first to the
second vowel almost always occurred before the oral closure” (Löfqvist and
Gracco, 1999).
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Figure 3.3 contains the frequency distributions of the interval from the on-
set of tongue body movement related to the second vowel articulation to the
achievement of the oral closure for a bilabial for all four speakers. It suggests
that the switch between the vocalic gestures acting on the tongue body – the
intervocalic switch – occurs before the full oral closure is achieved. The authors
also found that the articulatory nature of the first vowel has a reliable influ-
ence on the interval between the tongue movement and the oral closure. The
tongue movement started relatively earlier before the closure achievement for
/i/ than for /a/. For /u/ the results were less clear and showed a strong
speaker dependency, possibly because of a strong influence of lip rounding on
the timing of other participating gestures.

Another important issue concerning gestural sequencing is that of the relative
timing of the onset of a consonantal bilabial gesture with respect to the in-
tervocalic switch realised by the tongue body. As we have seen, the tongue
body movement consistently started before the lip closure was achieved; but
so does, necessarily, the lip movement. Which of these two movements, indi-
cating the onset of the appropriate gesture, starts earlier?

Figure 3.4 suggests an answer of this question. First, it shows a considerable
intra- and inter-speaker variability. More importantly, it also shows variability
with respect to the identity of vowels in the given VCV sequence. If we, how-
ever, limit our attention to the asymmetric sequences with /a/ and /i/ vowels,
whose production is distinguished primarily by the tongue body height, an in-
teresting pattern emerges: for all four subjects the bilabial gesture onset is later
then the intervocalic tongue body movement onset in sequences /iba/, /ipa/,
while for 3 of 4 speakers the pattern is reversed for sequences /abi/, /api/.
Even in the case of speaker DR, for whom the tongue movement consistently
leads the bilabial movement onset, this lead is more pronounced for the se-
quences starting with a high vowel /i/ than for the sequences /abi/, /api/.

The gestural scores for sequences /abi/ and /iba/ plotted in Figure 3.5 ten-
tatively capture these patterns. For /abi/, first comes the bilabial gesture fol-
lowed by the transition between vocalic gestures followed by the lip closure
achievement. For /iba/, the intervocalic switch leads the onset of the bilabial
gesture and also the closure onset.

One of the possible reasons behind this behaviour may be that in order to
achieve a closure the lips travel a shorter distance when the preceding vowel
is /i/ accompanied by a relatively high jaw position and a small lip aperture
compared to /a/ for which the jaw is lowered and the lip aperture much larger.
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Figure 3.5: Schematic gestural scores for sequences /abi/ and /iba/ reflecting phasing
patterns described in (Löfqvist and Gracco, 1999). The thick vertical lines mark the
consonantal closure onsets and offsets.

Similarly, the tongue body movement tends to start earlier relative to the lips
when the tongue body movement is large (Löfqvist and Gracco, 1999). This
suggests that the resulting intergestural timing relations are, at least to some
extent, formed with regard to parsimonious efficiency principles – the gestures
are triggered at times which guarantee a smooth achievement of the given
succession of targets, but not earlier.

Another important observation made by Löfqvist and Gracco (1999, 2002) is
that a significant portion of the tongue movement trajectory from the first to
the second vowel in VCV sequences with bilabial and alveolar stops takes
place during the oral closure for the stop. This suggests that the gesture for the
second vowel is active during the consonantal closure, i.e. that the tongue body
movement is not caused by a mere “passive” influence of a neutral attractor. In
other words, the vocalic gestures are sequenced in close succession after each
other with no or a small gap between the offset of the first and the onset of the
second gesture.

As mentioned earlier, Figures 3.3 and 3.4 both show a significant inter-subject
variability. Moreover, they also demonstrate a relatively high variability of
inter-gestural phasing relationships exhibited by each individual speaker. Al-
though 3 of 4 distributions on Figure 3.3 suggest a stochastic trend for a par-
ticular duration of the interval between the tongue movement onset and the
oral closure, the speakers use a wide range of durations in actual produc-
tion. A similar pattern is shown by the standard deviations plotted in Fig-
ure 3.4. These “results suggest that there is a temporal window during which
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the tongue movement from the first to the second vowel can start” (Löfqvist
and Gracco, 1999). We shall discuss the concept of such phase window in detail
in Section 4.2.

To summarise, the results of Löfqvist and Gracco show that in VCV sequences
the consonantal gesture is interposed over a succession of two vocalic ges-
tures. The phasing of the consonantal gesture with respect to the boundary
between the underlying vocalic gestures depends on the articulatory nature of
the vowels, and presumably also on the nature of the consonant. The details of
the relative timing may reflect a requirement to optimise the production. The
intergestural sequencing relations are not highly constrained, but rather fall to
probabilistic speaker-dependendent patterns.

3.2 Global intergestural timing patterns

The results reported in the previous section revealed some sequencing princi-
ples concerning the timing of a single consonantal gesture with regard to an
underlying sequence of vocalic gestures. They represent a local description of
intergestural relations. Namely, they describe the nature of the articulatory
timing of a single consonant with respect to the preceding and the following
vowel, as well as an apparent coordination of the gestural activations of the
flanking vowels.

A natural way of extending this investigation is to ask how are these local in-
tergestural patterns affected by adding more consonants, i.e. by considering
the timing of consonantal clusters with respect to the surrounding vocalic con-
text. For the simple VCV sequences we identified several articulatory events
(the onsets of gestures, the achievement of gestural targets) as the relevant
reference points for characterisation of the intergestural relations. Do similar
events, capturing the realisation of an individual gesture, provide the best de-
scription also for the coordination of groups of gestures, or are there different
points, referring to the global properties of such groups, which present a better
explanatory platform? And how, if at all, do the sequencing patterns depend
on the functional affiliations of the consonants in the cluster with respect to
larger organisational units, like syllables or words?

Browman and Goldstein (1988) examined articulatory traces of an American
English speaker uttering sequences containing consonantal clusters /#sp/,
/#pl/, /#spl/, /s#p/, /p#l/ and /sp#l/, where # indicates a word bound-
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ary. These clusters were flanked with /#pV/ as the onset sequence of the first
word and followed by either /Vts#/, /Vdz#/ or /Vnz#/ coda phrase of the
second word, the vowel V being either /a/ or /i/.

Due to technical difficulties with identifying the relevant articulatory event
for vowel to vowel transition in complex sequences, Browman and Goldstein
used an indirect method of investigating the temporal positioning of the clus-
ter with regard to the underlying vocalic gestures. Instead of decomposing the
consonant and vocalic effects on the analysed articulatory trajectories, they ex-
amined the relationship between the intervocalic consonantal gesture(s) and
the transvocalic consonantal gestures. Browman and Goldstein thus aligned
the utterances with respect to a discernible articulatory event associated with
the single consonant preceding or following the flanking vowel, referred to
as an anchor point. In the case of the vowel preceding the cluster they chose
the midpoint of the closure interval of the preceding consonant /p/. For the
vowels following the cluster they used the onset of the closure interval of the
following stop consonant /t/, /d/ or /n/.

Figure 3.6 illustrates this procedure. The traces of the tongue blade and the
lower lip for utterances /pi#Cnats/1 as well as the waveforms are aligned with
respect to the following or preceding anchor point, respectively. The shaded
areas mark plateaux around the peak displacement of the relevant end effector
for each consonant of the cluster. These plateaux are defined as regions of the
curve for which the end effector remained within a small distance (1.3 mm)
from its peak displacement. (We shall return to these technicalities in Chap-
ter 10 where we present the results of our simulation of Browman and Gold-
stein’s (1988) experiment.)

Browman and Goldstein presumed that the articulatory timing of the anchor
consonants is lawfully linked to the timing of the adjacent vowel. In other
words, there is a stable local intergestural relationship. Consequently, the re-
lationship between the timing of the elements of consonantal clusters and the
anchor points should also reflect the coordination principles governing the se-
quencing of the clusters with respect to the underlying vowels.

After these preliminary considerations, Browman and Goldstein asked what
(local or global) articulatory events related to the consonantal clusters provide
the most stable temporal reference point with respect to the given anchor point.

As indicated in Figure 3.6, the answer depends on the position of the vowel

1Throughout this work, the expression Cn means a sequence of n consonants.
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Figure 3.6: Acoustic waveforms and articulatory traces for utterances /pi#Cnats/
aligned with respect to the anchor point for the second word (left) and for the first
word (right) marked by the line extending the length of the figure, from (Browman
and Goldstein, 1988).
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with respect to the cluster – whether it precedes or follows it – but not on the
number of consonants in the cluster. In the case of the preceding vowel (right
column in Figure 3.6), the most stable articulatory event related to the clusters
for all sequences is the left edge of the plateau of the first consonant of each
cluster.

For the vowels following the cluster (left column in Figure 3.6) the answer is
less straightforward. The edges of consonantal plateaux as well as the peak
displacement points show a high degree of variability. The most stable is in-
stead a point globally related to the entire consonantal group: the mean of the
temporal midpoints of the plateaux of all consonantal gestures in the cluster.
Browman and Goldstein called this mid-point of the gestures comprising the
cluster a consonant center, or C-center.

It means that the most stable timing relationship between the clusters and the
preceding vowels (or, rather, the preceding anchor point) can be expressed in
local terms: only the first consonant of a cluster is timed directly with respect
to the preceding vowel and the subsequent consonants are then sequenced
with respect to the preceding consonant. On the other hand, the sequencing
relationship between the cluster and the following vowel is of a global nature:
the most stable is the phasing relationship between the entire cluster and the
following vowel.

The terms “global” and “local” timing relations refer to the type of association
which specifies which gestures (or groups thereof) are phased with respect
to which other gestures (or groups). If the phasing is determined locally, the
phasing rules are formulated in a gesture-to-neighbouring-gesture manner, as
in the case of the VCV sequences discussed in the previous section. Global
phasing rules, as we have seen, incorporate the relationships among function-
ally distinct (groups of) gestures, possibly spanning wider intervals of gestural
sequences.

One of the implication of Browman and Goldstein (1988) finding is a compen-
satory shortening of the vowel between an onset cluster and an anchor coda
consonant in CnVC syllables. As the number of consonants in the onset cluster
grows, in order to maintain the cluster’s C-center at the same place relative to
the right anchor point, the right edge of the cluster must move towards the
anchor. This, in effect, shortens the intermediate vowel (see the left column in
Figure 3.6 and Figure 3.7 for a clearer schematic illustration). For coda clusters
in the CVCn syllables, on the other hand, Browman and Goldstein’s proposal
does not imply such shortening. As it is the left edge of the cluster which is
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Figure 3.7: Schematic illustration of two theoretical scenarios leading to the C-center
effect.

aligned with respect to the preceding anchor, adding subsequent consonants
to the cluster only results in moving the right edge of the cluster further from
the anchor and has no impact on the duration of the vowel between the anchor
and the cluster.

The C-center effect of cluster coordination with the subsequent consonant, can,
in principle, be achieved in two distinct ways, both involving the coproduction
of the consonantal gesture with the underlying vocalic gesture. The two theo-
retical scenarios are illustrated in Figure 3.7.

The first possibility is that the vocalic gesture is phased with respect to the
first consonant in the cluster (presumably in a context dependent way sug-
gested in the previous section) regardless of the number of consonants in the
cluster. Adding consonants to the cluster shifts the first consonant to the left
relative to the vocalic gesture offset identified by the following anchor. As the
result (Figure 3.7A), the vocalic activation onset linked to the first consonant
also moves to the left and the vowel activation interval gets longer. To main-
tain the same constriction degree at the offset of the vowel, the stiffness of
the vocalic gesture must therefore be lower for the longer clusters than for the
shorter ones. Data presented by Pompino-Marschall et al. (1989) for /Cnak/
utterances, where Cn is /p/ or /pf/ indeed suggest such stiffness decrease for
the clusters compared with the single consonant.

The second theoretical scenario presupposes that the dynamical parameters of
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the vocalic gesture (stiffness) remain unchanged for any number of consonants
in the cluster. As a consequence, the length of the vocalic activation interval
does not depend on the number of consonants (Figure 3.7B). In that case, the
vocalic gesture cannot remain invariantly phased with respect to the first con-
sonant of the cluster. Rather, it must be globally phased with respect to the
entire cluster.

As we shall see in Chapter 10, it is possible that the global organisation giving
rise to the C-center pattern are achieved in a more complex way than these
theoretically motivated scenarios suggest. In our simulations of Browman and
Goldstein’s experiment, presented in Section 10.1, the C-center effect is realised
by a context-dependent combination of the local and global phasing of the
cluster with respect to the underlying vocalic gestures.

Browman and Goldstein (1988) made preliminary enquiries into the extent to
which the left-edge phasing patterns between cluster and preceding vowel de-
pend on the syllabic affiliation of the individual consonants. They compared
the relationships between the consonant sequence and the preceding syllable
in cases when the preceding syllable is closed, i.e. it is affiliated with the first
first consonant of the sequence (/VC#Cn−1V/), and cases with the open first
syllable, i.e. when the syllable boundary lies between the vowel and the con-
sonant cluster (/V#CnV/).

Their results suggest that the left-edge timing pattern is maintained across the
investigated syllabic affiliations of the consonants in the cluster. The relative
timing relationship between the preceding anchor point and the left edge of
the first consonant in the cluster remains the most stable regardless of the syl-
labic boundary. However, according to the findings, the left edge of the coda
with respect to the preceding anchor (for /VC#Cn−1V/ sequences) shows less
variability than the left edge of the consonantal onset following an open sylla-
ble (/V#CnV/). In other words, between-syllable measures are more variable
than within-syllable ones. Also, for sequences with an underlying /a–i/ vowel
sequence, the first consonant following an open syllable occurs later than the
coda consonant of the corresponding closed syllable. Interestingly, however,
this trend is reversed for the /i–a/ sequences: the onset consonant following
an open syllable starts earlier than the coda consonant of the corresponding
closed syllable.

Experimental support for Browman and Goldstein’s (1988) hypothesis of the
C-center and left-edge effect as generic manifestations of the underlying prin-
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ciples of the phasing between consonantal clusters and underlying vowels is
somewhat ambiguous.

Honorof and Browman (1995) obtained results similar to Browman and Gold-
stein (1988) for consonantal sequences containing stop /p/, fricatives /s/ and
/f/, and liquid /l/.

Similarly, Marin and Pouplier (2008) recently presented articulatory data from
7 American English speakers producing utterances with clusters /sp/, /sk/,
/sm/, /pl/ and /kl/ in both onset and coda syllabic positions. They reported
significant differences between shift patterns observed in onsets and codas,
consistent with the hypothesis of Browman and Goldstein. They, however, also
showed that the details of these patterns significantly depend on the cluster
type; the stability and realisation of the phasing of onset and coda consonants
with respect to the underlying vocalic gesture is dependent on the articulatory
characters of the gestures involved.

Munhall et al. (1992), on the other hand found that acoustic vowel durations
were shorter before clusters than before single consonants. This compensatory
shortening of vowels preceding consonant clusters contradicts the hypothesis
of local phasing according to the left-egdes presented above.

Byrd (1995) presented a comprehensive study of coda and coda#onset conso-
nantal sequences, and their temporal relationship with preceding vowels. She
used electropalatography to record the tongue-palatal contacts for 5 Ameri-
can English speakers producing the coda clusters and coda#onset sequences
involving consonants /s/, /k/ and /t/ (or /d/). The codas contained 1 to 3
consonants, for coda#onset sequences followed by a single consonant onset of
the following syllable.

The results for durations of vowels adjacent to consonantal sequences were
in unexpected conflict with the predictions made by Browman and Gold-
stein (1988) and also with the conclusions drawn by Munhall et al. (1992). The
duration of vowels preceding one- and two-member codas remained approxi-
mately the same across conditions. However, when the number of consonants
in a coda increased to three, the pre-consonantal vowel got longer. At the same
time, the duration of the vowel following the consonantal group increased with
the number of consonants, regardless of affiliation of the last consonant in the
group to the first or the second syllable. The presence or absence of onset con-
sonant in the second syllable had no influence on the duration of this syllable’s
nucleus.

54



Overall, Byrd’s results supported the hypothesis that the CV relationship
would involve the C-center of the onset consonants, and not of the entire
cross-syllable consonant group. The claim that the vowel-coda phasing re-
lationship entails the left edge of the consonantal sequence regardless of the
syllabic affinity of individual consonants received mixed support for the coda
clusters (showing a surprising “compensatory lengthening”), and no support
for coda#onset sequences, in which the interval from the preceding syllable
anchor to the coda C-center was most stable.

The most stable intergestural sequencing patterns can be expressed in local
(gesture-to-gesture) or global (gesture-to-cluster) terms, depending on the type
of the relationship of the gestures under consideration. Moreover, the contra-
dictory results suggest that the exact nature and variability of these patterns is
not invariant, but depends on the articulatory character of the individual ges-
tures and, possibly, the entire assemblies. As Browman and Goldstein (1988)
suggest, the phasing rules may need to be refined to include extra-gestural
effects (like syllabification), prosodic conditions (like speaking rate) and artic-
ulatory specific influences.
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CHAPTER

FOUR

Current Models of Gestural
Phasing

In the previous chapter, we have introduced some of the experimentally estab-
lished results regarding the local and global intergestural sequencing patterns.
Now we shall turn our attention to the principles behind the organisation of
the phonetic structure of utterances.

Many examples presented in the previous chapter pointed at the ubiquitous
variability of quantitative aspects of intergestural sequencing. The details
of how gestures are coordinated vary substantially among different speakers
and even among different samples of the same sequence uttered by the same
speaker. Intergestural relationship as captured by phonetic experiments are of
a stochastic, rather than fixed, punctate nature. In Section 4.2 we shall out-
line a powerful conceptualisation of this phenomenon – Byrd’s Phase window
theory.

Relatively recently, Saltzman and Byrd wrote:

The coordination of gestures in terms of their relative phase has
to date been specified “by hand” in models of word production as
part of an utterance’s gestural score. (Saltzman and Byrd, 2000)

In an attempt to overcome this shortcoming of their phonological theory, the
AP school recently presented several influential accounts of gestural sequenc-
ing grounded in the task dynamical framework. In Sections 4.3 and 4.4 we
shall provide an overview of these models and of their cross-level dynamical
description of emergence of the local and global sequencing phenomena.

But first, we shall discuss an important methodological aspect of the study
of gestural sequencing: the distinction between the global, extrinsic timing of
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gestural events as manifested in the surface form of speech production and the
underlying, intrinsic intergestural phasing referring to those events in terms of
gestural dynamics.

4.1 Intergestural timing and phasing

Throughout this thesis, one of the primary concerns of the work is to under-
stand the alignment in time of multiple gestures. However, absolute time is
of only limited interest in the search for invariant principles of coordination.
Rather, the focus of the analysis has to be on the relative timing of gestures
with respect to each other. This distinction has been well covered in the lit-
erature (Kelso and Tuller, 1985; Kelso et al., 1986; Saltzman and Kelso, 1987;
Browman and Goldstein, 1991), where it is usually described as the difference
between intrinsic (intergestural) and extrinsic (global) timing.

The realisation of a gestural score (i.e. the resulting end effector and model ar-
ticulator trajectories) critically depends on the values of dynamical parameters
of the participating gestures, their stiffnesses, masses and equilibrium points.
For example, an end effector acted upon by a stiffer gesture achieves its target
earlier than when the gesture is less stiff. The values of the dynamical parame-
ters vary according to the articulatory nature of the associated gestures as well
as with the manner in which a given utterance is realised.

To say that a subsequent gesture is triggered 100 ms after the onset of the pre-
ceding one implies a different intergestural coordination for slow than for fast
speech. It describes the intergestural timing in terms of an external clock; the
extent of the change in system’s status during such temporal interval depends
on the dynamical parameters of the constituent gestures. Using such an extrin-
sic time scale may therefore obscure the dynamical nature of the organisational
principles which govern the gestural sequencing in speech. A different coordi-
nate system is needed using intrinsic dynamical states of gestures as the relevant
reference points.

We shall follow Kelso and Tuller (1985) and introduce an intrinsic time coor-
dinate system referring to an abstract underlying 360◦ activation cycle of an
active gesture.

This cycle, depicted by the cosine curve in Figure 4.1, represents a single period
of an undamped second-order linear oscillator with its dynamical parameters
set as those of the underlying gesture. The duration of the period, depends
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Figure 4.1: One abstract cycle of gestural activation and the trajectory of critically
damped tract variable driven by the same gesture. Adapted from (Browman and
Goldstein, 1991).

solely on the stiffness of the given gesture (assuming a unit mass): the stiffer
the gesture, the shorter the time needed for completion of the 360◦ cycle and,
consequently, the faster the movement of the associated articulators. The tract
variable governed by such undamped dynamics would oscillate around its
equilibrium position, midway between the peaks and valleys.

The dynamical state of such an undamped oscillator, i.e. the relationship be-
tween its position x and its velocity ẋ, is characterised in a time-invariant fash-
ion by the value of phase angle � , plotted on the abscissa in Figure 4.1:

tan(� ) = −ẋ/x. (4.1)

For any given value of the phase angle � , this relation is maintained irrespec-
tive of the values of the dynamical parameters of the underlying gesture. The
phase angle thus provides a way of referring to articulatory events with re-
spect to time-invariant dynamical states of gestural activation. To say that an
event, for example the onset of a subsequent gesture, occurs at the phase � 1

of the preceding gesture’s abstract activation cycle means that these two ges-
tures are coordinated, phased, in a time-invariant fashion with respect to the
first gesture’s dynamical state irrespective of its dynamical parameters.

The trajectories of tract variables driven by the TD model of AP are, of course,
qualitatively different from the abstract cosine curve. The implementation pre-
sented in Chapter 2 presumes critically damped gestures. As can be seen in
Figure 4.1, the trajectory of a critically damped linear second-order oscillator
asymptotically approaches the equilibrium point; in fact, it does it in the fastest
possible way without overshooting it and oscillating around it. Importantly,
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Figure 4.2: Two gestures phased with respect each other. The second gesture (bottom)
is triggered at 240◦ of the preceding gesture’s (top) activation cycle. Adapted from
(Browman and Goldstein, 1991).

however, it can be shown that the dynamical state of a critically damped os-
cillator is again lawfully linked to the phase angle of an abstract cycle of its
undamped counterpart, albeit in a mathematically more complex way.

The gestural target, or the equilibrium point of the underlying damped oscil-
lator, is actually never met. Therefore, it is practical to specify a point of the
gestural phase cycle, at which the target is deemed to be achieved – the tract
variable is near enough to the prescribed target to realise the given articulatory
goal, e.g. a consonantal closure. In their formulation of intergestural phasing
principles, Browman and Goldstein (1991) have chosen 240◦ as the effective
threshold of such achievement of the gestural goal.

The abstract gesture activation cycle thus allows a description of coordination
between two gestures in terms of each other’s dynamical states, rather then
with respect to an external clock (Kelso et al., 1986). Figure 4.2 shows two
gestures aligned so that the second one is triggered precisely when the preced-
ing gesture achieved its target, i.e. at 240◦ phase of the first gesture according
to the convention introduced in the previous paragraph. Saying that the two
gestures are phased in this way means that the second gesture is triggered
when the ratio between the two state variables of the first gesture reaches the
prescribed value, e.g., the first gesture dynamical system attains the given dy-
namical state.

Note, that in describing the relative alignment of gestures, a referent is needed.
In the example presented above, the phase value governing the coordination is
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related to the first gesture. Obviously, it is possible to express the coordination
pattern shown in Figure 4.2 in terms of the second gesture’s activation cycle.
For example, we can say that the first gesture is triggered at −350◦ phase of
the second gesture’s cycle. These two alternative descriptions, however, re-
main equivalent only for the particular settings of the dynamical parameters
of both participating gestures. The intrinsic time scale captures the intergestu-
ral timing exclusively from the referent gesture’s perspective.

Also, it is important to stress that the actual interval during which a gesture is
active, as prescribed by the gestural score, does not have to necessarily coin-
cide with the full 360◦ abstract cycle of the given gesture. In the case plotted
in Figure 4.2, for example, it is reasonable to expect that the first gesture’s acti-
vation is switched off at the point when the second gesture is triggered, i.e., at
240◦ of its abstract cycle.

Browman and Goldstein, and subsequently the researchers contributing to the
AP programme have adhered to this standard of expressing inter-gestural tim-
ing relationship. Moreover, they have adopted a principle that the local phas-
ing between pairs of associated gestures depends solely on the type of the
gestures (vowel or consonant) and their respective functional position within
a syllable (onset, syllabic nucleus or offset).

According to this account, a consonant, for example, is phased with respect
to a preceding vowel so that “the target of the consonantal gesture (240 de-
grees) coincides with a point after the target of the vowel (about 330 degrees)”
(Browman and Goldstein, 1991). Similarly, the target of a consonant (240◦) is
aligned with the onset (0◦) of the following vowel, and every two consonants
in a consonant cluster are phased, so that the onset of the second consonant
(0◦) coincides with the offset of the preceding one (290◦). (The phase values,
obviously, refer to the abstract cycles of the appropriate gestures.)

These phasing statements form the basis of Browman’s and Goldstein’s Linguis-
tic Gestural Model and govern the local and, in effect, also the global temporal
coordination of gestures. The phasing principles give rise to gestural scores
which fully describe the articulatory realisation of utterances. They thus form
the basis of a phonological theory of gestural sequencing.

In the traditional AP treatment, the pair-wise coordination of gestures is inde-
pendent of the articulatory nature of gestures as well as of the prosodic vari-
ables influencing the realisation of a given utterance (speaking rate, stress pat-
tern, etc.). Moreover, the phasing statements have originally been formulated
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in terms of point-to-point, punctate, phase relations.

These simplifications clearly contradict the phonetic results presented in Chap-
ter 3 which show a significant dependence of the intergestural timing details
on the articulatory nature of the sequenced gestures. At the same time, far
from being a mere omission on behalf of the AP researchers, this conscious
theoretical stance is backed by at least two principled reasons.

First, this decision is justified by the abstract nature of the phonological theory
and its task dynamic implementation which serves as a “translation mecha-
nism” for presenting the articulatory manifestation of linguistic intent. The
main focus of the programme lies with the task level of description, which is
perceived as, to an extent, detached from the articulatory details of the speech.
In the words of Saltzman and Byrd (1998)

(the) biomechanical specifics are of secondary importance in under-
standing the coordinative processes that shape linguistically signif-
icant changes of the vocal tract over time. ... What is necessary is that
the system accommodates whatever biomechanics that the motor
periphery offers. (Saltzman and Byrd, 1998)

In this view, phonologically relevant linguistic invariance is expressed by
means of the parameters of gestural task dynamics (equilibrium points, ges-
tural stiffness) and of the parameters of lexically meaningful intergestural dy-
namical coupling (Saltzman et al., 2008). High level phonological phenomena
can be captured regardless of particular, implementation-dependent details of
pair-wise phasing of the individual gestures.

A second, closely related reason is that, in its current form, the task dynamic
formulation of Articulatory Phonology does not provide a meaningful way of
expressing the influence of the physiological substrate on the target oriented
action performed by the substrate. As we have argued in Section 2.2.1, the
speech articulators are implemented as passive recipients of the influence of
the dynamically defined tasks. In this disembodied account, it is not possible
to coherently represent the relevant constraints posed by the biomechanics on
phonologically relevant sequencing phenomena. The aim of our work is to
propose a platform which enables the incorporation of the embodied nature of
speech production into the task dynamical paradigm.
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4.2 Phase windows

In her work on stable intergestural timing relationships within and across syl-
lable boundaries, Byrd noted that

... each speaker and each sequence is not necessarily consistent in
what timing arrangement is most stable. ... These individual differ-
ences suggest that an invariant implementation of gestural timing
in consonant sequences will not successfully predict timing for all
instances or for all speakers. A model of timing which has a means
of allowing variability may be of greater value in describing speech
coordination. (Byrd, 1995)

In her subsequent work, Byrd (1996) conceptualised this stochastic view of
gestural phasing principles. Her phase window approach is an extension of
the dynamical account of intergestural sequencing discussed in the previous
section.

The phase window framework for speech timing has two elements: phase win-
dows and influencers.

Byrd’s approach is inspired by Keating’s window model of coarticulation
(Keating, 1990), in which features of individual segments are specified as
ranges of permitted values rather than binary values. The realised features of
segments in an utterance are then obtained via optimal interpolation passing
through these constrained windows.

Byrd applied this approach to interarticulator timing. Her phase windows im-
pose lower and upper limits on a particular phasing relationship between
pairs of associated gestures. These limits are determined by “both system con-
straints (motor, auditory and cognitive) and language constraints (language-
specific, learned permissible phasing relationships)” (Byrd, 1996). The phase
window framework thus allows the degree of articulatory overlap between
linguistic gestures to vary within a constrained range, allowing for linguistic
and extralinguistic variables to systematically influence phasing relations.

The phase windows do not merely delimit the values of the timing range.
Rather, they ascribe a probabilistic distribution of the values of phase rela-
tionship between two gestures. By capturing the assumed variability of coor-
dination between the associated gestures, this distribution conceptualises the
stochastic nature of intergestural timing.
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Figure 4.3: Schematic illustration of multiple influences on an /#sk/ onset cluster at a
medium fast rate, from (Byrd, 1996).

The shape of the probabilistic distribution is in turn determined by articula-
tory, prosodic and extralinguistic factors influencing speech timing in a com-
plex and interactive way. The factors “that influence coordination can be seen
as competing simultaneously, each contributing to the final intergestural phas-
ing relation” (Byrd, 1996). These influences are again presented as probabilistic
distributions, referred to as influencers.

Figure 4.3 illustrates this idea. At the top, three influencers are plotted, each
capturing one dimension of presumed effects on the phasing between a frica-
tive and a stop in an onset cluster uttered at a medium fast rate. The captured
influences include the articulatory nature of the given gestures, their supraseg-
mental affiliation, and the prosodic situation in which they are uttered. The in-
fluencers are then combined (summed in this case) to yield the resulting phase
window and phase distribution plotted at the bottom pane of the figure.
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The effect of the influencers on the probability density of a particular phase
window has three dimensions.

First, the influencer distribution imposes a preference for a particular region of
the phase window. This preference is related to the position of the peak1 and
to the overall shape of the density function. The linguistic or extra-lingustic
variable captured by the influencer biases the phasing relationship towards
the ‘more favourable’ regions; for example, a fast speaking rate will favour the
more overlapped end of the phase window.

Secondly, the variables may differ in the extent of the window over which
they have an influence. This extent is given by the slope of the density func-
tion in the vicinity of the peak. The more pronounced the peak, the stronger
the bias towards a particular phase value and the less variability will be al-
lowed by the influencer. Byrd (1996) predicts a stronger, less variable phasing
relations between the lexically specified conglomerates of gestures (constitut-
ing what is traditionally referred to as segments), for example the coordination
of labial and velar gesture in English /w/ compared to gesturally similar se-
quence /kp/.

Thirdly, the phase window probability distribution depends on the way in
which the individual influences are combined. Some influencers may have
a greater influence on the combined density than others. The extent of this
influence, however, can be tuned by assigning various parameters to the con-
stituent influencers. Thus, as illustrated on Figure 4.4, to emphasise the phas-
ing relationship preference for fast speaking rate, one can adjust the ‘speech
rate influencer’ to reflect the particular demands of rapid sequencing, e.g.
greater gestural overlap, by shifting the peak of the distribution towards the
desired region.

Later in this thesis, we shall consider a similar approach, possibly even better
reflecting the term “weighting” used by Byrd. Instead of re-parameterising the
individual influencers, we shall propose a framework that allows for varying
the influences of linguistic and extra-linguistic variables on gestural phasing
by adjusting the strength of the influence (not its shape) on the overall phasing
preference.

1Byrd (1996) argues for single-peak probability distributions associated with individual
influencers. Although there might be some theoretical reasons for this assumption, there is a
strong possibility that the combined effect of multiple influences may result in a multi-peak
overall phase window.
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Figure 4.4: The horizontal adjustment (weighting) of the ‘speech rate influencer’ re-
flecting varying demands on gestural phasing imposed by rate changes. From (Byrd,
1996).

To summarise, Byrd’s (1996) phase window concept presents the physical and
linguistic constraints of phasing relationships among associated gestures in
a probabilistic manner, reflecting the well documented variability of speech
production. The constraints combine their influences in a competitive manner.

As Byrd (1996) notes,

to demonstrate the usefulness of phase windows one would want
to show that the variability in phasing is less for some types of ges-
tures (VC, for example) than for some type (CC, for example) in the
same context (same rate, prosodic position, etc.).

Instead of providing a phonetic evidence for these phenomena, we shall
present a modelling framework grounded in a similar paradigm to that be-
hind the phase window concept. Our simulations illustrate the various effects
of physiological, communicational, and prosodic constraints on intergestural
timing, and provide a further insight into the variability and stability mani-
fested by intergestural phasing relationships.
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4.3 Modelling local phasing

In 2000, Saltzman and Byrd presented another important step in the treatment
of local intergestural timing. Their proposal meant a significant step toward
a framework for deriving global coordination patterns – gestural scores – in a
principled, task dynamical manner. Their method of coupled oscillatory sys-
tem allows the relative phasing to self-organise in accordance with phonologi-
cally specified phasing principles.

Moreover, the method is generalisable to the control of stable patterning of
multifrequency rhythms. The multifrequency pattern locking and its useful-
ness in accounting for speech phenomena has been addressed, for example, by
the theory of syllable-cycles nesting within inter-stress intervals (O’Dell and
Nieminen, 1999), which, in turn can be demonstrated to be nested within yet
broader prosodic cycles (Cummins and Port, 1998). This ability of the method
to encompass the higher-level phenomena linked to the quasi-rhythmic as-
pects of speech production provided a strong support for Saltzman and Byrd’s
assumption that “rhythmic and non-rhythmic speech behaviors have a com-
mon underlying dynamical organization” (Saltzman and Byrd, 2000).

The approach taken by Saltzman and Byrd (2000) broadly follows the method-
ology for modelling phase transitions in rhythmic, oscillatory manual move-
ment (Haken et al., 1985, see also Section 1.3 for an overview).

4.3.1 Coupled oscillators

In Saltzman and Byrd’s (2000) account, the two gestures to be sequenced are
conceived as lower-level abstract components of the dynamical description.
They are represented by two non-linearily driven linear oscillators. For sim-
plicity’s sake, it is presumed that both gestures have compatible dynamical
parameters resulting in the same oscillation period.

The task-space state variable, defining the high-level target behaviour of these
components, is then taken to be the relative phase between the two oscillators
(gestures)

Ψ = Φ2 −Φ1, (4.2)

where Φ1, Φ2 are polar phase angles of the first and the second gestural oscil-
lators, respectively (see below).

The authors summarised the steps constituting their coupled oscillator task
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dynamic method as follows:

(a) define a forward mapping of component state variables to task-
space state variables, (b) define the desired task-specific dynamics
(task-space state-velocity) as a function of current task-space state,
(c) create an inverse map of task-space velocity to component ac-
celerations, and (d) solve the resulting equations of motion at com-
ponent level. (Saltzman and Byrd, 2000)

In the remaining part of this section we shall outline the significant aspects of
this method. As mentioned earlier, the component behaviour is driven by a
so-called coupled hybrid oscillatory dynamics:

ÿ1 = −� 1 ẏ1 − � 1y2
1 ẏ1 −  1 ẏ3

1 − ! 01y1 + C1(y1, ẏ1, Ψ, Ψ0), (4.3)

ÿ2 = −� 2 ẏ2 − � 2y2
2 ẏ2 −  2 ẏ3

2 − ! 02y2 + C2(y2, ẏ2, Ψ, Ψ0), (4.4)

where positions (y1, y2) and velocities (ẏ1, ẏ2) of the abstract gestures act as
component state variables, � i are the linear damping coefficients, � i the non-
linear van der Pol damping coefficients,  i the nonlinear Rayleigh damping
coefficients, and ! 0i the natural linear frequencies of the oscillators i = 1, 2.
The expressions Ci(yi, ẏi, Ψ, Ψ0) represent the task-specific coupling forces, ul-
timately responsible for reaching the desired relative phase Ψ0 between the
two oscillators.

To be able to link the abstract gestural dynamics with the task space state vari-
able Ψ, the component state defined by Equations 4.3 and 4.4 must be re-cast
to a corresponding pair of polar coordinates

Φi = − arctan
(

ẏi
yi! 0i

)
, (4.5)

Ai =
√

y2
i + ẏi

! 0i
, (4.6)

where Ai is the radial amplitude of the oscillation with the polar phase angle
Φi, i = 1, 2.

Punctate relative phasing, i.e. the relative phase Ψ between abstract gesture os-
cillations of a single, prescribed value, can be enforced by defining the poten-
tial function V(Ψ) of the relative phase Ψ with a single minimum correspond-
ing to the desired relative phase target value Ψ0. Saltzman and Byrd (2000)
used for this purpose a simple trigonometric function (see the left pane in Fig-
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Figure 4.5: Task space potential function for punctate relative phasing (left), and rela-
tive phase trajectory (right). From (Saltzman and Byrd, 2000).

ure 4.5)
V(Ψ) = −a cos(Ψ− Ψ0) (4.7)

yielding the task-specific relative phase behaviour dynamics

Ψ̇ = −dV
dΨ

= −a sin(Ψ− Ψ0). (4.8)

The task-specific relative phase velocity Ψ̇ is thus, as required, expressed as a
function of the current task-space state Ψ.

The next, crucial step is to transform this relative phase velocity into a cor-
responding pair of coupling functions C1, C2 driving the relative phase of the
abstract gestures towards the desired attractor Ψ0. Differentiating Equation 4.2
we get

Ψ̇ = Φ̇2 − Φ̇1 = JΦ̇, (4.9)

where J = (1 1) is the 1× 2 Jacobian matrix of Equation 4.2 and
Φ̇ = (Φ̇1, Φ̇2)T is the gesture phase velocity vector. Inverting Equation 4.9
yields

Φ̇ = J∗Ψ̇, (4.10)

where J∗ = (J∗1 J∗2 )T is the 2× 1 unweighted pseudoinverse of the Jacobian J.
(See Section 6.2 for an overview of the pseudoinverse method.) Using the task
specific relative phase velocity derived for our particular potential function
(Equation 4.8), the task specific coupling velocity acting on the phase of each
abstract gesture oscillator can be expressed as

Φ̇i = J∗i Φ̇ = −J∗i a sin(Ψ− Ψ0). (4.11)

Recasting this influence back to the component state variable coordinates yi, ẏi

(using an inverse to the mapping defined by Equations 4.5 and 4.6) we get the

68



task-specific coupling forces acting on each oscillator

Ci(yi, ẏi, Ψ, Ψ0) = (! 0i Ai cos Φi)J∗i a sin(Ψ− Ψ0), (4.12)

completing the description of a task-driven behaviour of coupled oscillatory
abstract gestures.

Simulations performed by Saltzman and Byrd (2000) confirmed that the rel-
ative phase of the oscillators coupled this way indeed settles close to the re-
quired target value of Ψ0 = 0◦ after several (30) seconds2. As shown in the
right hand pane of Figure 4.5, the relative phase initially increases, but quickly
reverses its direction and approaches its final value. The final relative phase is
not dependent on the initial conditions, and the speed with which the target is
achieved depends on both parameters of the oscillatory abstract gestures and
the shape (steepness) of the potential function.

4.3.2 Phasing windows model

Saltzman and Byrd (2000) showed that the model outlined above can, in prin-
ciple, account for an emergence of relative phase for locally associated gestures
both in the case of the punctate relative phasing approach and for the phase-
window approach allowing a wider range of intergestural phasing values in
local coordination (see Section 4.2 for an overview).

To achieve the required variability in intergestural phasing relation, they sim-
ply adapted the task-space potential function to reflect the weakened trend
of the relative phase to settle in the particular pre-defined value. The cosine
curve potential (Equation 4.7) was “squashed” by the logistic function in the
following way:

V(Ψ) =
2

1 + e−� z , where z = − (cos(Ψ− Ψ0) + 1) , (4.13)

and the coupling elements in Equations 4.3 and 4.4 were adapted accordingly.
This phase-window potential function is plotted in the left hand pane of Fig-
ure 4.6. The limits of the wide flat bottom part of the function (approximately
−100◦ and +100◦ on the figure) demarcate the intended phase window of the
relative timing between the pair of gestures under consideration.

2The numerical values presented in this section are taken from the original paper by Saltz-
man and Byrd (2000) and are valid for the particular settings of system’s parameters as used
by the authors. Here, as in the original work, they serve for illustrative purposes only.
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Figure 4.6: Task space potential function for phase-window relative phasing (left), and
relative phase trajectory (right). From (Saltzman and Byrd, 2000).

The simulations performed by Saltzman and Byrd (2000) show that the ad-
justed system indeed manifests some of the desired behaviour features of the
phase window approach. When the initial relative phase is set to +140◦, the
oscillators after about 30 seconds settle to a relative phase of about +60◦, and
not 0◦ as in the punctate potential case described above. This final value lies
within the phase window, as required. Another difference is that in the case of
the window potential the relative phase keeps changing slowly even after 30
seconds which sufficed for the punctate relative phase to settle.

More significantly, the final relative phase is critically affected by the initial
relative phase and the nature of the initial transients of the window potential.
So, when the initial relative phase value was set to−140◦ instead of +140◦, the
resulting relative phase moved to −54◦ instead of +60◦ (Saltzman and Byrd,
2000). This discrepancy, spanning over half of the intended phase window
range, indicates a shortcoming of this approach to the modelling of phase-
window sequencing.

Moreover, the model presented here is not suitable for accounting for the
stochastic aspect of the original phase window framework, namely the claim
that the relative intergestural phasing is best described in terms of a proba-
bilistic distribution reflecting the impact of multiple competing influences (ar-
ticulatory, functional, prosodic, etc.) in a natural speech performance (Byrd,
1996). The proposed model with its uniform distribution cannot represent the
richness captured by the probability density function shape, which makes the
phase-window theory appealing as a framework for characterising the vari-
ability manifested by the phonetic data.

Saltzman and Byrd (2000) speculate that this shortcoming could be mitigated
by what they call the “wandering well” approach. This approach presumes a
punctate coupling relationship between two associated gestures which, how-
ever, allows the minimum of the potential well to vary as a function of com-
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Figure 4.7: Association (a) and phase coupling (b) graph for utterance “piece plots”
(/pis#plats/) with gestures plotted on separate tiers. From (Browman and Goldstein,
1991).

municative factors (speaking rate, phrasal structure).

4.4 Modelling global phasing

The previous sections outlined the principles of inter-gestural phasing on a lo-
cal, “atomic” level, as presented by the AP programme. Now, we shall provide
a similar overview of how the gestural scores are deemed to be determined for
more complex “molecules” consisting of functionally (phonologically) organ-
ised ensembles of individual gestures – syllables, words and utterances. The
approach taken is governed by the belief that “not every utterance in a lan-
guage has an individual organization – there are general principles that define
how classes of gestures are organized, or phased” (Browman and Goldstein,
1992).

In their earlier work, Browman and Goldstein (1991) proposed that both the
local and the global aspects of gestural phasing are governed by what they
called phasing statements. These axioms prescribing the local and the global
synchronisation of gestures in a suprasegmental unit are applied in accordance
with the phonological structure (association relations) of the given utterance.
The structural aspects relevant for sequencing are represented in a graph form.

Figure 4.7 shows an example of a phonologically determined association struc-
ture of the utterance /pis#plats/ (Figure 4.7a), and its consequences for in-
tergestural phasing (Figure 4.7b). The connections between pairs of gestures
indicate the presence of an association or a phasing relationship, respectively.
According to the graph in Figure 4.7b, the global phasing structure of the syl-
lable /plats/ can be derived from the local phasing relationships between the
syllabic nucleus /a/ and the left-most consonants in both coda and offset clus-
ters, and the relationships among consonantal gestures in each cluster. The
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(a) (b)

Figure 4.8: Competing phasing constraints in syllable onsets (a) versus no competition
in syllable offsets (b). From (Nam and Saltzman, 2003).

coordination between each such pair of gestures is presumably governed by
the punctate local phasing statements sketched in Section 4.1 on page 60.

The phasing pattern captured in Figure 4.7b would not, on its own, be suffi-
cient to account for some global coordination phenomena, namely the C-center
effect detailed in Section 3.2. For the onset consonantal cluster to remain glob-
ally phased with an appropriate anchor point regardless of the number of con-
stituent consonants, the dynamical parameters of the interposed vocalic ges-
ture need to be adjusted. As the number of the onset consonants grows (/pats/
→ /plats/→ /splats/), the stiffness of the gesture /a/ must decrease; other-
wise the anchor point /t/ would remain aligned with the first consonant of
the cluster and not with its C-center. In other words, in order to achieve the
C-center effect, the overall temporal organisation of the syllable must follow
the first scenario presented in Section 3.2 on page 52.

In their subsequent work, Browman and Goldstein (2000) adapted their phase
coupling graph approach in a manner which resolves the difficulty outlined
above in a novel and interesting way. They argued that the global inter-
gestural coordinations, as exemplified by the C-center effect, can be accounted
for by allowing the coupling relationships between the constituent gestures to
compete among each other.

Such competing phasing constraints acting on gestures in a syllable onset are
illustrated in Figure 4.8a. The gestures in the onset cluster are phased with re-
spect to one another and at the same time each of them is phased with respect to
the following syllabic nucleus. Obviously, in this case some phasing relations
would contradict each other: C−V local constraints prescribing all consonan-
tal gestures in the cluster to be phased with respect to the following vowel in
the same manner, and the C− C relations concurrently demanding the conso-
nants in the cluster to be phased with each other in a sequence. Browman and
Goldstein (2000) suggested that the realised global phasing pattern emerging
from such competition is the one which minimizes the overall violation of pre-
scribed constraints. The articulary phonological representation of an utterance
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– gestural score – thus emerges through a self-organisation process regulated
by appropriate universal constraints (phasing statements) and a description of
the particular lexical structure of the utterance (phasing graph).

The global phasing theory conceived in this way provides an elegant expla-
nation for the differences between the coordination patterns in syllable onsets
and codas. The competition among the local phasing relations described above
gives rise to the onset consonant clusters being organised in a C-center fashion
with respect to the following vowel. On the other hand, the coupling graph
for codas shown in Figure 4.8b does not impose any competing constraints as
only the first consonant in the coda cluster is phased with respect to the vowel.
Consequently, the entire cluster is aligned with the preceding vowel according
to the cluster’s left edge.

Interestingly, the resulting global phasing organisation for syllable onset clus-
ters correspond to the second scenario mentioned in Section 3.2 on page 52:
the vocalic gesture is triggered with respect to the cluster as a unit and no ad-
justment of its dynamical parameters (stiffness) is required. We shall return to
these scenarios in the light of our own simulations in Chapter 10.

4.4.1 Planning oscillators

Nam and Saltzman (2003) extended the coupled oscillator approach to the lo-
cal inter-gestural phasing outlined in Section 4.3.1 in order to account for the
global coordination principles presented above. They re-interpreted the phas-
ing graphs introduced by Browman and Goldstein (2000) in terms of graph
dynamics (Saltzman et al., 2006).

Phasing graphs can be regarded as overall representations of the competitive
dynamical system’s structure. The vertices stand for abstract gesture oscilla-
tors as the ones introduced in Section 4.3.1. The edges then represent the local
coupling relations between pairs of gestures. The particular value of the target
relative phase is determined by nature (vowel or consonant) and functional
status (onset, coda, nucleus) of the connected gestures.

In the broader context of task-dynamical framework of speech production the
oscillators representing activation waves of abstract gestures are referred to as
planning oscillators: they are thought of as elements of the dynamics of plan-
ning, assembling the overall gestural activation pattern, gestural score.

Figure 4.9 illustrates how the graph-dynamic interpretation of the phasing
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Figure 4.9: Graph-dynamic implementation of intergestural phasing patterns given by
coupling graphs in Figure 4.8. The target relative phases were set to 50◦ for associated
C−V and V − C gestural pairs, and 30◦ for C− C pairs. From (Saltzman et al., 2006).

graphs plotted in Figure 4.8 gives rise to viable global phasing patterns of syl-
lable onset and coda sequencing (Nam and Saltzman, 2003). In the case of
syllable onset structure, the competing constraints on the inter-gestural phas-
ing cause the planning oscillators to settle on compromise steady-state relative
phases – Figure 4.9a – corresponding to the C-center effect scenario predicted
by Browman and Goldstein (2000). When no competition arises, as in the case
of syllable offset, the final relative phases between planning oscillators are not
affected and the resulting global pattern simply replicates the locally defined
constraints. As seen in Figure 4.9b, the coda cluster is phased with respect to
the preceding vowel according to the cluster’s left edge.

The model thus automatically displays the asymmetries of intra-syllabic ges-
tural behaviour observed empirically (Browman and Goldstein, 1988).

The resulting global intergestural phasing pattern is not determined solely by
the coupling graph and the local target relative phases between associated ges-
tures. It also depends on the nature of the intergestural coupling represented
by the potential functions of relative phases. For systems with unequal cou-
pling strengths (different transient steepness of potential wells) across the pairs
of oscillators, the pairs with relatively stronger coupling attain the final rela-
tive phases closer to their respective targets than those coupled less strongly
(Saltzman et al., 2006). Also, presumably, the steady-state global phasing pat-
tern reflects the shape of the relative phase potential functions. Asymmetrical,
skewed potential wells capturing the idiosyncrasies of phasing between pairs
of gestures of a particular (articulatory) nature may yield global patterns which
better reflect the actual production of speech sequences by human speakers.
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The planning oscillator concept can be applied to many observed speech phe-
nomena. As mentioned in Section 4.3.1, the inter-oscillator coupling method
can be straightforwardly extended to multifrequency rhythms. Saltzman
et al. (2008) used this generalisability to provide a unified account – a “task-
dynamic toolkit” – of apparent rhythmic patterns in speech production, like
harmonic entrainment between nested phrase and foot (Cummins and Port,
1998), or harmonic entrainment between nested foot and syllable (O’Dell and
Nieminen, 1999). They generalised the prosodic gestures (� -gestures) orig-
inally proposed to account for shaping the boundary-adjacent lengthening
(Byrd and Saltzman, 2003), and incorporated a class of temporal modulation ges-
tures (� -gestures) into the dynamics of planning oscillator ensembles.
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Part II

Model Definition



CHAPTER

FIVE

Model Components

In this and the following chapters we present the details of our vocal tract
model designed to test the hypothesis of the influence of efficiency require-
ments on speech production and gestural sequencing.

The model is firmly grounded in the theory of Articulatory Phonology. It is
closely related to the task dynamical account of AP (Saltzman and Munhall,
1989; Saltzman, 1991) which we discussed in Chapter 2. However, our imple-
mentation extends the TD model in an important way: it pays special attention
to the consequences of the embodied nature of speech production.

In this chapter we focus on the conceptual aspects of our modelling approach
and present the formal definitions of model components. We shall detail var-
ious aspects of the model architecture carefully delimiting the functional and
physiological features of embodied speech production.

The hierarchical structure of the task-driven speech production system consid-
ered here consists of several layers exposed at an appropriate level of analy-
sis: gestural score, tract variables, end effectors, pure articulators and model
muscles. None of these layers is fully autonomous. Rather, the skilled action
emerges through bidirectional interactions between all model constituents,
which are functionally and anatomically bound to give rise to temporary co-
ordinative structures.

We shall look at each of these layers separately, as well as characterise their mu-
tual interactions conceived as coordinate transformations between the formal
spaces providing appropriate platforms for description of the components. In
particular, in Sections 5.2 and 5.3 we shall present formal definitions of gestu-
ral score, tract variable, end effector and pure articulator. We shall also define
the mathematical transformations linking these model constituents together.

But first, we shall detail the aforementioned levels of description. Despite of
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the risk of repeating some of the facts already presented in the previous chap-
ters, we shall carefully introduce the basic concepts of the task dynamical ac-
count of skilled motor action relevant for our model. The main focus of the
following section is to outline the conceptual structure of our model and high-
light the fundamental and technical departures from the standard task dynam-
ical implementation of AP as presented in Chapter 2.

5.1 Levels of description

Speech production is a result of complex interactions between the goal di-
rected intentions of a speaker and the physiological substrate on which the
task-driven motor action is performed.

On the one hand, a spoken utterance can be described as a series of realised
gestural targets. On the other hand, it can be equally seen as a continuous se-
quence of muscular actions performed by speech articulators. The timing de-
tails of the muscle activations and their dynamics fully determine the nature
of the given sequence of realised gestures. At the same time, the requirement
to produce the given utterance delimits a subspace of appropriate muscle ac-
tivation patterns. Although each of these patterns is deemed to produce the
required utterance, the patterns may differ in their perceptually relevant out-
comes (perceived acoustic differences) and in the production economy (e.g.,
the magnitudes of muscle forces exerted during their realisation). The main
aim of this and the following two chapters is to propose a modelling paradigm
for selecting those activation patterns which perform the given sequencing
task in an optimal way.

Before proceeding with an outline of a succession of equivalent descriptions
of speech production bridging the “end points” mentioned above, let us give
a simple overview of the model presented in this and the following chapters.

A gestural score, serving as an input of the vocal tract model, prescribes
the temporal and dynamical details of a succession of speech targets. These
targets, conceived as vertical constrictions realised by the tongue body, the
tongue tip and the lips, are achieved by dynamical re-organisations of the
model (pure) articulators. The pure articulators considered here are limited
to the jaw, the tongue body, the tongue tip and the lower and upper lips. The
mapping projecting the pure articulator positions to the task space is highly
redundant. The embodied task dynamics detailed in the following chapter
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solves the DOF problem of selecting an appropriate kinematic behaviour of the
pure articulators in order to realise the prescribed succession of gestural tasks.
Moreover, it does it in a way that maintains a realistic, physically grounded ar-
ticulatory dynamics and, in particular, allows evaluation of the forces exerted
in order to produce the given utterance.

5.1.1 Gestures, tract variables and end effectors

From the point of view of Articulatory Phonology, fully endorsed in this work,
an utterance is the result of the realisation of a sequence of underlying primi-
tive units of speech production – gestures. A gesture is a “member of a family of
functionally equivalent articulatory movement patterns that are actively con-
trolled with reference to a given speech-relevant goal” (Saltzman and Munhall,
1989). An utterance, then, can be seen as a complex movement pattern which
successfully realises the given sequence of goals.

The gestural score prescribes the dynamical parameters and the timing details
of a constellation of gestures so that the target sequence is sufficiently met,
and the utterance is successfully realised. Each gesture specified in the score
drives a relevant group of the vocal tract articulators, e.g. the lips in the case
of a bilabial gesture, towards a functionally defined goal – a constriction of the
vocal tract.

The functionally relevant parts of the active articulators act as the end effectors
of the goal oriented action. The end effectors are protrusions, “end points” of
the speech articulators which critically participate in the constriction forma-
tion. In the case of the bilabial gesture, it is the relevant portion of the upper
and lower lip surface which acts as an end effector sealing the oral cavity in
order to produce a bilabial stop.

For some gestures, it is the position of the end effectors themselves that depict
the state of the system with regard to the given task. For example, the tongue
tip position with respect to the (fixed) alveolar ridge is on its own sufficient
to describe the degree of realisation of an alveolar consonant. In some other
cases, however, the end-effector positions alone do not describe the task ori-
ented behaviour appropriately. In the case of the bilabial stop, for example, the
positions of each of the lip end effectors on their own do not provide enough
information about the realisation of the stop. Rather, it is a combination of
both (the lip aperture) which is needed to assess whether the stop has been
achieved.
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Such target relevant combinations of the end-effector positions are called tract
variables. Formally, they can be defined through a functionally specified map-
ping projecting the end-effector positions into a relevant space capturing the
degree of task completion. Dynamics defined at the level of tract variables
serves as a basis of the speech production account in the TD implementation
of AP (Saltzman and Munhall, 1989).

The gestural score thus does not prescribe the end-effector behaviour directly.
It determines the dynamics of the tract variables, which in turn deploy the
appropriate end effectors in order to achieve a given task.

Even the relationship between the gestures and the tract variables is not nec-
essarily straightforward. It is possible, for example, that two or more gestures
are active concurrently and impose conflicting targets on participating end ef-
fectors. As we mentioned in Section 2.2.3, TD implements the technique of
gestural blending to fine-tune the parameters of tract variable dynamics (stiff-
ness, damping) so that co-production of gestures imposing conflicting targets
on the end effectors is possible. As we shall see in Section 6.2, our model deals
with this difficulty in a manner equivalent to a particular type of TD blending
without requiring an additional treatment.

Also, many gestures do impose targets on more than one tract variable concur-
rently, for example, the location and the degree of the same constriction, which
are considered two separate tract variables. Obviously, they are related and
can be interpreted as two dimensions (vertical and horizontal, respectively) of
the constriction in question (Browman and Goldstein, 1992). As we shall see
in Section 5.3, in our simplified account we limit the spatial behaviour of the
model to a single (vertical) dimension of articulatory movement. In our case,
there is therefore no relevant interpretation of the notion of the constriction
location.

Finally, in principle, the vocal tract constrictions do not correspond to the tra-
ditional, labelled speech segments, phonemes. For example, a realisation of
the consonant /m/ requires a concurrent achievement of appropriate constric-
tions by the lips, the velum and the glottis; its production involves three ges-
tures. To keep the interpretation of our gestural scores simple, we decided to
abstract away from this complication. In the version of our model presented
here, each of the sequenced segments involves only a single gesture and thus
each gesture is labelled in a straightforward phoneme-like manner.

The relationship between the gestures and the tract variables is thus unam-
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biguous: each gesture is associated with a single target for a single tract vari-
able. It is important to stress here, that this and the other departures from
the AP treatment of the relationship between gestures and tract variables are
merely technical. The decisions were made purely for the sake of simplicity
and in order to let us fully focus on the particular aim of this work which is to
account for the local and global patterns documented by phoneticians regard-
ing simple gestural sequences as presented in Chapter 3.

5.1.2 Pure articulators and model muscles

The concept of the end effectors is not limited to speech research, but has been
widely used in the field of skilled motor action in general (Saltzman and Kelso,
1987). When reaching for an object, the hand is guided towards the target
– it acts as an end effector. Its position with respect to the target, however, is
determined by a combination of the relative positions of other anatomical parts
of the arm and the body: the shoulder position in space, the shoulder, elbow
and wrist joints angles, etc. And, importantly, it is these constituents which
are directly manipulated by the muscles, or the muscle systems. The influence
of any one specific muscle (pair) on the end effector, the hand, is indirect.

Similarly, the vocal tract and its articulators are composite structures. The
tongue, for example, consists of several relatively independent anatomical
components: the dorsum, the blade, the tongue tip. Moreover, its movement
within the boundaries of the oral cavity also depends on the movement of the
jaw. For example, the absolute position of the tongue tip end effector – its
position with respect to a fixed point on the physical boundaries of the oral
cavity – is derivable from the absolute position of the jaw, relative position of
the tongue body with respect to the jaw, and relative position of the tongue tip
with respect to the tongue body. Crucially, as in the case of the hand, if such
a decomposition meaningfully reflects the anatomy of the given end effector,
the equivalent decomposition of the end-effector movement can be interpreted
as directly reflecting the underlying muscle action1.

We shall call these components, independently adjustable by an appropriate
muscle group, the pure articulators. So, the tongue tip pure articulator position
is the distance of the tongue tip from the tongue body. The tongue tip end-

1Of course, we are fully aware of the gross simplification of the tongue anatomy suggested
by this example. However, we use such simplifications in our abstract model in order to
account for principles of the hierarchical organisation of the speech production system, relevant
in the context of our research, the nature of gestural sequencing.
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166 S.E.G. 0HMAN 

Flo. 12. Contour tracings from x-ray motion 
pictures of VCV utterances. The edges of the 
hyoid bone, the mandible, and the epiglottis 
are indicated. The grid in the lower right corner 
shows the spatial distortion introduced by the 
x-ray system. The real distances between 
adjacent lines in the grid are 1 cm. 

apparent from these tracings that the unconstricted 
parts of the vocal tract assimilate the shape of the initial 
and final vowels. Note also, the vowel-dependent vari- 

ability of the place of constriction in the/g/column. 
The rightmost part of the Figure (top) shows a tracing 

of the/g/closure in/ygu/sampled a few milliseconds 
after the beginning of the closure (solid lines). Tbe 
superimposed dotted and dashed tongue contours repre- 
sent the/g/closure of/aga/and/ygy/, respectively. 
It is seen here that the vocal-tract shape delimited by 
the solid line is intermediate between that of the dotted 

and dashed lines. This illustrates the fact that the cavi- 

ties may change their shape even during the stop closure. 
In other words, the tongue is able to make a distorted 

vowel gesture, while it is executing the stop consonant. 
We may summarize these observations in terms of 

the following more-hypothesized statement. The pro- 
duction of the vowels and of the apical and dorsal 
consonants involve activity in three (probably partly 
overlapping) sets of muscles. These sets have separate 
neural representations in the motor networks of the 

speaker's brain. Articulatory commands may be trans- 
mitted over the three neural control channels inde- 

pendently of each other. However, the dynamic re- 
sponse of the tongue to a compound instruction is a 
complex summation (neural, muscular, and probably 
mechanical also) of the responses to each of the com- 
ponents of the instruction. 

In other words, we may probably regard the tongue 
as three separate articulatory systems that share some 
nmscles. The three systems may be controlled in a purely 
independent manner. Different languages may impose 

phonetic restrictions overruling this freedom of control, 
however. Thus, in Swedish and English, the stop con- 

sonants seem to coarticulate relatively freely with the 
vowels. This implies, in terms of the present model, that 

these stops are produced almost exclusively by corn- 

mands over the apical and dorsal channels, leaving 
certain subsets of the muscles responding to vowel 
instructions free to anticipate a following vowel. On the 
other hand, there are languages, such as Russian, in 
which the instructions for the stop conson.•mts are made 
up of an apical or dorsal command as in English or 
Swedish but with the additional feature that the vowel 

channel must simultaneously receive exactly one of two 
fixed commands [i] or [-bI], where [i-] produces palatal- 
ization and [bI] ve]arization. a' 

To say that the apical and dorsal constriction systems 
of the tongue may be controlled independently of the 
vowel activity is, thus, analogous to the statement that 
nasalizatlon and voicing are independent parameters in 
speech. This is a universal feature of the basic phonetic 
competence of all normal speakers. The fact that some 
languages do not make a distinction between voiced 

and voiceless nasals, whereas others do, a2 must be inter- 

preted as a difference in the linguistic programming of 
the available physiological apparatus. 

The model discussed thus far may perhaps also shed 
some light on the dynamic behavior of the lips. Ac- 
cordingly, we should probably distinguish two physio- 
logically independent types of labial activity in speech: 
namely (Type 1), the closing motions that take place 
in the vertical dimension and width are observable, e.g., 
in the English consonants/p b m f v/; and (Type 2) 
the rounding-spreading dimension of motion, which is 
used for the phonetic feature of rounding in vowels. 

There are rounded as well as unrounded labial con- 

sonants in English (compare the/p/ of "Oh Pooh !" 

s, S. E.G. 0hman, "Note on Palatalization in Russian," Mass. 
Inst. Technol. Res. Lab. Electron. Quart. Progr. Rept. No. 73, 
161-171 (15 April 1964). 

a• R. Jakobson, G. Fant, and M. Halle, Prdimi-naries to Speezh 
Analysis (MIT Press, Cambridge, Mass., 1963): 4th printing.• 
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Figure 5.1: (a) Illustration of the redundant relationship between the end effectors and
pure articulators, from (Simko and Cummins, 2009b), and (b) the speech production
system’s exploitation of the redundancy in coproduction, from (Öhman, 1966).

effector position, on the other hand, is the absolute location of the tongue tip
within the vocal tract boundaries.

For simplicity’s sake, we shall further assume that each pure articulator is
manipulated by a simple agonist-antagonist pair of model muscles. The be-
haviour of the pure articulator is thus uniquely determined by the exerted
muscle forces and the loads (masses) acted upon by the muscles. Moreover,
we presume that the dynamic properties of each pure articulator (its stiffness
and exerted force) are directly linked to the dynamic state of the model muscle
pair. As a consequence, there exists an analytical mapping between the dy-
namics of the pure articulators and the underlying muscles. In other words,
the details of the magnitudes of force exerted by the muscles can be unam-
biguously derived from the pure articulator dynamics. (We shall return to
this direct relationship between the model muscles and the pure articulators
in Section 7.1.)

Although the end effector positions are directly determined by the positions
of pure articulators, this relationship is highly redundant. There is an infinite
number of pure articulator constellations that result in the same position of a
given end effector. The function projecting the points of the multi-dimensional
pure-articulator space to a space of the locations of a single end effector is
many-to-one. It reflects the anatomical structure of the vocal tract and the fact
that the position of the end effector is determined by the positions of several
pure articulators.

Figure 5.1a schematically illustrates this redundancy of the mapping between
the model pure articulators and the end effectors. The springs represent the
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pure articulators while the balls represent the masses on which they act (la-
belled as tongue tip, tongue body and the jaw). The figure shows two distinct
pure-articulator constellations yielding the same position of the tongue tip end
effector.

The fact, that the pure articulators are not fully constrained by the tasks per-
formed by the end effectors is greatly exploited by the speech production sys-
tem. It allows for the coproduction of gestures employing different subsets of
articulators. Figure 5.1b shows two manners in which the alveolar stop /d/
can be achieved. Positions of the tongue body and the jaw vary in accordance
with the coproduced vowel, /A/ on the left and /y/ on the right.

The distinction between end effectors and pure articulators is of crucial im-
portance for the complex nature of the speech production dynamics. The pure
articulatory dynamics must reflect the physical properties of the vocal tract
constituents; for example, forces of greater magnitudes are needed to move
heavier objects than lighter ones. As we argued earlier, this dynamics is di-
rectly related to the muscular forces executing the required motor action, and
is thus linked to the efficiency with which the action is performed.

On the other hand, the behaviour of end effectors depends on the physical
properties of the vocal tract only indirectly. Primarily, it is dictated by the goal
oriented nature of the sequence of tasks to be performed in order to produce a
required utterance.

One of the central undertakings in the motor action research is to find a prin-
cipled way of selecting one of the infinite number of movement patterns of
motor system components – in our case, pure articulators – leading to the re-
quired action at the end effector level. In other words, to invert the many-to-
many mapping from the component space to the end effector space.

As noted in Section 2.2, the TD implementation of AP proposes a purely kine-
matic inversion. Although this approach generates meaningful movement
patterns of the model articulators, their kinematics is not constrained by the
underlying embodied dynamics of the motor system components. Formally,
these movement patterns are not solutions of a physically interpretable system
of differential equations with physiologically grounded parameters. The link
between functionality and physiology is broken.

Our belief is that the task oriented end effector dynamics must harness and,
whenever possible, take advantage of the component dynamics in order to
achieve the required goals. The task dynamics is not independent of the dy-
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namics of the constituent pure articulators. The dynamical behaviour of the
system should reflect both the task dependent aspects of speech production
and its embodied nature. To this purpose, in Chapter 6 we propose an ex-
tension of the standard TD approach and present a bidirectional mapping be-
tween the parameters of end-effector dynamics and the parameters of pure-
articulator dynamics.

5.1.3 Links between the levels of description

We have presented here a chain of concepts linking functional and physiologi-
cal aspects of speech production: gestural scores, tract variables, end effectors,
pure articulators, and model muscles. Each of these concepts provides a plat-
form – a level of description – at which we can talk about particular phenom-
ena. As we progress through the levels, from functional to physical, the links
can be described in a following way:

1. The gestural score captures the qualitative nature of gestures and their
temporal alignment. It describes an activation pattern of the gestures
participating in the utterance production.

2. The gestures specify the parameters of tasks at hand and impose a task
oriented dynamics on the relevant tract variables.

3. The tract variables drive associated groups of end effectors in order to
realise the required sequence of goal oriented movements.

4. An appropriate, anatomically justified mapping between the end-
effector and pure-articulator state variables and their dynamical param-
eters guarantees that the articulatory components move towards their
respective targets in accordance with their physical properties.

5. The dynamics of pure articulators unambiguously determines the dy-
namical behaviour of the model muscles which exert forces ultimately
responsible for the motor action.

So, the task of producing an utterance (a sequence of gestural targets) con-
strains the selection of an appropriate pattern of muscular impulses. At the
same time, the requirement of physiological efficiency, quantifiable at the level
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of model muscles, constrains the manner in which the gestures and their se-
quences are realised – including their temporal alignment – and in effect the
nature and quality of the produced utterance.

This bidirectional nature of the production of sequenced gestures can be illus-
trated as follows:

gestural score
m Section 5.2

tract variables
m Section 5.3

end effectors
m Section 5.3 and Chapter 6

pure articulators
m Section 7.1

model muscles

The series indicates a succession of level-to-level transformations. Admittedly,
the top-down direction could be interpreted as a chain of transformations from
the functionally motivated intention to the detailed execution plan, echoing
the controller-executor paradigm still deeply entrenched in cognitive systems
research. However, such simple cause-effect interpretation would be mislead-
ing. As we argued earlier, the embodied nature of skilled motor action imposes
strong constraints on the manner in which the “functional intentions” are for-
mulated. These constraints are ultimately reflected in the emergent patterns of
gestural sequencing.

The references on the right hand side of the chart present a roadmap of our
detailed description of each of these steps. In the remainder of this chapter
we focus on the “anatomy” of the relationships between the active gestures,
tract variables, end effectors, and pure articulators. In the following section we
describe the architecture of our model and present a simple way of interpreting
a gestural score as a sequence of active gestures with associated targets. In
Section 5.3 we define a family of many-to-many transformations between the
pure-articulator, end-effector and tract-variable spaces. In the the following
chapters we then focus on the dynamical and optimality aspects of our model.
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Figure 5.2: Schematic representation of the single-dimensionality of our model as a
further methodological step following the traditional reduction to a midsaggital view.
The relevant articulators are marked in all three images. Figure (c) represents a single
dimensional model, the tongue articulators are plotted grey – they are supposed to be
behind the lips in the frontal view. For a clearer schematic diagram see Figure 5.3.

5.2 Gestures and activation functions

Our abstract model is designed to account for the production of several clearly
demarcated speech gestures. We model only those features of the vocal tract
that are relevant to the evaluation of realisation of these gestures, and that are
applicable to our aim of investigating the emerging patterns of gestural se-
quencing. In our model we thus need to represent those end effectors which
play a crucial role in realising the model gestures, and the constituent pure
articulators that are relevant for evaluating the efficiency of articulatory se-
quencing.

We decided to limit our investigation to the vertical component of the artic-
ulatory movement. There are two major reasons for this simplification. The
first one is purely pragmatic – we want to curb the complexity of model’s be-
haviour to a necessary minimum relevant to our task. The underlying differ-
ential equations must remain reasonably simple when repeatedly numerically
evaluated during the time consuming optimisation procedure (Section 7.5).

The second reason, although related to the first one, is more subtle. As we
shall argue in the following chapter, the nature of the mapping between the
tract variable and articulatory dynamics is vastly simplified when the direction
of movement of all interrelated components – tract variables, end effectors and
pure articulators – is the same.

Figure 5.2 schematically captures this single-dimensional nature of our model.
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Our choice can be interpreted as a next step in the traditional simplification,
when the behaviour of the three-dimensional vocal tract (Figure 5.2a) is pro-
jected to a two-dimensional space – a midsaggital plane (Figure 5.2b). Our
model can be seen as a further projection of the midsaggital model to a one-
dimensional space (Figure 5.2c). What is captured by our model can be imag-
ined as what we would see when observing a midsaggital model from a frontal
view point. Interestingly, as we shall see in the following section, this simplifi-
cation does not necessarily mean that we cannot account for some of the prop-
erties of the vocal tract kinematics associated with its horizontal dimension.

This simplification plus our intention to focus on the “robust” gestures rel-
evant for gestural sequencing delimit the range of speech segments we can
model. As we only account for a vertical displacement, the vowel height is
the only criterion for distinguishing the modelled syllabic nuclei. To stress the
link between the tongue body height and the jaw, we have chosen to base our
vocalic quality evaluation on the tongue body in frontal position. And as we
cannot model a lip rounding (horizontal lip movement), we presume the pro-
duced vowels to be unrounded. This leaves us with a straightforward selection
of two vocalic gestures represented in our model: a high front unrounded /i/
and a low front unrounded /a/, see Figure 5.3.

In order to have a simple, “binary” criterion of a successful realisation of con-
sonants (i.e., a closure), we restrict the modelled consonant to a stop. We in-
clude two places of consonantal articulation in our model: the lips and the
alveolar ridge. Because we do not model voicing control nor nasalisation, we
presume all consonants to be voiced (to avoid possible timing influences of
voice onset/offset events on gestural sequencing) and non-nasalised. There-
fore, we limit our consonantal space to two simple consonantal gestures: a
bilabial plosive /b/ and an alveolar plosive /d/2. Their realisations involving
the lips and the tongue tip are again schematically illustrated in Figure 5.3.

By labelling the model gestures in a phoneme-like manner we do not mean to
imply a one-to-one relationship between phonemes and gestures. Rather, each
label replaces the most important gesture participating in the given segment’s
realisation; in fact, each is the only one of those gestures our simple architec-
ture can account for. So, the label /b/, for example, stands for a bilabial gesture
forming the basis of the (traditionally conceived) bilabial voiced plosive /b/.

2In earlier versions of our model we also considered a velar voiced stop /g/ realised us-
ing the tongue body. However, the simuiations involving this gesture were not realistic, as
the model cannot account for the horizontal movement of the tongue dorsum which plays a
crucial role in velar stop production.
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Figure 5.3: Schematic representation of the vocal tract architecture and the gestures
included in our model. The tongue and lip structures are offset (the jaw is drawn
twice) for transparency’s sake. The end effectors instrumental in realising the given
gesture are drawn as a black circles. The end effectors (circles) and pure articulators
(springs) involved in the gesture’s production are drawn in darker grey, while non-
active components are light grey.

The gestural score prescribes a constellation of activation intervals for gestures
participating in the realisation of a given utterance. The activation interval
is a time interval, during which the task dynamics drives the tract variable
associated with the gesture towards a given target.

The temporal dimension of a gestural score (the other dimension being a col-
lection of dynamic parameters associated with the active gestures) can be rep-
resented by activation functions. The temporal details of gestural sequencing
in our model are fully described by a system of four activation functions, one
for each gesture introduced above: a/i/(t), a/a/(t), a/b/(t) and a/d/(t). In the
version of the model presented here, they are simple step time functions: the
value 0 indicating that the given gesture is not active and the value 1 indicating
that it is active. Again, this simple step-wise nature of the activation functions
was chosen for pragmatic reasons. It simplifies the mathematics behind the
evaluation of their impact on the system’s dynamics and also makes it easier
to interpret the emergent sequencing patterns.
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Figure 5.4: Gestural score (top) and corresponding activation functions for utterance
/badi/. The labelled boxes in the gestural score mark temporal extensions of the
activation intervals of participating gestures.

Figure 5.4 shows a gestural score for the utterance /badi/ and the correspond-
ing activation functions.

In our subsequent formal treatment, the entire temporal dimension of the ges-
tural score will often be encapsulated in an activation time vector

a(t) = (a/i/(t), a/a/(t), a/b/(t), a/d/(t))T .

5.3 Model layouts

In this section we present formal details of projections among the components
of our model: gestures, tract variables, end effectors and pure articulators.
These transformations are determined by functional and anatomical aspects
of the speech production system. After providing an interpretation of the ges-
tures defined above in terms of tract variables, we define a simple mapping

89



of end effector positions to the tract variable space. Then we introduce two
anatomically motivated transformations – referred to as layouts – of the pure
articulator variables to the positions of end effectors.

Overall, the model behaviour is expressed using three tract variables, four end
effectors, and five constituent pure articulators. We shall use indexed variables
z, Z and y for the values associated with the tract variables, end effectors and
pure articulators, respectively.

5.3.1 Tract variables and end effectors

Formally, the gestures are defined with respect to the behaviour of our model
tract variables, referring to the target-related status of the tongue and lip artic-
ulators.

There are three tract variables in our model:

• zTB is the vertical position of the tongue body surface essential for artic-
ulation of the model syllabic nuclei,

• zTT is the vertical position of the tongue tip placement instrumental in
forming an alveolar constriction, and

• zLA is the distance between lips, the lip aperture, instrumental in the
bilabial stop realisation.

The tongue body and the tongue tip tract variables express the positions of
their respective end effectors (see below) relative to a fixed reference point on
the vertical axis, while zLA simply contains an absolute distance between lips.
The state of a functionally relevant overall constellation of the vocal tract is
captured by the tract variable vector

z = (zTB, zTT , zLA)T .

Each gesture prescribes a target for the associated tract variable. Gestures /i/
and /a/ are associated with the variable zTB, gesture /d/ with zTT and ges-
ture /g/ with zLA. Numeric ranges over which the tract variables operate are
delimited by the physical boundaries of the oral cavity. The tongue body and
tongue tip tract variables are restricted by the top of the mouth, and the lip
aperture cannot be negative.
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For the stop consonants these physiological boundaries act as the realisation
targets of associated gestures. The constriction target for gesture /d/ (for tract
variable zTT) is the position of the alveolar ridge z/d/. For bilabial /b/ it is a
zero distance between the lips, z/b/ = 0 (constriction target for zLA). These tar-
gets are constants for an evaluated model setup. They can be used to express
differences between the vocal tract anatomies of individual speakers.

The vocalic tongue body targets z/i/ and z/a/ must lay below an anatomi-
cally determined position of the top of the mouth, and must reflect the relative
height of modelled vowels, i.e.

z/a/ < z/i/(< z/g/),

where z/g/ is a presumed position of the velum (marked as a possible target of
a velar stop). Again, these vocalic targets are constant for a given model setup.
The positions z/i/ and z/a/ act as constriction targets for tract variable zTB.

The target vector

z0 = (z/i/(t), z/a/(t), z/b/(t), z/d/(t))T

related to the activation vector a(t) defined in the previous section encapsu-
lates the numerical values of all gestural targets considered in our system.

In our model we consider four end effectors responsible for the constriction
formations required for the realisation of model gestures (see Figure 5.3). The
end effector variables are

• the position of the tongue body surface point ZTB relevant for our syl-
labic nuclei,

• the tongue tip placement ZTT needed for the alveolar stop /d/, and

• the positions of the upper lip ZUL and the lower lip ZLL, instrumental in
the bilabial stop /b/ production.

All four end effector variables capture vertical positions of the associated end
effectors with respect to a fixed reference point. As in the previous case, we
define the end effector variable vector

Z = (ZTB, ZTT , ZUL, ZLL)T
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The tract variables defined above are linked to these end effectors in a straight-
forward, linear fashion:

zTB = ZTB, (5.1)

zTT = ZTT , (5.2)

zLA = ZUL − ZLL. (5.3)

Formally, this linear relationship can be captured in a matrix form as

z = TZ. (5.4)

where

T =

 1 0 0 0
0 1 0 0
0 0 1 −1

 (5.5)

is the task matrix defining the task realisation in terms of the model end effec-
tors.

5.3.2 End effectors and pure articulators

The position of each end effector can be uniquely expressed as a function of
the lengths of underlying pure articulators (illustrated by the springs in Fig-
ure 5.3).

In our model, we consider five pure articulators: the jaw, the tongue body, the
tongue tip, and the lower and upper lip pure articulators. Their length are
captured by the following variables: yJ , yTB, yTT, yLL, and yUL.

Despite the fact that these variables share some of the subscripts with the tract
and the end effector variables, there is an important difference3. With the ex-
ception of yJ and yUL, each pure articulator variable represents the position of
the given end effector relative to the position of another articulator to which it is
anatomically linked. So, yTB is the distance between the vertical displacement
of the tongue body end effector and of the jaw, yTT is the distance between
the vertical displacements of the tongue tip and the tongue body end effec-
tors, and yLL is the distance between the lower lip end effector and the jaw.

3The only reason for this manner of indexing is aesthetic. In our opinion, the more accurate
expressions, e.g. yTT−TB, look cumbersome. As each pure articulator is functionally unam-
biguously attached to a single dominant articulator, one of the indices is always redundant.
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yJ yTB yTT yUL yLL
ZTB • • ◦ ◦ ◦
ZTT • • • ◦ ◦
ZUL ◦ ◦ ◦ • ◦
ZLL • ◦ ◦ ◦ •

Table 5.1: Dependence of the end effector positions on the values of pure articula-
tor variables. Full circles indicate a presumed (anatomical) connection, empty circles
indicate no functionally relevant link.

The variables yJ and yUL contain vertical displacements of the jaw and the up-
per lip with respect to a fixed reference point4. Please note that in our model
the positive values of variables yJ and yUL indicate a downward displacement
of the jaw and the upper lip, while for the remaining variables they mean an
upward displacement relative to the associated dominant articulator.

The pure articulator vector

y = (yJ , yTB, yTT , yLL, yUL)T

contains the length of all pure articulators at a given time.

In our model, the pure articulators represent physiologically real muscle
groups. It is these muscles that bring about the movement of the end effectors.
The position of each end effector and the value of each tract variable depend
on the values of several pure articulator variables. For example, the position
of the tongue tip end effector ZTT depends not only on the value of the tongue
tip pure articulator yTT, but also on the values of the tongue body and jaw
pure articulator variables yJ and yTB to which the tongue tip is anatomically
linked. Table 5.1 shows the nature of these anatomical connections between
our model pure articulators and the end effectors. The full circles are placed in
the cross-sections of the rows (end effectors) and columns (pure articulators)
for which there exists an anatomical link accounted for by our model.

When the vocal tract is in a resting state, for example, when we watch TV
or type on a computer keyboard, the values of all pure articulator variables
are set to a resting value, e.g. 0. As we argue in Section 6.1, when we get
ready for speaking, the articulators attain a different constellation tuned for

4Admittedly, the nature of the jaw in our model is somewhat unclear. In Figure 5.3 it is
actually drawn as an end effector. The only reason why we don’t include it among the model
end effector is that the jaw is not directly involved in the production of any of the considered
gestures. There is no tract variable directly associated with it.
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the efficient execution of a (language-dependent) collection of speech gestures
in our gestural repertoire. This speech ready posture is determined by the
speech ready states of the pure articulators. We use a constant vector y0 to
store these fixed speech-ready positions of model pure articulators.

In the remainder of this chapter we describe transformations quantitatively
linking the components of our model. We present two functions projecting the
lengths of the pure articulators to the positions of the end effectors, and, via
the mapping in Equation 5.4, also to the states of the tract variables. The first
of this functions, labelled as the simple-sum layout, only takes into account the
purely functional aspects of these links. Its generalisation, the weighted sum
layout, refines the transformation so that it better reflects the consequences of
geometrical features of the vocal tract anatomy.

5.3.2.1 Simple-sum layout

The simplest possible mapping reflecting the associations laid out in Table 5.1
presumes a direct link between the changes of pure articulator and end effector
variables. In other words, if the jaw moves down by 1 mm, all associated end
effectors move by precisely the same distance. As we shall see in Chapter 6,
we interpret the pure articulator behaviour as that of simple mass springs.
The behaviour of end effectors then can be visualised as determined by simple
stacks of these springs as illustrated in Figure 5.3.

Remembering our convention of different default directions of end effector
(and the jaw) movement, the linear relationship captured in the figure can be
expressed as follows:

ZTB = −yJ + yTB, (5.6)

ZTT = −yJ + yTB + yTT , (5.7)

ZUL = yUL, (5.8)

ZLL = −yJ + yLL. (5.9)

Formally, this linear mapping can be stated in a vector form using the layout
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matrix

L =


−1 1 0 0 0
−1 1 1 0 0
0 0 0 1 0
−1 0 0 0 1

 (5.10)

as
Z = Ly. (5.11)

Now, combining this mapping with Equation 5.4, this simple layout prescribes
the following anatomical dependence of the tract variables on the pure articu-
lator variables

z = TLy = Ay. (5.12)

The 3 × 5 matrix A of the mapping between our pure articulators and tract
variables for this setup is

A = TL =

 −1 1 0 0 0
−1 1 1 0 0
1 0 0 1 −1

 . (5.13)

We shall call this matrix an anatomy matrix of the given layout as it captures
the anatomically determined functional links between model tract variables
and pure articulators.

5.3.2.2 Weighted-sum layout

In the three-dimensional vocal tract, the effects of pure articulator action on the
motion of the linked end effectors are much more complex than captured by
our simple-sum approach. An opening movement of the jaw, for example, can
be described as a rotation around the jaw joint rather than a simple downward
translation where every point of the jaw moves in the same direction and over
the same distance. As a consequence, the effect of the jaw opening on the end
effectors which are connected to the jaw closer to the joint (the tongue body)
is smaller then on those connected further towards the front of the mouth (the
lower lip).

This influence of the horizontal position on the end effector’s reaction to
changes in the jaw pure articulator variable is illustrated in Figure 5.5. When
the jaw moves downwards, the length of the pure articulator responsible for
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Figure 5.5: The effects of the jaw opening on the end effectors connected to the jaw.
The initial position is drawn in light grey, the final position in dark grey. The fixed
reference plane is shown as a dotted line.

this move increases. This increase is depicted as ∆yJ in Figure 5.5; the pure
articulator in charge of moving the jaw is plotted as acting in the middle of the
jaw bone (where the jaw muscles might be attached to the bone). The distance
by which the end effectors move increases the further from the jaw joint they
are anatomically positioned: ∆ZTB < ∆ZTT < ∆ZLL.

Similarly, the simple-sum approach presumes that the tongue articulators are
linked in a straightforward way. In particular, the tongue tip end effector (un-
der no other influence) faithfully replicates the changes in the tongue body
position induced by the tongue body pure articulator. The tongue, however, is

 

∆ZTT 
 ∆yTB 

 

T-body T-tip 

Jaw 

Frenulum 
 lingua 

Figure 5.6: The effects of the tongue body rising on the tongue tip end effector re-
stricted by the frenulum lingua fold.
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far more intricate anatomical structure. Its linkages with the jaw and the other
parts of the human head anatomy, as well as the links between its components
are much more complex.

As manifested by the movement traces of speech articulators recorded by pho-
neticians (Gay, 1977), if the tongue tip is not engaged in the realisation of an
active gesture, the horizontal tongue body movements are generally accompa-
nied by a movement of the tongue tip in the same direction but of a smaller
magnitude. The tongue tip movement with respect to the jaw is thus restricted
in more frontal position then the tongue dorsum itself. In Figure 5.6 we illus-
trate this phenomenon using the frenulum lingua fold as a restricting influence
of the tongue tip movement.

Again, as the tongue body raises, i.e. the tongue body pure articulator variable
yTB increases, the tongue tip end effector moves in the same direction, but over
a shorter distance: ∆ZTT < ∆yTB.

Admittedly, many of these interdependencies are non-linear in their nature.
We believe that our modeling approach can ultimately be expanded to deal
with such non-linear transformations. For the reasons outlined earlier, how-
ever, in this treatment we keep the relationships between various levels of de-
scriptions linear.

In the remaining part of this section, we present a linear approximation of the
effects of the anatomical linkages outlined above. Without attempting a com-
plex geometrical representation of the vocal tract details, like the rotational
nature of the relative movement of some pure articulators versus translational
movement of some others, we simply generalise the approach taken in Sec-
tion 5.3.2.1. These choices we make are thus purely qualitative in their nature;
no precise quantification of the presumed effects of the vocal tract geometry is
attempted.

Some of the phenomena presented above can be accounted for by adapting
the linear layout transformation L defined by Equation 5.10 in the previous
section. Recall that this matrix defines the influences of the model pure articu-
lators on the movement of anatomically linked end effectors.
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In its generalised form, the layout matrix becomes

L =


−l J

TB 1 0 0 0
−l J

TT lTB
TT 1 0 0

0 0 0 1 0
−l J

LL 0 0 0 1

 . (5.14)

Note that the elements on the superdiagonal all remain equal to 1 as each of
them simply accounts for the influence of the pure articulator associated di-
rectly with the given end effector. Adjusting these influences would be super-
ficial. This leaves us with four tuneable parameters: l J

TB, l J
TT , lTB

TT , l J
LL.

Three of the parameters associated with the jaw pure articulator – l J
TB, l J

TT and
l J
LL – depict the effect of the jaw movement on the tongue body, tongue tip

and the lower lip end effectors, respectively. As illustrated in Figure 5.5, these
effects increase with the distance of the given end effector from the presumed
jaw joint.

This effect of the horizontal position of the end effector can be captured by
setting the values of these transformation parameters in the following way

l J
TB < 1 < l J

TT < l J
LL. (5.15)

The remaining parameter lTB
TT captures the influence of the tongue body move-

ment on the position of the tongue tip. The effect of the anatomical constraint
on the tongue tip movement depicted in Figure 5.6 can be formally approxi-
mated by setting

lTB
TT < 1. (5.16)

In the simulations presented in Chapters 9 and 10 we thus use the following
generalised layout matrix L satisfying the anatomically motivated constraints
introduced in Relations 5.15 and 5.16:

L =


−1/2 1 0 0 0
−3/2 2/3 1 0 0

0 0 0 1 0
−2 0 0 0 1

 . (5.17)
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So, for example, the position of the tongue tip end effector is given as

ZTT = −3
2

yJ +
2
3

yTB + yTT ,

indicating that its movement is sensitive to the displacement of the jaw, more
so than to the movement of the tongue tip pure articulator, and it is even less
affected by the relative displacement of the tongue body.

The resulting anatomy matrix A for this layout, mapping the pure articulator
variables to the tract variables is

A = TL =

 −1/2 1 0 0 0
−3/2 2/3 1 0 0

2 0 0 1 −1

 , (5.18)

where T is the task (end-effector to tract-variable) transformation defined in
Equation 5.5.

Although we are considering only the vertical dimension of the articulatory
movement, this weighted approach brings in some of the consequences of the
horizontal arrangement of speech articulators.

99



CHAPTER

SIX

Embodied Task Dynamics

In the previous chapter we presented the architecture of our vocal tract model.
We introduced its components, identified at inter-related levels of description,
and established the transformations linking their behaviour. In particular, we
defined the mapping projecting the motor action (pure articulator kinematics)
to the movement of tract variables directly associated with the target-oriented
behaviour of the system.

Now we present a solution of the inverse problem of how does the task-
driven behaviour of the model tract variables, dynamically determined by a
succession of speech gestures, impose a matching underlying kinematics on
the muscle-driven constituents of the vocal tract, the pure articulators.

Our approach to this problem is broadly equivalent to the task dynamic imple-
mentation of Articulatory Phonology (Saltzman and Munhall, 1989; Saltzman,
1991) presented in Chapter 2. Along with this traditional paradigm we pre-
sume that the production system constituents (tract variables and pure articu-
lators) are driven dynamically. The behaviour of a given tract variable is that
of a second order linear dynamical system with equilibria set to the positions
of its gestural targets. The system’s agility in reaching these targets is deter-
mined by its dynamical parameters associated with the gestures, in particular,
the gestural stiffness.

The task-oriented behaviour of muscle driven constituents (pure articulators)
is then obtained using a pseudo-inversion of the anatomical transformation
defined in the previous chapter. In agreement with the TD implementation of
AP we also presume that the behaviour of model articulators is determined by
two complementary dynamical influences: the task dynamics outlined above
and “neutral” dynamics driving the non-active articulators to their default
resting positions (see Section 2.2.2).
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However, our implementation of the task dynamical behaviour of the model
vocal tract differs from the traditional TD approach in several crucial aspects
reflecting the embodied character of speech production. (That is why we tenta-
tively refer to our version of task dynamics as Embodied Task Dynamics.)

The main aim of our speech production system modelling is to be able to ac-
count for physiological and functional constraints imposed on a serial motor
action. As discussed in Section 1.4, one such constraint to be considered is
the parsimonious tendency of an embodied motor action system to minimise
the overall expenditure of physical forces driving its behaviour. Therefore,
we want our model to realistically account for the forces exerted on its phys-
iologically relevant constituents (pure articulators) by the underlying model
muscular structures (see also Section 7.1).

As we argued in Section 2.2, this is not the case for the traditional TD imple-
mentation of AP. In traditional TD, the abstract dynamical parameters (stiff-
ness, mass) defined at the levels of tract variables and gestures are simply
recast to the articulator space by means of a coordinate transformation result-
ing in purely kinematic description of the model articulator behaviour. The
articulator mass, stiffness and damping parameters determining the model ar-
ticulator behaviour are not interpretable in terms of physical properties of the
articulators.

In our bidirectional account presented in Section 6.2 we carefully re-examine
the details of the pseudo-inverse transformation of the tract variable dynamics
to the space of pure articulators. We define an elaboration on the traditional
TD approach which allows for a correct interpretation of system’s dynamical
parameters in the appropriate domains: the task oriented parameters (equilib-
rium, stiffness) in the domain of tract variables and the mass parameter charac-
terising the embodied nature of articulation in the domain of pure articulators.
As a result, we obtain a realistic platform for the evaluation of forces acting
on the articulatory system and ultimately responsible for its task-oriented be-
haviour.

Also, in light of our aim to account for the self-organisation of intergestural se-
quencing governed by efficiency principles, we slightly adapt the definition of
the neutral, “default” articulatory attractor, and rename its influence to speech
ready dynamics.
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6.1 Speech-ready dynamics

As mentioned above, in agreement with the TD implementation of AP (Sec-
tion 2.2), we hypothesise that there are two complementary dynamic influ-
ences on pure articulator behaviour: the speech ready dynamics and the task
dynamics. In other words, the acceleration imposed on the pure articulator
vector y = (yJ , yTB, yTT , yUL, yLL)T is the sum of two separable dynamic com-
ponents:

ÿ = ÿsr + ÿtask, (6.1)

where the ÿtask acceleration component imposes the task oriented behaviour
on the pure articulatory system, and the ÿsr acceleration reflects the system’s
tendency to remain in a speech ready state.

As we already mentioned in the Section 5.3, the speech ready state of the vo-
cal tract is a constellation of the pure articulators pre-tuned for production of
speech as opposed to some other activity.

The human mouth, nose, larynx and lungs are multi-purpose devices. We
employ them in various regimes for breathing, chewing, swallowing, and also
for speaking. Each of these regimes presumably requires a rearrangement of
the components in a manner suited for the given activity.

The speech ready state as considered here is language and speaker dependent.
It embodies the acquisition, maturation and long-term speaking experience
of an individual speaker of a particular language. We hypothesise, that in
this state the pure articulators attain positions corresponding to a compromise,
average constellation with regard to an entire set of mastered gestures. The
acoustic outcome of the vocal tract in the speech ready state corresponds to
the phonetic schwa (Saltzman and Munhall, 1989; Browman and Goldstein,
1994).

The speech ready dynamics establishes a tendency of the production system
to remain in or return to its speech ready state. It acts directly on individual
pure articulators, pulling each of them to its speech ready position regardless
of the behaviour of the remaining articulators. In agreement with the general
TD approach, we model this behaviour using a linear damped second-order
dynamics.

The embodied nature of the pure articulators dictates their dynamic behaviour.
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It is reasonable to presume that, being the production system components
driven by force impulses, their kinematics is a result of a second order dy-
namics. Although we are aware that approximating the muscle dynamics by
a mass-spring behaviour leaves out plenty of their interesting properties, the
spring-like dynamics capture the behaviour of compound muscular systems,
notably agonist-antagonist pairs, relatively well (Latash, 2008).

So, for an individual pure articulator � , its speech ready behaviour is described
by the following equation:

� � ÿ� = −� � (y� − y� 0)− � � ẏ� . (6.2)

The mass coefficient � � is an overall load over which the muscles behind the
pure articulator � operate. In the case of the jaw, for example, the muscles
must carry the weight of the structure with teeth and so forth, but to an extent
also the weight of the tongue and the lower lip. The stiffness parameter � � rep-
resents the intensity of the pure articulator’s tendency to return to or remain in
its speech ready position y� 0. The greater its value, the quicker the articulator
returns to the speech ready state, provided there are no other influences driv-
ing its movement. Finally, the damping coefficient � � is analytically related
to the mass and stiffness to ensure a critical damping of the pure articulator’s
dynamics, see Section 1.1. It is computed as � � = 2

√
� � � � . (This analytical

dependency of the damping on the remaining parameters is the reason why it
is not considered a free parameter of the pure articulator dynamics.)

Crucially for our subsequent treatment, the left hand side of Equation 6.2,
� � ÿ� , is the expression of force applied to the pure articulator by speech ready
dynamics.

The overall speech ready acceleration vector ÿsr, containing the lengths of all
five modelled speech articulators, is thus driven by a second order dynamical
system of independent differential equations:

Myÿsr = −Ky(y− y0)− Byẏ (6.3)

where My = diag(� J , � TB, � TT , � UL, � LL) is the diagonal 5× 5 matrix contain-
ing the pure articulator loads (masses), Ky = diag(� J , � TB, � TT , � UL, � LL) the
diagonal 5× 5 speech-ready stiffness matrix, and By = 2

√
My ·Ky, is the as-

sociated diagonal 5× 5 ready-state damping matrix (· standing for a pointwise
product of the matrices).
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The pure articulator masses encapsulated in the matrix My and the speech
ready dynamical targets y0 are constants for the given model setup, reflect-
ing physiological properties of the vocal tract and global characteristics of the
gestural repertoire.

The speech ready stiffness � � of the pure articulator � can, however, vary with
respect to the manner of speech for which the system readies itself. It can be,
for example, higher, when the circumstances require more precise articulation
than in the case of a more lax manner of speech. Its value can also be conceived
as representing overall dynamical characteristics of the given articulator with
regard to its physiology. For example, the upper lip can be modelled as rela-
tively stiffer than the lower lip, reflecting the anatomically constrained range
over which the upper lip muscles operate compared to the lower lip.

To separate these two aspects of the speech ready stiffness of pure articula-
tors we model the individual stiffness coefficients as analytically inter-linked
in a linear fashion. We introduce an important concept of an adjustable over-
all system stiffness k, representing the overall variations of system’s agility in
achieving its speech ready state and (as we shall see shortly) also its gestural
targets. The speech ready stiffness � � of each individual pure articulator � is
then linearly related to the overall stiffness k. We put

� � = � � k, (6.4)

where � � is a constant capturing the aforementioned relative agility of the pure
articulator � .

In the model used for generating simulations in this thesis, the matrices Ky

and My are diagonal. This means, that the speech ready behaviour of each
individual pure articulator is independent of the behaviour of any other pure
articulator – the pure articulators are not dynamically coupled by the speech
ready dynamics. We model the speech ready dynamics as uncoupled primar-
ily for the sake of simplicity: we do not want the results of our approach to
the task dynamic modelling to be complicated by the possible influences of
the background coupling. However, an alternative, making use of the speech
ready coupling, could be useful in the future to assess possible influences of
physiologically induced dependencies between embodied speech articulators.

Uncoupled or not, the speech ready dynamics on its own does not turn the
model vocal to a coordinative structure – it does not create a synergy among
the vocal tract constituents. Obviously, as its drives each individual pure ar-

104



ticulator towards its specified target, the end effectors are also moved to posi-
tions determined by the anatomy mapping. These positions, however, cannot
be interpreted as end effector targets: if we restrict the movement of one of the
pure articulators, the other ones do not compensate for its lack of contribution,
and the linked end effectors end up in different final positions. In this sense,
the speech ready dynamics can be seen as targetless (Browman and Goldstein,
1994).

As mentioned earlier, the speech ready dynamics of our model is inspired by
the neutral attractor defined in TD (Saltzman and Munhall, 1989). There is,
however, one important difference: we presume that the speech ready dy-
namics is always active as opposed to gated in only for those pure articulators
over which there is no active control at the given moment (Section 2.2.2). The
speech ready dynamics is active even when there is a task-dynamical influence
exerted over the given pure articulator. The trajectories (and the equilibrium
positions) of the pure articulators and the end effectors are thus evaluated as
a “compromise” solutions of both speech ready and task dynamical systems.
Consequently, the forces exerted by the task dynamics must be of greater mag-
nitudes than the speech ready dynamic forces.

The reason for this treatment lies in the general requirement of our approach
which seeks to establish principles of self-organisation of the gestural scores
based on efficiency requirements. If the exerted force is considered a measure
of articulatory effort (Section 7.1) than the speech ready attractor can be in-
terpreted as an agent that reflects the system’s tendency to keep the gestures
active only as long as necessary. The forces generated by the task dynamics
and driving the system components towards their gestural targets get propor-
tionally smaller, the closer the articulators are to the targets (see the following
section). Moreover, no extra force is needed to maintain the articulators in the
target positions. As a consequence, there is no “incentive” for the system to
switch off the gestural activations.

The always active speech ready dynamics acts as such an incentive. When
articulators get close to their respective gestural targets (presumably distant
from the speech ready equilibria), the task and speech ready dynamical forces
reach a balance and the articulators stop. Pairs of opposing forces of consider-
able magnitudes are needed to keep the articulators in the compromise equilib-
rium positions. To save the energy needed for maintaining such “tug-of-war”
between the balanced (or nearly balanced) forces, the best strategy for the sys-
tem is to switch off the active gesture and allow the articulators to return to
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their speech ready positions.

6.2 Bidirectional task dynamics

An active gestural task or a combination thereof turns the speech production
system into a coordinative structure. According to the TD model of Articula-
tory Phonology, it does that by eliciting a task-dependent dynamical behaviour
of the system’s tract variables which, when projected to the pure articulator
space, imposes a system of coupling relationships among individual pure ar-
ticulator dynamics (Section 2.2).

In this section, we present details of an embodied task-dynamical implementa-
tion of the same principle which in addition to the traditional TD respects the
physical properties of pure articulators and allows for a meaningful expression
of the forces behind the task-driven motor action.

We start with a definition of a time dependent restriction of the range of the
anatomy matrix defined in Section 5.3 (projecting the behaviour of pure articu-
lators to the tract variable space) to only those tract variables which are active
at a given time. This restriction is formally equivalent to the active-gesture
gating principle of TD described in Section 2.2.3.

Then we proceed with the formal definition of the second order linear task dy-
namics acting on the active tract variables. This definition is again equivalent
to the TD treatment presented in Section 2.2 (Equation 2.1) with a notable ex-
ception that we initially make no decision about the quantitative nature of the
abstract task mass coefficients (matrix).

Finally, we proceed with a projection of the tract variable task dynamics into
the pure articulator space in order to obtain the articulator trajectories elic-
iting the required kinematics of the tract variables. To this end we use a
weighted pseudo-inversion of the Jacobian of the restricted anatomy trans-
formation (Saltzman and Munhall, 1989, and also Section 2.2, Equation 2.5).
Using linear algebra concepts of eigenvalues and pseudo-similarity we fine-
tune the resulting task dynamical description of the behaviour of pure articu-
lators, so that it reflects their embodied physical nature. As a consequence of
a bidirectional influence between the parameters of the tract variable and the
pure articulator dynamics, an articulatory determined coupling is introduced
among the dynamical descriptions of individual active tasks.
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In order not to interrupt the relatively formal narrative presented here, we
defer the technical details concerning some of the mathematical concepts used
to the end of this section.

6.2.1 Task dependent anatomy mapping and targets

The gestural score represents a temporal pattern of gestural activity for a given
utterance. It is represented by an activation function vector a(t) defined in
Section 5.2.

The time dependent activation function vector a(t) yields a gestural activation
pattern. Its component ag(t) equals 1 if the gesture g is active at the time
t, and 0 if it’s not active. Each gesture is then associated with a single tract
variable z and with a single gestural target z0. The exact manner in which
the tract variables, collectively captured in the tract variable vector z, depend
on the movement of pure articulators, encapsulated in vector y, is defined by
the anatomy matrix presented in Section 5.3, e.g. the weighted sum anatomy
matrix

A =

 −1/2 1 0 0 0
−3/2 2/3 1 0 0

2 0 0 1 −1

 .

Recall, that in our model the rows of this matrix are associated with the tongue
body, tongue tip and lip aperture tract variables, and its columns with the jaw,
tongue body, tongue tip, lower lip and upper lip pure articulators.

At any moment of time, the task dynamic behaviour of the system is influ-
enced by the active gestures only. Thus, the formal description of the current
task specific behaviour involves (gates in) only those tract variables, which are
associated with some of the active gestures. Consequently, only the rows of
the anatomy matrix associated with tract variables involved in the active tasks
are relevant to the task-dependent description of system’s behaviour.

Let us, therefore, define a time dependent active anatomy matrix A(t) and active
target vector z0(t) in the following way: for each gesture active at the time t,
the matrix A(t) contains the row of the model’s anatomy matrix A associated
with the tract variable connected with the given gesture. Similarly, z0(t) will
be a vector containing the gestural targets corresponding to the rows of matrix
A(t).

If, for example, a gestural score at time 0.2 s prescribes a concurrent activa-
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tion of gestures /a/ and /d/, the active anatomy matrix A(0.2) shall contain
the first and the second rows of the anatomy matrix A corresponding to the
tongue body and tongue tip tract variables involved in the production of these
gestures, i.e.

A(0.2) =

(
−1/2 1 0 0 0
−3/2 2/3 1 0 0

)
.

If y = (yJ , yTB, yTT , yLL, yUL)T is the vector of current pure articulator posi-
tions, then

z(0.2) =

(
zTB

zTT

)
= A(0.2)y

is the vector containing the values of the relevant active tract variables, and
the corresponding active target vector z0(0.2) = (z/a/, z/d/)T their respective
gestural targets.

The presented technique of defining the task dependent projection of pure ar-
ticulator behaviour to the subspace of active tract variables is equivalent to the
gestural gating approach of TD (Saltzman and Munhall, 1989).

Note that a gestural score can, in principle, prescribe the coproduction of mul-
tiple gestures posing conflicting targets on the same tract variable, for example,
a concurrent activity of vocalic gestures /a/ and /i/ driving the tongue body
to two different position. This presents no problem in our treatment. Accord-
ing to our definition, the active anatomy matrix will contain two copies of the
same row associated with the shared tract variable, and the active target vec-
tor will consist of the positions of conflicting targets. The resulting dynamics
of the shared tract variable will correspond to an average gestural blending of
Task Dynamics (Saltzman and Munhall, 1989).

6.2.2 Tract variable dynamics

In our model, active tract variables are driven towards their gestural targets
in a simple mass-spring second order dynamical fashion. This treatment is in
agreement not only with the TD implementation of AP (see Section 2.2), but
also with more general theory of skilled target oriented motor action (Kelso,
1986; Saltzman and Kelso, 1987).

If z = z(t) is a vector containing the collection of all n tract variables active1

1In the subsequent treatment, the variable z will represent the vector of all tract variables
active at the given time, and not the vector of all tract variables defined in our model. Simi-
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at the time t, and z0 = z0(t) the corresponding vector of gestural targets, the
tract variable dynamics is a solution of the following system of second order
differential equations:

Mzz̈ = −Kz(z− z0)− Bzż. (6.5)

The (time dependent) gestural stiffness matrix Kz is a diagonal matrix
diag(k1, . . . , kn), where each ki describes the gesture-dependent agility of the
tract variable in achieving the target z0. We presume that the task stiffness ki is
associated with the phonological nature of the given gesture: it is greater, if the
ith active tract variable corresponds to a consonantal gesture, and smaller for
vocalic gestures. We shall provide a precise definition of the numerical values
of these stiffness coefficients in Section 8.2.

As in the case of the speech ready stiffness (Equation 6.4), we presume that the
task stiffness is linearly related to the overall system stiffness k. We set

ki = cik, (6.6)

where ci is a constant associated with the type of the ith active task. This
means, that in our model, all stiffness coefficients, speech ready and task dy-
namic alike, vary in a uniform fashion in accordance with the overall system’s
state expressed by a single value of the overall stiffness k. This is a modelling
decision (made to keep the number of system’s free parameters to a minimum)
and could be revised in the future.

Traditional TD provides no interpretation for the task mass matrix Mz other
than a formal expression of abstract task masses unrelated to the physical prop-
erties of any articulatory structures. In the TD model, Mz is a simple identity
matrix, assigning unit loads to the abstract tract variables (see Section 2.2). At
this point, however, we make no such assumptions about the nature of the task
mass matrix. As we shall see below, this matrix can be interpreted as reflecting
the mass distribution of pure articulators with regard to the active task, and,
crucially, as a formal source of dynamical coupling among the tract variables
reflecting the embodied nature of speech production. The use of non-trivial
masses in task dynamics is the principal formal innovation of the presented
model beyond traditional TD.

larly, the vector z0 will contain the targets of all active gestures, and A will stand for the active
anatomy matrix. We hope, that this convention introduced in order to avoid superficial index-
ing in our complex equations does not confuse the reader.
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In agreement with the TD treatment of AP, we presume the task damping Bz

to be critical, i.e., Bz = 2
√

Mz ·Kt. As in the case of speech ready dynamics,
the damping coefficients in Equation 6.5 are thus analytically fully specified
by the values of the stiffness and mass dynamical parameters. Therefore, the
damping coefficients are not free dynamical parameters of the tract variable
task dynamics considered here.

6.2.2.1 Oral cavity boundaries

In our model, we use the damping element of the tract variable dynamical
system expressed by Equation 6.5 to model an important aspect of embodied
speech production. As we argued in Section 5.3, the tract variable values are
limited by the physical boundaries of the oral cavity, like the top of the mouth
or the opposing lip. When an end effector hits these boundaries, the elastic
soft tissues of which it is built slow down and eventually halt its movement
(see also Section 3.1).

We model this effect by expanding the damping component of each equation
in System 6.5 by an extra expression � (|z− zb|) dependent on the distance be-
tween the tract variable z and the position of the physical boundary zb relevant
for the tract variable (e.g., the absolute position of the alveolar ridge in the end
effector space for the tongue tip tract variable).

The function � must satisfy several conditions: it must be negligible for all but
very small distances and infinite for the distance of 0. Experimentally, we have
chosen the function

� (x) =
1

109x3 , (6.7)

which meets the criteria.

If we include this boundary element in the description of the tract variable
dynamics, Equation 6.5 becomes

Mzz̈ = −Kz(z− z0)−
(

Bz +
1

109(|z− zb|)3

)
ż (6.5a)

where zb is a (task-dependent) vector of the oral cavity boundary positions
relevant for the corresponding active tasks. Notably, this boundary element
introduces a non-linear element to our dynamical description of the system’s
behaviour, which prevents us from finding solutions of the resulting dynam-
ical system in a simple analytical way. Again, for the reasons of providing a
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concise formal account of the overall dynamics of our model system, we skip
this component in subsequent equations.

In order to approach the gestural targets – the oral cavity boundaries – in a
ballistic manner appropriate for stop consonant production, the task dynamic
positions of the consonantal gestural targets are set beyond the position of the
relevant boundaries. Thus, for example, the bilabial closure target of the lip
aperture tract variable used in Equation 6.5a is set to a negative value (the lip
aperture boundary being 0).

6.2.3 Pure articulator dynamics

Equation 6.5 (or Equation 6.5a) describe the task dynamics of our speech pro-
duction system in terms – at the level of description – of tract variables. Our
next step is to find an equivalent dynamical description in the underlying co-
ordinate system of pure articulators. In other words, we need to transform
Equation 6.5 to the space of pure articulators y so that the resulting pure ar-
ticulator kinematics projected to the tract variable system z through the active
anatomy mapping A is the same as that determined by Equation 6.5.

We use the methodology introduced in the TD model of AP (Saltzman and
Munhall, 1989) which we presented in Section 2.2. To invert the redundant
anatomy mapping A – projecting the high-dimensional space of pure articula-
tors to a lower-dimensional space of active tract variables – we use a pseudo-
inversion method of (the Jacobian of) this transformation.

At this point, the reason for our modelling decision to define a linear anatomy
projection of the pure articulator kinematics to the tract variable space becomes
clear.

For the linear active anatomy transformation, expressed in a matrix form as

z = Ay (6.8)

the matrix A is identical to the Jacobian transformation matrix of this mapping
and its derivative is 0, so the following simple relationships hold for the time-
derivatives of z (compare to Equations 2.3–2.4 in Section 2.2):
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ż = Aẏ, (6.9)

z̈ = Aÿ. (6.10)

Substituting into Equation 6.5 we get a system of second order differential
equations expressed in terms of pure articulators and providing a possible dy-
namical description of pure articulator behaviour yielding the desired dynam-
ics at the tract variable level:

ÿ = A∗W1 M−1
z [−Kz(Ay− z0)− BzAẏ], (6.11)

where A∗W1 is a weighted pseudoinverse of the (Jacobian of the) anatomy ma-
trix A for a weight distribution matrix W1. (Please, refer to a short description
of the weighted pseudoinversion technique in Section 6.2.4.)

As required, a transformed solution of differential equations 6.11 yields the
tract variable trajectories specified by Equation 6.5. Indeed, if we multiply
both sides of Equation 6.11 by the active anatomy matrix A and revert the sub-
stitution (6.8)–(6.10) we get a system of equations mathematically equivalent
to Equation 6.5.

Equation 6.11 is used by the TD implementation of AP (Saltzman and Munhall,
1989) for computing the kinematic behaviour of model articulators.

As we argued in Section 2.2, the task-driven kinematics of the pure articulators
obtained as solutions of Equation 6.11 cannot be directly regarded as a result
of embodied force-driven dynamics. After all, at least in this general form, the
right hand side of the equation does not contain a component interpretable in
terms of forces applied to the pure articulators with masses represented by the
diagonal matrix My which we introduced in Section 6.1.

Obviously, we can expand both sides of Equation 6.11 by this mass component:

Myÿ = MyA∗W1 M−1
z [−Kz(Ay− z0)− BzAẏ]. (6.11a)

However, although the left hand side now contains a correct physical depic-
tion of forces behind the pure articulator movement, this movement, naturally,
does not reflect the influence of these masses – the articulator mass matrix My

in this equation is obsolete.
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Indeed, it can be shown, that for an uncoupled tract-variable task dynamics
(Equation 6.5) with a diagonal (unit) mass matrix Mz the resulting pure ar-
ticulator kinematics given by Equation 6.11 reflect their force-driven dynamic
behaviour only in trivial cases (when active gestures do not share underlying
pure articulators).

Therefore, we propose here a reinterpretation of the dynamical parameters of
the tract variable system – Equation 6.5 – so that their values reflect the un-
derlying physical properties of the embodied pure articulator dynamics. We
derive a specific instance of Equation 6.11 that captures a genuinely dynami-
cal behaviour of the pure articulators while keeping the dynamical nature of
task realisation intact. The steps detailed in the following sub-section make
our task dynamics embodied.

6.2.3.1 Fine-tuning the projection

To fine-tune the projection described above in the intended way, we use alge-
braic concepts of eigenvalues, eigenvectors and pseudo-similarity. We provide
mathematical definitions of these concepts in Section 6.2.4.

The basic idea behind our approach is to scale the quantitative evaluation of
the pure-articulator stiffness coefficient

Ky = MyA∗W1 M−1
z KzA (6.12)

of Equation 6.11a so that the influence of the tract variable stiffness component
Kz (Equation 6.5) is properly distributed among the pure articulators involved
in the task realisation. This distribution should reflect the relative role each
pure articulator plays in the realisation on an active gesture (determined by
the anatomy mapping) and the “receptiveness” of individual pure articulators
lawfully linked to the loads on which they operate.

The target-driven “pull” applied to an active tract variable i is represented
by the expression −ki(zi − z0i) in Equation 6.5. This expression represents
the abstract force applied to the tract variable in order to reach its gestural
target. The stiffness coefficient ki is related to the overall magnitude of this
force moving the tract variable in its main direction towards the target. What
we want is that this coefficient is also interpretable in terms of the force exerted
on pure articulators as a task-determined factor of the pure-articulator stiffness
matrix. In other words, the gestural stiffness coefficient ki should be related to
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the magnitude of force exerted on task-evoked groups of pure articulators and
moving them such, that the system reaches the gestural targets defined at the
level of tract variables.

This requirement can be formally expressed as the condition that the matri-
ces representing the stiffness parameters of the tract variable dynamics (Equa-
tion 6.5) and the pure articulatory dynamics (Equation 6.11a) have the same
eigenvalues. An eigenvalue of a linear projection is a scalar which deter-
mines the ratio of scaling by this projection of a vector pointing in one of the
“main” directions determined by the projection. (These “main directions” are
expressed as eigenvectors of the given projection.)

The eigenvectors of the diagonal matrix Kz are the task stiffness coefficients
k1, . . . , kn. The matrix Ky (Equation 6.12) has the same eigenvalues as Kz pro-
vided these matrices are pseudo-similar. This is achieved if there exists some
pseudoinverse A∗ of the anatomy projection A such that

Ky = A∗KzA. (6.13)

Comparing Equations 6.12 and 6.13 and using the property AA∗ = I of a
pseudo-inverse matrix, we have to ensure that

AMyA∗W1 M−1
z = I, (6.14)

where I is an identity matrix of an appropriate dimension. This equation holds,
if the task mass matrix Mz is set in the following way

Mz = AMyA∗W1 . (6.15)

In can be easily shown that in this case

MyA∗W1 M−1
z = A∗W2 , (6.16)

for the weight matrix W2 = W1M−1
y .

By substituting this identity to Equation 6.11a we get the following instance of
the pure-articulator dynamic system:

Myÿ = A∗W2 [−Kz(Ay− z0)− BzAẏ]. (6.17)

This dynamical system imposes a genuine force-driven task dynamics on the
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system of model pure articulators. The mass matrix My is not obsolete, and
the right hand side of each individual equation of the system contains a sum
of task dependent forces acting on the appropriate pure articulator in order to
achieve the given constellation of gestural targets. Crucially, the evaluation of
the left hand side of the equation results in the force vector driving the individ-
ual pure articulators with the physiologically motivated masses towards their
collective targets in a manner determined by the appropriately scaled gestural
stiffness parameters.

Extended by the oral cavity boundary element, the following form of Equa-
tion 6.17 defines the acceleration component of pure articulatory dynamics
(Equation 6.1) generated by the combined influence of all concurrently active
tasks:

ÿtask = M−1
y A∗W2 [−Kz(Ay− z0)−

(
Bz +

1
109(|Ay− zb|)3

)
Aẏ]. (6.18)

This is the equation we use in our model to determine the task-oriented be-
haviour of pure articulators. This, alongside with the speech ready accelera-
tion component ÿsr defined in Equation 6.3, completes the description of the
dynamics driving the performance of our model.

6.2.3.2 Bidirectional coupling

The pure articulator stiffness matrix Ky = A∗W2 KzA of the system defined by
Equation 6.17 is not necessarily diagonal. In other words, the task dynamics in-
troduces a linear coupling among the pure articulators which reflects the nature
of the tasks in which they are collectively engaged. In particular, this coupling
reflects the way in which the concurrently active tract variables share the pure-
articulatory resources. The manner in which the coupling is introduced here
is analogous to the approach of the TD implementation of AP (Saltzman and
Munhall, 1989).

In the following paragraphs we analyse the nature of this coupling, and, in
particular, its manifestation on the dynamical description of the behaviour of
individual pure articulators. In effect, we provide the description of a procedure
which can be used to express the mass-spring dynamics of each individual
pure articulator as a function of all relevant pure articulatory state variables
contained in the vector y.

The stiffness component of Equation 6.17 can be expressed using the stiffness
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matrix Ky as
−Ky(y−A∗z0),

where A∗ is any pseudoinverse of the active anatomy matrix A. This expres-
sion is equivalent to

diag(Ky)
[
y−

(
y− diag(Ky)−1Ky(y−A∗z0)

)]
,

where diag(Ky) is the matrix containing only the diagonal of the matrix Ky.

This expression reveals important details about the task imposed dynamical
coupling among pure articulators. The matrix diag(Ky) contains “de-coupled”
stiffness parameters of each individual pure articulator dynamics, while the
vector

y0 = y− diag(Ky)−1Ky(y−A∗z0) (6.19)

explicitly captures the target positions of each pure articulator as functions
of the positions of the remaining pure articulator positions in time. We use
Expression 6.19 in Section 7.1 when defining the mapping between the pure
articulators and model muscle pairs.

The target y0 of each pure articulator contained in the vector y0 is “moving”
during the performance of a given task. It’s position depends on the chang-
ing values of the other pure articulator variables. The pure articulators thus
behave like mass-springs with task- and time-dependent values of their equi-
librium lengths.

The tract variable dynamics (Equation 6.5) mass matrix Mz = AMyA∗W1 de-
fined in Equation 6.15 is generally not diagonal. As shown in the example
below, it contains values off its main diagonal if the concurrently active ges-
tures involve overlapping sets of pure articulators.

This non-diagonality introduces a dynamical coupling among tract variables.
This coupling depends on the nature of the concurrently active tasks and the
anatomy of the model vocal tract, In particular, it reflects the distribution of
loads on which the pure articulators operate and the details of anatomy pro-
jection of pure articulator states to the values of tract variables.

The dynamic behaviour of a tract variable when active on its own is, there-
fore, not necessarily the same as its behaviour when performed alongside an-
other task involving some of the pure articulators engaged by the given tract
variable. This is a significant elaboration on the principles of the task dynam-
ical implementation of AP. This implementation, and Task Dynamics theory
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in general, presumes an uncoupled nature of the dynamics of the pre-tuned
individual tasks. The system’s context sensitivity is manifested exclusively at
the model articulator level.

Our interpretation introduces an additional constraint at the task level that
makes the manner of their realisation sensitive to the underlying architecture
of the articulatory components. We believe that this approach better reflects
the embodied nature of skilled motor behaviour. Moreover, as we argue in
Chapter 7, it allows us to meaningfully formalise the notion of articulatory
effort that enables our optimisation approach to gestural sequencing.

6.2.3.3 Weight setting

The precise values of the dynamical parameters of Equations 6.5 and 6.17 de-
pend on the particular setting of the diagonal weight matrix W1 (or, equiva-
lently, the analytically related matrix W2). These matrices influence the recep-
tiveness of individual pure articulators to the given tasks. For example, for the
setting:

W1 = I, giving W2 = M−1
y ,

(where I is an identity matrix of an appropriate dimension) the pure articula-
tors share a given task in the same proportion. For example, if a tongue tip
gesture is activated, involving the jaw, the tongue body and the tongue tip
pure articulators, these three articulator perform an equal share of the task,
i.e., each of them moves precisely the third of the distance of the task driven
tongue tip end effector. The weight matrix set this way in effect compensates
for different loads on which the pure articulators operate.

Such behaviour is not desired. Therefore, we experimentally found another
setting which brings about a more appropriate behaviour of the system. In
our model used for evaluating the simulations presented in the remainder of
this thesis we set

W1 = MyMy, yielding W2 = My.

This setting results in the distribution of forces applied to different pure artic-
ulators reflecting their physiological properties – the relative contribution of
each individual pure articulator to a given task is inversely proportional to the
load on which it operates. The heavier pure articulators move slower and over
smaller distances than the lighter ones.

Admittedly, in the future, more theoretical work is needed to get better un-
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derstanding of influence of the weight matrix setting on the dynamics of the
system.

6.2.4 Some mathematical concepts

In a few paragraphs here we define and describe some of the algebraic con-
cepts used throughout the formal description of our vocal tract model. When
the author’s mathematical knowledge proved insufficient, we consulted the
monograph (Motl and Zahradnı́k, 1995).

6.2.4.1 Weighted pseudoinversion

In most cases, the rank of the active anatomy matrix A is smaller then the
number of pure articulators. Therefore, there doesn’t exist an inverse matrix
to the matrix A. Rather, there exists an infinite number of transformations A∗

that project every tract variable vector to a vector of pure articulator positions
which is mapped via A back to the original tract variable vector:

AA∗ = I,

where I is an appropriate identity matrix. These matrices A∗ are called (right)
pseudoinverse matrices to the matrix A.

A common way of computing a right pseudoinverse of a redundant transfor-
mation is called the weighted pseudoinverse technique. The weighted pseu-
doinverse of the matrix A is defined as:

A∗W = W−1AT(AW−1A)T)−1,

where W = diag(w1, . . . , wn) is diagonal weight matrix.

6.2.4.2 Eigenvectors and eigenvalues

An eigenvector of a linear transformation represented by a square matrix Q is
any (non-zero) vector which, when the transformation is applied to it, doesn’t
change its direction. The ratio, by which an eigenvector changes its length
under the transformation Q is called an eigenvalue of the transformation.

Formally, a scalar value � is an eigenvalue of the transformation Q if it is a root
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of the characteristic polynomial of the matrix Q:

det(Q− � I) = 0,

where det(X) is the determinant of the matrix X.

A non-zero vector v is then an eigenvector of the transformation Q if

Qv = � v

for some eigenvalue � .

Eigenvectors and eigenvalues have many interesting mathematical properties
and capture some very useful characteristics of the transformation. Their ap-
plication of interest here is a decomposition of a linear transformation into
“main” components, factors. The eigenvectors of a transformation can be in-
terpreted as directions in which the given transformation exerts the strongest,
undiluted scaling. The corresponding eigenvalues then express the ratios of
these scalings, or the strengths of the pulls in the main directions. The greatest
eigenvalue of the transformation is equal to the maximal possible scaling of a
vector performed by the transformation in any direction.

6.2.4.3 Pseudo-similar matrices

Two square matrices of the same dimensions P and Q are called similar if there
exists an invertible matrix X such that

P = X−1QX.

Similar matrices can be interpreted as representing the same linear transforma-
tion, but with respect to different bases. Similar matrices share many algebraic
properties, notably, they have the same eigenvalues (although the eigenvectors
may be different).

Inspired by this concept, we call a square matrix P pseudo-similar to another
square matrix Q of a smaller dimension if there exists a transformation X such
that

P = X∗QX,

where X∗ is a (right) pseudoinverse of the matrix X.

Some of the mathematical propositions which hold for similar matrices are
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also true for pseudo-similar pairs. (Not all, the relation of pseudo-similarity is,
for example, not symmetric and therefore not an equivalence relation on the
class of square matrices.)

Crucially for our treatment presented here, the pseudo-similar matrices share
their eigenvalues. More precisely, every eigenvalue of the smaller matrix Q is
also an eigenvalue of the larger one P.

6.3 The model at a glance

We conclude this mainly technical chapter by a brief functional overview of
our model.

The task dynamical vocal tract model presented in this and the previous chap-
ters is designed to translate a linguistic representation of an utterance to a
kinematics of the vocal tract articulators. The linguistic representation, which
serves as an input to the model, is captured in the form of gestural score and
the dynamical parameters of the utterance.

The gestural score contains the temporal details of the pattern of gestural ac-
tivation – the onsets and offsets of activation intervals of all participating ges-
tures. The dynamical characteristics of the utterance is captured by a single
dynamical parameter, the overall system stiffness k.

Indeed, in our approach, all remaining parameters of tract variable and pure
articulatory dynamics are conceived as physiological properties of the vocal
tract itself, or are seen as pre-tuned with respect to a particular linguistic envi-
ronment during the process of speech acquisition. They are not characteristics
of an utterance itself.

To the first category belong the loads (masses) � over which pure articulators
operate, the positions of the oral cavity boundaries, the stiffness coefficients �

linking the speech ready dynamical parameters to the overall stiffness k and
the details of the overall anatomy mapping A.

The parameters which are considered as pre-tuned during the speech acquisi-
tion process (and are thus seen as language dependent) are the gestural targets
z0, the speech ready equilibria y0, the task stiffness coefficients c capturing the
link between the overall stiffness and the nature of the given gesture and pos-
sibly also the elements of the weight matrices used in the projection of task
dynamical behaviour to pure articulator action.
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The remaining parameters required for a complete definition of the tract vari-
able and pure articulator dynamics are computed using our bidirectional pro-
jection method of imposing a task oriented behaviour in an underlying embod-
ied physiological substrate. The abstract masses over which the tract variables
operate are obtained through this projection from the physical masses of pure
articulators, and the task stiffness parameters driving the pure articulators are
computed as functions of the gestural stiffness values. The critical damping
parameters are then unambiguously determined as functions of the mass and
stiffness parameters at each level.

Based on the gestural score and the overall stiffness value, our model thus
computes not only appropriate trajectories of the end effectors and pure artic-
ulators, but also gives us a detailed profile of the physical forces exerted on the
vocal tract components.

In the following chapter we turn our attention to a method of evaluating these
forces and articulatory trajectories in terms of articulatory effort and precision.
Cost functions reflecting these criteria will give us a means of quantitative
evaluation of given structural details of gestural sequencing (expressed as a
gestural score). An optimisation procedure will then allow us to identify those
sequencing patterns which are optimal in terms of production and perception
efficiency.

The careful re-evaluation of the task dynamical methodology presented in this
chapter allows a novel approach to addressing the gestural sequencing prob-
lem in speech. That is, it provides a principled way of conducting the search
for the constraints that shape the gestural score formation and the setting of
the dynamical parameters leading to a meaningful coordination of the con-
stituent speech movements. Moreover, this approach enables the exploration
of the more general problem of serial order in behaviour as formulated most
notoriously by Lashley (1951). The crucial and innovative step taken here is
to ground the dynamical description of skilled motor action in the physically
and biologically plausible principles reflecting the embodied nature of target-
oriented behaviour.
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CHAPTER

SEVEN

Cost Functions and Optimisation

In the previous two chapters we presented the definition of our dynamical
model of the vocal tract. As we have seen, its precise articulatory behaviour is
a function of a detailed description of the temporal pattern of gestural sequenc-
ing – the gestural score – and of an overall stiffness parameter, k, determining
the dynamical properties of the realisation of individual gestures.

The details of gestural sequencing are relatively unconstrained by the high
level linguistic structure of an intended utterance expressing a mere serial or-
der and the nature of gestures to be sequenced (Port et al., 1995). There exists
an infinite number of variations of intergestural phasing and its dynamical
parameterisation, each resulting in an admissible realisation of the given ges-
tural sequence, i.e., in a sequence of speech events parseable by a listener as
the intended utterance.

In other words, as argued in Section 1.4, the gestural sequencing introduces
a high number of additional degrees of freedom to the general task of speech
production. In our formal and simplified treatment, these degrees of freedom
are encapsulated in the temporal details of gestural activation – the onsets and
offset points of the activation intervals of individual gestures – and a single
dynamical parameter – the overall system stiffness.

As we have reported in Chapter 3, the DOF problem of sequencing gets re-
solved by individual human speakers in a relatively uniform fashion. Statis-
tical analysis of articulatory data reveals consistencies in the local and global
timing of gestural events, like the particular timing patterns of consonantal
gesture realisation with respect to the underlying vocalic tier in simple VCV
sequences (Löfqvist and Gracco, 1999) or the C-center effect manifested by con-
sonantal clusters (Browman and Goldstein, 1988).

In this work we test the hypothesis that these sequencing patterns are, at least
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in part, an outcome of the application of efficiency requirements on speech
production. As argued in Section 1.4, efficiency requirements pose additional
constraints on temporal and dynamical constellations of speech gestures, and
thus in effect curb the high number of DOFs associated with sequencing.

In this chapter, we present our explicit and quantitative formulation of such
efficiency principles. An action is efficient if it minimises a cost. Our task
is thus to identify relevant cost measures as functions of the details of gestu-
ral sequencing and of the dynamical parameters of production. We can then
use them to identify the gestural scores and the values of the overall system
stiffness for which these cost function yield minimal possible values. Such op-
timal sequencing patterns then can be analysed in light of the phonetic results
presented in Chapter 3 and phonological theories of intergestural phasing in-
troduced in Chapter 4.

We define a complementary system of three such cost functions: an articulatory
effort E which is a measure of the overall muscle force involved in the produc-
tion of a given utterance, a parsing cost P linked to the perceptual quality of the
utterance and thus to a receiving party’s effort required to parse it, and a dura-
tion cost D spanning these two cost measures and providing the system with a
mechanism of adjusting the relative influences of the concurrent parsimonious
tendencies.

These three types of constraints, reflecting different aspects of what is under-
stood to be an efficient gestural sequence, may pose conflicting demands on
the temporal alignment of gestures and their dynamical properties. The re-
quirement to minimise the articulatory effort, for example, favours sequences
with short gestural activation intervals and low values of system stiffness.
The concurrent requirement of perceptual clarity minimising the parsing ef-
fort, will reward sequences with longer intervals during which the gestural
targets are met and a swifter manner of the realisation of gestures, i.e., longer
activation intervals and higher overall system stiffness.

In order to resolve this tug-of-war over the control of sequencing details, we
encapsulate the three cost functions in a parameterised overall cost function C.
This overall cost is defined simply as a weighted sum of the partial cost mea-
sures:

C = � EE + � PP + � DD,

where � E, � P and � D are simple scalar weight coefficients.

The conflicting nature of the demands presented by our three partial cost
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functions ensures that there exists a compromise gestural constellation, sub-
optimal from the point of view of every individual efficiency requirement, but
minimising the overall cost. The cost weight coefficients used in the defini-
tion of the overall cost function can then be used to influence the properties of
such globally optimal gestural sequences in a manner similar to the intentional
control of the prosodic aspects of speech.

After discussing all three partial cost functions and presenting their formal
definitions, and introducing the overall cost function, in the last section of this
chapter we provide an outline of the optimisation procedure used to gener-
ate simulated gestural sequences presented in the remaining chapters of this
thesis.

7.1 Articulatory Effort

The first partial cost function we introduce is a measure of the physiological
efficiency of goal oriented sequential articulatory action. As discussed in Sec-
tion 1.4, the experimental and modelling research of animal and human loco-
motion (Hoyt and Taylor, 1981; Anderson and Pandy, 2001) suggests a strong
link between the requirement of minimising metabolic energy expenditure and
the emerging patterns of movement.

In the domain of speech production research, this concept of economy of
movement is often referred to as articulatory ease. As the magnitudes of forces
involved in speech articulation are much smaller than those behind, e.g., lo-
comotion, articulatory ease has often been relegated by phonologists and pho-
neticians to the domain of phonologically insignificant implementation details
of speech production. However, some researchers recently argued that an ap-
propriate treatment of this aspect of speech production may provide impor-
tant insights into the nature of world phonologies, speech motor control, and
speech acquisition (Lindblom, 1983; Ostry et al., 1987; Lindblom et al., 1995;
Schwartz et al., 1997; Lindblom, 1999; Lindblom, 2000).

In the more general field of skilled motor action, it has been established that
the kinematic profile of a simple movement, like manual reaching, depends on
the performance objectives expressed as a measure of physical cost to be min-
imised. Nelson (1983) and Hogan (1984), for example, presented theoretical
and experimental evidence for velocity profile shapes of some simple move-
ments being determined by the requirement of minimising values of purely
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physical characteristics of the motor action, like the action’s duration, energy
expenditure, maximal exerted forces, etc. Furthermore, they demonstrated
that there is a direct link between these measures and the dynamical parame-
ters underlying the given motor action. For example, the value of the stiffness
parameter of the limb joint dynamics can be shown to be dependent on the
cost measure being optimised for the given movement.

In our modelling approach we have chosen the overall force exerted by model
muscles during the realisation of a given gestural sequence as an appropriate
measure of the physiological cost of speech production. Before providing a
formal definition of the cost function and of the mapping of pure articulatory
action to the space of model muscles, we present methodological arguments
for this choice of representing the requirement of articulatory ease.

Consider a pure articulator in an equilibrium position with the stiffness k as
one of its dynamical parameters. The pure articulator doesn’t move, i.e. the
overall force acting on it is~0. It is, nevertheless, kept in the position by a system
of model muscles, each muscle generating a force such that is cancels out the
forces exerted by all other muscles of the system.

If the mass in the equilibrium position doesn’t move, its energy remains con-
stant and the model muscles do not do any work. The balanced muscle forces,
however, affect the stiffness – interpretable as muscle tone – of the pure ar-
ticulator. The pure articulator stiffness is related to the agility by which the
given component participates in achieving the gestural targets prescribed by
gestural score. The higher the stiffness, the swifter – and, presumably, the
costlier – the response of the articulator. As we shall see shortly, the regu-
lation of the pure articulator stiffness parameter can be modelled as an in-
crease/decrease of the magnitudes of balanced forces applied by an opposing
agonist-antagonist muscle pair associated with the pure articulator.

We decided to include a measure of this muscle tone regulation in our assess-
ment of articulatory effort behind gestural sequencing. Behind this decision
there is an intuition that it is more costly to maintain and use the pure articu-
lators in a state of “high alert” expressed in terms of their dynamical stiffness.
Fast and precise articulatory action requires more effort than slower and lax
action.

The force exerted by model muscles at any given time thus accounts not only
for an expense behind the movement of pure articulators, but also for the cost
of eliciting an appropriate dynamic behaviour of the system.
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k1 k2 

x1 x2 

-xL xL 0 

Figure 7.1: A pure articulator in the speech ready equilibrium position. Two oppos-
ing muscles are modelled as linear springs with stiffnesses k1 and k2 and equilibrium
lengths x1 and x2 respectively, and xL is the actual length of each muscle in the equi-
librium position. The stiffness k and the equilibrium position of the pure articulator
depend on the parameters of model muscles. For simplicity’ sake, we presume the
speech ready state equilibrium position to be 0.

We shall now present the details of an explicit representation of pure articu-
latory dynamics in terms of opposing agonist-antagonist model muscle pairs.
This completes the description of components of our vocal tract model and of
the system of functional transformations between the chosen levels of analysis
outlined in Section 5.1.

7.1.1 Pure articulator dynamics as model muscle action

Our aim is to find an explicit mapping between the parameters of model mus-
cle dynamics and the dynamics of the associated pure articulators.

As outlined above, we use a simplified architecture of an agonist-antagonist
model muscle pair illustrated in Figure 7.1 to determine the total magnitude
of forces eliciting the spring-like dynamical properties of every model pure
articulator.

The load acted upon by a pure articulator is connected to a pair of model mus-
cles pulling in opposite direction. In the present version of our model, these
muscles are again modelled as simple-mass springs made of an isotropic elas-
tic material. Therefore, there is a stiffness, damping and equilibrium position
parameter associated with each muscle, and between them these parameters
fully describe the dynamical behaviour of the muscle.

We are fully aware, that real muscle behaviour as described, for example, by
the Equilibrium Point hypothesis, is only superficially captured by the ap-
proach taken here (Feldman and Latash, 2005). This abstraction, however, is
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Figure 7.2: Two equivalent representations of a moving pure articulator at the pure
articulator (top) and model muscle (bottom) level of description. The black circles
represent the load m acted upon by the pure articulator or the muscle pair, respec-
tively.

required if we want to analytically derive the magnitudes of muscle forces
which yield the appropriate pure articulator dynamics. We leave the devel-
opment of more realistic projections between the pure articulators and under-
lying muscle actions, as well as testing the possible impact of architectural
differences on gestural sequences, to later versions of our model.

The total magnitude of forces exerted by the model muscles that keep the pure
articulator � in Figure 7.1 in its equilibrium position y0 = 0 and impose the
pure articulator stiffness k is the sum of the forces pulling each of the muscles
to its equilibrium position

F(k,0)
� = |k1x1|+ |k2x2|, (7.1)

where x1 and x2 are equilibrium lengths of the two muscles and k1 and k2

their respective stiffness coefficients. (We use indexed variables x to refer to
the lengths of the model muscles, and, as before, variables y when referring to
the pure articulators. In this section, the variable k refers to the stiffness of the
pure articulator and not to the related overall system stiffness.)

Figure 7.2 illustrates the two equivalent sources of the behaviour of a pure

127



articulator in action. The top part of the figure corresponds to the pure articu-
lator level of description. The pure articulator of the current length y acts on
the load m in a linear spring fashion. Its (ready state or task) stiffness is k and
the equilibrium position towards which the pure articulator is heading is y0.

Recall that in the case of the active task component of the overall dynamical
influence on the pure articulator, the equilibrium position y0 is in fact not a
constant. Rather, the pure articulator is attracted to a moving target, the po-
sition of which depends on the positions of the remaining pure articulators
involved in the task realisation. We have provided an analytical way of deter-
mining the position of this moving target at any moment of time in Section 6.2
on page 116.

The force acting on the mass elicited by the spring properties of the pure artic-
ulator dynamics (ignoring the damping force for the time being) is

~F = −k(y− y0). (7.2)

The bottom part of Figure 7.2 shows the model agonist-antagonist muscle pair
acting on the same mass. They exert forces

~F1 = −k1[y− (x1 − xL)], (7.3)

~F2 = −k2[y− (xL − x2)], (7.4)

respectively. The sum of the magnitudes of these two forces

F(k,y0)
� = |F1|+ |F2| (7.5)

represents the total muscle force applied to the pure articulator � at any mo-
ment of time during its movement towards the target y0, under the direct in-
fluence of the stiffness k.

Our aim is to derive a formula for expressing the value of this magnitude in
terms of pure articulator dynamical parameters k and y0, and thus find a direct
relationship between the behaviour of the pure articulator � and the overall
magnitude of forces F(k,y0)

� exerted by the associated model muscles.

In other words, we need to link the muscle spring parameters x1, x2, k1, k2

featuring in Equations 7.3 and 7.4 to the parameters y0 and k of the pure artic-
ulatory dynamics (Equation 7.2) so that the force acting on the load according
to either account is the same.
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The overall force exerted by the model muscles is

~F1 + ~F2 = −k1(y + xL − x1) + k2(xL − y− x2) =

= −(k1 + k2)
(

y−
(
− k1

k1 + k2
(xL − x1) +

k2

k1 + k2
(xL − x2)

))
.

Comparing this equation to Equation 7.2, we get

k = k1 + k2, (7.6)

y0 = − k1
k1+k2

(xL − x1) + k2
k1+k2

(xL − x2). (7.7)

Modelling the muscles as springs made of the same isotropic elastic material,
their stiffness parameters and equilibrium lengths are related in the following
way:

k1 = � /x1, (7.8)

k2 = � /x2, (7.9)

where � is a constant associated with the properties of the material.

Using these equations, we obtain the following relationship between the pure
articulator target position y0 and the equilibria of the underlying muscles:

y0 =
xL(x1 − x2)

x1 + x2
. (7.10)

This, plus Equations 7.6, 7.8, 7.9 now allow us to determine the values of the
muscle-spring lengths eliciting the required overall pure articulator stiffness k
and equilibrium position y0:

x1 = 2� xL
k(xL−y0)

(7.11)

x2 = 2� xL
k(xL+y0)

. (7.12)

Now, by substituting to Equations 7.3 and 7.4, we get

~F1 = − k(xL+y)(xL−y0)
2xL

+ � , (7.13)

~F2 = k(xL−y)(xL+y0)
2xL

− � . (7.14)

The sum F(k,y0)
� of the magnitudes of the forces applied by the model muscles,
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which elicit the same behaviour as (undamped) spring dynamics of the pure
articulator � with stiffness k and equilibrium position y0 is thus

F(k,y0)
� = |~F1|+ |~F2| = k

(
xL −

yy0

xL

)
− 2� . (7.15)

This equation holds provided x1, x2 < 3
4 xL (otherwise the absolute value func-

tions change the sign of some of the expressions). In our model, we can ensure
that this condition is satisfied by selecting sufficiently high value for the mus-
cle length parameter xL. The muscle lengths (possibly a different value for
each pure articulator) are additional physiological parameters of our model
setup.

Equation 7.15 expresses that the magnitude of muscle forces acting on the pure
articulator � is equivalent to the influence of the stiffness component of the
(ready state of task) pure articulator dynamics −k(y− y0). The damping force
acts on a moving mass always in the direction opposite to the direction of
movement. Therefore, the magnitude of the damping component of pure ar-
ticulator dynamics, presumably distributed between the muscles in agonist-
antagonist pair, can be evaluated simply as

F(b)
� = |bẏ|, (7.16)

where b is the damping coefficient computed for the pure articulator � .

7.1.2 Articulary effort definition

At any given time, the kinematics of every pure articulator is determined by
its speech ready dynamics, parameterised by the stiffness ksr, the equilibrium
position y0sr and the damping coefficient bsr, and possibly a time dependent
active task dynamics determined by the stiffness parameter ktask, the (mov-
ing) equilibrium position y0task and the damping parameter btask. The stiffness
parameters ksr and ktask are directly related to the overall system stiffness pa-
rameter k.

The total magnitude of all equivalent model muscle forces acting on the pure
articulator � at any given moment thus is

F� = F(ksr ,y0sr)
� + F(bsr)

� + F(ktask ,y0task)
� + F(btask)

� . (7.17)
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Figure 7.3: Gestural score, tongue tip pure articulator trajectory and the correspond-
ing time-dependent overall magnitude of forces acting on the pure articulator.

Figure 7.3 shows the tongue tip pure articulator trajectory and the correspond-
ing values of FTT during the productions of a single gesture /d/. Note that the
force magnitude FTT is always positive (non-zero) during the production, and
is higher during the gestural activation interval.

The time integral of the force magnitude F� over the period of the production
and realisation of all gestures in an utterance (the shaded area in Figure 7.3) can
be interpreted as a quantification of the muscle force expenditure behind the
pure articulator action appropriate for the production of the given utterance.

We thus define the sum of such time integrals as the measure of articulatory
effort cost E associated with speech production.

If Tb is the onset time of the activation interval of the first gesture in an utter-
ance and Te the offset the activation of the last gesture, we put

E = ∑
�

∫ Te

Tb

F� dt (7.18)

where the sum ranges over all (five) pure articulators defined in our model.
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The value E is a function of the details of gestural activation and of the overall
stiffness dynamical parameter prescribed for the realisation of a given utter-
ance. The higher the overall stiffness, the higher the articulatory effort exerted
for the utterance production. Also, everything else remaining the same, the ar-
ticulatory effort increases if the activation intervals of individual gestures get
longer.

To summarise, we defined the articulatory effort cost in terms of an overall
magnitude of all forces exerted by model muscles driving the pure articula-
tors of our system. The muscles are conceived as agonist-antagonist pairs of
simple mass-springs made of an isotropic elastic material. Their dynamical
behaviour is fully determined by the dynamics of the pure articulators. The
articulatory effort cost reflects not only the forces required to move the model
articulators towards their respective gestural targets, but also the influence of
the dynamical parameter of utterance production interpreted as a measure of
muscle tone.

7.2 Parsing cost

Speech is a social activity. Its perception and production aspects are insepara-
ble. In the words of Lindblom, speakers

... can, and typically do, tune their performance according to
communicative and situational demands, controlling the interplay
between production-oriented factors on the one hand, and output-
oriented constraints on the other. (Lindblom, 1990a)

(The) motor optimisation must not be assumed to operate in isola-
tion but only along with other factors. (Lindblom, 1983)

After all, if we were not compelled to respond to the demands of our listeners
to produce a comprehensible output, the most efficient strategy, dictated by the
speech production constraints only, would be to remain silent. In the words of
Byrd,

(t)here is an important way ... in which speech movement dif-
fers from other types of (non-communicative) body movement. For
speech, the determination of efficient movement patterns must take
into account a perceiver. (Byrd, 1996)
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The articulatory effort cost function defined above represents the production
oriented factors of speech production. In this section we introduce its percep-
tion counterpart – a cost related to articulatory precision and clarity of reali-
sation of individual gestures in a given utterance. The parsing cost is linked
to the demands imposed on the speaker to produce an utterance parseable by
the listener in a given situation. The greater the effort imposed on the listener
to parse the utterance, the higher the parsing cost.

We presume that the parsing cost is directly and straightforwardly related
to the quality of articulary output of our production model. Therefore, we
present here a method of quantitative evaluation of the articulatory output,
which does not take into account the complex, non-linear nature of the rela-
tionship between speech articulation and its acoustic counterpart.

In order to assess the articulatory quality relevant to the listener, we consider
two aspects of the realisation of each individual gesture in an utterance.

The first is an estimate of the precision with which the gestural target asso-
ciated with an active gesture is achieved. The more precise the articulation,
the lower the cost of evaluating the gesture by the perceiver. We refer to the
quantitative measure reflecting articulatory precision as the precision estimate
of realisation of the given gesture. The precision estimate function is an (in-
verse) measure of articulatory undershoot associated with the given gesture
(Lindblom, 1963; Lindblom, 1983; Lindblom, 1990a).

The second aspect of the production quality evaluation captures the tempo-
ral dimension of gestural realisation. Again, we presume that the longer the
articulatory event associated with the gesture, the easier it is for the listener
to identify the gesture. This measure of gesture production is quantified as a
temporal estimate of realisation.

In Section 7.2.1 we present the formal definitions of these measures of individ-
ual gesture quality. As we shall argue, the impact of these dimensions on the
listener’s ability to identify an uttered gesture depends on the gesture’s phono-
logical nature. Therefore, in Sections 7.2.2 and 7.2.3 we shall define an overall
quantitative measure of articulation quality, called realisation degree, separately
for consonantal and vocalic gestures. Finally, in Section 7.2.4 we combine these
realisation degrees of individual gestures and define the overall parsing cost
of perception of an utterance.

As we shall see, while the articulatory effort is linked to the dynamics of model
muscles, the parsing cost depends directly on the behaviour of tract variables.
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The model presented in the previous chapter provides a principled connection
between these domains allowing us to investigate the relationship between the
production-driven and perception-oriented constraints posed on speech.

7.2.1 Precision and temporal estimates of realisation

We presume that the demands posed on the listener are related to the precision
with which articulatory targets associated with each sequenced gesture of an
utterance are reached.

For a gesture g, the precision of its realisation increases as the distance of the
tract variable z from the given constriction target z′g decreases. If z0 is the
value of the tract variable when system is in its speech ready state, we formally
define this precision estimate as

pg(t) = 1−
∣∣∣∣∣ z′g − z(t)

z′g − z0

∣∣∣∣∣ . (7.19)

For each gesture g, the estimate pg is thus a time function depicting the level
of achievement of the gesture’s target. Note, that the definition yields a mean-
ingful value for every gesture defined in the model at all times.

It is important to stress here, that the realisation target z′g used in this definition
is not necessarily identical with the gestural target zg set as a parameter of tract
variable dynamics (Section 5.2). In order to compensate for the influence of
speech ready dynamics on vowel production or to elicit a ballistic behaviour
of consonantal gestures, it is necessary to place the production target zg further
from the speech ready state position of the given tract variable than the actual
realisation targets z′g. For example, the consonantal production targets z/b/

and z/d/ are placed beyond the oral cavity boundaries, while their respective
realisation targets coincide with these boundaries.

To avoid the dependence of the precision estimate on anatomical details of the
model vocal tract, the function pg is normalised with respect to the distance
|z′g − z0| of the realisation target from the speech ready position of the tract
variable1. This ensures that the closer targets are not evaluated as inherently

1The very simple manner of normalisation used here relies on the vocal tract architecture
and the definition of gestures presented in Chapter 5, namely the fact that the (vocalic) gestu-
ral targets lie in the opposite directions from the speech ready position of the tongue body end
effector. A more complex gestural repertoire (e.g., including additional vowels with interme-
diate height) would require a more elaborate normalisation approach.
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more precisely realised than the farther ones.

The precision estimate function pg reaches the maximal possible value 1 when
the tract variable participating in realisation of the gesture g reaches its realisa-
tion target z′g; otherwise the value is less then 1. The value 1 thus represents a
realisation of the given gesture with no articulatory undershoot. In our model,
this value is seldom reached, as the always-active speech ready dynamics and
the oral cavity boundaries deflect the articulators from their gestural targets.

The precision estimate can be interpreted as reflecting the ease with which a
listener can detect what gesture is being realised at any moment of time. The
second dimension of our gestural quality evaluation is associated with the per-
ceiver’s ability to detect that a gesture has been produced.

As our model does not include means of expressing articulatory movement
in the acoustic domain, we cannot use the traditional acoustic methods for
detecting the presence of a speech segment. Therefore, we simply presume
that a gesture with a sufficiently high precision estimate value can be perceived
as realised at a given time. We refer to any continuous time interval during
which the precision estimate value of a gesture is higher than an appropriate
threshold as the realisation interval of the given gesture. The realisation interval
of a (stop) consonant coincides with the consonantal closure (see the following
section) and the realisation interval of a vowel is defined as the time interval
during which the corresponding precision estimate is greater than a realisation
threshold set arbitrarily to 0.8.

As mentioned earlier, the precision estimate function is defined for each ges-
ture at any given moment. It is therefore possible that the realisation threshold
is exceeded for more than one gesture simultaneously during the production
of an utterance. The realisation intervals of coproduced gestures may overlap.
In some cases, the listener’s ability to identify a produced segment can thus be
hampered by an articulatory event fully or partially occluding the realisation
interval of the given gesture. This can result in very short perceived reali-
sation intervals of occluded gestures during which the segment is the most
prominent of all realised gestures.

Consider the following example. The top two panes in Figure 7.4 show the end
effector traces and the corresponding precision estimate functions generated
by our model for a gestural sequence /dad/. In the Tract variables pane the
trajectories of the tongue tip zTT (full line) and the tongue body tract variable
zTB (dotted line) are plotted. These two tract variables are instrumental in

135



Figure 7.4: The tract variable trajectories and the corresponding precision estimate
functions used for delimiting the realisation intervals of gestures in the sequence
/dad/. The temporal estimate function is plotted in the bottom pane.

the realisation of gestures /d/ and /a/, respectively. The realisation gestural
targets z′/d/ and z′/a/ are set to 3 mm and -10 mm, respectively.

The middle pane of Figure 7.4 shows the precision estimate functions for these
two gestures, p/d/ in full line and p/a/ in dotted line. The realisation intervals
are marked as shaded areas: in lighter grey the realisation interval of /a/ and
in mid-grey the realisation interval of /d/. The overlaps of these intervals are
shown as dark grey areas.

As seen in the figure, provided that the vocalic realisation is hidden from the
listener during the consonantal closure, the non-occluded part of the realisa-
tion interval of /a/ is very short (approximately 21 ms in this example). We
shall refer to such non-occluded portion of a realisation interval of a gesture
as the prominence interval. A gesture’s prominence interval is a subinterval of
its realisation interval during which the gesture is the most prominent of all
coproduced gestures. Of course, the status of the remaining articulators is in-
fluenced by the other concurrently active gestures and so is, presumably, the
resulting acoustic form. So, the coarticulation phenomena discussed in Chap-
ter 3 can be accounted for by our model.

If a gesture’s realisation interval reflects the status of speech articulators with
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respect to a given gestural target, the prominence interval delimits the percep-
tual identity of a speech segment as identified by a listener. The realisation
interval is related to the production, while the prominence interval to the per-
ception of speech.

We presume that at any given time there is precisely one speech segment per-
ceived by a listener. In the case of multiple realisation intervals overlapping,
one of the realised gestures is deemed to be the most prominent, and the over-
lapped portion is considered a part of its prominence interval. (We shall dis-
cuss the order of dominance of gestures in our model in the following two
sections.) In the example plotted in Figure 7.4, the dark and medium grey
areas depict two separate prominence intervals of the consonant /d/ and the
light grey small area in the middle is the prominence interval of the vowel /a/.
When no gesture is realised (the white areas in the Precision estimates pane) a
neutral segment /@/ is deemed to be produced.

Even though the precision estimate value of the vowel /a/ during its promi-
nence interval in Figure 7.4 is reasonably high, the produced vowel would be
of a very short duration, and therefore it would very difficult to identify by a
listener2. In other words, in order for the listener to ascertain that a gesture
was realised, the prominence intervals must be of a sufficient duration.

We model this criterion by a temporal estimate function of a gesture’s realisa-
tion. The requirement of a sufficient duration of perceived gesture is fuzzy in
its nature. We do not claim that there is a fixed durational threshold delimit-
ing “good” and “bad” realisation. Moreover, while it is true, that the longer
the interval, the easier it would be to identify the realised gesture, we do not
presume that the listener’s ability to identify the presence of a gesture grows
linearly with the interval duration. Rather, we presume that it increases dra-
matically within a few first tens of milliseconds after the onset of gesture’s
prominence interval, and then remains virtually unaffected.

We model this durational requirement using an ever increasing time function
with range [0, 1) triggered (reset to 0) at every onset of a prominence interval
of any gesture in the sequence, see the bottom pane in Figure 7.4.

2This phenomenon of gestural occlusion indeed occurs in speech. Browman and Gold-
stein (1991) analysed the articulation and acoustics of utterance “perfect memory” in fluent
speech. They found that although the gesture /t/ at the word boundary is realised by artic-
ulators, it is hidden by the neighbouring gesture /m/ and therefore not audible. Although
our vocal tract model can account for such phenomena, the presented method of evaluation
the gestural realisation does not allow for such gestural patterns to emerge as a result of cost
optimisation.
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During the prominence interval of gesture g, the temporal estimate of the real-
isation of the gesture g is thus formally defined as

dg(t) =
2
�

arctan(c(t− t1)), (7.20)

where t1 is the onset time of the prominence interval of gesture g, and c is an
adjustment constant. The adjustment constant influences the slope of the tem-
poral estimate function: the higher it is, the steeper the function dg. This con-
stant accounts for assumed differences between the durational requirements
posed on consonants and vowels. In our model, the adjustment consonant is
set to a higher level for consonants than for vowels, i.e., the function dg(t) rises
faster for the consonantal gestures than for the vocalic ones. Presumably, this
constant can also be be used to impose variations of vowel length and con-
sonant gemination phonologically relevant in many languages, including the
author’s mother tongue.

As argued in Section 3.1, stop consonants and vowels are produced in distinct
ways by the human vocal tract. While a stop consonant requires a full ob-
struction of the vocal tract which is achieved by a rapid, ballistic movement of
an appropriate end effector towards an oral cavity boundary, vowels are pro-
duced by fine tuned, relatively slower and more precise positional gestures.

In Chapter 6 we introduced a method for accounting for the differences be-
tween the dynamical aspects of this distinction – the gestural stiffness param-
eter influences the speed with which the articulators proceed towards their
targets. The second aspect of this distinction – the stricter requirements on
articulatory precision for vowels compared to consonants – is enforced by a
difference in the evaluation criteria for consonantal and vocalic gesture reali-
sation.

7.2.2 Realisation degree of consonants

Our vocal tract model setup defined in the previous two chapters only ac-
counts for the production of stop consonants. These are produced by creating
a full obstruction – a closure – of the vocal tract by “hitting” an appropriate oral
cavity boundary by specific end effectors. The closure formation and release
are crucial articulatory events during the production of a stop consonant.

As described in detail in Section 6.2, our model simulates the collisions involv-
ing the system’s end effectors by introducing a repulsion element to the tract
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variable dynamics which comes into play when the end effectors approach
a boundary or each other. This repulsion element dramatically increases the
damping parameter, causing the tract variables to slow down and eventually
stop just before colliding – even in the case when the relevant consonantal ges-
ture is still active. Due to the nature of this repulsion element, the consonantal
targets are actually never reached by the tract variables.

We justify this phenomenon by presuming the non-zero width of our end ef-
fectors, and the subsequent slowing as a consequence of elasticity of the tissues
forming the end effectors (see also Section 3.1). A sudden increase of the re-
pulsion element value (from negligible to impacting system’s dynamics) can
be thus used to indicate a collision of an edge of the end effector with the rele-
vant boundary or other end effector – the formation of a closure characterising
a stop consonant production.

Accordingly, we declare a closure to be achieved (closure onset) when the re-
pulsion element acting on the corresponding tract variable exceeds a given
small threshold, and released (closure offset) when the value returns below the
threshold. As the repulsion element magnitude depends solely on the distance
of the tract variable from a realisation target, this is equivalent to the precision
estimate pg of the given gesture crossing a corresponding threshold value. The
closure onset and closure offset are thus used as the boundaries of the realisa-
tion interval of the given gesture.

Figure 7.5 illustrates this definition. The lips are approaching each other dur-
ing the production of a bilabial /b/. The black curves in the top pane of the
figure show the trajectories of the lip end effectors, while the surrounding grey
areas depict the widths of the lip articulators. The bottom pane shows the
boundary influence function (defined in Section 6.2, page 110) dependent on
the state of the lip aperture tract variable instrumental in the production of ges-
ture /b/. When it crosses a small threshold (0.01 in this example), the lips are
deemed to collide and the bilabial closure is formed (marked by the vertical
solid line in the figure). After the gesture is deactivated, the lips start sep-
arating until the boundary damping influence becomes negligible again (the
vertical dashed line). This moment marks the offset of the consonantal closure
and of the /b/ gesture’s realisation interval.

When the realisation intervals of two consonantal gestures overlap we have
chosen a simple criterion of frontal precedence to establish which consonant
is perceived by a listener. We presume that when two or more closures are
achieved simultaneously, the most frontal place of articulation is the most
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Figure 7.5: Achievement of consonantal closure for a bilabial /b/.

 

/d/ closure 

/b/   /d/  

/b/ closure 

Prominence intervals 

Realization intervals 

Figure 7.6: The realisation precedence (prominence) order between the consonantal
gestures.

dominant. So, for our arsenal of consonantal gestures limited to two stops
/b/ and /d/, the alveolar stop gets occluded by the bilabial one.

As shown in Figure 7.6, when the consonantal gestures are coproduced, the
prominence interval of /b/ is unaffected by the alveolar closure, and is identi-
cal with its realisation interval – bilabial closure. On the other hand, the over-
lapped section of the /d/ realisation interval gets occluded and the promi-
nence interval of gesture /d/ is limited to the non-overlapped part of its clo-
sure.

Provided that the consonantal gesture remains active after the closure onset,
the end effectors continue in their movement towards the gestural target until
the gesture is switched off or until the repulsion force equals the driving force
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(see Figure 7.5). This behaviour of our model is consistent with that of human
speakers discussed in Section 3.1.

We make a simplifying assumption that the behaviour of end effectors during
the closure has no bearing on the perceived quality of the produced consonant.
The only measure which influences the listener’s ability to parse the consonant
is the duration of the (non-occluded part of the) closure.

Therefore, we define the realisation degree of consonantal gesture g as depen-
dent solely on the temporal estimate function associated with the gesture dur-
ing its prominence interval:

rg = max
t∈[t1 ,t2]

dg(t), (7.21)

where t1 and t2 are the boundaries of the prominence interval of the gesture g.
As the temporal estimate function is increasing, in fact

rg = dg(t2).

Unlike the temporal estimate and precision estimate functions, the realisation
degree rg is a single number from interval (0, 1) evaluating the perceptual
quality of the given segment realised by the gesture g. The higher the re-
alisation degree, the easier it is for the listener to identify the gesture in the
sequence.

7.2.3 Realisation degree of vowels

During the production of vowels the end effectors are not required (and not
supposed) to interfere with the vocal tract boundaries. Rather, the acoustic
realisation of a vowel corresponds to a salient sound resulting from a non-
complete constriction of the vocal tract at an appropriate place. Although the
relationship between the constriction characteristics and its acoustic correlate
is in reality very complex and non-linear (Stevens, 1989), in our simplified
model we presume that the quality of a vowel depends on the distance of
relevant end effector from a realisation target in a simple linear fashion.

This distance at any given time can be expressed in a normalised form by the
precision estimate function pg(t) defined in Section 7.2.1. As we argued earlier,
the higher the value pg, the easier it is to identify the given vowel, i.e., the
smaller effort has to be exerted by the listener to parse the utterance. In other
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words, a vowel is more prominent if it is produced with a higher precision,
i.e., a smaller degree of undershoot.

In contrast to the consonantal gestures, in the case of vowels the quality of
their production depends on the behaviour of relevant articulators during the
realisation interval. Therefore, we use the maximal value of the precision es-
timate pg achieved during the prominence interval of the given vowel g as a
measure of acoustic quality of the vowel.

The realisation intervals of vocalic gestures are defined as intervals during
which the precision estimate is higher than a given threshold (we use the value
0.8). As both vowels defined in our model are produced by the same tongue
body end effector (they impose different targets on the same tract variable)
their realisation intervals cannot overlap. And as discussed in Section 7.2.1,
we presume that the vocalic realisation intervals get occluded by any copro-
duced consonant. So, the prominence interval of a vowel is the sub-interval of
its realisation interval which does not overlap with any realisation interval of
a concurrently active consonantal gesture.

In fact, in the simulations presented in Chapters 9 and 10, the flanking portions
of vocalic realisation intervals do get, as a rule, occluded by the neighbouring
consonants. The prominence intervals of the participating vowels, relevant for
the assessment of their quality, are thus delimited by closure onsets and off-
sets of the surrounding consonants3. Consequently, the threshold used in the
definition of the vocalic realisation interval has predominantly methodolog-
ical character and its precise selected value does not influence the emergent
optimal sequencing patterns.

The second dimension of the vocalic gesture’s quality assessment is the du-
ration of its prominence interval captured by the temporal estimate function.
The higher the value of temporal estimate, the easier it is to identify the pres-
ence of the vowel in the gestural sequence.

To combine these two influences, we define the realisation degree of the vocalic
gesture g in an utterance as

rg =
[

max
t∈[t1 ,t2]

pg(t)
]

.
[

max
t∈[t1 ,t2]

dg(t)
]

= dg(t2) max
t∈[t1 ,t2]

pg(t), (7.22)

where t1 and t2 are the boundaries of gestures g’s prominence interval.

3The only exception is the offset of the prominence interval of the second vowel in the VCV
sequences presented in Section 9.1.
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Figure 7.7: Realisation degree of vowel. The top pane shows a gestural score for
utterance /bad/. In the middle pane trajectories of the tongue body (solid black line),
lip (grey dashed line) and tongue tip (grey solid line) are plotted. The bottom pane
shows the precision estimate (solid line) and temporal estimate (dashed line) functions
of the /a/ gesture. The non-shaded portion on the Realisation degree pane depicts the
prominence interval of the vocalic gesture /a/.

Figure 7.7 illustrates how the vocalic realisation degree is computed. The
prominence interval of gesture /a/ in sequence /bad/ is left un-shaded in
the bottom pane. The maximal value of the precision estimate function within
this interval (0.965) and of the temporal estimate function (0.921) are shown.
The value of realisation degree of gesture /a/ in this sequence is the product
of these maxima 0.956 . 0.921 = 0.8805.

Again, the realisation degree rg of a vocalic gesture is a number with a maximal
possible value of 1 describing the perceptional quality of the produced vowel.
The two components of the realisation definition (Equation 7.22) reflect two
perceptually imposed demands on vowel production. While the durational
element captures a degree of acoustic quality of the given syllabic nucleus,
the precision estimate helps the listener assess the identity of the particular
realised vocalic gesture within the vowel space.
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7.2.4 Parsing cost definition

The realisation degree of consonants and vowels is a quantitative measure of
their articulatory quality achieved during the production of an utterance. We
presume that this quality is proportional to the cost of parsing the utterance by
a listener. The higher the realisation degrees of gestures in the sequence, the
easier it is to parse the utterance, and, consequently, the lower the associated
parsing cost.

The parsing cost associated with processing a single gesture with realisation
degree rg thus can be expressed as 1 − rg. The overall parsing cost of a se-
quence /g1, g2, . . . , gn/ of realised gestures is therefore defined as

P = ∑
i=1,...,n

(1− rgi). (7.23)

The value P is always positive, the lower bound of the parsing cost is 0. This
minimum can, however, never be reached in practise: due to the durational
element (temporal estimate function), the realisation degree of every gesture
is always less then 1.

The parsing cost defined this way is, as intended, a measure of overall articu-
latory undershoot and temporal shortening of realised speech gestures.

When searching for an optimal activation pattern and an overall stiffness value
we limit our search to trials realising a prescribed, non-empty sequence of ges-
tures. When an input (gestural score and overall stiffness) fails to produce
the required sequence, we assign to it a very high arbitrary precision cost ex-
ceeding any value possibly obtainable by Formula 7.23. This ensures that the
optimisation procedure defined in Section 7.5 remain within the input regions
realising the required sequences, in effect guaranteeing that the computed op-
timal activation pattern and overall stiffness pair itself produces the given ut-
terance.

As in the case of the articulatory effort, the value of the parsing cost P of a
given utterance depends on the temporal details of gestural activation and the
overall stiffness k, albeit in the opposite directions. If the stiffness decreases,
model end effectors are driven towards their respective targets more slowly, re-
sulting in more undershoot and, consequently, higher parsing cost. Similarly,
shorter activation intervals of individual gestures participating on utterance
production negatively impact the realisation degree, in particular the tempo-
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ral estimate, and again cause an increase of the parsing cost.

7.3 Duration cost

The articulatory effort and the parsing cost react in opposite ways to varia-
tions in the gestural timing and system’s dynamic parameter k. An increase
in system’s overall stiffness leads to an increase of the articulatory effort, but
to smaller undershoot, i.e. a decrease of the parsing cost. Shortening the acti-
vation intervals of individual gestures results in a decrease of the articulatory
effort required for utterance’s realisation, but brings about an increase of artic-
ulatory undershoot – an increase of the parsing cost.

7.3.1 Hyper- and hypo-articulation

This trade off between the production and perception constraints has been con-
ceptualised by Lindblom (1990) in his Hyper- and Hypospeech Theory (H&H
Theory) of phonetic variation. A speaker’s natural tendency to minimise
the articulatory effort leads to an increase of perceptual parsing cost, i.e. less
precise and shorter realisation of gestures – or hypospeech. If, however, cir-
cumstances require better intelligibility, clearer speech, the speaker may shift
his attention to the listener-oriented parsing cost, and hyperarticulate his ut-
terances at expense of the articulatory effort exerted.

The method of evaluation of the production and output oriented costs pro-
posed here provides a platform for a quantitative modelling of the effects of a
speaker’s intentional shifting along the H&H scale. We can define the overall
cost of utterance realisation as a weighted sum of the two cost components

C = � EE + � PP.

The input constellation (gestural score and system stiffness) minimising this
overall cost will represent a realisation of an utterance reflecting the chosen
ratio between the weights � E and � P. A mere linear scaling of both weight
values results only in the corresponding scaling of the value C, but has no
influence on the input constellation minimising the overall cost.

The ratio � E : � P is a quantitative expression of the speaker’s intentional pref-
erence for hypo- vs. hyper-articulation. A higher ratio imposes a stronger
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bias towards parsimony with regard to articulary effort – hypoarticulation –
while a lower ratio leads to less undershoot – hyperarticulation. This parame-
ter determining a speaker’s position on the H&H scale, and, consequently, the
imposed phonetic variation, is one-dimensional. In the words of Lindblom,

(...) the assumption about H&H variation being one-
dimensional is a deliberate simplification which is likely to be re-
vised in the course of further work. (Lindblom, 1990a)

One of the consequences of this simplification is an unrealistic restriction it
poses upon variations of speaking rate: hypoarticulation would inevitably
be accompanied by an increased undershoot and shorter duration of realised
gestures (faster speech), while hyperarticulation means slowing down and in-
creasing precision and duration of gestural activation intervals. Results ob-
tained by phoneticians, however, do not confirm such direct link between the
H&H scale and speaking rate.

Gay (1981), for example, reported that changes in speaking rate do not nec-
essarily lead to the consequences implied by H&H Theory. People can speak
quickly without undershooting articulatory targets, and slowly with impre-
cisely realised underlying gestures. In addition to adjustments of segmen-
tal duration and articulatory displacement, the changes in speaking rate can
be elicited by means of non-linear alterations of articulatory velocity and in-
trasyllabic coarticulation. In terms applicable to our modelling platform, the
speaking rate can be increased by a non-linear scaling of gestural sequencing
patterns and accompanying adjustment of the model’s dynamic parameter, the
system stiffness.

Phonetic variations reflecting changes in speaking rate are, in principle, in-
dependent of the variations imposed by H&H scale – speaking rate changes
introduce a new dimension to the phonetic variation space.

Figure 7.8 illustrates the interactions between articulatory effort, parsing cost
and utterance duration along these two dimensions. Slow hyper-articulated
speech requires high articulatory effort, poses lower demands on the listener
to parse the utterance and results in longer overall duration of gestural se-
quences. Fast hyper-articulated speech can be elicited by allowing the speaker
to increase the physiological cost of articulation even higher, and introduce a
penalty related to the overall duration of the utterance. Similar mechanisms of
rate changes can be envisaged for hypospeech.

This consideration provides a motivation for introducing a new constraint in
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Figure 7.8: Adding an extra dimension to the H&H scale.

the form of cost. This duration cost, if applied alongside the previously de-
fined cost measures, will elicit phonetic variations with respect to speaking
rate analogous to the variations along the H&H scale.

7.3.2 Duration as a constraint

The obvious measure indicating changes in speaking rate is the duration of
produced utterances. Therefore we include the duration of the realised ges-
tural sequence as another cost component used for evaluation of the overall
associated with utterance production.

The definition of the duration cost D associated with an utterance production
is straightforward: D is the length of the time interval starting at the onset
of the activation interval of the first active gesture in the utterance’s gestural
score and ending with the offset of the last prominence interval in the realised
sequence.

Unlike articulatory effort and parsing cost, the duration cost is not associated
with any expenditure of energy on behalf of either speaker or listener. Rather,
it represents a global constraint imposed on the manner of speech production
reflecting an intentional choice of the speaker with respect to speaking rate.

As we have seen, various duration aspects are in fact incorporated in the def-
initions of the articulatory effort and the parsing cost. The articulary effort is
defined as a time integral over the interval of overall gestural activation, and
hence its value depends on the time span of utterance realisation. The parsing
cost definition of each realised gesture includes the temporal estimate function
even more directly reflecting the lengths of the gestural realisation intervals,
and, consequently, the overall duration of the utterance. As argued above, the
global cost of overall duration introduces an additional adjustable constraint
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directly representing intentional choice of speaking rate.

Our earlier research suggests an additional role for the concept of durational
cost (Simko and Cummins, 2009a). Our simulations performed on an earlier
abstract version of our model indicated that, in a refined form, the duration
cost can serve as a “glue” binding gestures within suprasegmental constituents
of speech (Saltzman et al., 2000). Its reformulation in terms related to prosodic
� -gestures (Byrd and Saltzman, 2003) can, for example, lead to the emergence
of syllabic organisation of utterances.

7.4 Overall Cost Function

Faced with the requirement of finding the input constellation (gestural score
and overall system stiffness) that is optimal with respect to the three cost func-
tions defined in this Chapter, we are presented with a multi-objective optimi-
sation problem. As hinted earlier in this chapter, we approach this problem
in a standard way, and define the overall cost function C as a weighted sum of
component cost measures:

C = E + � PP + � DD, (7.24)

where � P and � D are the parsing and duration weight coefficients, respec-
tively. (Following the argument presented in Section 7.3.1, we can scale the
coefficients so that the corresponding weight � E = 1.)

The value of the coefficient � P determines the position of the solution of this
optimisation problem on the H&H scale, the coefficient � D influences its posi-
tion along the slow-fast speech dimension.

The following table presents the influences of some high level properties of
the gestural score and system stiffness constellation on the constituent cost
functions.

E P D
stiffness↗ ↗ ↘ ↘

activation lengths↗ ↗ ↘ ↗

Table 7.1: Influence of system stiffness and gestural activation interval length increase
on the constituent cost measures.

We discussed the impact of changes in the overall stiffness value and gestural
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activation interval lengths on the articulatory effort and parsing cost in the re-
spective sections. As indicated in Table 7.1, an increase in the overall stiffness
k, in general leads to shorter production. Increased length of gestural activa-
tion intervals means longer overall duration of the utterance.

Obviously, the values of the cost measures depend on finer details of gestural
sequencing than the mere activation interval durations. It is indeed, a central
hypothesis behind our approach, that all features of gestural phasing relevant
to the investigated patterns of sequencing can be seen as emerging from the
nature of the sequencing task realisation and the optimality requirement ex-
pressed by the objective function C.

However, even the sketchy form of the relationship illustrated by the Table 7.1
indicates that the changes in input constellations influence the constituent
functions in different ways. This conflicting nature of pressures guarantees,
that for every settings of the weight coefficients � P and � D there exists a com-
promise solution of our optimisation problem.

The weight coefficients do not explicitly determine the value of the system
stiffness or the details of gestural phasing. On the contrary, they represent high
level, intentional parameters of the physically embodied speech production
system.

We do not claim that speakers use these weights in an online manner when
searching for an appropriate sequencing pattern. Rather, we hypothesise that
the trade-offs captured by our cost function definition play their role during
the development of speech as a skilled human activity, and are thus reflected
in the phonological laws underlying speech production. During speech ac-
quisition and the accompanying fine tuning of our own production dynamics,
we take advantage of these low energy patterns which act as attractors in the
vastly high dimensional space of all possible productions.

7.5 Optimisation procedure

The vocal tract model detailed in Chapters 5 and 6 can be seen as a complex
definition of the function mapping gestural constellations, consisting of gestu-
ral activation patterns and values of system-wide stiffness, to vectors of time-
functions describing the corresponding movement of the model pure articu-
lators. The overall cost function, presented here, evaluates these articulatory
traces and assigns to them an appropriate number representing the cost asso-
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ciated with their realisation.

The function C defined as a compound of these two mappings, i.e. the projec-
tion of the vocal tract input space into the space of cost values, then serves as
an objective function of our optimisation procedure. The optimisation process
searches the multi-dimensional space of viable activation patterns and stiff-
ness values for a constellation which minimises the overall cost assigned to it
by this compound function.

The weight coefficients � P and � D serve as fixed parameters of each instance
of this search for optimal sequencing pattern. Another constraint is a formal
prescription of the required realised sequence of gestures. The search for the
optimal realisation of the sequence /aba/, for example, restricts the space of
evaluated input constellations to only those gestural scores and stiffness val-
ues which together realise the given sequence /aba/. As we have seen in Sec-
tion 7.2.4, this restriction is formulated again in cost terms, as an extra punish-
ment for failure to produce the sequence. This punishment is expressed as an
additional parsing cost.

To find the optimal input constellations realising a given sequence we use a
simple method related to simulated annealing and implemented in MATLAB.
Our implementation of simulated annealing uses a gradient descent optimisa-
tion method to find local optima of the objective function C. Due to the high
complexity of the searched space, the constellations found in this way are then
perturbed (replaced by a random nearby constellation) in a simulated anneal-
ing fashion and the gradient descent search continues.

To find a local minimum of the function using gradient descent, at each step
the constellation is adjusted in the direction of the negative of the gradient of
the objective function at the current point. The gradient is a vector in the input
constellation space which points in the direction of the greatest rate of increase
of the objective function C.

The overall cost associated with the production thus decreases with each step,
until it “gets stuck” in a local minimum. The perturbation then “releases” the
optimisation process from this local attractor and the search continues. The
search is terminated when a given number of the random perturbations (de-
creasing in magnitude) fails to lead the optimisation procedure to a new local
minimum. The constellation reached is then used as a sufficiently reliable es-
timate of the global minimum of the objective function C. The combination
of gestural score and overall system stiffness minimises the cost of sequence
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/i/ /a/
/d//b/i = 1

k = 39.9035

/i/ /a/
/d//b/i = 320

k = 16.7639

/i/ /a/
/d//b/i = 629

k = 15.6052

/i/ /a/
/d//b/i = 961

k = 16.9832

/i/ /a/
/d//b/i = 1283

k = 17.6023

/i/ /a/
/d//b/i = 1625

k = 21.0683

/i/ /a/
/d//b/i = 1948

k = 22.8823

/i/ /a/
/d//b/i = 2263

k = 31.5715

/i/ /a/
/d//b/i = 2582

k = 25.1649

/i/ /a/
/d//b/i = 2982

k = 23.8974

Figure 7.9: Sequence of gestural scores and corresponding values of overall stiffness
parameter evaluated during a search for an optimal realisation of sequence /ibad/.
Number i indicates the number of steps taken.
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Figure 7.10: Values of the overall stiffness parameter as a function of steps taken dur-
ing the optimisation of gestural sequence /ibad/.

production as conceived in this chapter.

The optimisation process is illustrated in Figures 7.9, 7.10 and 7.11. Figures 7.9
and 7.10 show an evolution of the gestural score and the overall stiffness pa-
rameter during the search for an optimal production of sequence /ibad/. Fig-
ure 7.11 then contains the corresponding values of the overall (objective) cost
function C. The values of the weight coefficients were set as � P = 100 and
� D = 120.

As a starting point for the optimisation procedure we chose a gestural score
which, alongside the overall stiffness (set to 40 Nm−1 in this case), realised
the sequence /ibad/. As in all of our simulations reported in the remaining
chapters of this thesis, we have used a “naı̈ve” procedure for designing the
starting gestural constellations: the gestural activation intervals of sufficient
lengths simply follow each other with no overlaps. In general (as we shall see
in Chapters 9 and 10) such gestural scores do not satisfy the optimality criteria.

Figure 7.9 contains several samples of the gestural score evaluated during the
search for the optimal constellation. It indicates that an approximation of the
resulting pattern was found relatively early, and the greatest portion of the
optimisation time was spent fine tuning its details. This general trend is even
better indicated in Figure 7.11 showing a steep decrease in the overall cost
value within first few steps of the process.
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Figure 7.11: Evolution of the value of the overall objective cost function during the
search for the optimal production of the sequence /ibad/ corresponding to the opti-
misation process depicted in Figures 7.9 and 7.10.

As revealed in Figure 7.10 most of this fine-tuning was actually spent by look-
ing for the value of the parameter k, optimal with respect to the given task.
Note also the spikes in the overall cost chart in Figure 7.11 marking the results
of the perturbations discussed above.

The optimal input constellation was in this example found after 2982 steps.
Our implementation uses a numerical method of evaluation the first deriva-
tives of the objective function needed for the identification of its gradient. Con-
sequently, the objective function is evaluated multiple times during each step.
Overall, for this example, the objective function was called approximately
10,000 times4.

Each of these calls means finding the solution of the non-linear dynamical sys-
tem defined in Chapter 6 and evaluating it with respect to the cost functions
presented in this chapter. This computationally demanding nature of the opti-
misation process is the main reason behind most of the simplifications of intro-
duced in this thesis, such as the linear nature of the transformations between
various levels of description. We needed a mathematically simple model of
the vocal tract as well as a manageable cost function for evaluating its perfor-

4The completion of the optimisation process took several hours on a modern PC. Moreover,
to ensure that the optimisation indeed yielded a real global minimum (this is not guaranteed
due to the partly stochastic nature of the presented optimisation procedure), for the simula-
tions presented in the following chapters we repeated this process several times.
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mance in order to be able to perform the simulations of gestural sequencing in
a reasonable time.

In the remaining chapters we present optimal sequencing patterns obtained by
the procedure outlined here. As we shall see, despite the abstract nature of our
modelling approach the resulting gestural sequences reflect many of the pho-
netic phenomena described in Chapter 3 and supply interesting intuitions with
respect to the phonological theories of sequencing presented in Chapter 4.
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Part III

Results



CHAPTER

EIGHT

Simulation Methodology

Before proceeding with our simulations inspired by the phonetic patterns de-
scribed in Chapters 3 and 4 we present here a short chapter discussing some
of the concepts and techniques used in the remainder of this thesis. We also tie
up some loose ends left open in the previous chapters.

First, a workable system setup is presented, that will be used in all subsequent
simulations. A single sample utterance of the sequence /abid/ serves to il-
lustrate conventions that are used throughout in plotting scores, articulator
movements and gesture realisation.

In Section 8.2, the issue of intergestural phasing discussed in the general con-
text of AP in Section 4.1 is re-addressed. We define a temporal scale used for
quantifying the intergestural coordination which refers to abstract dynamical
cycles of gestures rather than to an external time scale measured in millisec-
onds. We also define the gestural stiffness parameter as a means for normalis-
ing the temporal extent of gestures based on their phonological status.

Finally, in Section 8.3, we introduce a method (repeatedly applied in the subse-
quent simulations) that allows an exploration of the space of possible gestural
coordinations. In this way, we can empirically determine the space of possible
coordinations, and their associated likelihoods, for a given system parame-
terisation. As will become clear, this exploration is intimately related to the
theoretical notion of a phase window that constrains the relative timing of two
gestures.
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Pure articulators
J TB TT UL LL

Masses � � (g) 450 250 80 90 50 Gestural
Stiffness coefs � � 0.5 1 1 6 1 targets (mm)

S-R equils y� 0 (mm) 8 4 -6 0 0 /b/ /d/ /a/ /i/

Tract variables
zTB -0.5 1 0 0 0 -9 9
zTT -1.5 0.25 1 0 0 3
zLA 2 0 0 1 -1 0

Gesture stiffness coefs cg 10 14.3 5 5

Table 8.1: Setup parameters used in most of our simulations.

8.1 Setups and plots

Unless stated otherwise, the simulations presented in the following chapters
are all performed using the same model parameterisation. Table 8.1 provides
an overview of the parameters of this setup.

The somewhat intricate shape and organisation of this table reflects the multi-
level nature of our vocal tract model. The full model specification requires
parameters referring to objects on three levels of description: pure articulators,
tract variables and gestures. As we can see, the setup assigns the speech ready
equilibrium position of −6 mm to the tongue tip pure articulator acting on a
load of 80 g. The tongue body tract variable is defined as zTB = −0.5yJ + yTB.
(The anatomy matrix A defined by Equation 5.18 in Section 5.3.2.2, page 99, is
used for mapping the pure articulator lengths to the model’s tract variables.)
Finally, the gesture /b/, when active, drives the lip aperture tract variable zLA

towards the target of 0 mm and the stiffness parameter of the lip aperture’s
task dynamics is 10 times the system-wide overall stiffness.

For an input presented in the form of gestural activation functions (gestural
score) and the overall stiffness value, the vocal tract model defined in Chap-
ters 5 and 6 computes the corresponding pure articulator trajectories. Using
the linear mappings defined in Sections 5.3 and 7.1, we can then recast these
trajectories to the end-effector and model muscle spaces and obtain the trajec-
tories of the end effectors and agonist-antagonist muscle pairs driving the pure
articulators. Finally, these traces are used to evaluate the values of component
cost functions – effort, parsing and duration, see Chapter 7 – which ultimately
combine to yield the overall production cost associated with the utterance pre-
scribed by the given gestural score and overall stiffness.
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Figure 8.1: A typical plot used in subsequent chapters showing a gestural score, asso-
ciated articulatory traces and realisation degree functions for sequence /abdi/.

Throughout the remaining chapters of this work we shall use plots like that
presented in Figure 8.1 – or relevant parts thereof – to capture the important
aspects and partial results of the process outlined above.

The figure shows a gestural score, articulatory traces and realisation degree
functions for a (non-optimal) production of sequence /abdi/. The text above
the charts contains the system’s interpretation of the order of realised gestures,
overall stiffness (part of the input alongside the gestural score) and the values
of the cost components associated with the utterance simulation. The origin of
the time axis is set to an important articulatory landmark, in this case to the
onset of the oral closure of the consonant /b/. The closure onsets for the two
consonants are marked with solid vertical lines running across all three charts,
the closure offsets are marked by similar dashed lines. The filled rectangles in
the gestural score correspond to the activation intervals of gestures /a/, /b/,
/d/ and /i/.

The middle pane of Figure 8.1 shows trajectories of selected model end effec-
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tors and pure articulators: the tongue body (lighter solid line), the lips (dashed
lines), the tongue tip (dash-dotted line) and the jaw (heavy solid line). The
horizontal grid lines mark articulatory targets of the vocalic gestures (−9 and
+9 mm for the tongue body) and the gesture /d/ (+3 mm for the tongue tip).
In some figures presented in the following chapters the trajectories of some of
the components are omitted.

Finally, the relevant components of the realisation degree definition – in this
case the precision estimate functions – for the four gestures are plotted in the
bottom chart in shades corresponding to the colours of the gestural score rect-
angles. The peaks of the rising and falling functions correspond to the ges-
tures, from left to right, /a/, /b/, /d/ and /i/. Recall from Section 7.2 that
the maximal possible value of the precision and temporal realisation estimate
functions is 1. (Note that in Figure 8.1 the realisation intervals (closures) of
the two consonants do not overlap. Consequently, there is a short time in-
terval between the consonantal closure intervals during which no gesture is
sufficiently prominent, the precision estimate of the active gesture /i/ falling
below the realisation threshold 0.8.)

8.2 Quantification of intergestural coordination

The onsets and offsets of gestural activation intervals which serve as inputs
to our vocal tract model are generally specified as time points. Also, the tra-
jectories of the pure articulators, i.e. the solutions of the model’s system of
second-order differential equations, are expressed as time functions, as are
their projections into the model muscle, end-effector and tract-variable spaces.
The relevant articulatory landmarks generated by the model (for example the
oral closure onsets and offsets in Figure 8.1) are thus described with respect
to an external clock (expressed in milliseconds) and not with respect to the
intrinsic states of the model’s time-invariant dynamics.

This manner of expressing some high level characteristics of simulated gestu-
ral sequences is in many cases appropriate and serves best in describing the
phenomena under investigation. For instance, we can be interested in the du-
rational aspects of utterances realised with various settings of the cost compo-
nent weights, and investigate how the duration of their production (expressed
in traditional time units, like milliseconds) reflects the modelled variations
along the speaking rate scale.
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However, in many other cases, for example when evaluating the degree of
invariance in intergestural coordination, we may want to refer to important
landmarks in gestural sequence as related to the time-invariant state of the
system’s task dynamics rather than to the external clock.

In Section 4.1 we introduced such a reference coordinate system based on the
concept of an abstract gestural cycle of the undamped version of the tract vari-
able dynamics. The temporal events associated with a given gesture are re-
ferred to in terms of the angle of a 360◦ cycle aligned with a single period of
the undamped oscillator with the same values of stiffness and mass parame-
ters as those of the underlying gesture. The angle – phase of the underlying
abstract cycle – uniquely describes a current relation between the gesture’s dy-
namical state variables z and ż. Using the period of the abstract cycle as a “time
unit” for describing relevant events means characterising the temporal dimen-
sion of the events in terms of the dynamics of the referent gesture instead of
the external clock.

Figure 8.2 illustrates this difference. It shows two realisations of the sequence
/adi/ generated using different gestural dynamical parameters, encapsulated
in our modelling approach in a single value of the overall system-wide stiff-
ness. The gestural scores for these two utterances are equally scaled with re-
spect to the /d/ gesture abstract activation cycle. In both cases, the onset of
the consonant activation interval is set to 0◦ (by default), its offset to 517◦, the
onset of the /a/ activation to −621◦, the offset of /a/ and the onset of /i/
both to 155◦ and the offset of the /i/ gesture to 1189◦, all with respect to the
abstract activation cycle of the gesture /d/. The phase time scale is in both
cases plotted above the gestural score chart.

As we can see, the gestural activation patterns and the corresponding end ef-
fector trajectories are identical when seen in the phase time scale. However,
if the time scale is recast to a “normal” temporal coordinate measured in mil-
liseconds, shown at the bottom of the end effector plot, the top realisation us-
ing the overall stiffness value 60 Nm−1 is actually considerably longer (slower
speaking rate) than the bottom one with a higher overall stiffness of 90 Nm−1.
The timing of articulatory events in these two utterances is thus invariant with
respect to the intrinsic time reflecting the articulatory state of one of the con-
stituent gestures, but variable with respect to the external clock.

In our work we adopted this approach for describing intergestural coordina-
tion.

160



!!"# # !"# $%# &#'#

/i/
/a/

/d/

!"#$%&'(%)*%%$+

,
%
$
-.
*#
/

$
0
1
*%

())*+,-.*/01,2310004)355-*66/0"#000786)/09%:&9#;0<*558+)=>0#:%9"#'0<?,+63-@=>0#:!;$#;0<2A+,)38-=

!"B:" # "B:" &!B:% %#':'

!%#

!B

#

!

B

2
3
(
!
%
44
%
0
-1
*&
!
1
$
5-
51
3
$

'6
6
+

-56%&'6$+

!!"# # !"# $%# &#'#

/i/
/a/

/d/

!"#$%&'(%)*%%$+

,
%
$
-.
*#
/

$
0
1
*%

())*+,-.*/01,2310004)355-*66/07#000896)/0!!:7";"0<*559+)=>0#:%$#'"0<?,+63-@=>0#:%7&'$0<2A+,)39-=

!;":' # ;":' &&!:" &$#:B

!%#

!7

#

!

7

2
3
(
!
%
44
%
0
-1
*&
!
1
$
5-
51
3
$

'6
6
+

-56%&'6$+

Figure 8.2: Two “time scales” used for characterising the temporal dimension of in-
tergestural coordination.
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The period of an abstract cycle referring to the dynamical states of gestures is
evaluated in terms of the tract variable dynamics associated with the gesture.
Formally, the duration of period Tg of the abstract cycle of the gesture g is
computed as

Tg = 2�
√

mg/kg, (8.1)

where mg and kg are the mass and the stiffness parameters of the dynamical
system determining the behaviour of the tract variable zg associated with the
gesture g. We shall return to the details of evaluating these parameters shortly.

The phase of an event occurring t seconds after the onset of gesture g is then
comupted as

� (t) = 2�
t

Tg
. (8.2)

As mentioned above the phase angle � determines a relationship between the
state variables zg and żg of the tract variable associated with the gesture:

tan(� ) = −żg/zg, (8.3)

and thus provides a way of referring to articulatory events with respect to
time-invariant dynamical states of the gestural activation cycle.

The stiffness parameter kg = cg k used for determining the duration of the
abstract period Tg (Equation 8.1) is the uniquely defined gestural stiffness pa-
rameter (cg is the stiffness scaling associated with gesture g and k the overall
system stiffness). However, as discussed in considerable detail in Section 6.2,
the mass parameter of the tract variable task dynamics (Equation 6.5) is not de-
termined uniquely, in a context independent way. As a consequence of dynam-
ical coupling reflecting the articulatory character of active gestures, its value
depends on the gestural constellation active at a given time.

Therefore, we have chosen to use as a reference value mg the unambiguously
defined mass coefficient of the tract variable zg dynamics when the gesture g
is active on its own. Formally, using Equation 6.15, its value is computed as

mg = AgMyA∗W1
g , (8.4)

where Ag is the row of the anatomy matrix used corresponding to the tract
variable zg, My and W1 are the pure articulator mass matrix and the weight
matrix described in Section 6.2.

We have decided to use the concept of the abstract gestural period to nor-
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malise the temporal profiles of gestures with respect to their phonological na-
ture. That is, we set the gestural stiffness scaling coefficients cg so that the
durations of the abstract cycle periods of the gestures defined by Equation 8.1
adhere to the following pattern:

T/i/ = T/a/ < T/b/ = T/d/. (8.5)

This decision is motivated by our aim to eliminate, as far as possible, a su-
perficial influence of the articulatory nature of gestures on emerging interges-
tural patterns presented in the following chapters. In particular, we wanted
to discount a difference in the duration of consonantal gestures caused by the
details of the model vocal tract anatomy as a possible source of the context
dependency of intergestural phasing.

In the case of vowels, the relationship (8.5) trivially holds when the stiffness
scaling coefficients c/i/ and c/a/ are equal, because the vowel productions en-
gage the same tract variable. The consonants have the same period of the ab-
stract cycle if the following relation between their stiffness scaling coefficients

c/d/ = c/b/
m/d/

m/b/
, (8.6)

where m/d/ and m/b/ are the mass coefficients obtained using Equation 8.4.

The longer periods for the vowels compared to the consonants, motivated by
the distinction between these gestures discussed in Section 7.2, are established
using appropriate values of the scaling coefficients. The resulting scaling coef-
ficients used in simulations throughout this work are presented in Table 8.1.

There are several important limitations of the intrinsic, dynamically conceived
quantification of sequential timing described above.

Some, related to the fact that in ours as well as in the general TD approach, the
damped oscillators are used were mentioned in Section 4.1. The others, related
to our particular approach presented here are discussed below.

As seen from the calculation of parameters of the projection – Equation 8.2 –
described above in Equations 8.1, 8.4, we have chosen to neglect the influence
of the speech ready dynamics on the duration of gestural abstract cycle as well
as the consequences of intergestural dynamical coupling resulting from our
bidirectional approach to modelling the embodied articulatory task dynamics
(see Section 6.2). Moreover, our account presented here ignores the influence of
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system behaviour prior to the onset of the abstract cycle under consideration,
i.e. the context-dependent position and velocity of the relevant tract variable
at the onset of the gesture’s activation interval.

The main reason for these decisions is the intended simplicity of our definition
of intrinsic timing as well as compatibility with the traditional usage of this
concept. We shall refer to these concerns whenever presenting results which
may be possibly influenced by the simplifications we made.

8.3 Placing constraints on intergestural phasing

In Section 7.5 we described the optimisation procedure used in our simulations
as a search though the space of gestural activation patterns and overall stiff-
ness parameter values for a constellation that minimises our objective function
conceived as a compound of the vocal tract model and the cost measures de-
fined in Chapters 5-7. The only condition the constellation considered must
fulfil to be considered as suitable candidates is that they realise a prescribed
gestural sequence. Otherwise, the search is unconstrained, that is, there are
no additional restrictions as to what constellations are viable candidates as the
global minimum.

For some of the simulations presented in Chapters 9 and 10, however, we have
chosen to search for the cost-optimising gestural constellations adhering to
some additional pre-defined explicit constraints posed on the inter-gestural
sequencing.

Figure 8.3 shows an example of such constraint. The simulation result plotted
at the top shows the optimal unconstrained production of utterance /ida/ as
identified by the general process described above. The constellation below,
however, is the cost-optimal realisation of the same utterance for which the
offset of the gesture /i/ coincides with the onset of the gesture /a/, i.e. for
which the vocalic activation intervals are joined together. This “clamping”
constraint was specified prior to starting the optimisation process, limiting the
search to those gestural activation patterns that satisfy this criterion.

Placing such constraints on inter-gestural phasing is facilitated by our simple
modelling paradigm. In the general case of searching for the optimal constel-
lation realising the utterance /ida/ the objective function used in the optimi-

164



!!"# !!## !"# # "# !## !"# $## $"#

/i/
/a/

/d/

!
"
#
$%
&'
(

#
)
*
&"

%&&'()*+',-./0).---1&/22*'33,-4!566""---783&,-$"59:$$-;'228(&<=-#5$">#"-;?)(3/*@<=-#569$"$-;0A()&/8*<

!!"# !!## !"# # "# !## !"# $## $"#
!$#

!>

#

6

>

+
,
-
!
"
..
"
)
$*
&/
0
*
#
1$
1*
,
#

23
3
4

$13"/23#4

!!"# !!## !"# # "# !## !"# $## $"#

/i/
/a/

/d/

!
"
#
$%
&'
(

#
)
*
&"

%&&'()*+',-./0).---1&/22*'33,-4#5676---893&,-$"5#:;7-<'229(&=>-#5$7#"?-<@)(3/*A=>-#5?7$4;-<0B()&/9*=

!!"# !!## !"# # "# !## !"# $## $"#
!$#

!:

#

?

:

+
,
-
!
"
..
"
)
$*
&/
0
*
#
1$
1*
,
#

23
3
4

$13"/23#4

Figure 8.3: Restricted optimisation

165



sation procedure can be expressed in detail as

c = C(a0
/i/, a1

/i/, a0
/d/, a1

/d/, a0
/a/, a1

/a/, k)

assigning the cost value c to the gestural constellations fully described by onset
and offset times (a0

g and a1
g) of activation intervals of participating gestures

g ∈ {/a/, /d/, /i/}. In the “clamped” case, this function was replaced by a
constrained version

c = C (a0
/i/, a1

/i/, a0
/d/, a1

/d/, a1
/i/, a1

/a/, k),

imposing the value a1
/i/ of the gesture’s /i/ offset as the gesture’s /a/ onset

time.

This simple “clamping” can be formally expressed as using an interval-joining
constraint

 (a0
/i/, a1

/i/, a0
/d/, a1

/d/, a1
/a/, k) = a1

/i/.

instead of the free parameter a1
/i/:

c = C (a0
/i/, a1

/i/, a0
/d/, a1

/d/,  (a0
/i/, a1

/i/, a0
/d/, a1

/d/, a1
/a/, k), a1

/a/, k).

The constraint  ensures that the onset time a0
/a/ of the gesture equals the off-

set time a1
/i/ of gesture /i/, as required. The optimisation procedure thus in

effect searches through a lower-dimensional space of available gestural con-
stellations satisfying the given criterion.

The constraints posed on intergestural timing in this way are not limited to
simple cases of restricting the activation interval boundary to an onset or off-
set of another gesture’s activation. As we shall see in the following chapters,
the constraint function can “clamp” appropriate gestural onsets or offsets to
arbitrary point definable in terms of the constellation of remaining gestures in
the sequence, for example, to a given phase of the abstract activation cycle of
any participating gesture.

It is important to stress here, that we have not employ this method of con-
straining intergestural phasing in order to impose any implicit rules or any
other general behavioural patterns – motivated phonologically or otherwise –
on the emerging intergestural sequencing relations. Rather, with one notable
exception discussed in detail in the following chapter, we used this method to
more thoroughly explore the space of intergestural phasing relations and re-
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late our results to existing theories of intergestural phasing, for instance, the
theory of phase windows.
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CHAPTER

NINE

Simulations of Local Sequencing
Patterns

In this chapter we present the results of our simulations concerning simple lo-
cal sequencing patterns involving a small number of gestures. We used our
optimisation process to find gestural constellations that were optimal with re-
spect to the efficiency requirements considered here for simple gestural se-
quences consisting of vocalic-consonantal-vocalic gestures (VCV sequences).

The resulting constellations adhere to several phonological principles dis-
cussed in Section 3.1. For example, a clear separation of vocalic and conso-
nantal tiers emerges. That is, the vowels are sequenced as an uninterrupted
sequence of gestural activation intervals interleaved by consonantal activa-
tion intervals fully coproduced with the underlying vocalic gestures (Öhman,
1966).

Comparing the optimal gestural scores and corresponding articulatory be-
haviour with the results of phonetic experiments reported in Section 3.1, the
further similarities between the results of our simulations and intergestural
patterns manifested in speech are revealed. The emergent temporal order
of identifiable articulatory events closely matches the order of corresponding
articulatory and acoustic landmarks in speech produced by human subjects
(Löfqvist, 1996; Löfqvist and Gracco 1994, 1997, 1999, 2002).

The optimal VCV sequences obtained though our simulations were then used
to evaluate some of the phonological hypotheses presented in Section 4.1 in
the light of efficiency requirements posed on an embodied speech production
system. In particular, we examine the AP assumption of punctate fixed phas-
ing relationships between neighbouring gestures. Our results do not support
this claim as the emergent sequencing patterns show a strong dependence of
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intergestural phasing on an articulatory nature of the sequenced gestures.

In Section 9.2 we then use the flexibility of our optimisation technique to fur-
ther explore the efficiency landscape of intergestural phasing relations. We
present a way, inspired by phase window theory, of expanding some of the
selected results. Finally, we propose a tentative strategy leading to an inter-
pretation of the emergent phasing relations in terms of verifiable predictions.

9.1 VCV sequences

In this section we present results of our simulations of simple VCV sequences.
Due to the restricted architecture of our model detailed in the previous chap-
ters, the selection of gestures at our disposal is limited to vowels /a/ and /i/
and consonants /b/ and /d/.

All simulations presented in this section are performed on the model setup
defined in Section 8.1 of the preceding chapter.

“Naı̈ve” initial gestural scores – see Section 7.5, Figure 7.9 – were used as start-
ing points for the optimisation procedure in all presented simulations. Ac-
tivation intervals with lengths sufficient to produce the given gestures were
sequenced in a simple series: the activation onset for each gesture was set
to the activation offset of the previous gesture. The initial overall stiffness of
60 Nm−1 was used.

Figure 9.1 shows an optimal gestural score, articulatory traces and realisation
degree functions for the sequence /abi/. The components of the figure are
described in Section 8.1. This figure, as well as all remaining simulation re-
sults presented in this chapter, exposes some of the rudimentary properties
of our modeling paradigm. First is the simple fact that our fully automatic
optimisation process converges. Second, the resulting gestural score and ar-
ticulatory movements do not appear to violate any obvious intuitions about
gestural sequencing, even though the optimisation process does not explicitly
guarantee any phonologically specified behaviour with regards to sequenc-
ing (phasing rules) other than a simple order in which the constituent ges-
tures are to be realised. On the contrary, a closer examination of the optimal
sequences reveals their marked agreement with intergestural sequencing pat-
terns stipulated by phonologists and reported in phonetic literature which we
summarised in Chapter 3.
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Figure 9.1: Optimal gestural score, associated articulatory traces and realisation de-
gree functions for sequence /abi/. The optimisation parameters were set to � P = 100
and � D = 100 corresponding to normal speaking rate and mid-point of H&H articu-
lation scale.

Our simulations of VCV sequences presented in this section, as well as VCnV
sequences1 reported later, show a clear separation of the vocalic and conso-
nantal tiers. According to the theory of tier separation (Öhman, 1966; Fowler,
1983), the vowels are produced as an uninterrupted sequence of appropriate
articulatory movements, while the intervening consonants (employing differ-
ent sets of articulators) are realised independently around the time of the inter-
vocalic transition. In our simulations, presented in Figures 9.1, 9.2 and 9.5, the
vocalic activation intervals in the optimal sequences are ordered as a continu-
ous series which is interleaved with consonantal gestures. The only apparent
exception is the sequence /ida/ shown in Figure 9.6, to which we shall return
later. For all symmetrical sequences, plotted in Figures 9.3 and 9.7, the activa-
tion intervals for the vowel instances preceding and following the intervening
consonant actually merge, resulting in a single continuous vocalic activation

1As we mentioned earlier, the upper index indicates the repetition of the given segment.
So, C3 stands for three clustered consonants, CCC.
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Figure 9.2: Optimal gestural score, associated articulatory traces and realisation de-
gree functions for sequence /iba/. The optimisation parameters were set to � P = 100
and � D = 100.

interval.

This result is not trivial. Although the vowels are produced with the tongue
body end effector and the consonants with the lips (/b/) or the tongue tip
(/d/) end effectors, the vocalic and consonantal gestures exert an influence on
shared pure articulators: the jaw in the case of /b/ and both the jaw and the
tongue body pure articulator in the case of /d/. Despite these often contradic-
tory influences, the tier-separation phenomenon supported by phonological
intuitions and phonetic measurements emerges as a consequence of the physi-
ologically and perceptually motivated cost efficiency requirements. Moreover,
this pattern is stable with respect to speaking rate variations and variations in
the degre of undershoot indirectly controlled by the cost components weights.

The end-effector traces for simulated utterances /abi/, /iba/ and /aba/ show
further similarities with magnetometric articulatory measurements presented
by Löfqvist (1996), and Löfqvist and Gracco (1994, 1997, 1999) which we sum-
marised in Section 3.1.
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Figure 9.3: Optimal gestural scores and associated articulatory traces for sequences
/aba/ (top) and /ibi/ (bottom). The optimisation parameters were set to � P = 100
and � D = 100.
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In the simulated sequence /abi/ plotted in Figure 9.1, the jaw rises steadily
from the lower position for /a/ to the higher position for /i/ during the conso-
nantal closure. The lower lip, on the other hand, exhibits a distinct rising and
lowering kinematic profile. The lower lip moves with a considerably higher
velocity at the moment of oral closure onset and release than the upper lip,
and over considerably larger distance. Moreover, most of the tongue body
transition from the first vowel to the second one is realised during the oral
closure. All these phenomena are in qualitative agreement with the aforemen-
tioned articulary measurements for human speakers.

The lips, in particular the lower one, continue their movement towards each
other after the instant of lip closure. In our model, this behaviour is facil-
itated by the “elastic” nature of model articulatory boundaries described in
Section 6.2 accounting for a compression of soft tissues of the model end effec-
tors.

For human speakers producing /abV/ sequences recorded by Löfqvist and
Gracco (1997), the trajectory of the lip aperture movement during consonan-
tal closure was asymmetric: the interval between the closure onset and peak
lip closure was consistently longer than the interval between the peak closure
and the closure release. Moreover, the end effectors were moving at close to
peak velocity at the instant of oral closure. Our simulations do not reproduce
these phenomena. The main reason for this deficiency is probably the step-
wise nature of our gestural activation functions. At the onset of the gesture’s
activation, a sudden force impulse is applied to each relevant pure articulator,
resulting in abrupt changes in the end-effector trajectories. The peak velocities
are thus achieved shortly after the activation interval onsets. In future versions
of our model, we are planning to replace the step-wise activation patterns with
more realistic gradual activation onsets and offsets.

Our simulations, however, successfully reproduce the phasing relations
among gestures in asymmetric /VbV/ sequences, as found by Löfqvist and
Gracco (1999) which we summarised in Figure 3.5 in Section 3.1, reprinted
here for reader’s convenience as Figure 9.4.

In vast majority of trials, the four subjects investigated by these authors started
the tongue transition associated with the switch between vowels before the full
oral closure for /b/ was achieved. Moreover, the measurements suggested
an asymmetry, induced by vocalic context, between the temporal precedence
of lip and tongue body movements. In sequences /abi/, three out of four
subjects tended to start the lip movement before the tongue body movement
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Figure 9.4: Schematic gestural scores for sequences /abi/ and /iba/ reflecting phasing
patterns described in (Löfqvist and Gracco, 1999). The thick vertical lines mark the
consonantal closure onsets and offsets. Reprinted from page 47.

onset. On the contrary, for all four subjects it was the tongue body movement
which consistently preceded the lip movement onset for the bilabial closure in
sequences /iba/.

Comparing the schematic expression of this behaviour presented in Figure 9.4
with the results of our simulations (gestural scores in Figures 9.1 and 9.2), we
can see that our optimal sequences show precisely the same precedence pat-
terns as the human speakers recorded by Löfqvist and Gracco (1999).

We can quantify the intergestural phasing relations realised in the optimal se-
quences using the abstract gestural activation cycle convention introduced in
Section 4.1 and subsequently detailed in Section 8.2.

Table 9.1 provides a summary of articulary events in the simulated /VbV/ se-
quences expressed as phases of the abstract activation cycle of the gesture /b/:
the phase of the consonant’s cycle at which the bilabial closure is achieved,

V-V switch
C closure V-V switch to C closure

/abi/, Figure 9.1 207◦ 70◦ 137◦

/aba/, Figure 9.3 186◦ — —
/iba/, Figure 9.2 99◦ −47◦ 146◦

/ibi/, Figure 9.3 105◦ — —

Table 9.1: Phase values of consonant activation cycle at which important articulatory
events occurred in simulated sequences /VbV/.
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the phase at which the inter-vocalic transition starts (the onset of the second
vowel’s activation interval), and the relative phase between the inter-vocalic
switch and the bilabial closure (which is a subtraction of the previous two).
Admittedly, the exact numeric values of the phase angles presented here de-
pend on various aspects of the model setup. It is not our ambition to make
precise quantitative predictions regarding intergestural sequencing. All our ob-
servations and subsequent suggestions are of a qualitative nature.

A brief look at Table 9.1 reveals a lack of an obvious invariance among the
considered phasing relations. The behaviour captured in this table suggests,
that in embodied systems even the major articulatory landmarks, such as the
target achievement during a consonantal gesture, are not necessarily phased
in the invariant manner postulated by Articulatory Phonology.

Nevertheless, some interesting patterns emerge. The most noticeable is the
strong dependency of the angle values on the initial vowel of the VCV se-
quence. The oral closure, for example, is achieved significantly earlier in se-
quences beginning with /i/ than those beginning with /a/.

One of the obvious reasons behind this asymmetry lies in the architectural
properties of the model vocal tract. During the production of the initial /i/ in
/iba/ the lips are driven much closer to each other than during the initial /a/
in /abi/; hence the earlier achievement of the oral closure in the /b/ gesture
cycle for sequence /iba/ than for /abi/. This fact is exemplified by the opti-
mal gestural scores for the symmetrical sequences /aba/ and /ibi/ shown in
Figure 9.3, where the activation interval for /b/ is clearly much shorter in the
case of /ibi/ than for /aba/, and the oral closure is also achieved earlier in the
/b/ cycle for /ibi/ (105◦) than for /aba/ (186◦).

This reason alone, however, does not provide a sufficient explanation. First,
comparing the phase at which the oral closure is reached in symmetric and
asymmetric sequences starting with the same vowel reveals that the relation
is not invariant – the phase at which the closure is achieved does not depend
solely on the articulatory nature of the first vowel as suggested above, but on
the entire vocalic context. Moreover, the phase difference between the intervo-
calic transition onset and the achievement of the bilabial closure achievement
is also dependent on the vocalic context: the transition starts earlier for /iba/
than for /abi/. Interestingly, this behaviour is again consistent with that of
human speakers (Löfqvist and Gracco, 1999; see also our summary of their
results in Section 3.1).
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Figure 9.5: Optimal gestural score, associated articulatory traces and realisation de-
gree functions for sequence /adi/. The optimisation parameters were set to � P = 100
and � D = 100.

Turning our attention to the articulatory traces generated for simulated
/VdV/ sequences, we can again demonstrate a significant agreement of our
results with the phonetic data presented by Löfqvist and Gracco (2002).

Figure 9.5 shows a simulated optimal production for sequence /adi/. The
model setup and the components of the figure are again as presented in Sec-
tion 8.1 of the previous chapter.

As was the case with /VbV/ sequences, in the optimised sequences with in-
termittent consonant /d/ (Figures 9.5, 9.6 and 9.7), the end effector (tongue
tip, plotted as dash-dotted line) movement continues during the alveolar clo-
sure and most of the inter-vocalic trajectory of the tongue body end effector is
completed during the closure. Also, the tongue body movement for the switch
between vowels in asymmetric sequences starts before the achievement of the
alveolar closure.

However, while the sequences /adi/, /ada/ and /idi/ show clear separa-
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Figure 9.6: Optimal gestural score, associated articulatory traces and realisation de-
gree functions for sequence /ida/. The optimisation parameters were set to � P = 100
and � D = 100.

tion of vocalic and consonantal gestural tiers, the gestural activation pattern
of /ida/ plotted in Figure 9.6 is more complex. There, the activation interval
of the initial /i/ ends at the onset of the /d/ gesture’s activation and the acti-
vation interval of the following vowel does not start until significantly later in
the /d/ gesture’s activation cycle. This anomaly is related to the articulatory
nature of gestures /i/ and /d/ as defined in our model. The tract variables
controlled by these gestures share two pure articulators – the jaw and pure
tongue body – and are thus more strongly inter-linked than the vocalic ges-
tures are with the bilabial /b/. Moreover, the rising nature of the alveolar stop
/d/ gesture exerts a significant influence on the participating tongue body in
the direction favouring realisation of the high vowel /i/. In fact, as can be
revealed by closer scrutiny of the tongue body trajectory in Figure 9.6, at least
when the tongue body articulator is in the vicinity of the gestural target for
/i/, this influence is stronger than that of the /i/ gesture. This synergetic effect
means that under some circumstances, the /d/ gesture is better at producing
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Figure 9.7: Optimal gestural scores and associated articulatory traces for sequences
/ada/ (top) and /idi/ (bottom). The optimisation parameters were set to � P = 100
and � D = 100.
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Figure 9.8: Optimal gestural score and associated articulatory traces for constrained
sequence /ida/∗, see the text for description. The optimisation parameters were set to
� P = 100 and � D = 100.

vowel /i/ than the gesture /i/ itself!

The strength of this interaction depends on the anatomy settings of the model,
in particular the weight of tongue body pure articulator parameter in the defi-
nition of the tongue tip end effector and the value of the /d/ gesture’s stiffness
coefficient. The lower the weight and/or the coefficient, the weaker the effect.
It remains an open question, whether this effect is only an artefact caused by
the simplified architecture of our model, or whether synergies like this indeed
play a discernible role in sequencing skilled motor actions.

This extra pull towards the target for /i/ has a significant effect on the parsing
cost value, creating a strong attractor for the particular pattern of sequencing
plotted in Figure 9.6. As the end effector trajectory of the tongue body move-
ment suggests, the inter-vocalic switch – the change of direction of the tongue
body movement – occurs at the onset of the second vocalic gesture /a/ activa-
tion interval. The pull exerted by the gesture /d/ towards the target for /i/
– the interval from the onset of /d/ (offset of /i/) to the onset of /a/ – can
be seen as an extension of the vocalic gesture /i/. This interpretation, which
would be the only possible one drawn from articulatory kinematic data avail-
able to phoneticians, is consistent with vocalic and consonantal tier separation
documented for our remaining simulations.
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If, on the other hand, we presume that this effect is but a side product of our
model’s design, we can force our model to ignore this artificial attractor. We
can use the method described in Section 8.3 and “clamp” the vocalic activa-
tion intervals together, i.e., limit the set of possible gestural scores to those for
which the offset of the first vowel coincides with the onset of the second. The
optimal realisation of the sequence /ida/ which adheres to this constraint is
shown in Figure 9.8. We shall refer to this simulation result as /ida/∗.

The activation pattern of /ida/∗ is in fact similar to the optimal realisation of
the sequence /iba/ (Figure 9.2). The inter-vocalic switch also slightly precedes
the onset of the consonantal gesture. Obviously, the presence of the vocalic tier
here is enforced and the realisation is sub-optimal with respect to the criteria
applied to the remaining simulations presented in this section.

Unfortunately, for the /VdV/ sequences we do not have access to a detailed
analysis of human speaker intergestural phasing patterns such as that pro-
vided by Löfqvist and Gracco (1999) for the sequences with bilabial /b/.
Therefore, the local phasing behaviour of sequences with an alveolar stop pre-
sented here can be seen as a collection of testable predictions, which are to be
verified (or falsified) by future explorations.

As we observed above, the inter-vocalic switch in sequences /adi/, /ida/ and
/ida/∗ occurred before the consonant closure was achieved. However, in con-
trast to the bilabial sequences, the switch took place after the onset of the /d/
gesture in both optimal vocalic contexts, but not in the constrained sequence
/ida/∗.

Table 9.2 is an extension of Table 9.1 and includes the obtained phase angles
of relevant articulatory events with respect to the consonant’s activation cycle
for the sequences with alveolar stops.

The sequences are ordered according to the lag of closure achievement within
the consonantal gesture’s cycle. This order reveals an interesting pattern:

/iba/</ibi/</ida/∗ </ida/</idi/</aba/</ada/</abi/</adi/.

A similar order emerges for the phase difference between the onset of conso-
nantal gesture and the intervocalic switch. Interestingly, as seen in Table 9.2,
when we ignore the the sequence /ida/ which is strongly influenced by the
aforementioned /d/-/i/ synergy effect, the phase difference between the in-
tervocalic switch and the achievement of the consonantal closure suggests a
more stable intergestural phasing relation.
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V-V switch
C closure V-V switch to C closure

/iba/ 99◦ −47◦ 146◦

/ibi/ 105◦ — —
/ida/∗ 123◦ −15◦ 138◦

/ida/ 126◦ 69◦ 57◦

/idi/ 145◦ — —
/aba/ 186◦ — —
/ada/ 200◦ — —
/abi/ 207◦ 70◦ 137◦

/adi/ 217◦ 82◦ 135◦

Table 9.2: Phase values of consonant activation cycle at which important articulatory
events occurred in all simulated sequences presented in this section.

In general, the relative phases at which relevant articulatory events occur with
respect to the consonantal gesture in a /VCV/ sequence strongly depend on
the nature of the overall vocalic context, in particular on the first vowel in the
sequence. To a lesser degree they also reflect the articulatory nature of the
consonantal gesture itself – or, more precisely, the manner in which the vo-
calic and consonantal gestures share common articulatory resources. The only
viable candidate revealed for a fixed intergestural phasing relation is that of
the phase of the intervocalic switch with respect to the consonantal closure in
asymmetrical sequences evaluated as the phase difference of the consonantal
activation cycle.

V1 cycle V2 cycle
C onset C closure C onset C closure

/abi/ 291◦ 368◦ −28◦ 49◦

/aba/ 294◦ 363◦ — —
/adi/ 285◦ 366◦ −32◦ 49◦

/ada/ 286◦ 360◦ — —
/iba/ 337◦ 374◦ 15◦ 52◦

/ibi/ 343◦ 382◦ — —
/ida/∗ 326◦ 372◦ 6◦ 52◦

/idi/ 328◦ 383◦ — —
/ida/ 289◦ 345◦ −26◦ 21◦

Table 9.3: Phase values of the first (columns 2 and 3) and the second (columns 4 and
5) vowel activation cycle at which important articulatory events occurred in all simu-
lated sequences presented in this section.

Table 9.3 shows when the consonant is triggered and when the closure is
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achieved with respect to the abstract cycles of the two vocalic gestures in the
analysed /V1CV2/ sequences. Please note that, unlike in the case of the con-
sonantal reference cycle (Table 9.2), the minute variations in the onset of the
first vocalic gesture which greatly influence the angle values with the vocalic
cycles as referents have comparatively small impact on the associated overall
cost; thus the numbers presented in Table 9.3 carry some level of imprecision.

Nevertheless, Table 9.3 indicates a relatively stable phasing of the consonant
onset and the closure achievement within the first vowel’s (V1) activation cycle
(columns 2 and 3), depending on the articulatory details of the first vocalic and
the consonantal gestures, the influence of the first vowel being stronger of the
two. The second vowel does not seem to have a significant influence on the
phasing of the articulatory events with respect to the V1 activation cycle.

The nature of the second vowel, however, impacts the emerging phasing of the
consonant’s activation onset with respect to its (V2) activation cycle (column 4
in Table 9.3). Moreover, the second vowel’s activation cycle seems to be well
aligned with the oral closure achievement (column 5). The only exception to
these patterns is again the sequence /ida/ affected by the /d/-/i/ synergy
effect.

Overall, the simulations presented in this section indicate that, in an embod-
ied speech production system behaving in an efficient way, the relative local
intergestural phasing does not adhere to a set of invariant patterns reflecting
merely functional properties of the participating gestures. Even presumably
robust articulatory landmarks are realised in a context-dependent way. The
data indicate that the local intergestural phasing is affected by entangled in-
fluences of the articulatory, functional, perceptional and efficiency constraints.

Our simulations provide a novel way of accounting for the high variability of
intergestural relations demonstrated by phoneticians. The invariance is to be
sought in the nature of the complex interactions between various influences
behind speech production – conceived as an embodied skilled motor action –
rather than in the surface form of the realised utterances.

9.2 Phase profiles

In the previous section we analysed the local intergestural phasing relations
in simulated VCV sequences as they emerged from efficiency requirements
defined in our model. We were looking at the realisations of the utterances,
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Figure 9.9: The oxygen consumption per distance unit as functions of running speed
for three distinct horse gaits and speeds horses spontaneously adopt when running
using these gaits. For each gait, the horses match the selected gait and speed according
to the efficiency requirements. From (Hoyt and Taylor, 1981).

optimised with respect to the given criteria, and we quantified the phases of
the underlying consonantal and vocalic cycles at which particular events of in-
terest occurred. As the optimisation procedure converged for every utterance
analysed, we obtained a single relative phase value for each articulatory event
of interest, suggesting a punctate – albeit context-dependent – nature of in-
tergestural phasing relations. In this section we look at these phasing relations
in more detail, in a manner akin to the phase window approach of Byrd (1996)
presented in Section 4.2.

In Chapter 1, when discussing the links between optimality principles and
emergent sequencing patterns of skilled embodied action, we cited the classic
study of Hoyt and Taylor (1981) showing that horses naturally use gaits that
minimise the metabolic cost required to travel a given distance. Hoyt and Tay-
lor trained three small horses to walk, trot and gallop on a treadmill. Then
they varied the velocity of the tread and evaluated the metabolic cost of the
movement (oxygen consumption per unit distance travelled) as a function of
horses’ running speed for all three types of gait. In parallel, they observed
the horses moving freely in an enclosure and recorded the velocities sponta-
neously selected by the animals.
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A comparison of the results of these two parts of Hoyt and Taylor’s experi-
ment plotted in Figure 9.9 shows that the velocities naturally chosen by the
horses (black histograms, right ordinate) coincide with the energetically opti-
mal speeds for each gait (scatter-plot, left ordinate). Interestingly, although not
explicitly analysed by the authors, the figure also suggests that the distribution
of the running speeds for each gait reflects the overall shape of the correspond-
ing metabolic cost curve: for the relatively narrow curve for walking gait the
observed velocity distribution seems to be considerably more constrained than
for the wider and shallower trot curve.

The methodology behind the results and conjectures presented in this ex-
ploratory section is broadly analogous to Hoyt and Taylor’s treadmill experi-
ment. Instead of investigating animal locomotion, we shall look into the cost
expenditure variations associated with controlled changes in one selected as-
pect of the intergestural phasing. Namely, the consequences of how the inter-
vocalic switch in asymmetrical VCV sequences is phased with respect to the
intermediate consonant. In the remainder of this chapter the intervocalic switch
phase refers to the phase of underlying abstract activation cycle of the conso-
nant at which the tongue body starts its movement from the first to the second
vowel. In the gestural score this point is marked by the simultaneous offset of
the first and onset of the second vocalic gesture activation.

We have chosen this particular measure to illustrate the concepts presented
in this section as it is the only one of the phasing relations considered in the
previous section which refers to articulatory events involving all three ges-
tures expressed directly in terms of their activation interval onsets and offsets.
Therefore, as we shall see shortly, this phase relation is feasible to explore in a
relatively straightforward way provided to us by our optimisation approach.

The emergent optimal values of intervocalic switch phases of interest are listed
in the third column of Table 9.2. These values can be interpreted as global min-
ima of functions showing how the overall production cost of a given sequence
depends on the switch phase value. Such phase-cost functions – analogous
to the metabolic cost curves in the upper part of Figure 9.9 – can be used to
provide further details about the phasing behaviour in VCV sequences. They
can be interpreted as phase profiles, i.e., as relevant projections of the cost func-
tion landscape guiding the particular phase relations towards their respective,
optimal targets.

These phase profiles might reveal further important properties of the interges-
tural phasing relation under consideration. Is the global minimum the only
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attractor of the given sequencing dynamics or are there additional local min-
ima providing alternative solutions? Is the phase profile function symmetrical,
i.e., is it equally costly to miss the phasing target to the right and to the left of
the optimal value or is it “safer” to err in one particular direction? Is the shape
of the potential function independent of the vocalic and consonantal context,
or is the function narrower in some cases and wider in others suggesting a
context-dependent strength of the particular phasing relationship?

Before providing the answers to these questions and their hypothesised im-
plications, we turn our attention to the method we used for generating phase
profiles for the intervocalic switch in our asymmetrical VCV sequences.

9.2.1 Plotting phase profiles

The acoustic and articulatory speech data presented in Chapter 3, show the
possible effects of phase profiles acting on intergestural coordination. These ef-
fects are manifested as statistical distributions of the relative timing of articula-
tory events in selected utterances and have been conceptualised by Byrd (1996)
in her phase window theory.

Unfortunately, we do not yet have means for a direct investigation of the phase
profile functions conceived in the way presented above, i.e., as related to pro-
duction cost differences associated with variations in intergestural phasing. It
is not possible to train subjects to produce VCV sequences with, for instance,
systematically varying intervocalic switch phase. Even if it was possible, as of
now there is no viable methodology for evaluating the metabolic cost differ-
ences associated with such minute shifts in intergestural sequencing.

Our modelling paradigm, however, provides a means for both constraining
the manner in which the gestures are sequenced and for evaluating the impact
of these constraints on the production cost as defined in Chapter 7. Essentially,
using the “clamping” method presented in Section 8.3, we can vary the inter-
vocalic switch phase in the asymmetrical VCV sequences and for each phase
plot the cost of optimal production of such constrained utterances.

The method we have used to generate the phase profile curves in this section
is illustrated in more detail in Figure 9.10. For this illustration we have chosen
a simple “sequence” /b/. The reason for this choice is that unlike the VCV
sequences studied here, the set of free parameters fully characterising the pro-
duction of a single-gesture sequence has only two elements: the gesture’s ac-
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Figure 9.10: The optimal production is achieved at the minimum of this function: for
an offset phase 236◦ and a stiffness of 23.76 Nm−1.
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tivation offset as a phase of its abstract activation cycle and the overall system
stiffness value. The top panel of Figure 9.10 shows the overall cost associated
with the production of /b/ as a function of these two variables.

Instead of the intervocalic switch phase, non-existent in the simple sequence
/b/, we can look at how the overall production cost depends on the phase
value of the /b/ gesture’s offset. The bottom pane of the figure displays the
same plot as the top one, this time viewed along the stiffness dimension. By
obliterating the details of how the production cost depends on the overall stiff-
ness value, this projection reveals how the cost is associated with the phase
variable. In particular, the strong solid curve running along the bottom of the
cost function surface can be interpreted as a function assigning to each phase
value � the smallest production cost Cmin(� ) among all realisations of the se-
quence /b/ for which the phase of the /b/ gesture activation offset equals
� . The phrase “all realisations” means all gestural scores satisfying the given
phasing constraint and all possible values of the stiffness parameter.

This approach can be generalised to more complex gestural sequences requir-
ing a higher number of dimensions for a full description of their intergestural
phasing and dynamical parameters, i.e., the phases of onsets and offsets of
each gesture with respect to a selected referent and the overall stiffness. We
used the constrained optimisation procedure described in Section 8.3 in order
to generate plots showing how the cost associated with the production of VCV
sequences depends on the phasing of the intervocalic switch.

For each viable2 phasing value � we “clamped” the intervocalic switch phase
to the value � and used the constrained optimisation procedure to find the
optimal gestural constellation with respect to this constraint. Then we plotted
the associated values of overall cost for these restricted optima as functions of
the constraining phase value � .

9.2.2 Comparing phase profiles

The resulting plots for sequences /abi/, /iba/, /adi/ and /ida/ are plotted in
Figures 9.11 and 9.12. Each curve has a clearly defined minimum at the phase
identified in the previous section (see Table 9.2) as the optimal point of the
intervocalic switch for the given sequence.

2We have used multiples of 10◦ as phase values in this procedure. For interesting sections
of the plots, like phase window boundaries and areas of global minima (see below) we refined
this step to get more detailed information.
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Beyond a certain extreme negative value of the vocalic switch phasing –
marked by a solid vertical line at around −440◦ for all sequences – the sys-
tem deems sequences with lower phase values to be mispronounced, and as a
consequence the overall cost rises dramatically. This point can be interpreted
as the lower limit of phase window for the given intergestural relationship.

The situation with the corresponding upper bound is less clear-cut. The over-
all cost starts rising steeply – in an approximately linear fashion – well before
the the switch phase reaches the threshold beyond which the utterance is mis-
pronounced. We have decided, quite arbitrarily, to place the phase window
upper limit at the point where the cost rises to the same value as the the lower
bound. In the figures, this point is marked by a grey vertical line.

As discussed in Section 4.2, the phase window delimits the permissible values
of a given intergestural relationship (Byrd, 1996). In addition, there is a prob-
abilistic function associated with the phase window reflecting the distribution
of realised positions of the given articulatory event in actual speech produc-
tion. This distribution, in turn, rises from what Byrd calls influencers: the
probabilistic characterisations of various phonological, articulatory and func-
tional factors which combine in determining the overall shape of the phase
distribution within the phase window.

The phase windows thus can be seen as playing a dual role in phonological
theory. On the one hand, they provide a quantitative account of the phonetic
realisation of the given intergestural relationship. The stochastic distributions
can be seen as probabilistic descriptions of the actual phase values as realised
by speakers and experimentally collected by phoneticians. On the other hand,
the theory of influencers and of the manner in which they shape the phase
distribution presents a paradigm for discussing the sources of phasing variation
and making testable predictions with regard to gestural sequencing.

In what follows we shall discuss the parallels between the concept of phase
windows as postulated by Byrd (1996) and our phase profiles. By definition,
the phase profile curves show how variations in intergestural phasing influ-
ence the production cost. Provided that the efficiency requirements play an
important role in shaping the temporal details of speech production, we can
thus expect the actual distribution of the phase values used by speakers (and
described by the phase windows) to be lawfully related to the properties of
our phase profile functions.

One way of interpreting the results presented in this section is to see our phase

188



−400 −300 −200 −100 0 100 200

85

85.5

86

86.5

87

87.5

88

88.5

Intervocalic switch phase

O
ve

ra
ll c

os
t

abi

−400 −300 −200 −100 0 100 200

87

87.5

88

88.5

89

89.5

90

90.5

Intervocalic switch phase

O
ve

ra
ll c

os
t

iba

Figure 9.11: Phase profiles for sequences /abi/ and /iba/.
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Figure 9.12: Phase profiles for sequences /adi/ and /ida/.
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profile plots as related to the relative phase potential functions which, according
to Saltzman and Byrd (2000), guide the self-organisation of local and global
sequencing patterns.

Details of the task dynamic theory of intergestural phasing are presented in
Sections 4.3.1 and 4.3.2. This interpretation naturally leads to regarding the
local minima of phase profile curves as attractors of the sequencing dynamics.
The strength of pull towards these attractors – stability of the particular in-
tergestural phasing relation – is then related to the shape of the curve in their
vicinity: the more pronounced the minimum, the more stable the phasing.

The phase profile curves plotted in Figures 9.11 and 9.12 thus provide an addi-
tional dimension to the observations presented in the previous section. They
confirm a strong influence of the vocalic context on the intervocalic switch
phasing with respect to the intermediate consonant. The influence is demon-
strated by the differences between the overall shapes of the phase profiles of
the /aCi/ sequences and the /iCa/ sequences. While the curves for /abi/
and /adi/ contain a U-shaped section around the minimum preceded by a
relatively flat part of the curve, the potentials of /iba/ and /ida/ are more
symmetrical.

A closer inspection of the /adi/ phase profile plot reveals a second local min-
imum at −72◦ suggesting an alternative phase attractor. Compared to the
global minimum attractor, this minimum is far less prominent – the attractor
is weaker and the alternative phasing less stable. Our subsequent simulations
(not reported here) showed an interesting influence of speaking rate on this
alternative attractor: increasing the speaking rate (by increasing the duration
cost weight) makes the minimum deeper, suggesting the possibility of bifur-
cation, a switch to a different sequencing pattern for faster speech. Whether
this possibility gets materialised in actual speech production remains an open
question which can be tested by future phonetic experiments.

Figure 9.13 compares all four phase profiles. The curves are vertically aligned
with respect to the cost value corresponding to the optimal phasing of the in-
tervocalic switch marked as “min” on the overall cost axis. The vocalic context
is indicated by the line style – dashed curves for the /iCa/ sequences and full
curves for the /aCi/ sequences. The colour then distinguishes the consonant
identity – the phase profiles of the /VdV/ sequences are plotted in black and
the phase profiles of the /VbV/ sequences in grey.

Figure 9.13 further highlights the observations made above of the strong influ-
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Figure 9.13: Comparison of phase profiles of the VCV sequences studied here.

ence of vocalic context on the overall shape of potential. Moreover, it shows
that the global minimum of the phase profiles is more prominent for the se-
quences with consonant /d/ than for the /b/ sequences, suggesting a possible
influence of the consonant’s articulary identity on the stability of phasing of the
intervocalic switch in VCV sequences.

It is a well-established fact that, in general, the phasing relationship among
gestures at the intra-segmental level (e.g., coordination of laryngeal and oral
articulation in voiceless consonants) is tighter than the relationship between
gestures comprising what are traditionally considered different segments
(Löfqvist and Yoshioka, 1984; Munhall et al., 1986; Krakow, 1989; Sproat and
Fujimura, 1993). The results presented here suggest another, complementary
source of the relative differences in intergestural phasing relations. They indi-
cate that the stability of intergestural phasing may be influenced by the relative
articulatory affiliation between the sequenced gestures. In our case, there is
a greater overlap in terms of pure articulators simultaneously participating in
the realisation of the vowels and the consonant in the case of /d/ (the jaw
and the tongue body) than in the case of /b/ (the jaw only). Thus our results
present a testable hypothesis that the intergestural phasing is more constrained
between gestures acting within a strongly inter-linked articulatory subsystem
than between those acting on articulators connected more weakly by the vocal
tract anatomy.
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9.2.3 Influences behind intergestural phasing

The definition of the overall production cost considered in this work presents a
natural way of analysing the competing influences giving rise to the interges-
tural phasing patterns.

In Figure 9.14 we break down the overall cost into to the constituent cost com-
ponents as functions of the intervocalic switch phase in the sequence /adi/.
Recall, that the overall cost is defined as a weighted sum of the articulary ef-
fort, listener’s parsing and duration cost components. Here, for each given
intervocalic switch phase we plot not only the value of the optimal overall
cost of the constrained production, but also the weighted values of these con-
stituent cost components which are subsequently summed to yield the overall
cost. The resulting curves are plotted using the lighter solid line (articula-
tory effort), dash-dotted line (parsing cost) and dashed line (duration cost).
The overall cost is also plotted using a stronger solid line. (The curves are
also shifted vertically in order to fit in a reasonably sized figure.) The some-
what irregular character of the constituent cost curves is a consequence of the
finite-precision implementation of the optimisation paradigm used in our sim-
ulations. It is the overall cost that acts as the optimisation objective function.
Therefore, the optimisation procedure ignores the minute trade-offs between
constituents leading to errors in the overall cost value which fall below the
precision threshold.

The resulting plot reveals how the cost components participate in shaping the
intervocalic switch potential. Note that none of the constituent phase profiles
alone accounts for the shape of the overall potential. Only the duration cost
curve exhibits a U-shaped pattern with the minimum broadly coinciding with
the minimum of the global overall potential. The curves of the remaining two
cost components rise or descend monotonically. It is the combination of all
three influences that shapes the potential landscape and that hence defines the
globally optimal value of the intervocalic switch phase.

The cost component partial phase profiles can be interpreted in terms of the in-
fluencers which – according to Byrd (1996) – give rise to the overall stochastic
distribution of the intergestural phasing patterns manifested in speech pro-
duction.

Let us presume, for argument’s sake, that the overall trends exhibited by
these partial phase profiles are determined by the articulatory nature of the se-
quenced gestures alone. In that case, the prominence of these trends (e.g., the
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Figure 9.14: Relative influence of the cost function constituents on the details of phase
profile shape.

steepness of each particular curve) is related to the component cost weights
which act as multipliers used in summing up the component cost functions.
The higher the weight, the stronger the influence of the particular constituent
potential in shaping the overall cost potential of the given intergestural rela-
tion.

For example, for fast speech, imposed by increasing the duration cost weight
in the overall cost evaluation, we could expect the U-shape of the partial po-
tential curve (dashed line in Figure 9.14) to be more pronounced relative to
the trends shown by other cost component potentials. This would lead to re-
shaping the overall potential function. The global minimum would become
more prominent and the phase at which it is achieved would shift to the left.
(Preliminary simulations, not presented here, confirm this hypothesis.)

The considerations outlined here suggest a novel way of evaluating the in-
fluence of prosodic, functional and articulatory factors on details of gestural
sequencing. If proven valid, this account may provide a powerful platform for
generating testable predictions about intergestural phasing behaviour and its
variation under various linguistic and extra-linguistic influences. Moreover,
it will present a principled explanatory paradigm grounded in the embodied
nature of speech production.
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Figure 9.15: Comparison between phase profile curve (lighter line) and the function
capturing the relative cost of of imprecision in a single intergestural phasing dimen-
sion (heavier line).

9.2.4 Quantifying the predictions

On several occasions in this chapter we introduced testable predictions of qual-
itative aspects of intergestural phasing. To be able to verify (or falsify) these
predictions, often formulated in terms of mathematical properties of phase
profile functions, we must be able to express them in a format comparable
with the results obtained by phonetic experimentation.

In what follows we thus propose a simple and straightforward way of recast-
ing the overall phase profiles into predicted probabilistic distributions associ-
ated with a given intergestural phasing relationships. But before doing so, we
make some theoretical enquiries into possible interpretations of the presented
phase profile curves.

The concept of phase profiles as defined in this chapter does not simply capture
an increase of the overall cost caused by speaker’s imprecision with regard to
the intervocalic switch phasing. The cost differences shown by the plots do
not represent a mere penalty resulting from the speaker missing the optimal
phase for the switch. Such penalty is better illustrated by the plot presented
in Figure 9.15. The stronger curve shows the overall cost associated with the
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production of the sequence /adi/ as a function of the intervocalic switch phase
provided that all other gestural activation onsets and offsets as well as the
system-wide stiffness remain the same as in the optimal constellation. The
figure also allows a comparison with our phase profile function (plotted as
the lighter line). Its values are lower, as the phase profile definition allows
for adjusting the remaining constellation parameters in order to find the best
possible production of the given utterance as long as the intervocalic switch
occurs at the prescribed phase of the intermediate consonant.

Rather than capturing the cost of imprecision, our phase profile functions give
a characterisation of the consequences of a partial reorganisation of the optimal
sequencing pattern along one or more dimensions of the production space.
In speech, such reorganisations may be necessitated by other factors or sim-
ply brought up by the random influences acting on articulators. Nevertheless,
we hypothesise that the overall trends of cost dependency captured by the
topological properties of phase profile curves are exploited in the process of
fine-tuning the dynamical parameters of gestural sequencing. They define a
landscape governing the temporal organisation of speech during its evolution
as a skilled motor activity and, subsequently, during individual speech acqui-
sition.

A speaker “aware” of the shape of the phase profile associated with a partic-
ular phasing relation3 may be expected to use particular phase values with a
likelihood inversely proportional to the associated cost.

Figure 9.16 shows a probability distribution of intervocalic switch phase in
the /adi/ sequence resulting from such strategy. It is simply the function
1/[C(� )−C0], where C(� ) is the original phase profile function plotted in Fig-
ure 9.12, subsequently scaled so that the integral over all phase values equals
1. The constant C0 has been arbitrarily set to min C(� )− 1/2.

The probability distribution plotted in Figure 9.16 does not account for the de-
gree of imprecision ubiquitous in biological activity. When taken into consid-
eration, a prediction of the probability distribution of the intervocalic switch
phasing in sequences such as /adi/ as realised by human speakers may look
like the function presented in Figure 9.17. Assuming a normal distribution
of error, this hypothesised distribution was obtained by a simple Gaussian

3Although even our simple and abstract model requires a considerable mathematical ap-
paratus in order to generate the phase potential curves, a human speaker does not need any
explicit computations. All mathematics and physics is directly at her disposal. The speaker can
just try a sub-optimal phasing and she will be immediately presented with the consequences!
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Figure 9.16: A probability distribution of phase values of intervocalic switch in the
sequence /adi/, directly reflecting the influence of the phase profile function.

smoothing of the curve from Figure 9.16 (plotted in dashed line for compari-
son). Note that adding the noise component to the analysis of the phase rela-
tion under consideration obliterates the shallow local minimum present in the
precise, “error-free” phase profile (Figure 9.12). This suggests that the actual
intergestural phasing manifested by human speakers may reflect the global
properties expressed by the entire phase profile curve shape and only simple
local trends confined to the localised slopes in the phase-cost relation.

The very simple method of interpreting the phase profiles in terms of asso-
ciated probability distributions requires further refinement. For example, the
scale of presumed error used in the Gaussian smoothing needs to be justified,
both theoretically and experimentally. Nevertheless, we believe that this ap-
proach provides an interesting platform for further experimental exploration
of intergestural phasing in speech. The results obtained through articulatory
analysis of human speech samples collected in order to address the questions
raised here will help us to further evaluate our modelling approach. Ulti-
mately, they may lead to a refinement of our understanding of processes in-
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Figure 9.17: A smoothed version of the probability distribution shown In Figure 9.16.
The original simple distribution is plotted in dashed line.

volved in speech production and their dependence on parsimonious tenden-
cies of the underlying embodied motor action system.

198



CHAPTER

TEN

Simulations of Global Sequencing
Patterns

In the previous chapter we analysed simulations of simple VCV sequences.
They gave us an overview of optimal local phasing patterns – the phasing
of a single consonantal gesture with respect to an underlying vocalic stream
– emerging as a consequence of efficiency requirements. In this chapter we
shall be testing our system’s suitability for investigating more complex global
intergestural patterns, in particular the phasing of consonant clusters with re-
spect to the surrounding vocalic gestures.

We shall broadly follow the methodology used in the experiment of Browman
and Goldstein (1988) described in Section 3.2.

Browman and Goldstein’s experiment shown that for the analysed collection
of speech samples, the consonantal clusters were timed differently with re-
spect to the preceding than to the following vowel. Across clusters of various
lengths, the most temporally invariant reference point of the cluster with re-
spect to the preceding vowel was associated with the onset of the first (left-most)
consonant in the cluster. We shall refer to this coordination pattern as the left
edge effect. On the other hand, the most stable temporal relationship between
a cluster and a following vowel was expressed in terms of a global property
of the entire cluster – the mean of mid-points of individual consonants in the
cluster – called the C-center of the the consonant group.

As we shall show, the simulations presented here suggest that the surface form
of the timing relationships emerging in our simulations closely corresponds to
the results of Browman and Goldstein’s analysis of human speech. That is,
the timing patterns of the relevant articulatory events, expressed in terms of an
external clock, manifest the C-center and the left edge effect of temporal po-
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sitioning of the consonant clusters with respect to the following or preceding
vowels, respectively.

A closer analysis of the emerging intergestural phasing patterns, however,
presents alternative interpretations of the organisational principles to that ad-
vocated in the task dynamical approach to intergestural phasing (Browman
and Goldstein, 2000; Nam and Saltzman, 2003). As in the previous chapter, our
simulations suggest a strong dependence of the strategies used for phasing the
consonant clusters within an utterance on the articulatory nature of the vocalic
context and of the clustered consonants, as well as on the global nature of the
entire utterance. Indeed, different context-dependent re-organisations of in-
tergestural phasing and dynamical parameters can lead to optimal sequences
exhibiting the global C-center and left-edge timing patterns in the realised se-
quences.

10.1 The C-center effect

In order to obtain simulations comparable with the measurements of Brow-
man and Goldstein (1988), we used our model to generate optimal sequences
of the form /V1CnV2b/. The consonant clusters Cn contained one, two or
three alternating consonants /b/ and /d/. In all simulations, the vocalic con-
text V1 − V2 was asymmetric, i.e. V1 and V2 were different vowels. The final
transvocalic consonant /b/ following the second vowel V2 served as an anchor
used to align the temporal realisations of the sequences in a fashion equivalent
to Browman and Goldstein’s experiment described in Section 3.2.

The articulary traces for optimal realisations of the sequences

/abib/ /abdib/ /abdbib/
/adib/ /adbib/ /adbdib/

are shown in Figure 10.2 and the corresponding gestural scores in Figure 10.1.

The end-effector trajectories and gestural scores are temporally aligned with
respect to the closure onset of the final (anchor) consonant /b/ represented
by the continuous vertical line on the right hand side of Figures 10.1 and
10.2. Browman and Goldstein (1988) used this point (rather than a clearly de-
fined event observed for articulators directly associated with the vowels, e.g.
the achievement of vocalic targets) because of practical complications with
analysing the trajectories of the tongue body involved in vowel production.
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In the subsequent analysis they identified the anchor point with the effective
achievement of the consonantal target. As such, according to the general Artic-
ulatory Phonology theory of intergestural phasing outlined in Section 4.1 (and
discussed in the context of our embodied modelling in the previous chapter),
the anchor corresponds to a fixed punctate phase value of the vocalic gesture
abstract activation interval. For compatibility reasons, and in order to test this
fixed-phase hypothesis, we used the same alignment – although, obviously, we
are not faced with the technical difficulties presented by the phonetic analysis
of vocalic articulation.

The initial simulations were performed, as in the previous chapter, with the
parsing and duration cost weights set to � P = � D = 100. However, these pre-
liminary results showed that relative influence of the cost components does
not remain constant with an increasing number of gestures in simulated se-
quences. In particular, the influence of the relative durational cost decreased
as more gestures were added to the consonantal cluster. The more gestures in
the sequence, the lower the resulting overall stiffness (which in itself does not
present a problem) but, crucially, the longer the realised closure interval of the
anchor consonant /b/, indicating a slower speaking rate.

Our intention, in line with the original experiment, is to use the closure on-
set of the anchor consonant as a reference point for the timing of articulatory
events in the realised optimal sequences. We extended the role of the anchor
in normalisation and used its closure duration as a measure of speaking rate
imposed by the specific combination of cost factors. In order to compensate
for the relative decrease of speaking rate for longer modelled utterances we
thus kept adjusting the duration cost weight parameter � D until the anchor
closure in the optimal realisations for all sequences was of approximately the
same length. (We remind the reader that in our model the duration and timing
of articulatory events as well as the overall stiffness used in realisation emerge
as consequences of the given component cost weights and thus cannot be pre-
scribed directly.)

Table 10.1 lists the values of the duration weights � D for various sequences ob-
tained using this procedure, and the overall stiffness values and the anchor clo-
sure durations for the corresponding optimal sequences plotted in Figures 10.1
and 10.2.

Note, that as in the case of simple VCV sequences discussed in the previ-
ous chapter, a clear separation of vocalic and consonantal layers emerged (we
again started the optimisation process with “naı̈ve” sequences as defined in
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Figure 10.1: Gestural scores of the optimal realisations of /aCnib/ sequences. The
scores are temporally aligned with respect to the anchor point – the closure onset of
the final /b/. The left and right edges, and the C-centers of the consonant clusters are
marked by vertical lines.
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Figure 10.2: Articulatory trajectories of the optimal realisations of /aCnib/ sequences
corresponding to the gestural scores in Figure 10.1.
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set � P set � D resulting anchor closure
value value stiffness k duration (ms)

/abib/ 100 90 51.32 58.75
/adib/ 100 95 52.11 58.48
/abdib/ 100 130 50.78 58.69
/adbib/ 100 120 52.29 58.58
/abdbib/ 100 145 39.40 58.95
/adbdib/ 100 150 41.18 59.32

Table 10.1: The duration cost weights for different /aCnib/ sequences chosen in order
to compensate for the apparent speaking rate decrease for longer utterances.

Section 7.5). As seen in Figure 10.1, despite the increasing number of con-
sonants, the vowel activation intervals form continuous activation sequences
overlaid with appropriately timed consonant activations.

For each consonant, Browman and Goldstein (1988) identified a trajectory
plateau marking the target achievement as the region in which the end effector
remains within a small fixed distance (about 1.3 mm) of its peak target-driven
displacement. In our model we have a region of this kind readily available:
consonant closures are delimited in an equivalent way as regions for which
the distance of the end effector position(s) from the target is smaller than a
given threshold. Therefore we used the consonantal closure regions as Brow-
man and Goldstein’s plateaux and their onsets and offsets as plateau left and
right edges, respectively.

For each consonant group, the left edge of the first and the right edge of the
last consonant plateau mark the left edge and the right edge of the entire clus-
ter. The mean of the temporal midpoints of plateaux of all consonants (in our
case, the midpoints of the closure intervals) in the group is then defined as the
C-center of the consonant group. In Figures 10.1 and 10.2, the edges of con-
sonant clusters are marked by shorter vertical lines coinciding with the onsets
or offsets of the flanking consonants and the C-centers by longer vertical lines
between the edges.

Browman and Goldstein (1988) compared the temporal distances of the left
and right edges and the C-centers of groups consisting of one, two and three
consonants from the anchor point of the following transvocalic consonant. As
we have mentioned in Section 3.2, they found the standard deviation of the
C-center distances to be significantly lower than the standard deviation of the
distances of either edge, suggesting that the global property of C-center pro-
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vides the most stable measure of the relation between consonant group and
the following transvocalic consonant.

left edge C-center right edge
/abib/ -211 -170 -129
/adib/ -200 -162 -124
/abdib/ -226 -155 -93
/adbib/ -218 -161 -97
/abdbib/ -282 -172 -80
/adbdib/ -265 -170 -81
Mean -233.7 -165.0 -100.7
St. dev. 29.63 6.11 19.29
Mean 1–2 -213.8 -162.0 -111.8
St. dev. 1–2 9.55 5.34 15.91
Mean 2–3 -247.8 -164.5 -87.75
St. dev. 2–3 26.59 6.87 7.40

Table 10.2: Temporal positions of the left edge, C-center and right edge relative to the
anchor (in ms) in the simulated /aCnib/ sequences.

Our simulations presented here have revealed a similar intergestural timing
pattern. As apparent from Figures 10.1 and 10.2, the C-centers of consonant
clusters are considerably better aligned than the left or right edges. Table 10.2
lists the relative temporal positions of the left and right edges and the C-centers
for all six simulated sequences, their mean values and (population) standard
deviations (rows Mean and St. dev.) as well as means and standard deviations
for sequences containing one or two consonants in the group (rows Mean 1–2
and St. dev. 1–2) and for sequences with two or three consonants in the cluster
(rows Mean 2–3 and St. dev. 2–3). The value of standard deviation across all six
sequences of the C-center position is considerably less than the standard devi-
ation of either of the edges. The same holds when the subsets with one–two
and two–three consonants in the cluster are considered, although the margins
are smaller.

Similar temporal patterns emerged in the simulations of optimal gestural se-
quences with the reversed vocalic context.

Figures 10.3 and 10.4 show the articulatory traces and gestural scores for opti-
mal realisations of the sequences

/ibab/ /ibdab/ /ibdbab/
/idab/ /idbab/ /idbdab/
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Figure 10.3: Gestural scores of the optimal realisations of /iCnab/ sequences. Again,
the scores are temporally aligned with respect to the anchor point – the closure onset
of the final /b/. The left and right edges, and the C-centers of the consonant clusters
are marked by vertical lines.
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Figure 10.4: Articulatory trajectories of the optimal realisations of /iCnab/ sequences
corresponding to the gestural scores in Figure 10.3.
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set � P set � D resulting anchor closure
value value stiffness k duration (ms)

/ibab/ 100 100 52.50 48.28
/idab/ 100 100 50.56 48.59
/ibdab/ 100 115 46.04 48.53
/idbab/ 100 112 46.74 48.52
/ibdbab/ 100 130 44.98 48.78
/idbdab/ 100 135 41.21 49.05

Table 10.3: The duration cost weights for different /iCnab/ sequences chosen in order
to compensate for the apparent speaking rate decrease for longer utterances.

obtained in a manner parallel to the one described above.

Again, we varied the weight coefficient � D in order to normalise the duration
of closure duration of the anchor consonant /b/. Table 10.3 contains the val-
ues of � D used as well as the resulting duration of the anchor closures and
the optimal values of overall stiffness parameter for the realisations plotted in
Figures 10.3 and 10.4. The only major difference between the ways in which
we generated the /aCnib/ and /iCnab/ sequences was that for the latter we
used our restricted optimisation method (Section 8.3) to enforce the continu-
ity in vocalic production. We “clamped” together the offset of the activation
interval of the first vowel and the onset of the second in order to avoid pos-
sible irregularities caused by the /i/-/d/ synergy effect discussed in detail in
Section 9.1.

left edge C-center right edge
/ibab/ -198 -160 -123
/idab/ -198 -165 -131
/ibdab/ -234 -173 -115
/idbab/ -233 -174 -112
/ibdbab/ -248 -167 -86
/idbdab/ -251 -167 -87
Mean -227.0 -167.7 -109.0
St. dev. 21.54 4.75 17.02
Mean 1–2 -215.8 -168.0 -120.3
St. dev. 1–2 17.75 5.79 7.39
Mean 2–3 -241.5 -170.3 -100.0
St. dev. 2–3 8.08 3.27 13.55

Table 10.4: Temporal positions of the left edge, C-center and right edge relative to the
anchor (in ms) in the simulated /iCnab/ sequences.
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As seen in Table 10.4, the C-center position with respect to the anchor point
again provides the most stable measure of temporal positioning of the conso-
nantal clusters in the simulated sequences.

In their discussion of the possible implications of their results, Browman and
Goldstein proposed to consider the temporal interval from the C-center to the
final consonant anchor point as “a measure of the activation interval of the vo-
calic gesture” (Browman and Goldstein, 1988). If the anchor point corresponds
to the vowel activation offset, i.e., marks a fixed phase within its gestural cycle,
the C-center corresponds to another fixed point early in the vocalic cycle. The
activation intervals of the consonants in the group are then globally coordinated
with respect to the C-center point of the following vowel cycle.

This assumption was subsequently adopted by Articulatory Phonology re-
search group and generalised within the task dynamic model of intergestu-
ral phasing. We discussed the resulting coupled oscillator model of gestural
sequencing in detail in Section 4.4.

Our model allows us to test these considerations explicitly, at least in the light
of the global sequencing patterns that emerged as consequences of production
and perception efficiency requirements posed on an embodied system.

Table 10.5 shows the timing of the articulatory events under consideration ex-
pressed as phases of the gestural cycle of the second vowel. It also contains the
means and standard deviations of these phase values computed across all six
simulations for each vocalic context, as well as the phase means and standard
deviations for the sequences containing one or two and two or three conso-
nants in the cluster.

As we can see, for each vocalic context, the anchor point is indeed phased
in a relatively invariant fashion with respect to the second vowel activation
cycle. This supports the Browman and Goldstein’s (1988) assumption that it is
a suitable reference point for investigating the nature of relative phasing of the
consonantal cluster with respect to the following vowel.

The overall standard deviations of the phases of articulatory events associated
with the consonant group for sequences /iCnab/ (bottom part of Table 10.5)
reveal that for this vocalic context the C-center phase is the most invariant
measure of cluster’s phasing with respect to the following vowel. As shown
by the rows marked as St.dev 1–2 in both parts of the table, this phase is par-
ticularly stable when only shorter consonant groups (consisting of one or two
consonants) are considered, and this is true for both vocalic contexts.
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left edge C-center right edge anchor
/abib/ 35◦ 108◦ 181◦ 412◦

/adib/ 44◦ 112◦ 180◦ 403◦

/abdib/ 5◦ 132◦ 242◦ 407◦

/adbib/ 15◦ 119◦ 234◦ 409◦

/abdbib/ 5◦ 176◦ 321◦ 446◦

/adbdib/ 9◦ 160◦ 303◦ 432◦

Mean 18.83◦ 134.50◦ 243.50◦ 418.67◦

St. dev. 15.21◦ 25.26◦ 54.13◦ 15.51◦

Mean 1–2 24.75◦ 117.75◦ 209.25◦ 407.75◦

St. dev. 1–2 15.50◦ 9.12◦ 28.89◦ 3.26◦

Mean 2–3 8.5◦ 146.75◦ 275.0◦ 432.5◦

St. dev. 2–3 4.09◦ 22.47◦ 37.67◦ 16.28◦

/ibab/ 47◦ 115◦ 183◦ 404◦

/idab/ 52◦ 111◦ 171◦ 403◦

/ibdab/ 1◦ 105◦ 202◦ 397◦

/idbab/ 1◦ 101◦ 207◦ 397◦

/ibdbab/ 1◦ 135◦ 271◦ 415◦

/idbdab/ 1◦ 135◦ 263◦ 403◦

Mean 17.17◦ 117.00◦ 216.17◦ 403.17◦

St. dev. 22.91◦ 13.47◦ 37.91◦ 6.01◦

Mean 1–2 25.25◦ 108.00◦ 190.75◦ 400.25◦

St. dev. 1–2 24.31◦ 5.39◦ 14.50◦ 3.27◦

Mean 2–3 1.00◦ 119.00◦ 235.75◦ 403.00◦

St. dev. 2–3 0.00◦ 16.07◦ 31.43◦ 7.35◦

Table 10.5: Phases of the articulatory events relative to the second vowel.
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These results are in agreement with the aforementioned claim that the C-center
of consonantal cluster can serve as a global reference point used for phasing
the cluster with respect to the following vowel.

Our simulations of the /aCnib/ sequences (top part of Table 10.5), however,
seem to contradict this assertion. When all six simulations for this vocalic con-
text are considered, the most stable phasing relationship is manifested by the
left edge of the consonant cluster and not by its C-center (see the row marked
as St.dev. in the upper part of Table 10.5). This pattern is even more prominent,
when only the sequences with two and three clustered consonants are consid-
ered, and this is the case for both vocalic contexts (the rows marked St.dev. 2–3
in Table 10.5).

A closer analysis of the gestural scores plotted in Figures 10.3 and 10.1 sheds
some light on these phenomena. As in the case of VCV sequences analysed in
the previous chapter, the intervocalic switch in the simple sequences /VbVb/
and /VdVb/ occurs considerably earlier than the first consonant closure. For
longer sequences /VbdVb/ and /VdbVb/, however, the switch is timed to
virtually coincide with the first consonant’s closure. This, in effect, means
shifting the first consonant’s activation interval to the left with respect to the
underlying vowels, “making enough space” for the second consonant of the
cluster to be subsequently realised. The amount (expressed in terms of phase)
by which the consonant activations are shifted critically impacts the emerging
global phasing pattern and depends, as we argue below, on the order of the
underlying vocalic gestures.

For the sequences with the vocalic context /a/–/i/, the emergent opti-
mal overall stiffness value for the simulated sequences with one- and two-
consonant groups are virtually the same (see Table 10.1). This indicates – as
also seen in the gestural scores in Figure 10.1 – that in order to accommodate
this phasing rearrangement in an efficient way there was no need to increase
the absolute duration of the second vowel’s activation to reach its gestural
target. As a consequence, however, the longer consonantal sequence was po-
sitioned in a way that its realisation occluded a relatively larger part of the
vowel’s realisation interval. This resulted in a shorter duration of the “audi-
ble” vowel and also in a shift of the phase of the cluster’s right edge – and
subsequently also of the C-center – to the right in the vocalic activation cycle.

For the reversed vocalic context, /i/–/a/, a different strategy proved the most
efficient. The optimal overall stiffness is lower for two-consonant clusters than
for those with a single consonant (see Table 10.3). This means a longer activa-
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tion interval of the second vowel and more space for the cluster. Consequently,
the phase of the vocalic cycle at which the left edge was realised moved rela-
tively further than the C-center phase when a second consonant was added to
the cluster.

Yet another shift in the intergestural coordination emerged when a third con-
sonant was added to the cluster. In both vocalic contexts, the phase of the
first consonant onset and, consequently, of the left edge of the cluster rela-
tive to the second vowel (see Table 10.5) remained virtually identical to the
two-consonant case. Instead, the overall stiffness parameter was lowered (Ta-
bles 10.1 and 10.3) and the activation interval of the second vowel considerably
lengthened. This provided sufficient time for the third consonant’s realisation
and for the vocalic gesture to reach its target. As a consequence, when we limit
our comparison of phasing the consonantal cluster with respect to the follow-
ing vowel to the cases with two- and three-consonant clusters, the left edge
provides the most invariant reference point of the intergestural coordination.

Interestingly, despite these qualitative differences in the phasing behaviour of
our two- and three-consonant groups, the global property of the C-center in-
variance remains the most robust measure of relating the cluster realisation to
the following transvocalic consonant, as also established by the experiments of
Browman and Goldstein (1988). This shows that the surface timing properties
(expressed in terms of external clock) do not generally have to be mirrored in
the underlying organisation defined in terms of intergestural (intrinsic) phas-
ing relations. Our results thus suggest that caution has to exercised when inter-
preting surface realisation of gestural sequences in terms of dynamic phasing
relations between constituent gestures. The assumption that the “C-centers
serve to coordinate an initial consonant cluster with the vowel” (Browman
and Goldstein, 1988) may be correct with respect to the surface realisation of
the utterances, but not necessarily justified for underlying intergestural phas-
ing relations.

One of the possible explanations for the phenomena presented here may be the
somewhat dubious phonological nature of the simulated consonant groups.
Admittedly, even the author of this work, a native speaker of Slovak (the
phonology of which allows for a rich variety of complex consonant clusters),
was hard pushed when trying to pronounce the sequences involving the three
clustered voiced stop consonants. At the same time, the general nature of our
model does not yet allow for accounting for phenomena associated with the
phonologies of world languages. It simply generates the phasing patterns that
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are optimal with respect to the relevant cost considerations. That is, it simu-
lates the presumed realisation of gestural sequences as if they were included
in the speaker’s phonetic arsenal and fine tuned during the evolution of the
given phonology and during its individual acquisition by the speaker.

This possible objection can only be resolved by including a richer variety of
consonants in the future development of our model. Both possible outcomes
of experiments involving more realistic consonant clusters are, in our opinion,
equally exciting. In the case that two similar strategies emerge, the discrep-
ancy between the physically instantiated account advocated in this work and
the more abstract universal claims presented by Articulatory Phonology can
be used as the basis for an informed analysis of experimentally acquired ar-
ticulatory data. If, on the other hand, the phonologically realistic sequences
behave differently from the clusters considered here, our results will suggest a
principled reason behind avoiding the stop clusters in the world phonologies.

10.2 The left edge effect

set � P set � D resulting anchor closure
value value stiffness k duration (ms)

/babi/ 100 100 50.55 61.36
/badi/ 100 105 50.58 61.08
/babdi/ 100 118 49.65 61.76
/badbi/ 100 120 50.04 61.19
/babdbi/ 100 145 50.54 61.54
/badbdi/ 100 165 52.09 60.06
/biba/ 100 100 52.06 70.21
/bida/ 100 100 50.46 70.95
/bibda/ 100 120 48.61 70.54
/bidba/ 100 120 49.35 69.92
/bibdba/ 100 138 46.10 70.47
/bidbda/ 100 145 46.71 70.28

Table 10.6: The duration cost weights for different sequences chosen in order to com-
pensate for the apparent speaking rate decrease for longer utterances.

In the second part of this chapter we investigate simulations of gestural se-
quences symmetrical to those presented in the previous section. Our aim here
is to verify whether the left edge effect of timing consonant groups with re-
spect to the previous vowel (or previous transvocalic consonant) emerges as a
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consequence of the efficiency requirements posed on gestural sequencing.

Browman and Goldstein (1988) discovered that – unlike in the case of the
vowel following a cluster – the most stable temporal interval between the con-
sidered articulatory reference points in CVCn sequences was the interval from
the anchor point associated with the first consonant of the sequence and the
left edge of the plateau of the first consonant of the cluster. We have discussed
this discovery and its subsequent treatment in the task dynamic theory of in-
tergestural phasing in detail in Sections 3.2 and 4.4.

Using a similar methodology to that described in the previous section we thus
searched for the optimal gestural constellations and their dynamic parameters
(stiffness k) realising the sequences similar in form to those which were anal-
ysed by Browman and Goldstein (1988). We generated the optimal realisations
of the sequences:

/babi/ /babdi/ /babdbi/
/badi/ /badni/ /badbdi/
/biba/ /bibda/ /bibdba/
/bida/ /bidba/ /bidbda/.

We again used the duration cost weight coefficient � D to normalise the length
of the closure of the anchor consonant – the first /b/ in the sequence – for
each vocalic context. The values � D used in our simulations and the resulting
values of the optimal overall stiffness and the durations of consonantal closure
of the anchor consonant are listed in Table 10.6.

The articulatory trajectories and gestural scores of the optimal realisations are
shown in Figures 10.5–10.8. Consistently with Browman and Goldstein‘s ap-
proach, the mid-point of the closure interval of the anchor consonant (referred
to as the anchor point, in their case established acoustically) was used for tem-
poral alignment of the individual plots.

As seen in Figure 10.5, the vocalic activation intervals again form a continu-
ous sequence interleaved with the consonantal activation intervals. This is an
emergent phenomenon. The similar organisation for the /biCna/ sequences
(Figure 10.7) was enforced by our restricted optimisation process described in
Section 7.5 for the reasons discussed in the previous section.

Again, our simulations replicate Browman and Goldstein’s (1988) results. As
seen in Table 10.7, the relative temporal position of the left edge of the cluster
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Figure 10.5: Gestural scores of the optimal realisations of /baCni/ sequences. The
scores are temporally aligned with respect to the anchor point – the mid-point of clo-
sure interval of the initial /b/. The left and right edges, and the C-centers of the
consonant clusters are marked by vertical lines.
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Figure 10.6: Articulatory trajectories of the optimal realisations of /baCni/ sequences
corresponding to the gestural scores in Figure 10.5.
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Figure 10.7: Gestural scores of the optimal realisations of /biCna/ sequences. Again,
the scores are temporally aligned with respect to the anchor point – the mid-point of
closure interval of the initial /b/. The left and right edges, and the C-centers of the
consonant clusters are marked by vertical lines.
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Figure 10.8: Articulatory trajectories of the optimal realisations of /biCna/ sequences
corresponding to the gestural scores in Figure 10.7.
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left edge C-center right edge
/babi/ 151 199 247
/badi/ 147 187 226
/babdi/ 144 230 306
/badbi/ 139 218 306
/babdbi/ 131 235 338
/badbdi/ 130 222 317
Mean 140.33 215.17 290.00
St. dev. 7.82 16.95 39.77
/biba/ 148 186 224
/bida/ 150 183 216
/bibda/ 142 211 274
/bidba/ 142 204 269
/bibdba/ 137 232 327
/bidbda/ 137 228 318
Mean 142.67 207.33 271.33
St. dev. 4.96 18.74 42.02

Table 10.7: Temporal positions of the left edge, C-center and right edge relative to the
anchor (in ms) in the simulated /bVCnV/ sequences.

with respect to the anchor point is the most stable of the temporal measures
considered. This was equally the case for both vocalic contexts and also for
the subsets of simulations containing one–two and two–three grouped conso-
nants.

In contrast to the simulations analysed in the previous section, the left-edge
strategy emerged as optimal with regard to phasing the grouped consonantal
gestures with respect to the previous vowel. More precisely, as documented
in Table 10.8 the left edge position expressed as a phase of the first vowel acti-
vation cycle is the most stable of the considered global reference point phases.
Again, this is true regardless of the vocalic context and for all subsets of simu-
lations examined in Section 10.1.

Note also that the anchor point is phased in a remarkably invariant fashion
with respect to the coproduced vowel, justifying the selection of the anchor
point as a reliable referent related to the vocalic abstract activation interval. In
the case of our simulations, this is a straightforward consequence of an emer-
gent pattern of aligning the onsets of vocalic and consonantal activation inter-
vals in simple CV sequences not preceded by any other gesture.

Despite these consistencies with Browman and Goldstein’s (1988) results, our
simulations do not support the conclusions drawn by AP researchers and used
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left edge C-center right edge anchor
/babi/ 373◦ 458◦ 543◦ 161◦

/badi/ 368◦ 438◦ 508◦ 161◦

/babdi/ 360◦ 512◦ 644◦ 162◦

/badbi/ 352◦ 492◦ 647◦ 161◦

/babdbi/ 341◦ 524◦ 706◦ 162◦

/badbdi/ 340◦ 507◦ 678◦ 161◦

Mean 355.67◦ 488.50◦ 621.00◦ 161.33◦

St. dev. 12.55◦ 30.68◦ 71.34◦ 0.47◦

/biba/ 388◦ 457◦ 526◦ 186◦

/bida/ 387◦ 446◦ 504◦ 185◦

/bibda/ 368◦ 487◦ 597◦ 182◦

/bidba/ 370◦ 478◦ 591◦ 182◦

/bibdba/ 351◦ 512◦ 673◦ 179◦

/bidbda/ 352◦ 507◦ 662◦ 179◦

Mean 369.33◦ 481.17◦ 592.17◦ 182.17◦

St. dev. 14.72◦ 24.09◦ 62.70◦ 2.67◦

Table 10.8: The phases of left and right edge and the C-center articulatory events with
respect to the second vowel in sequences /bVCnV/.

in their subsequent modelling of sequencing consonant groups (Browman and
Goldstein, 2000; Nam and Saltzman, 2003). In particular, our simulations are
not in agreement with the postulated fully local nature of the underlying phas-
ing.

This account, discussed in detail in Section 4.4, presumes that the first conso-
nant of the cluster is phased with respect to the preceding vowel in a com-
pletely autonomous manner not influenced by the (consonantal and vocalic)
gestures that follow. Each subsequent consonant is then phased with respect
to the previous consonant in a similar way. So, in the case of sequencing con-
sonantal groups with respect to a preceding vowel, the relative phase of each
gesture with respect to which the following gesture is positioned does not de-
pend on the articulatory details of the sequenced gestures nor on the global
context of the entire utterance.

We tested this hypothesis explicitly in the light of our simulations. Table 10.9
contains the phases of the previous vocalic cycle at which the first consonant of
the group was activated as well as at which its closure was achieved (Columns
C1). It also lists the phases of abstract cycles of the first n − 1 consonants in
n-consonant groups at which the following consonant was triggered and at
which it achieved its closure (Columns C2 and C3). The phases related to the

220



Onsets Closures
C1 C2 C3 C1 C2 C3

/babi/ 303◦ 373◦

/badi/ 291◦ 368◦

/babdi/ 295◦ 459◦ 360◦ 607◦

/badbi/ 275◦ 462◦ 352◦ 559◦

/babdbi/ 279◦ 347◦ 403◦ 341◦ 515◦ 453◦

/badbdi/ 264◦ 368◦ 358◦ 340◦ 487◦ 440◦

/biba/ 360◦ 388◦

/bida/ 345◦ 387◦

/bibda/ 340◦ 252◦ 368◦ 405◦

/bidba/ 328◦ 303◦ 370◦ 393◦

/bibdba/ 325◦ 224◦ 332◦ 351◦ 373◦ 408◦

/bidbda/ 310◦ 290◦ 276◦ 352◦ 380◦ 389◦

Table 10.9: Phases of the onsets and closure achievements of the clustered consonants
C1-C3 relative to the previous gesture.

onsets and closures of the gesture /b/ are shown in bold typeface.

As revealed by these results, no context independent invariance in the relative
phasing of these events, postulated by the AP task dynamic theory of interges-
tural phasing, emerged in our simulations. Rather, in each simulated sequence,
an idiosyncratic pattern was identified as optimal with respect to the efficiency
requirements considered here. These patterns reflect the articulatory nature of
the sequenced gesture as well as the global structure of the given utterance.
Although the surface form of our optimal simulations adheres to the relative
timing arrangements revealed by Browman and Goldstein’s (1988) analysis,
the underlying organisational principles do not seem to be based on simple
local rules. Our simulations suggests a global intergestural coordination gov-
erning sequencing of consonantal clusters with respect to the preceding vowel,
albeit different from the principles of phasing the clusters with respect to the
following gestural sequences.

In conclusion, it is important to stress that the intergestural phasing strategies
discussed in this chapter emerged purely as consequences of the efficiency re-
quirements posed on our embodied task dynamical model of the vocal tract
defined in Chapters 5–7. No additional explicit “phonological” constraints
(for example, imposing a linguistic structure on the analysed sequences, see
Section 4.4) were applied. In fact, the dynamic and cost-related features of our
modelling paradigm were not in any way adapted to account for global se-
quencing patterns as the ones considered here. Design decisions behind the
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model architecture were as a rule all made to account for the local (single-
gesture) behaviour of embodied speech production dynamics. The only possi-
ble exception is the inclusion of the simple duration cost as a measure of very
straightforward global property of the entire simulated sequence.
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CHAPTER

ELEVEN

Conclusions and Discussion

At the onset of this thesis we embarked on testing the hypothesis that speech
production, and, in particular, the sequencing of speech gestures, is shaped
by appropriately formulated optimality principles. The efficiency constraints
dramatically reduce the vast number of degrees of freedom (DOF) inherent in
the skilled sequencing of primitive speech motor actions. Sequencing patterns
manifested by human speakers emerge as solutions of the DOF problem that
are optimal with respect to a cost associated with the production and subse-
quent perception of gestural sequences realised by the physically instantiated,
embodied vocal tract. The trade-off nature of the efficiency requirements im-
posed by the production and perception aspects introduces a means for repre-
senting the complex reality of production variation in a simple intuitive space
of a few intentionally motivated control parameters.

In order to investigate the influence of the optimality principles on gestural
sequencing, we presented an embodied version of the task dynamic model of
speech articulation. The model vocal tract behaviour is shaped not only by
the dynamic nature of the sequenced tasks, but also by the physical proper-
ties of the speech articulators and their constituents. Heavier articulators (like
the jaw) proceed to their targets more slowly, have momenta of greater mag-
nitudes and their engagement in speech motor action requires more muscular
force than lighter components (e.g., the tongue tip). Moreover, a faster or more
precise realisation of the given gestural sequence requires greater physical ef-
fort than a slower and more lax one.

The forces exerted in order to realise a succession of articulatory targets in a
particular manner are thus not merely formal elements of the system of differ-
ential equations describing the kinematic behaviour of the goal-driven vocal
tract constituents. Rather, they can be interpreted as a genuine source of the

223



articulatory dynamics and used as a realistic measure of the physical effort
associated with the realisation of a given gestural sequence.

The evaluation of physical articulatory effort conceived in this way, flexibly
combined with a measure of the quality of realisation of sequenced gestures
(related to perceptual clarity of individual phonetic segments in an utterance)
and a durational aspect of the production, are interpreted in terms of the cost
associated with the realisation of the given gestural sequence in a particular
manner. This cost then serves as a benchmark for comparing various instances
of this realisation, differing in temporal details of gestural activation patterns
and system-wide dynamical parameters. The optimal gestural constellations,
i.e., the activation patterns and overall stiffness parameters minimising the
cost, then can be identified using a gradient-descent optimisation procedure.

The simulation results described in Chapters 9 and 10 as well as the theoretical
arguments put forwards in Chapter 7 show that the optimisation procedure
outlined above converges, and that the resulting gestural patterns do not vio-
late any obvious intuitions about gestural sequencing. This may appear trivial,
but it needs to be emphasized that the resulting constellations are obtained in
a fully automatic way as optimal with respect to the above locally conceived
cost functions and nothing else (Simko and Cummins, 2009b).

If our optimality hypothesis is valid then we would expect the articulatory
behaviour resulting from the optimal gestural constellations obtained by our
modelling approach to match the sequencing patterns of articulatory move-
ments manifested by human speakers. Such agreement would provide a sup-
port to the phonetic version of our hypothesis as presented in the Introduction
to this work. This formulation asserts that the sequencing details of articula-
tory motor action performed by an individual speaker are fine-tuned (during
the speech acquisition process and years of maturation) so that they minimise
the cost of their production and subsequent perception.

The stronger, phonological interpretation of the hypothesis claims that the op-
timality principles can also provide an explanatory platform for discrete, com-
binatorial aspects of phonological competence. That is, the sequencing phe-
nomena associated with a particular language can be accounted for as emer-
gent consequences of the efficiency requirements similar to those that shape
the individual speech production. For instance, the intergestural phasing pat-
terns forming the articulatory basis of contrast between speech sounds recog-
nised in a given language can be seen as selected during the evolution of the
language as appropriate valleys in the efficiency landscape expressing the de-
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pendence of a production and perception cost on quantifiable details of in-
tergestural coordination. Moreover, this dependence is compatible with the
one shaping the phonetic detail and, as such, serves as a basis for unifying the
phonetic and phonological accounts of speech production.

In the following section we shall discuss the results of our modelling effort in
the light of these two formulations of the optimality hypothesis.

11.1 Phonetics and phonology

The simulation results presented in Chapters 9 and 10 provide a preliminary
support to the phonetic version of our hypothesis. In many aspects, the op-
timal sequences generated by our model indeed closely match the local and
global sequencing patterns revealed by the phonetic analysis of human speech
production reported in Chapter 3.

Details of sequencing of the articulatory events in the optimal simulations
of simple vowel-consonant-vowel sequences are in a considerable qualitative
agreement with the order in which these articulatory events are realised by hu-
man speakers. Moreover (and somewhat surprisingly even to the authors of
this work), the surface temporal alignment of consonantal clusters with respect
to the surrounding gestural context generated by our model adheres to the
experimentally established global sequencing patterns referred to as C-center
and left-edge effects. The predominantly local efficiency principles employed
in this thesis give rise to global coordination patterns.

Interestingly, the underlying intergestural phasing patterns revealed in the sim-
ulations do not correspond to the presumed rule-based account postulated by
the task dynamic theory of gestural coordination (Chapter 4). Rather than
being fully determined by the functional character of gestures and the linguis-
tic structure of utterance, the emergent phasing relationships are strongly in-
fluenced by the gestural context. The alignment of articulatory events with
respect to the underlying dynamical status of sequenced gestures is depen-
dent on the articulatory idiosyncrasies of the phased gestures as well as on
the anatomical links between the articulators involved. The presented inter-
pretation of gestural sequencing as cost efficient patterning of movements of
physically instantiated speech articulators can account for these context de-
pendencies in a unique and principled way.

Our modelling paradigm thus presents an alternative platform for describing
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and explaining some of the known gestural sequencing phenomena. It pro-
vides a novel way of discussing gestural sequencing in terms of efficiency re-
quirements, parameterised cost functions and optimality landscapes. It makes
it possible to reformulate the fundamental principles of intergestural organ-
isation as manifestations of general evolutionarily and biologically plausible
processes.

As we argued in Section 9.2, our approach not only allows the identification
of the instances of intergestural coordination optimal in a given context, but
can be used as a platform for investigating the mechanisms governing these
coordinations. The phasing relationships can be analysed in an explicit quanti-
tative manner (as phase profiles and probability distributions) open to further
experimental evaluation. Our model generates testable predictions of gestural
sequencing behaviour in speech.

As argued above, the results presented in this work support the claim that the
phonetic nature of gestural sequencing – the temporal dimension of the co-
ordination of articulatory action performed by an individual speaker – is fine
tuned with respect to the efficiency principles formulated as the requirement
to minimise the effort and maximise the clarity associated with speech pro-
duction. Admittedly, however, the modelling work presented in this thesis fell
short of identifying phonologically relevant phenomena as emerging from the
same efficiency requirements.

One of the reasons for this shortcoming – and we strongly believe the only
fundamental one – is the very restricted nature of the model vocal tract archi-
tecture. As argued earlier, this simplification was made consciously in order to
help us formulate the definition of model behaviour and of the associated cost
functions in a reasonably comprehensible and computationally manageable
way. Moreover, it allowed us to fully focus on the principles of the interges-
tural coordination not occluded by the complexities which must be consid-
ered when modelling more complex primitive speech actions, like the three-
dimensionality of the oral cavity, acoustic and aerodynamic phenomena, etc.

Consequently, the arsenal of the gestures captured in our model is not suf-
ficient for modelling phonologically relevant sequencing phenomena. Put
bluntly, there is not much a phonologist can say about a system consisting
of two vowels distinguished merely by their height and two stop-like conso-
nants differing only in place of articulation and nothing else (no voicing, no
nasalisation, . . . ).
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In the remaining part of this chapter we, therefore, propose a succession of
steps planned in order to expand the architecture and the resulting faculties
of our model of the vocal tract which ultimately may lead to a principled way
of evaluating the phonological version of the optimality hypothesis. Also, we
discuss some of the possible gestural sequencing phenomena that might be
suitable candidates for future explorations of our modelling paradigm.

11.2 Way forward

As argued in the previous section, we have succeeded in providing an abstract
modelling and methodological platform for testing some aspects of the opti-
mality hypothesis formulated in the Introduction of this work. However, we
are aware that the details of this broad paradigm will be substantially modified
when faced with appropriate articulatory data – collected, in part, on account
of the intuitions provided by our research.

Our thoughts about future elaboration of our modelling paradigm are divided
into two interconnected subsections. First, we shall consider our plans regard-
ing expansion of the vocal tract architecture, the mathematical definition of the
embodied task dynamical platform as well as possible refinements of the over-
all cost function structure. In the final paragraphs of this thesis we then draft
an outline of the follow up explorations of phonetic and phonological phe-
nomena associated with gestural sequencing to be investigated using current
or future versions of our model.

11.2.1 Model architecture

The set of gestures whose sequencing can be meaningfully investigated us-
ing the platform presented in this work, is severely restricted by the current
architecture of the model vocal tract. Our decision to account for only two ar-
ticulatory subsystems of the vocal tract – the tongue and the lips – curtails the
system of distinctive features that can be represented in our model and used to
define the repertoire of speech sounds available for sequencing. Moreover, the
single dimensional nature of the model vocal tract limits the selection of suffi-
ciently different gestural target constellations and, subsequently, the gestures
considered for sequencing.

The vocal tract model can be relatively easily extended to incorporate ad-
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ditional articulatory features, like nasalisation and voicing. The velum can
be modelled as an additional critically damped mass-spring pure articulator
anatomically separate (at least at the onset) from the tongue and lip articula-
tors. Voicing control can be initially treated in a similar way, however, a fur-
ther theoretical and experimental work is needed to justify such design deci-
sion, or present another appropriate modelling solution appropriately captur-
ing the (aerodynamical and anatomical) complexities of non-linear interaction
between the glottis and the upper vocal tract.

Expanding the dimensionality of the model vocal tract architecture presents a
more substantial challenge. Many formal aspects of our current task dynami-
cal treatment of embodied articulatory action detailed in Chapter 6 are consid-
erably simplified by the simple one-dimensional character of the model archi-
tecture, and, even more crucially, by the linear character of the anatomic trans-
formations between various levels of description. Bringing in a more faithful
representation of the two (or three) dimensional nature of articulatory move-
ment must be accompanied by a more realistic (and, presumably, non-linear)
way of capturing the dependence of the tract variable behaviour on the move-
ment of pure articulators. This, in turn, will require a careful reconsideration of
the mathematical principles introduced here in order to identify an embodied
version of the reverse dynamical transformation, converting the task-imposed
behaviour of the tract variables into the movement of physically instantiated
pure articulators.

The development of our model outlined above will result in architectural com-
plexity – in terms of possible gestural targets as well as articulatory counter-
parts of additional distinctive features – sufficient to explore sequencing pat-
terns associated with more complex speech phenomena. For example, we will
be able to evaluate the suitability of our optimality paradigm for accounting
for a strong phasing relationships among the gestures participating in the real-
isation of what are traditionally considered phonemic segments, like the tight
intergestural coordination of the voice onset, nasalisation and labial/alveolar
gestures in producing a voiced nasal consonant (Krakow, 1989). The higher
dimensionality of the model tract will facilitate exploration of phenomena like
dependence of the place of articulation in realising velar consonants on the
surrounding vocalic context (Recasens, 1997).

Another possible refinement leading to expanding the gestural repertoire is to
consider additional manners of articulation of modelled consonantal gestures.
Modelling fricatives, affricates or other members of the large family of conso-
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nants will require a careful consideration of the relevant consequences of the
highly non-linear nature of the interplay between, on the one hand, articula-
tory and, on the other, aerodynamic and acoustic aspects of embodied speech
production. A high priority is assigned to the task of designing a suitable in-
terface between the purely articulatory output of our model vocal tract and an
existing articulatory speech synthesiser. We want to hear the optimal gestural
sequences generated by our model!

A somewhat separate line of the projected development of our model is a thor-
ough reconsideration of our decisions concerning the model muscles. As noted
in Section 7.1, the abstract, linear character of the model muscle dynamics does
not correspond to the known facts about actual muscle behaviour (Feldman
and Latash, 2005). Incorporating more realistic non-linear threshold muscle
dynamics will require a thorough reconsideration of the dynamical aspects of
the behaviour of model constituents on all other levels of description: the pure
articulators, end effectors and tract variables.

The changes in the direction of our investigation and the corresponding adjust-
ments of the model architecture must be accompanied by a careful fine-tuning
of the cost functions used to evaluate the vocal tract output.

It can be argued that most of the “phonology” indirectly regulating the model’s
sequencing behaviour is encoded in the parsing cost function defined in Sec-
tion 7.2. Indeed, the concepts of precision and duration estimate functions,
prominence interval and realisation degree between them assess what gesture
– or associated phonetic segment – is perceived at any given time. They de-
termine the quality of each gesture’s realisation with respect to two general,
physically grounded criteria: duration and precision. In order to expand the
evaluation of our optimality hypothesis to more complex speech segments re-
alised by the simultaneous target-oriented action of multiple gestures, these
criteria must be re-considered and possibly expanded.

We envisage the criteria for evaluating the perceptual quality of realised ges-
tures to encompass additional perceptual (acoustic and maybe aerodynamic)
measures expressed in a manner similar to those captured by the precision
and duration estimate functions. In general, these criteria will serve to express
the quantifiable aspects of the structure of the articulatory/acoustic events of
which the utterance comprises. Possible candidates for such physically inter-
pretable measures are, for example, the stability of the articulatory/acoustic
realisation of (some of) the participating gestures during the prominence inter-
val, or the gradients of end-effector trajectories at the moments of consonantal
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closure onsets and offsets.

These additional building blocks of realisation degree evaluation may be com-
bined in a weighted manner similar to the combination of the constituent
cost function in the overall cost function described in Section 7.4. If prop-
erly conceived, for each viable weight setting, our optimisation paradigm will
identify the cost efficient gestural sequencing patterns leading to the realisa-
tion of salient speech segments. Moreover, adjustments of the weight coeffi-
cients can be used for exploration of the underlying efficiency landscape, of
stable intergestural phasing configurations and possible areas of non-stability,
where a small change in gestural sequencing leads to dramatic perceptual con-
sequences. These findings can be then interpreted in phonological terms as
emerging patterns of coordination leading to discreet, distinctive characterisa-
tions of language-specific units of speech production and their combinatorial
properties.

This ambitious programme can be seen as related in spirit to the Optimality
Theory (OT) approach (Prince and Smolensky, 2004) in the domain of gestural
sequencing. The envisaged component evaluation criteria can be loosely inter-
preted in terms of competing constraints and the weight setting as the ranking
of these violable constraints. The optimisation procedure decides which of the
possible outcomes is the most efficient in the light of the given “ranking” and
the defined flexible criteria. The major difference, however, is the embodied
character of our modelling approach and the biologically and environmentally
plausible nature of the gestural realisation criteria compared to the rule based
OT account. If successful, our approach will reveal the relevant phonological
patterns as emergent properties of speech analysed as embodied sequential
motor action constrained by evolutionarily grounded efficiency criteria. As
such, the envisaged results would provide a support for the phonological for-
mulation of the optimality hypothesis and will constitute a significant step in
the Emergent Phonology research programme (Lindblom, 1999).

Another constituent cost measure which can be refined in a considerable way
is the duration cost function. In this work we used this function in its sim-
plest possible form as a direct measure of the duration of realisation of gestu-
ral sequence. As the results of related exploration of a more abstract version
of the model presented here (Simko and Cummins, 2009a) suggest, the du-
ration cost function can be interpreted as an influencer linked to emergence
of the suprasegmental structure of an utterance and of the lawful variation of
intergestural organisation reflecting the manner of speech. Further research
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applied to the presented paradigm is needed to thoroughly evaluate the role
of the duration cost and its possible links with the prosodic sequencing phe-
nomena.

11.2.2 Experiments and simulations

Each of the steps presented in the previous paragraphs designed to expand
and refine our modelling paradigm must be supported by a thorough experi-
mental evaluation of its consequences.

Even in its current form, our model generates a multitude of predictions con-
cerning the qualitative nature of intergestural sequencing. In order to eval-
uate these predictions, and, indirectly, the suitability of the implementation
of the modelling platform, we are planning a series of phonetic experiments
designed to reveal articulatory details of the context dependent nature of in-
tergestural sequencing.

The modelling paradigm presented in this thesis was designed with the intent
to be a suitable platform for investigating the nature of variations in interges-
tural coordination omnipresent in speech.

The embodied character of our vocal tract model provides a unique oppor-
tunity for exploring the sequencing variations attributable to the anatomical
differences among individual speakers. Adjustments in parameterisation of
the model setup can reveal differences in intergestural coordination that law-
fully reflect idiosyncratic physical characteristics of individual physiology. It
also allows us to define a population of personalised speakers and investi-
gate phenomena related to their interaction, like mimicking or synchronised
speech.

Even more importantly, the compound overall cost function is designed to fa-
cilitate the exploration of the consequences of variations in speaking manner
(speaking rate and precision of articulation) on gestural sequencing. Shifts in
the relative influence of articulatory effort, parsing cost and duration cost elicit
differentiated pressures on the modelled speaker to speak fast, slowly, hyper-
articulate or pose greater demands on the receiving party’s parsing abilities.
The simple space of the weight coefficients intuitively corresponds to the pre-
sumed space of intentional control of speech production along these prosodic
dimensions. Preliminary results reported elsewhere (Simko and Cummins,
2009a) provide an encouraging first step in the direction of interpreting the
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corresponding sequencing variations in the light of emergent behavioural pat-
terns of an embodied speech production system.

After several years of working with uncountable versions of our abstract
speech production model we have acquired a considerable amount of experi-
ence and created a stable and efficient programming environment suitable for
running simulations as presented in this work. One of our immediate aims is
to organise and unify the resulting MATLAB and Simulink code and develop
and document a proper experimental platform which would allow fellow re-
searchers to exploit the presented modelling paradigm, as well as produce and
test the future formulations of the optimality hypothesis.

We are fully aware that many details and technical aspects of our work will
be considerably affected as a result of the extensive experimental and devel-
opmental programme outlined in this section. Nevertheless, we are confident
that the main methodological approach advocated in this work will serve as
the backbone for a successful research programme in years to come. In this
approach, we quantitatively evaluate gestural sequencing patterns in terms of
cost functions related to the embodied character of the speech production and
perception systems as well as to the functional properties of the sequenced
speech tasks. The optimal patterns – those minimising the compound cost
function – are then compared to the experimentally established patterns of
speech production. The comparison serves as a basis for evaluating the pro-
duction and perception model used, the cost functions considered and the op-
timality hypothesis tested in the given simulation.

Whatever the results of such simulations in the future – and the results re-
ported in this thesis suggest that we can be quietly optimistic – our work
presents a novel way of looking at and interpreting the gestural sequenc-
ing phenomena ubiquitous in the domain of speech production and beyond.
Above all, the optimality approach presents a new powerful language for dis-
cussing the sequencing patterns and associated phenomena. This language of
attractor landscapes, valleys and cost functions, forces, dynamics and embod-
iment can serve as a principled platform for unifying many aspects of speech
production traditionally divided by the phonetics–phonology frontier. More-
over, it can serve as a natural way of grounding the speech research in the
broader investigation paradigm of embodied cognitive action which forms an
integral part of the current cognitive science programme.
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