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Abstract—Active learning is useful in situations where labeled
data is scarce, unlabeled data is available, and labeling a large
number of examples is costly or impractical. These techniques
help by identifying a minimal set of examples to label that
will support the training of an effective classifier. Thus active
learning is particularly relevant for the automation of annotation
tasks in multimedia. In this paper we consider the problem
of employing active learning for the assignment of multiple
annotations or “tags” to images in personal image collections.
This form of multi-label classification has received a lot of
attention in recent years, however active multi-label classification
is still a new research area. The main challenge in active multi-
label classification is the selection of unlabeled examples that will
be informative for all tags under consideration. This selection task
proves surprisingly difficult primarily because of the paucity of
labeled data available. In this paper we present some solutions to
this problem based on aggregated rankings from classifiers for
individual tags.

Index Terms—multi-label, active learning, image annotation,
query selection, score aggregation, ranking

I. INTRODUCTION

It is widely accepted that considerable research challenges
exist in content based image retrieval (CBIR) in order to
support browsing and retrieval of images in personal image
collections [1], [2], [3], [4]. CBIR is difficult in part because
of the semantic gap between the low-level image features
and high-level image semantics. This semantic gap makes it
difficult to develop applications to support the user in the
annotation process. Image annotation is a process by which
labels or “tags” are associated with images either manually,
automatically or semi-automatically. A tag is a relevant key-
word assigned to an image that will aid in the retrieval. The
tags may come from a controlled ontology or users may be
able to create their own tags.

Image tagging has been identified for some time as an
application area that is suitable for active learning[5], [6].
Active learning (AL) is active in the sense that the learning
system identifies the examples that should be labeled as part
of the learning process. Clearly AL is appropriate where the
process of assigning class labels to training examples has some
cost associated with it and a pool of unlabeled data is available

This work was part supported by Science Foundation Ireland (SFI) under
grant No. 05/IN.1/I24.
The authors are with the Complex and Adaptive Systems Laboratory, Univer-
sity College Dublin, Belfield, Dublin 4, Ireland.

Fig. 1. A screen dump of the multi-label image annotation system. The
pop-up window presents the query image to the user. The tick-boxes to the
right of the image allow multiple tags to be applied to the query image.

– image annotation has these characteristics. The potential
AL has to personalize the annotation process to the user by
capturing user feedback is particularly useful in CBIR [5], [6].

The scenario that motivates this work is as follows. The user
of the image annotation system loads a collection of images
(say 50 - 100) into the system. The user wishes to attach labels
from a collection of labels to these images. The user primes the
system with a small number of examples and counter-examples
for these labels. In the normal active learning scenario these
labels would be handled one at a time, i.e. the user would be
queried for the label for the most informative image for each
label in turn. Rather than train the classifiers for each label
independently we train them in parallel. The objective being
that a query image should not be presented multiple times
for labeling, instead multiple annotations can be provided at
each query step (see Figure 1). This introduces the problem of
identifying query images that will be informative in aggregate
for all classifiers. This proves to be a considerable challenge
because the problem of aggregating the uncertainty of multiple
classifiers is difficult, primarily because of the scarcity of
labeled examples available.

The component classifiers used in this analysis are support
vector machines (SVMs). In a single-label AL scenario clas-
sifier uncertainty is a useful criterion for query selection and
closeness to the SVM margin has proven in other studies
to be a useful measure of uncertainty. For the multi-label
situation margin distances across a number of classifiers
cannot be aggregated to generate an estimate of aggregate
uncertainty because the scales can be quite different. An
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obvious solution is to convert the SVM margin distances
to probabilities [7], [8] (see section III-A1 for details) and
aggregate these probabilities. This strategy doesn’t prove very
effective and the reason for this helps explain why uncertainty
aggregation for multi-label AL is more difficult that is at
first apparent [9]. The problem is that the conversion to
probabilities is itself a learning process where only a small
number of samples are available for training so the conversion
is not very accurate. This proves to be an issue for all of the
aggregation strategies we have considered. Our main finding
is that aggregation based on ranking is more effective than the
parametric (‘model-based’) alternatives we evaluated.

The other important issue in multi-label AL is fairness. Our
early evaluations revealed that it often happened that positive
examples of some classes were not being selected in the query
selection process. To monitor this issue we have adopted two
techniques for monitoring the internals of the query selection
process. These are the 2D score distribution plots shown in
Figure 4 and the label count charts shown in Figure 6.

The rest of the paper is organized as follows. In Section II,
we introduce multi-label classification and active learning and
review some related work on these topics. Section III presents
query selection and describes the techniques for aggregation
in query selection that we evaluate. Section IV discusses the
datasets and the experimental procedure for active learning
based multi-label classification for both image and text data.
In Section VI, we report the experimental results and finally
in Section VII we conclude and propose some directions for
future work.

II. MULTI-LABEL CLASSIFICATION

Single-label classification entails assigning a label ω from
a disjoint set of labels L to an example. If |L| = 2 it is binary
classification, if |L| > 2 it is multi-class classification. By
contrast, in multi-label classification an example can have a
set of labels W ⊆ L. Image annotation is an iconic example
of multi-label classification as several tags can be assigned to
single image.

In their review of research on multi-label classification
Tsoumakas and Katakis [10] divide strategies for multi-label
classification into two categories.
• Problem Transformation Methods: This entails transform-

ing the problem into a series of single-label classification
tasks. Tsoumakas and Katakis state that the most common
transformation is to convert the problem into |W | binary
classification problems hω : x → {ω,¬ω}. This is the
strategy employed in the work reported here.

• Algorithm Adaptation Methods: The other strategy is to
adapt a learning algorithm to directly output a set of
labels for an example. A clear example of this strategy is
the work by Clare and King[11] on modifying the C4.5
algorithm to output multiple labels.

It seems that the problem transformation strategy is the
dominant strategy when multi-label classification is applied in
image analysis [12], [13], [14]. Given that this is the strategy
that we employ (i.e. convert to |W | classification tasks) it
is worth mentioning that it has two theoretical shortcomings.

With some exceptions [15] problem transformation strategies
do not exploit any label correlation to improve performance,
nor do they exploit any structure or semantic relationships that
might exist among the labels that might improve performance.
There is also the practical problem that separating available
training data for an example into class and not class sets with
labels {ω,¬ω} will produce skewed class distributions – this
issue has to be managed during the training process.

Closely related to the problem of multi-label classification
(MLC) is the problem of multi-label ranking (MLR) [16][17].
Multi-label ranking entails ranking a set of labels according to
their relevance for a particular example. This ranking contains
a ‘zero point’ separating the relevant side of the ranking from
the irrelevant side. We feel this is not that relevant to the task
we address, as we are interested in partitioning the set of labels
into relevant and irrelevant sets for each example. We are not
particularly interested in ranking the set of relevant labels.
However, this work is worth mentioning to distinguish it from
our use of ranking in uncertainty aggregation. In the work
described here we use rankings of examples in the context of
labels, by contrast Brinker and Hüllermeier [17] rank labels
in the context of examples.

A. Active Learning for Multi-label Classification

Active learning starts with a limited initial training set as
shown in Algorithm 1. There follows a series of interactions
with the user, where the learner presents query examples for
the user to label, thereby increasing the labeled training set
at each iteration. This process helps to reduce the number of
labeled examples needed to correctly learn the target concept,
when compared with the number of training examples that
might be required to construct an accurate classifier in a
passive framework [18], [19].

Much AL research has focused on strategies for selecting
query examples that will quickly lead to good classification
performance with minimal annotation effort. In this work we
build on a simple but popular strategy based on classifier un-
certainty. When using SVMs this involves selecting unlabeled
examples with the smallest decision margin. The strategies
that we evaluate for aggregating uncertainty across a number
of classifiers are described in detail in the next section (III).

The generic AL process for multi-label data is shown in
Algorithm 1. The learner receives a small set of labeled
examples D and a pool of unlabeled examples X . The active
step is 4, where the oracle is asked to provide all relevant
labels for one of the unlabeled examples (see also Figure 1).
From algorithm 1 it is clear that the key factor in determining
the effectiveness of the AL process is step 3 where the next
example to present to the oracle is selected. This step is
discussed in detail in the next section.

III. QUERY SELECTION

If the selection of samples for labeling is performed in
an appropriate manner, a classifier with good generalization
performance can be built from a relatively small training set.
In a multi-label scenario, we want to select a query item that
is maximally informative for all the labels and not just for
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Algorithm 1 Active Learning for Multi-label Query Selection
AL(X,D, f()):
D is labeled set,
X is unlabeled set,
f() is a labeling function,
W is a set of labels for an example.

1: h←ML(D) : Build initial multi-label classifier
2: while stopping-criterion is not satisfied do
3: x← SL(X,D, h) : Apply selection strategy SL to get

next example x from X

• y ← NL(X,h) : Normalize the classifier scores
• y′ ← y : Aggregate the normalized scores across all

labels to get aggregated score
4: W ← f(x) : Ask the oracle to label x
5: D ← D ∪< x,W > : Update the labeled example set
6: X ← X\{x}: Remove x from the unlabeled set
7: h←ML(D) : Update the multi-label classifier
8: end while
9: Return classifier h

a single label. An intuitive way to achieve this is to select
queries from the set X about whose label the classifier is
least certain. When the classifier is a SVM, this can be readily
done by selecting the sample with the smallest classification
margin. Research has shown that uncertainty in an ensemble
of classifiers is also an effective criterion for sample selection
in AL [20]. Alternatively, query selection can be guided by a
version space analysis where examples are selected that will
most reduce the version space of the classifier [21].

The strategy used for single-label active learning can be
explained by reference to the standard SVM decision function:

h(x) = sign

(∑
i∈SV

αiωiK(x, xi)

)
(1)

In binary SVM classification the class labels are ω ∈
{−1,+1} and the class label is determined by the sign of
the summation in equation 1 where SV is the set of support
vectors, K() is the kernel function and αi is the learned weight
for support vector i. The size of the summation gives the
distance from the SVM margin so a policy of selecting the
query example with the smallest margin will select examples
on which the SVM is least certain.

For multi-label AL we wish to normalize and aggregate
these scores to select examples that will be informative for
most classifiers. This is not straightforward as margin scores
from different SVMs are not directly comparable.

A. Aggregating Uncertainty
In order to aggregate the uncertainty of the individual

classifiers we need to normalize the scores coming from the
classifiers so that they can be aggregated. Once the scores
are normalized they can be aggregated by a simple averaging
process – the unlabeled example with the greatest aggregate
uncertainty is the one with the greatest average uncertainty.

We now describe three strategies that normalize the uncer-
tainty of candidate query examples.

1) Probability-based Selection: When Platt proposed the
method described below for mapping the output of an SVM
to a probability score his stated objective was ‘to enable
post-processing’ [7]. Aggregating the output of a number of
different classifiers is an example of such post-processing.
Platt’s proposal is to use a sigmoid function to map the SVM
output to a posterior probability.

Pr(y = 1|x) ≈ PA,B(f(x)) ≡ 1
1 + eAf(x)+B

(2)

This sigmoid mapping has two parameters A and B and
Platt shows how these can be estimated in a maximum
likelihood framework. An improved strategy for learning these
parameters from the data is proposed by Lin et al. [8]. This
is the strategy used in our implementation.

While this technique may work well where there is a large
amount of labeled training data is available, it may not be
suitable in the early stages of active learning when only a few
examples are labeled and the mapping that can be derived may
not be very accurate.

2) Gaussian Normalization: A technique that is used to
normalize the output scores of a classifier in speaker verifi-
cation, so that they are comparable, is to take the scores of
the outlier class and post-process the scores to have a mean
of zero and a standard deviation of one. This is referred to as
zero normalization (Z-Norm) [22]. When new scores are found
during the testing phase, these are then also post-processed
using the normalization value found during training.

In the image annotation task the active learner will have ac-
cess to the unlabeled data when selecting the next query image
for the training. Therefore we can also use this unlabeled data
in our normalization procedure. However, we do not wish to
map the mean to zero as the distance from the zero crossing
point is important for the selection of the next item. Given
that the output scores of the classifier on the unseen data have
variance σ2, we normalize the uncertainty score for the image
K to be uK = sK

σ2 . This strategy works by taking the scores
from the unlabeled pool of images and normalizing them to
unit variance. This strategy has the advantage that it makes
use of the labeled and unlabeled data.

3) Ranking Score Normalization: To address a number of
the issues raised in sections above, we propose a novel strategy
based on raking. In this strategy we take the unlabeled data
and form a ranked list on the basis of the current SVM output
scores. A natural transition point in the list occurs when the
example I at position rc in the list is classified as positive and
the next example J at position rc+1 is classified as negative.
We can then define the classification crossover point to occur
at rc + 0.5. Now given an unlabeled example K occurring at
point rK in the ranking, we define its new uncertainty score
to be its distance from the crossover point in the ranking:

uK = |rc + 0.5− rK |

A possible weakness of this strategy is that, where a
classifier only has a few examples of one class, these examples
will be more likely to be selected as they will naturally occur
closer to the decision boundary. To address this weakness,
we employ a linear scaling of the score depending on the
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distribution of positive and negative examples. For instance, if
the classifier predicts that 20% of examples are positive then
the rank score of examples predicted to be positive is scaled
by a factor of 4.

IV. EXPERIMENTS

A. Datasets

The evaluations were carried out on three image datasets
(Barcelona, Scene and MIML-Scene) and one text dataset, the
CBR-Literature dataset – see Table I.

TABLE I
DATASETS SUMMARY: |L| IS THE SIZE OF THE LABEL SET AND C IS THE

AVERAGE NUMBER OF LABELS PER ITEM.

Name Type n |L| C Source
Barcelona image 137 4 2.34 [9]

Scene image 2407 6 1.07 [13]
MIML Scene image 2000 5 1.24 [23]

CBR Literature text 177 8 1.31 [24]

Barcelona1 dataset contains urban scenes, categorized with
the labels: “buildings”, “flora”, “people”, and “sky”. Some
preliminary results for single label AL experiments on this data
were published in [9]. The natural Scene2 dataset, previously
used in [13], has the following labels: “beach”, “fall”, “field”,
“sunset”, “mountain”, and “urban”. Our experiments on this
dataset use the same feature sets proposed by the authors in
[13]. Another multi-label image dataset, called MIML Scene3,
was previously used in [23] for multiple instance learning.
It consists of images with the following labels: “desert”,
“mountain”, “sea”, “sunset” and “trees”. For our experiments
we used the original images and constructed the image feature
vectors as described in section IV-B. Figure 2 shows example
images for the MIML scene and Barcelona datasets.

Fig. 2. Sample images for the MIML (top) and Barcelona (bottom) Image
datasets

The final dataset is a multi-label text dataset, CBR Litera-
ture4, previously used in [24]. It consists of summary text from
research papers published in the field of case-based reasoning
over the past 15 years. These papers have the following
labels: “Explanation”, “Image”, “Maintenance”, “Retrieval”,
“Similarity”, “Text”, “Weighting” and “Music”.

1Available at (http://mlg.ucd.ie/content/view/61)
2Available at (http://mlkd.csd.auth.gr/multilabel.html#Datasets)
3Available at (http://cs.nju.edu.cn/zhouzh/zhouzh.files/publication/annex/

miml-image-data.htm)
4Available at (http://mlg.ucd.ie/cbr)

Fig. 3. Dataflow diagram of the experimental setup

B. Feature Extraction

For the Barcelona and MIML scene datasets, the following
features were extracted: color moments i.e. average, standard
deviation and variance of RGB values, RGB histogram, tex-
ture co-occurence matrix, texture auto-correlation and edge-
direction histogram, to construct a 282-dimensional feature
vector for each image. For the natural scene dataset we used
the same feature vectors provided by the authors in [13].
For the CBR Literature dataset, all paper titles and abstracts
were collected for the 672 research papers published at the
CBR conference series (ECCBR/ICCBR/EWCBR). Standard
stemming and stop-word removal techniques were applied to
this text. The resulting text was subsequently transformed
to a highly-sparse vector space model representation, with
dimensions corresponding to the 1949 unique content-bearing
terms appearing in more than one document. Similarity values
between papers were computed by finding the cosine of the
angle between their respective term vectors.

C. Experimental Setup

We evaluate the three query selection techniques described
in section III and in addition we include a random sampling
selection technique, where queries are randomly chosen from
the available set of query images. We use a custom Java
implementation of the SMO algorithm for SVMs, as originally
presented by Platt [7]. For all experiments we use a linear
kernel with an optimized value of the slack parameter C.

For all experiments the dataset was divided into a labeled
starting pool and an unlabeled query-test pool (see Figure 3).
We ran the experiments for 10 folds and repeated it 10 times by
randomly shuffling the data and selecting a new starting pool
for each repetition. The labeled starting pool is constructed
for each repetition so that it contains at least one positive
and one negative example for each label. The unlabeled query
pool consists of the remaining images. The query pool is also
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(b) Score Distribution for Sigmoid-Probability Selection

Fig. 4. 2D Score Distribution for 2 label scenario i.e. Buildings and Sky

used as a test pool after each query selection step as would be
the case in a real world personal image annotation scenario,
where after a few rounds of active learning, the system would
annotate the remaining images in the query pool.

V. EVALUATION IN 2D SCENARIO FOR SCORE
AGGREGATION

Before evaluating the selection strategies, we first examine
the aggregation process in query selection in a 2-D setting.
The multi-label datasets were converted to 2-label subsets
by selecting the two labels that occur most frequently. The
normalized scores that are aggregated at each query selection
step are shown as scatter plots along with the query item being
selected. We also look at the cumulative counts of labeled
examples for each class as the query selection proceeds (see
Figure 6). This gives some insight into the fairness of the
strategies being evaluated.

The Barcelona dataset was converted to a 2-label problem
by choosing the labels ’buildings’ and ’sky’. As explained in
section IV-A, for AL experiments, the starting pool consists
of 2 or 3 data items covering at least one positive and one
negative case for each label. The remaining data items are
part of the query pool. When plotting these graphs, the starting
pool is kept the same for different techniques to show how the
various techniques behave after the query selection step.

Figures 4 and 5 show the distribution of scores returned by
the different techniques at query interval 1, 5 and 20 during the
query selection process. The selected query item is the filled
blue dot and the query step number (i.e. 1, 5, or 20) is also
shown. Selection is based on the lowest average uncertainty
across classifiers so this selects the item with the smallest
Manhattan distance to the centre point in the graph.

This 2-D analysis offers a number of interesting insights.

• It seems from Figure 4(b) that the sigmoid transformation
is not working well. The transformation seems to be
producing probability scores that are overly confident.
This could be due to the fact that the sigmoid parameters
are learned from a small number of examples.

• It seems that Gaussian normalization is not effective for
spreading the data in the 2D space, see Figure 5(a). This
appears to have the effect of bunching the data close
to the selection point. This may be due to the skewed
distribution of the raw scores.

• In Figure 6(b) it is clear that sigmoid ranking is slow to
pick up positive examples for the “Sky” label.

• It can be seen in Figure 6 that the Gaussian and ranking
strategies pick up positive labels at roughly the same rate
as random selection. This suggests that they are acting
fairly and are not preferring one label over the other.
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Fig. 5. 2D Score Distribution for 2 label scenario i.e. Buildings and Sky
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Fig. 6. Number of Positive Labels in training set for first 20 queries of the 2D AL process.

VI. EVALUATION FOR MULTI-LABEL SCENARIO

In this section, we evaluate the performance of the three
query selection strategies along with the random selection on
the datasets with all labels. First, we report the results for all
datasets without any active learning in order to get a baseline
for the active learning experiments. We then present the active
learning results to compare the different selection strategies.

A. Without Active Learning

To provide a baseline assessment of accuracy we performed
a stratified 10-fold cross validation on each dataset without
AL. The F1 score for individual labels are reported for the
image datasets in Table II alongwith overall accuracy and
macro f-score. On the CBR Literature dataset, the overall
accuracy without AL is 0.88 measured using cross validation
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TABLE II
SUMMARY OF BASELINE F1 SCORE FOR IMAGE DATASET LABELS.

Dataset Labels F1 Overall Acc Macro f-score
Barcelona Buildings 0.69 0.73 0.69

People 0.67
Flora 0.62

Sky 0.78
Scene Fall 0.94 0.85 0.87

Field 0.88
Mountain 0.78

Beach 0.82
Sunset 0.85
Urban 0.90

MIML Desert 0.61 0.86 0.72
Scene Mountain 0.77

Sea 0.59
Sunset 0.86
Trees 0.77

and the macro f-score is 0.78.

B. Query Selection for Active Learning
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(a) AL curve for Overall Accuracy: Barcelona
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(b) AL curve for Overall Accuracy: Scene

Fig. 7. Overall Accuracy across all labels vs Num of Queries for Barcelona
and scene dataset

First, we show the overall accuracy across all labels for
different datasets. This shows how the classifier has performed
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(b) AL curve for Overall Accuracy: CBR Literature

Fig. 8. Overall Accuracy across all labels vs Num of Queries for MIML
scene and CBR literature dataset

across all the labels for different selection techniques over
the query selection process. Figures 7 and 8 show the overall
accuracy against the number of queries performed. We show
results over 40 query steps to bring the learning to a stage
where the improvements in accuracy start to level off. Given
the nature of the application context it is likely that labeling
would not proceed past 20 iterations so relative performance
early in the process is probably most important.

We can see from the graphs that the ranking based technique
is performing well in all cases. In all cases it outperforms
the other techniques over the first 20 queries. By contrast
the Gaussian and sigmoid techniques do not perform well.
Typically they perform better than random selection over the
first 10 queries but fall behind after that. Given that the
objective is to improve accuracy for all labels over the AL
query cycle we next analyze how the AL performs across the
individual labels. While the selection technique only picks one
query image for each query step, the selection is based on the
aggregated score across all labels. Hence the selected image
should be equally informative across all or most labels.

Figure 9 shows individual label accuracy against the number
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TABLE III
SUMMARY OF RESULTS FOR MACRO F-SCORE FOR THE 5th , 10th , 20th

AND 30th QUERY SELECTION STEP FOR ALL DATASETS.

Dataset Stage Rand Sigmoid Gaussian Ranking

Barcelona 5th 0.55 0.55 0.55 0.56
10th 0.56 0.57 0.56 0.57
20th 0.58 0.58 0.58 0.60
30th 0.59 0.61 0.59 0.62

Scene 5th 0.68 0.68 0.69 0.69
10th 0.71 0.70 0.71 0.72
20th 0.74 0.73 0.74 0.76
30th 0.78 0.76 0.76 0.78

MIML 5th 0.44 0.41 0.44 0.45
Scene 10th 0.48 0.45 0.46 0.49

20th 0.53 0.50 0.49 0.54
30th 0.55 0.50 0.50 0.55

CBR 5th 0.56 0.56 0.56 0.62
Literature 10th 0.60 0.61 0.58 0.63

20th 0.62 0.65 0.65 0.66
30th 0.65 0.70 0.68 0.71

of labeled examples in the training pool for the Barcelona
dataset. We see that the ranking based selection technique
performed better in accuracy than the competing random,
sigmoid-probability and gaussian techniques.

For AL experiments it is not straightforward to summarize
results given the dynamic nature of the process. In Table III
we list the macro f-score at the 5th, 10th, 20th and 30th query
steps for different query selection techniques. It is clear again
that the ranking technique consistently performs better across
different datasets than other techniques.

VII. CONCLUSION AND OUTLOOK

In this paper we have presented a new ranking-based
query selection technique for multi-label active learning in
the context of personal image annotation. In multi-label active
learning the objective is to identify examples that will be
informative for learning a number of labels at once. The
strategy employed here is to use classifier uncertainty as an
indicator of informativeness and to aggregate this measure to
identify examples that will be informative across all labels.

The fact that uncertainty scores for different labels have to
be normalized prior to aggregation proves to be an obstacle
as there is little data available to perform effective normaliza-
tion. We compare the winning ranking-based strategy against
Gaussian and sigmoid-based techniques and the evaluation
shows that the ranking-based strategy comes out on top. We
believe that this is because the ranking-based strategy is non-
parametric and makes no assumptions about the distribution
of the data. The evaluation shows that the ranking strategy
helps build classifiers with higher classifier accuracy for a
given annotation effort.

The fact that our multi-label active learning strategy works
with independent learners for each label means that any
information from label correlations is not exploited in the
learning process. In this initial exploration of active multi-
label learning we are not too concerned about this as there
is evidence that the improvements when label correlations are
taken into account are quite modest [15]. In the future we
will explore the integration of active learning into the classifier

chains strategy for multi-label classification [15] that does take
label correlations into account.
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