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Abstract

Users of social media sites, such as Twitter, rapidly generate large volumes of text
content on a daily basis. Visual summaries are needed to understand what groups
of people are saying collectively in this unstructured text data. Users will typically
discuss a wide variety of topics, where the number of authors talking about a
specific topic can quickly grow or diminish over time, and what the collective
is saying about the subject can shift as a situation develops. In this paper, we
present a technique that summarises what collections of Twitter users are saying
about certain topics over time. As the correct resolution for inspecting the data
is unknown in advance, the users are clustered hierarchically over a fixed time
interval based on the similarity of their posts. The visualisation technique takes
this data structure as its input. Given a topic, it finds the correct resolution of
users at each time interval and provides tags to summarise what the collective is
discussing. The technique is tested on three microblogging corpora, consisting
of up to tens of millions of tweets and over a million users. We provide some
preliminary user feedback from a research group interested in the area of social
media analysis, where this tool could be applied.

1 Introduction

With the advent of social media websites, users are able to generate large volumes of text data.
There is great interest in tracking the trajectory of topics as new items emerge and the commentary
on topics evolves over time (Leskovec et al., 2009). However, visually summarising the scale and
topics discussed by groups of users, or crowds, has received little attention. Tools that are able to
present these summaries at an appropriate level of granularity would not only be able to convey the
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scale of discussion about a given topic but also reveal some context for how the topic is discussed in
the crowd.

An example usage scenario is shown in Fig. 1 on some synthetic data. We aim at answering the
question: Are there several small groups of users discussing different aspects of the topic or a
single, large group of users with a common voice? In this example, a search for the term “obama” in
March of 2011 reveals crowds talking about the Libya situation and the 2012 presidential election.
The topics discussed in the presidential election clusters shift from Sarah Palin to Mike Huckabee.
If the user is only interested in the discussions around Libya, a cluster can be selected, as indicated
by the red box in Fig. 1(b), and tracked across the time series. Crowds, which speak substantially
more about Libya than Obama, are revealed and the topics they are discussing are clarified by the
frequent tags around them. As a situation develops, both the tags and the crowd resolution, or
appropriate level of granularity, can change. Thus, tools that are able to find both the appropriate
crowd resolution and present a summary of the types of topics discussed in these crowds are needed
so as to better understand the subjects discussed in large volumes of Twitter data.

We present ThemeCrowds, a visualisation technique that is able to visualise crowds of users around
a given topic and show how the topic and crowd evolves over time at an appropriate resolution
in large volumes of Twitter data. The technique, at each time step, is able to select and present
the most appropriate level of resolution based on a novel extension of tag clouds to the multilevel
environment and a new method for automatic antichain (Elmqvist & Fekete, 2010; von Landesberger
et al., 2010) selection in a multilevel hierarchy. As the time series may be long, we apply a scented
widget (Willett et al., 2007) scroll bar to allow the user to find interesting areas of the data both in
terms of volume and relevance to the topic discussed. The technique was tested on three collections
of Twitter microblogging data – our results show that it scales beyond the current state of the art
visualisation techniques (Java et al., 2007; Shamma et al., 2009; Dörk et al., 2010), to tens of
millions of tweets. Our case studies are designed to reflect how researchers and social media analysts
could identify discussions around developing news stories and memes on Twitter. In addition, we
sought feedback from a social media research group where this technique could be applied. In
Section 6.3, we explore how researchers in this group used our technique and what they found.

2 Related Work

A number of visualisation techniques have looked at ways of visualising dynamic text data and clus-
tered text data respectively. Sections 2.1 and 2.2 discuss dynamic and clustered visualisations of text
data. Finally, Section 2.3 discusses how microblogging data has been previously analysed by data
mining researchers. Table 1 shows the techniques and systems in previous work on unstructured text
visualisation. ThemeCrowds is the only technique able to handle dynamic, multilevel visualisation
of text data. These two aspects, as argued in the introduction, are needed for grouping users in Twit-
ter data where the correct crowd resolution is not known in advance. Additionally, ThemeCrowds
scales to data set sizes beyond visualisation techniques in previous work.

2.1 Dynamic Text Visualisation

A number of systems have looked at how to represent dynamically evolving textual data, often in
the context of news stories or social media networks.

ThemeRiver (Havre et al., 2002) encodes time horizontally and the frequency of terms vertically in
the collection of time-stamped documents to see how those terms evolve. The streams grow and
shrink as the popularity of tags change over time. Dubinko et al. (2007) presented a method for
depicting the evolution of tag clouds, using animation. The tags selected for animation have high
“interestingness”: a value computed based on tag frequency and variability. Collins et al. (2009)
described a system to illustrate the trends in tag frequencies over time using a parallel coordinates
metaphor. Interactive selection helps depict the evolution of tags in terms of frequency. Lee et al.
(2010) presented a method that characterises tags and their evolution in terms of frequency, using
spark lines. Small line graphs depict how each tag evolves in terms of frequency over the full time
series with the current point in time indicated. Dörk et al. (2010) developed a tool for exploring
conversations in Twitter data, primarily based around “topic streams”. These correspond to terms in
the data that frequently occur over time, and are visually represented as stacked graphs. The authors
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(a) Search for “Obama”

(b) Track Libya Crowd

Figure 1: Overview of usage of ThemeCrowds. (a) A general search for the query term “obama”.
The search reveals many topics across time with some clusters of users, or crowds, pertaining to
the uprising in Libya and others pertaining to the 2012 Presidential Election. These distinct topics
are uncovered by reading frequently used terms around Obama. (b) The user selects a crowd on
4 March 2011 pertaining to Libya and finds the best match to it over time. Crowds matching the
presidential election are filtered out and crowds pertaining to Libya become more prominent. The
time step dated 3 March 2011 finds a cluster that may be less focused on Obama but contains enough
discussion about Libya to be relevant.
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System/Technique Dynamic Clustered Multilevel
Dynamic Text Visualisation

ThemeRiver (Havre et al., 2002) 4 8 8
Dubinko et al. (Dubinko et al., 2007) 4 8 8
Parallel Tag Clouds (Collins et al., 2009) 4 8 8
SparkClouds (Lee et al., 2010) 4 8 8
Dörk et al. (Dörk et al., 2010) 4 8 8

Clustered Text Visualisation
IN-SPIRE (Wise et al., 1995) 8 4 8
TagClusters (Chen et al., 2009) 8 4 8
FacetAtlas (Cao et al., 2010) 8 4 4
Hetzler et al. (Hetzler et al., 2005) 4 4 8
Jigsaw (Stasko et al., 2008) 4 4 8
Rose et al. (Rose et al., 2009) 4 4 8
Cui et al. (Cui et al., 2010) 4 4 8
TIARA (Liu et al., 2009; Wei et al., 2010) 4 4 8

ThemeCrowds 4 4 4

Table 1: A comparison of the capabilities of the visualisation systems/techniques in related work to
ThemeCrowds. Dynamic indicates if the system can handle dynamic data. Clustered indicates if
the system can handle clustered data. Multilevel indicates if the system can handle multilevel data.
ThemeCrowds allows for the exploration of dynamic, multilevel clustered text data.

presented results on data sets ranging in size from 1400 tweets to 1 million tweets, where their visual
backchannel tool was successful in identifying trending conversations in the data.

These techniques illustrate the evolution of tags in dynamic text data. However, in our problem, we
need to illustrate the dynamic evolution of clusters of Twitter authors at the correct resolution. This
problem requires the simultaneous visualisation of cluster content and tag frequency which these
systems do not directly support.

2.2 Clustered Text Visualisation

A number of systems have looked at the problem of visualising clusters of documents in order to
better understand the content of clustered document collections. IN-SPIRE (Wise et al., 1995) de-
scribes a method for visually investigating document clusters. The system extracts several statistics
about documents in a collection, embeds each document in a high-dimensional space, and uses
dimensionality reduction techniques to create a landscape of documents. The TagClusters system
(Chen et al., 2009) depicts tags and their potentially overlapping relationships using Euler diagrams.
FacetAtlas (Cao et al., 2010) describe a technique to encode entities, their relationships, and classes
or clusters of entities. The approach is multilevel and allows users of the system to understand
complex correlations across groups of documents at various levels of resolution.

Some systems have also looked at the evolution of clustered document collections. Hetzler et al.
(2005) depict dynamically evolving documents in a similar style to that of IN-SPIRE (Wise et al.,
1995). Animation is used to depict document cluster evolution and the user can take snapshots of
the document clusters at given times. As part of the Jigsaw (Stasko et al., 2008) system, linked
calendar and cluster views allow for the investigation of time stamped documents. Documents can
be coloured or clustered based on the terms used inside them. Rose et al. (2009) summarise the
evolution of collections of news stories and the topics they discuss. In their system, stories are
clustered into their most highly associated theme and the system shows how the stories and keywords
evolve over time. Cui et al. (2010) show the evolution of a semantically significant group of words,
defined using information-theoretic measures. Using the line graph as a main view, the user can
select various points in time to view individual tag clouds. These clouds are laid out so that words
in similar semantic contexts appear closer together. Shi et al. (2010) modify the TIARA (Liu et al.,
2009; Wei et al., 2010) system to combine a trend graph with tag clouds. In the system, the clusters
of documents are represented as stacked graphs overlaid with tag clouds to communicate the content
of each cluster.
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Many of these approaches handle the problem of temporally-evolving flat partitions of documents.
However, they generally do not support the visualisation of clusters at multiple levels of resolution.
As we do not know the correct crowd resolution for a given topic beforehand, a dynamic, multilevel
representation of the data is required. FacetAtlas (Cao et al., 2010) is a powerful tool that does
support visualisation of unstructured text data at multiple levels of resolution. However, it is unclear
how to extend this method to a dynamic context. The technique also focuses on depicting facets
and the relationships between entities, which is not our focus here. In our problem, we are more
concerned with summarising the tweets of groups of users at an appropriate resolution, along with
how the content of these groups changes over time.

2.3 Microblogging Data

Microblogging services allow users to share content by posting frequent, short text updates. Of
these services, Twitter has been by far the most popular – expanding rapidly from 94k users in April
2007 (Java et al., 2007) to 165 million unique users in October 2010, with over 90 million posts or
“tweets” created per day (Singel, 2010). Users can track the content generated by other users based
on non-reciprocal “follower” relations.

Many researchers have become interested in exploring content diffusion and network structure
within the Twitter network, given the potential for Twitter to facilitate the rapid spread of infor-
mation. Java et al. (2007) provided an initial analysis of the early growth of the network, and also
performed a small-scale evaluation that indicated the presence of distinct Twitter user communi-
ties, where the members share common interests as reflected by the terms appearing in their tweets.
Kwak et al. (2010) performed an evaluation based on a sample of 41.7 million users and 106 million
tweets from a network mining perspective. The authors studied aspects such as: identifying influen-
tial users, information diffusion, and trending topics. Shamma et al. (2009) performed an analysis
on microblogging activity during live events – specifically the 2008 US Presidential Debates. The
authors demonstrated that frequent terms tended to reflect topics being discussed during the live
debates, but the informal vocabulary used made topic identification somewhat difficult. Given the
volume of data on Twitter, a number of researchers have focused on the problem of extracting more
relevant, highly-tailored information that will be of more interest to the user. Hannon et al. (2010)
cast this task as a recommender systems problem, where users are suggested based on the similarity
of their aggregated post content with other users.

The data mining community often analyses data sets that are orders of magnitude greater than those
studied in the information visualisation literature. However, these works do not focus on the devel-
opment of visualisation techniques that can be used to understand the results of this analysis. One
could view ThemeCrowds as a work that attempts to leverage some of the research in the area of
mining microblogging data, that allows these systems to scale to large amounts of data and apply
them in an information visualisation context.

3 Interface

ThemeCrowds is aimed at depicting the most relevant clusters of users relating to a particular topic,
providing an overview of those clusters, in terms of both size and textual content, and depicting how
they evolve over time. The technique must scale to tens of millions of tweets, and therefore, some
form of summarisation is needed.

As a number of topics could be searched for in the data, the correct crowd resolution is unknown
beforehand. Therefore, we cluster the data into multiple resolutions using tools already available
to us from the field of cluster analysis. This decomposition allows us to cover a wide range of
resolutions and groups users who discuss similar things into the same crowd at each time step.

The proposed visualisation interface for this technique is shown in Fig. 2. The user enters a query
term in the search box at the top of the screen. Based on the term, an appropriate resolution for
each time step is found and clusters enriched in the term are highlighted in yellow. The results
are depicted in the multiples view of six multilevel tag clouds. Small multiples (Tufte, 1990)
places many individual time steps on the screen at the same time with each in its own window.
Recent experiments (Robertson et al., 2008; Lee et al., 2010; Archambault et al., 2011; Farrugia &
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Figure 2: ThemeCrowds interface. (A) Search box for entering a query term or Twitter hashtag in
the search the data set for a given topic. (B) Scroll bar scented widget that depicts the relevance and
scale of the topic through the time series. (C) Small multiples matrix of six multilevel tag clouds
depicting an appropriate crowd resolution of the area indicated by the handle of the scroll bar widget.

Quigley, 2011) seem to suggest that small multiples can be effective for the display of dynamic data.
A scented scroll bar widget shows the volume and relevance of the tweets that match a given topic.

3.1 Multilevel Tag Cloud

The multilevel tag cloud, at each time step, depicts an appropriate crowd resolution instead. The
main purpose of the widget is to convey crowd size and content compactly for a given time step.

An intuitive method for depicting cluster size and content simultaneously is through a treemap12

(Johnson & Shneiderman, 1991). In our context, each crowd is represented as a node in the hierarchy
and its size is set proportional to the number of users present in the cluster. In order to effectively
use space, we embed tag clouds inside the nodes of the hierarchy. The font size depends both on
the term importance in the cluster and the size of the node to maximise readability. The font weight
depends on the global term importance in the data set. Informed by Rivadeneira et al. (2007), tags
are ordered by frequency as there is evidence that this ordering is effective for discerning the topics
discussed by the cloud.

Our multilevel tag cloud shows an appropriate resolution of the hierarchy with respect to a topic.
As we propose an automatic method for selecting an appropriate crowd resolution (see Section 5.3)
given a topic, the user does not need to manually navigate or understand the structure of the hierar-
chy. Therefore, we choose not to visualise the structure of the tree directly as it is less relevant and
focus on depicting the selected resolution. Similarly, to maximise the area used to display the tag
cloud, we do not encode hierarchy depth using containment but rather draw borders flush to each
other.

The user can interact with the multilevel tag cloud in many ways. Minor manual adjustments to the
resolution displayed can be made by clicking on crowds. Clicking on a crowd subdivides it into finer
resolutions while shift clicking coarsens the resolution to the parent. The user can select crowds and
track their best matches over time. Details views can be brought up for each individual time step in
order to examine or compare time steps that are far apart in the series.

1http://www.smartmoney.com/map-of-the-market
2http://newsmap.jp
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3.2 Scroll Bar Scented Widget

This scented widget (Willett et al., 2007) is a line graph and a scroll bar simultaneously. The line
graph encodes time along the x-axis and the volume of tweets about the given topic along the y-
axis. The colour at a given time encodes the relevance with respect to the topic discussed with more
saturated yellow indicating greater relevance.

The handle of the scroll bar encircles the area of the time series currently displayed in the small
multiples view of the multilevel tag cloud. The handle can be moved by dragging it or clicking on
a segment of the line graph to jump to that location. The arrow keys can be used to scroll one time
step forwards or backwards in the time series.

4 Implementation – Clustering

ThemeCrowds takes a time series of multilevel clusterings of Twitter users as its input. To generate
the actual cluster trees, a variety of methods could be used, such as standard agglomerative or divi-
sive hierarchical clustering algorithms or manual construction. Due to the size of the data sets used
in the results presented in this paper, in this section we propose a new multi-level agglomerative hi-
erarchical clustering algorithm for large text datasets, based on the min-max objective described by
Ding & He (2002). The goal of this algorithm is to produce a truncated binary tree, which captures
the core hierarchical structure in the data. The algorithm consists of three phases, which are now
discussed in turn.

4.1 Phase 1: Problem Decomposition

In the first phase, we employ a “problem decomposition” strategy (Narasimhamurthy et al., 2009)
similar to the fractionation approach proposed by Cutting et al. (1992). This involves dividing the
full corpus of n documents into p smaller fractions of size ≈ n/p, based on the random assignment
of documents to fractions. We then apply AHC to each fraction using the min-max linkage function
to measure inter-cluster similarity and cosine similarity to measure pairwise document similarity.
An advantage of this form of decomposition approach is that it readily allows for parallelisation –
in practice each fraction can potentially be clustered in parallel on different cores without any need
for synchronisation.

Formally, for min-max AHC the similarity between a pair of clusters (Ca,Cb) is defined as:

sim(Ca,Cb) =
s(Ca,Cb)

s(Ca,Ca)s(Cb,Cb)
(1)

where
s(Ca,Cb) = ∑

xi∈Ca

∑
x j∈Cb

cos(xi,x j) (2)

Each fraction is clustered until a set of klow low-level leaf clusters have been identified. For each
leaf cluster, we calculate its centroid vector. After all fractions have been clustered, we have a
set of n′ = f × klow compressed vectors denoted {y1, . . . ,y′n}, where n′ � n. This entire process
can be viewed as a prototype extraction procedure, with the output being the compressed vectors.
These vectors also have associated weights indicating their significance. Specifically, a vector vi
corresponding to the centroid of a cluster Ci of size |Ci| identified in a fraction of the data containing
n/p documents will have a weight:

wi =
|Ci|
n/p

Weights take a value ∈ [0,1], such that compressed vectors representing larger proportions of the
original corpus will receive larger weights.

4.2 Phase 2: Compressed Tree Construction

In the second phase we apply min-max agglomerative clustering to the set of n′ vectors produced in
Phase 1. In this case we use a modification of the min-max linkage function that takes into account
the weights assigned to the vectors. Specifically, when calculating sim(Ca,Cb) we replace cosine

7



similarity in Eqn. 2 with weighted cosine similarity, which is defined for a pair (vi,v j), with weights
wi and w j respectively, as:

wcos(vi,v j) = wi wi cos(vi,v j) (3)
In the agglomeration process each compressed vector vi is initially assigned to a singleton cluster.
Pairs of clusters are merged until a complete hierarchy is constructed (i.e. a single root node re-
mains). To significantly reduce the computational cost of agglomeration, we employ the multi-level
simultaneous merging scheme proposed by Ding & He (2005).

4.3 Phase 3: Complete Tree Construction

Once we have constructed a complete hierarchical clustering of the compressed vectors, our algo-
rithm builds a hierarchical clustering that provides cluster assignments for the n documents in the
original corpus. Firstly, the tree produced from Phase 2 is cut off at a point which yields khigh ≤ n′
leaf clusters, and the centroid vectors for these clusters are calculated. A higher value for khigh will
yield a deeper hierarchy. Then, for each of the n documents, we apply a nearest centroid classifica-
tion procedure which assigns each document to the cluster with the most similar centroid (in terms
of document-centroid cosine similarity). In practice this process can be readily performed without
loading the entire dataset. The resulting khigh clusters form the leaf nodes of the complete tree.
Using these leaf node assignments and the corresponding parent-child relations from the hierarchy
generated in Phase 2, we can subsequently reconstruct a tree for the original corpus.

4.4 Tag Cloud Generation

To provide an intuitive summary of the content of each cluster in the hierarchy, we make use of tag
clouds (Viégas & Wattenberg, 2008). In its most fundamental form, the data represented in a tag
cloud consists of a set of unique terms (i.e. the tags) with a corresponding set of weights, indicating
the relative importance of each term. These weights are used to control the prominence of each term
in the cloud.

To identify the set of descriptive tags for the clusters in hierarchies generated by our proposed
algorithm, we use a variant of the centroid-based “concept decomposition” method proposed by
Dhillon & Modha (2001). Specifically, we use the centroids calculated for clusters in the compressed
tree constructed during Phase 2. We rank the non-zero terms in each centroid by their frequency
weight, and truncate the list to include only the top t terms (e.g. top-20 or top-100). We then assign
the weighted lists to each of the corresponding clusters in the complete hierarchy in Phase 3. The
top entries in these lists of tag-weight pairs can be subsequently used in the construction of visual
tag clouds.

4.5 Twitter Data Pre-Processing

Unlike in most text mining tasks, tweets are limited to 140 characters. In addition, the informal
vocabulary used on Twitter makes the identification of topics difficult (Shamma et al., 2009). In
order to cluster users based on the content of their tweets, we follow the user-centric approach
of Hannon et al. (2010): for each user, we create a single user profile document which is the
aggregation of all their tweets for that time step. Therefore, for the evaluations described later in
Section 6, the scalable clustering algorithm proposed above is applied to the full set of user profiles
at each time step to generate the cluster trees.

5 Implementation – Visualisation

In this section, we focus on the visual representation and interaction techniques associated with the
ThemeCrowds tool.

5.1 Multilevel Tag Cloud

We used an implementation by Auber (2003) of the squarified treemap algorithm (Bruls et al., 2000)
to develop the multilevel tag cloud. In order to precisely define how we select the appropriate crowd
resolution, we need to first introduce some terminology.
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A

B

C

(a) hierarchy (b) antichain A (c) antichain B (d) antichain C

Figure 3: Tree map metaphor and antichain selection. (a) Hierarchy that this hierarchical tag cloud
represents. (b) Antichain A: the antichain consists of the tag cloud associated with the root of
the hierarchy. (c) Antichain B: the antichain after the root has been opened. (d) Antichain C: the
antichain after the black node in antichain B has been opened. Nodes can be opened by clicking and
closed by shift clicking.

(a) leaf (b) internal node

Figure 4: Encoding for a leaf node of the graph hierarchy. (a) Chain-link pattern in the background
indicates that this node of the tree map is a leaf of the hierarchy. (b) A node that is not a leaf of the
hierarchy with no chain-link pattern.

A maximal antichain of a hierarchy is a set of nodes that cuts all paths to the root of the hierarchy
exactly once. As we deal only with maximal antichains in this paper, we refer to them as antichains.
Antichains have been used extensively for the purposes of information visualisation and graph visu-
alisation (von Landesberger et al., 2010; Elmqvist & Fekete, 2010) to show or hide details. Since
the antichain contains only one node for every path, details are shown for nodes above the antichain
and hidden for nodes below it – see Fig. 3. In this case, we show or hide antichains in a similar way
to the DagMap (Koening et al., 2007), but instead of navigating on a level-per-level basis, we allow
nodes at different levels to be shown (Fig. 3(d)).

Antichains are used to specify the crowd resolution. When a node is on the antichain, it is opaque
and displays a tag cloud with the number of terms displayed proportional to the space available. A
shift in resolution corresponds to a shift in antichain. When passing to a finer resolution, the node
is shifted above the antichain and all its children are shifted onto it. When passing to a coarser
resolution, the parent of a node is placed on the antichain and all the parent’s children shift below it.
Leaves of the hierarchy are indicated using a grey chain-link pattern as shown in Fig. 4. They have
no finer resolutions.

We need to distribute tags inside nodes appearing on an antichain and make a simplifying assumption
that tag size does not vary too greatly. Given n tags and a node of the treemap with width w and
height h, an average tag width and height of wa and ha, and aspect ratio a = w

h , we assume n ∝ wh,
or a uniform distribution of tags across the rectangle, to scale the size of each tag up by a factor of:

min(
w

wa
√

na
,

h
ha

√ n
a
)

Tags are placed inside the node from the top left to the bottom right corner in frequency order scaled
from the baseline font size according to this factor. When the space in a node is exhausted no more
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Figure 5: Details view for a time step. A tree representation is in the upper left consisting of all
nodes above or on the current antichain as a tree view widget to give an idea of node depth. In the
lower left, a representative set of identifiers for the documents in that cluster are shown. The current
antichain is shown in the main view to the right.

tags are placed inside the node. If there is a tag that is too wide when placed on its own line, the
above factor is replaced by a factor that scales the word to fit, and the factor is uniformly applied to
all tags in the node.

5.2 Details View

For any time step in the small multiples view, the user can bring up a details view as shown in
Fig. 5. The details view can be used to help gauge node depth and allows for a larger view of the tags
present in each tag cloud. As details views for multiple time steps can be opened simultaneously,
they can be used to compare distantly separated time steps. The tree view in the upper left gives
a better impression of the depth of nodes on the antichain. For any node which is selected in the
multilevel tag cloud, a representative set of identifiers is shown in the list box at the lower left. All
the operations described above can be applied to the multilevel tag cloud and adjustments to the tree
view open and close nodes in the multilevel tag cloud as well.

5.3 Automatic Antichain Selection

After a search term is entered or a crowd is selected, the user can find crowds that are enriched in
that term or speak about a similar subject matter. However, these interesting nodes may be buried
deep inside the hierarchy at various levels. Our approach for automatic antichain selection adjusts
the antichain to display the most relevant matching resolution.

We place a node on the antichain if it is a node of shallowest possible depth that roots a subtree
whereby it has the best match score of all of its descendants. One could view this method for
antichain selection as similar to the methods that exist based on degree-of-interest functions (Furnas,
1986; van Ham & van Wijk, 2004; Gansner et al., 2005). This matching score is the a priori interest
in particular nodes, but does not rely on mouse position. Instead, it assumes that nodes closer to
the root of the hierarchy are more important than deeper ones. Also, ThemeCrowds applies the the
technique to time series data.

After a term is entered or a cluster is selected, the approach begins by performing a depth first search
of all nodes in all hierarchies and computes a match score [0,1] for each node. If the match score is
based around a selection, cosine similarity compares the tag frequencies of the selected node to the
internal nodes in each hierarchy. If a search term is entered, the score is the ratio of the frequency of
the term in the internal node compared to the maximum frequency in the data set.

10



double findMaxAntichain (r)
mv←−1
for ∀c ∈ children of r do

cv← findMaxAntichain (c)
if (cv > mv) then

mv← cv
if (mv < θ and rv < θ ) or (rv > mv) then

coarsen antichain to r
return rv

else
return mv

Figure 6: Algorithm to find the best matching antichain. The match score for each node in the tree
is computed beforehand and is supplied as input. The current root of the subtree is r and its match
score is rv. The maximum match score for any node in the subtree rooted at r is mv. The value θ is
the match threshold (everything below θ is considered as zero). All nodes present on the antichain
are the crowds of coarsest resolution that have maximal match scores when compared to all nodes
in the subtrees they subtend.

0.4

0.81

0.6

0.11

0.050.18

0.72

0.01 0.2

0.140.3 0.41

0.5 0.3 0.21

0.180.15

Figure 7: Method for automatic maximal antichain selection with a threshold of 0.2. Nodes with
matches above the threshold are coloured yellow with saturation proportional to degree of match.
Nodes below the threshold are white with dotted borders. After a score has been assigned to each
node, the antichain is lowered automatically to reveal the best matching antichain. A node is on
the antichain if it is a node of shallowest possible depth that roots a subtree whereby it has the best
match score of all of its descendants.

After a match score has been assigned to each node, the antichain is moved so that it highlights
the best possible matches. Fig. 6 provides pseudo-code for this procedure and Fig. 7 gives of an
example of an antichain computed on a hierarchy where all nodes have been assigned match scores.
The algorithm examines the match scores of each node bottom-up from the leaves of the hierarchy.
During this traversal, a node r, with match score rv, subtends a subtree. If rv is larger than all of the
match scores of the nodes in the subtree it subtends, r is placed on the antichain. The node r can
also be placed on the antichain if rv is below a match threshold of θ and if all of the nodes in the
subtree it subtends also have a match score less than θ . In both cases, the value rv is returned for this
subtree. The first condition ensures the closest match is placed on the antichain while the second
condition ensures that if there is no match, the coarsest resolution is placed on the antichain. If
neither condition is met, r is not placed on the antichain and the value mv is returned for the subtree.
In the current implementation of our technique, the default parameter value is θ = 0.20.
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6 Results

ThemeCrowds was tested on three microblogging corpora, ranging in size from hundreds of thou-
sands of tweets to tens of millions of tweets. Average execution times for the clustering stage were
recorded on a 3.06GHz desktop machine with 4GB RAM.

6.1 Unstructured Microblogging Data

In our first use case, ThemeCrowds is tested on a microblogging corpus with the goal of identifying
groups of users within a large geographical area, who discuss similar topics over time. We make
no prior assumptions on what users might be discussing, and do not filter or constrain the data
beyond broad geographical and linguistic limits. The corpus was collected during March 1–17
2011, by retrieving all tweets available from the Twitter streaming API produced by users located
in eight US cities: Boston, Chicago, Houston, Los Angeles, Miami, New York, San Francisco,
and Philadelphia. Tweets marked as English language were kept, although we observed that the
language classification was often inaccurate. We also removed Twitter usernames and URLs. No
further filtering was performed on the data. This resulted in 2,200,138 tweets produced from 135,032
unique users over the 17 day period. We applied the scalable min-max agglomerative clustering
algorithm to the resulting user profile documents for each 24 hour time step, with p = 5 fractions and
klow = khigh = 50 for deep hierarchies (see the supplementary material). The hierarchical clustering
process took an average of 7.3 minutes per time step.

Browsing the data set at a high-level using the small multiples matrix, we initially see a mixture of
terms and tags that are not indicative of any particular topic. As we begin to explore deeper levels in
the hierarchy, a number of general themes become evident – these relate to discussions surrounding
daily or cyclical activities of Twitter users, which could be regarded as the “background noise” on
Twitter in the locations of interest. Fig. 8 shows the respective scroll bar scented widgets corre-
sponding to four different searches for terms that frequently appear in high-level tag clouds. The
most frequently occurring clusters correspond to collections of tweets where users are reporting their
current location or automatically checking-in using a geo-location service integrated with Twitter,
such as Foursquare (e.g. “I’m at Starbucks Coffee - Lexington @ 58th (731 Lexington Avenue, at
58th St, New York)”, “I just ousted Diana L. as the mayor of Dunkin Donuts (Elmora Avenue) on
@foursquare”). The relatively consistent appearance of these clusters is shown in Fig. 8(a). An-
other frequently occurring set of clusters consist of users posting job advertisements on Twitter. The
limited vocabulary and formal language used in these tweets leads to highly-homogeneous clusters
as indicated by the saturation in the timeline shown in Fig. 8(b). Other frequent discussions cen-
tre around birthdays (Fig. 8(c)) and people discussing their plans for the weekend (Fig. 8(d)). The
language used in these tweets tends to be more diverse, which is reflected by the lower level of
saturation in these timelines. The scented widget also quickly reveals strong cyclical behaviour for
discussions of the term “weekend”.

(a) Search for “avenue”

(b) Search for “#jobs”

(c) Search for “birthday”

(d) Search for “weekend”

Figure 8: Scroll bar scented widgets showing volume and relevance of user discussions on Twitter,
centred around general, frequently-occurring themes as defined by a number of different search
queries.
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(a) Cluster from 2 March 2011 (b) Cluster from 5 March 2011

Figure 9: Excerpts of multilevel tag clouds for two time steps, representing clusters of users using
the hashtag “#tigerblood’ in their tweets.

Figure 10: Overlay showing the development of discussions on Twitter after the earthquake and
tsunami in Japan on 11 March 2011.

Exploring the small multiples matrix at a high level also reveals the presence of several frequently-
appearing hashtags, whose meaning may not be immediately apparent. An example is the cryptic
hashtag “#tigerblood”, which appears in the data on 2 March 2011. Inspecting the terms in clusters
containing this hashtag (see Fig. 9) indicate that it signifies Twitter users discussing actor Charlie
Sheen, who joined Twitter on March 1st after a television interview, and had gained one million fol-
lowers within 24 hours (the fastest in Twitter’s history). By tracking the first cluster containing this
hashtag, we see many crowds that continue to use this and co-occurring hashtags (e.g. “#winning”)
in their tweets for a number of days after its initial emergence.

One notable application of ThemeCrowds is the identification of emerging topics and trends being
discussed by communities on Twitter. On 11 March 2011, we observe at the root node level in
the hierarchy that the term “japan” appears. After a search for this term, the scented widget of
Fig. 10 reveals that it is not prominent in the data set prior to this date. In the multilevel tag clouds,
ThemeCrowds reveals the development of discussions on Twitter surrounding the earthquake and
tsunami. Initially on 11 March 2011, we see two distinct types of discussion on Twitter – one cluster
consisting of an out-pouring of sentiment regarding the disaster (frequently accompanied by the
“#prayforjapan” hashtag), while another cluster pertains to factual items, such as news reports and
tsunami warnings. As the story develops, discussion around the topic shifts from “earthquake” and
“tsunami” to “nuclear” and “radiation” which did not appear previously.

As well as finding emerging discussion around events, ThemeCrowds also allows users to identify
groups of Twitter members discussing intermittent events. As an example, we observed that on 2
March 2011 the tag “#ipad2” was prominent at high levels in the hierarchy. After searching for
this hashtag, Fig. 11(a) shows discussion activity around this hashtag in two distinct time periods.
Fig. 11(b) shows the details view for 2 March 2011, where a homogeneous cluster is highlighted
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(a) Scented widget for query ’#ipad2’

(b) Details view for 2 March 2011 (c) Details view for 11 March 2011

Figure 11: When searching for instances of the hashtag “#ipad2’, (a) shows the relevant scented
widget showing two distinct periods of activity, with (b) and (c) showing the details views for the
corresponding two time steps.

– the terms around the hashtag indicate that this group pertains to the announcement of the Apple
iPad 2 by Steve Jobs. Later on 11 March 2011, Fig. 11(c) shows another highlighted cluster where
users are discussing the iPad 2. However, here the terms around the hashtag suggest that tweets are
related to people waiting in line to buy the product from the Apple Store.

6.2 Small-Scale Microblogging Query Data

In our second use case, ThemeCrowds is tested on Twitter data which has been pre-filtered using a
simple keyword filter. Specifically, we collected all tweets during 15–30 November 2010 contain-
ing the keyword “bailout”, resulting in approximately 120k tweets from 35k unique users. After
applying spam filtering based on a manually-curated blacklist of irrelevant hashtags, we removed
usernames, URLs, and terms occurring in several multilingual stopword removal lists. This process
yielded 107,003 tweets posted by 32,591 users. Given the comparatively small scale of the data, the
clustering algorithm only took on average 10.5 seconds to process each step.

Fig. 12 shows hierarchies for four time steps, highlighting clusters of users discussing Irish
Taoiseach (prime minister) Brian Cowen – the terms around “cowen” show that he is discussed
in the context of the IMF bailout of Ireland. On 17 November (Fig. 12(a)), we see groups of con-
versations about Ireland’s talks with the IMF. On 21 November (Fig. 12(b)), the terms in the largest
highlighted cluster show that users are discussing Brian Cowen’s formal statement announcing that
Ireland would apply to the EU and IMF for financial aid. On 22 November (Fig. 12(c)), we see that
two relevant clusters are highlighted – one group of users discussing a proposal from UK politician
George Osborne regarding a bailout for Ireland, another group of users discussing a possible gen-
eral election in Ireland. Finally on 24 November 10 (Fig. 12(d)), a relatively large group of users
are discussing Ireland’s four year austerity plan to address the economic crisis, as reflected by the
trending hashtag “#4yearplan”.

Another term that is apparent at a high level in this data set is “portugal”. To explore this topic
further, we can perform a search for the term as shown in Fig. 13. In the first time step (Fig. 13(a)),
we can see that there is some discussion by Twitter users of Portugal and Spain with respect to the
financial crisis in Ireland. In subsequent days the discussion then shifts to Ireland and these clusters
fade away. A week later, from 22 November onwards (Fig. 13(b) through Fig. 13(d)), discussions
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(a) 17 November 2010 (b) 21 November 2010

(c) 22 November 2010 (d) 24 November 2010

Figure 12: Multilevel tag clouds representing cluster hierarchies generated on Twitter data from
November 2010. The shaded regions highlight clusters containing the query term “Cowen”, indi-
cating groups of Twitter users discussing the Irish Taoiseach Brian Cowen in the context of the IMF
bailout package.

around Portugal re-emerge on Twitter, as users begin to talk about the implications of an IMF bailout
for other Euro-zone nations. The large, saturated cluster appearing on 26 November indicates that
users are discussing Portugal’s denial that it is under pressure to accept assistance. This example
illustrates how the proposed technique can highlight the evolution of clusters over time, which is
particularly appropriate for a microblogging site such as Twitter, where topics rapidly wax and
wane.

6.3 Large-Scale Microblogging Data

For our third application, we considered a large-scale usage scenario of ThemeCrowds. To this end,
we collaborated with a research group3 with interests in the area of applying recommender systems
technologies to Twitter data. During June and July 2010, our collaborators collected Twitter data
based on queries for 86 keywords relating to the 2010 FIFA World Cup in South Africa. In total,
approximately 47.1 million tweets were collected from over 4.3 million users over a 34 day period,
covering the duration of the tournament. The data was filtered as described in Section 6.2 and
divided into 34 time steps. To further reduce noise, we removed users who had posted less than
three tweets in a day. The final data set contained ≈ 26.3 million tweets and 1.75 million distinct
users. On average, each daily time step contained ≈ 165k users. The largest time step corresponded
to the day of the opening ceremony (11 June 2010), and contained ≈ 290k users. To cluster the
data, we applied the same clustering procedure to each time step split into p = 25 fractions and

3http://www.clarity-centre.org

15



(a) 15 November 2010 (b) 22 November 2010

(c) 23 November 2010 (d) 26 November 2010

Figure 13: Multilevel tag clouds representing cluster hierarchies generated on Twitter data from
November 2010. The shaded regions highlight clusters containing the query term “Portugal”, indi-
cating conversations on Twitter about the country in the context of the Eurozone financial crisis.

klow = khigh = 50. Given that this collection was larger than our other data sets, the clustering
algorithm took on average 224 minutes to process each step.

Given the scale of the data and the relatively deep hierarchies generated for each step, in our ex-
periments the search interface was helpful in identifying specific content in the data. Queries for
the names of the countries and players that participated in the tournament reveal large groups of
users discussing the fixtures pertaining to those teams. In some cases the terms appearing around an
individual country or player suggest the aggregate sentiment (positive or negative) of Twitter users
toward them – this is particularly evident in discussions around yellow or red cards, where the term
“cheat” frequently appears.

The search and tracking interfaces also allow us to identify the presence of unexpected or anoma-
lous user activity in the data. As an example, in Fig. 14, we show excerpts from the small multiple
views for hierarchies from three time steps, where the shading indicates concentration of the query
term “france”. Early in the tournament, user discussion focuses on fixtures in which France were
involved, such as the France-Mexico fixture on 17 June 2010 (Fig. 14(a)). As the tournament pro-
gresses, off-pitch events receive more attention from Twitter users. For instance, the selected cluster
from 19 June 2010 (Fig. 14(b)) shows that users were discussing the sending home of French player
Nicolas Anelka from the tournament. However, after the elimination of France from the tournament,
the query term “france” unexpectedly reveals clusters of users talking about other sporting events.
For instance, from the beginning of July 2010 onwards, there are a few homogeneous clusters of
users discussing the Tour de France 2010 cycling race (Fig. 14(c)).

An unexpected term that is visible in high level tag clouds during time steps corresponding to the
the latter stages of the tournament is “octopus”. Again the ThemeCrowds search mechanism allows
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(a) 17 June 2010 (b) 19 June 2010 (c) 1 July 2010

Figure 14: Excerpts of multilevel tag clouds for three time steps from the World Cup Twitter data.
Shaded regions show clusters matching the search query term “france”. Note that two earlier time
steps refer to events during the World Cup, while the terms for the highlighted cluster at 1 July 2010
indicates a group of users discussing the Tour de France bicycle race.

(a) 6 July 2010 (b) 12 July 2010

Figure 15: Excerpts of details view tag clouds for two time steps from the World Cup Twitter data,
where the shaded regions show clusters matching the search query term “octopus”.

us to find more fine-grained groups of users discussing this term. The terms in the highlighted
cluster in Fig. 15(a) reveal that this discussion focuses on the Internet meme concerning “Paul the
psychic octopus”, who allegedly predicted that Spain would win the tournament (see Fig. 15(b)).
When contrasted with the other sports discussion clusters in Fig. 15, this content appears to be quite
anomalous.

6.4 Initial User Feedback

ThemeCrowds was demonstrated to a collaborating research group engaged in developing recom-
mender systems for microblogging services. The demonstration focused on the large World Cup
Twitter data presented in the last section, which they had collected themselves, and the Twitter
bailout collection described in Section 6.2, which they had not previously seen.

Our collaborators found that ThemeCrowds was both aesthetically pleasing and easy to use for those
familiar with tag cloud representations. More specifically, they found that the search functionality
improved their ability to navigate through the large amounts of temporal data that they deal with on
a daily basis. We observed two activity types by our collaborators in their use of ThemeCrowds: (a)
search for a specific query term, browse the resulting highlighted clusters in the matrix view, drill
down into certain clusters using the details view; (b) search for a specific query term, browse the
resulting highlighted clusters in the matrix view, apply the tracking mechanism to a follow specific
cluster over time. One of our users observed that not only were events within the data highlighted
through clusters of terms, but also the prevailing attitudes and sentiments of Twitter users were
revealed through the language surrounding entity names (e.g. the presence of “cheat” and “hate”
surrounding certain names in the World Cup data). The presence of briefly trending content on
Twitter was also apparent to the users (e.g. jokes relating to the Irish bailout that were frequently
retweeted on a single day).

The scented widget also proved useful to the users in quickly identifying the presence or absence
of large volumes of discussion about a particular term (e.g. the name of a country or player in the
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World Cup data, the name of a politician in the bailout data), without having to browse through all
time steps.

Our collaborators said that the most likely application for the visualisation technique in their work
would be to examine clusters of users from a topic-centric perspective at a large scale and how topics
vary over periods of time. Currently, our collaborators have an application which connects users if
they share a common connection with a 3rd party or a common topic of conversation. They envision
that the tool could be used as a quick way to “eye-ball” large amounts of data that can be collected
from real-time social media applications, such as Twitter, to examine trends and further divide the
data into subgroups. This process could potentially help find niche users that may be overlooked by
traditional approaches.

One observation on the part of our collaborators was that the search functionality of ThemeCrowds
is currently limited in terms of the query complexity that it supports, when compared to typical web
search engines. It was indicated that more sophisticated term matching or suggestion mechanisms
would be useful in cases where no matching terms were found for a given search query.

7 Discussion and Future Work

It should be acknowledged that, unlike a real-time system (Dörk et al., 2010), ThemeCrowds is
designed to work in an offline setting as the time step hierarchies need to be generated beforehand.
However, in many cases, the time required for clustering is relatively short. On our two smaller data
sets, hierarchy construction took from seconds to minutes per time step. For larger data sources one
could envision batching streams and clustering them at hourly or daily intervals. As future work, we
would like to extend ThemeCrowds to work in this online setting.

For large scale data, we noticed during our user feedback session that the search operation was more
useful than the tracking operation. On larger data sets often only a search was employed, or a search
followed by the track of a cluster. The search operation allows the user of the system to find an
appropriate level of resolution for a topic quickly, whereas it is less obvious how to commence with
tracking. In future work, it would be interesting to improve interaction with the multilevel tag cloud
to encourage the use of tracking.

The primary advantage of ThemeCrowds is scalability. The technique visualises data sets sizes
beyond those presented in previous work. For tools that aim at visualising Twitter data, the largest
data set presented was about one million tweets (Dörk et al., 2010). In this work, our smallest data
set is approximately 100 thousand tweets and the largest is 26.3 million. Once the hierarchies have
been generated for each time step, subsequent searching and tracking of crowds are on the order of
seconds. We are able to scale by leveraging previous work in the field of cluster analysis.

8 Conclusions

The primary contribution of this work has been the development of techniques to visualise groups
of Twitter users based on the topics they discuss and track their progression over time, through a
range of interactive techniques. The algorithm introduces a novel method for automatic antichain
selection and extends tag clouds to a multilevel setting in order to select the appropriate crowd
resolution. ThemeCrowds was tested on three Twitter corpora, ranging in size up to over 26 million
tweets. In all cases, we employed the technique to identify discussions in the data that persisted
over time at different levels of granularity. Although our primary use case was microblogging data,
the technique is data-agnostic and can be applied to any time series data collection with a textual
representation and a hierarchical categorization.
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