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Abstract

A novel method for the estimation of asynchrony among two speakers reading together is
proposed. Previous estimates of asynchrony were based only on the pointwise measurement of
lag. We here adapt the well known method of dynamic time warping to align two utterances.
The resulting warp path allows a quantitative estimate of asynchrony. Illustrative examples are
provided, which demonstrate that the novel method can distinguish synchronization performance
in a variety of speaking conditions.

1 Introduction

Several studies have showed that speakers can achieve a high degree of synchrony when reading a
prepared text together (Cummins, 2002; Cummins, 2003). Typical median asynchrony values are
40 ms, with a slightly greater typical asynchrony at phrase onsets (ca. 60 ms). Given the great
degree of variability in speech timing within and across individuals, this demonstrates a remarkably
tight coupling of the speech production systems of the two speakers involved.

Previous measurement of asynchrony involved the determination of a set of points which could be
identified unambiguously in the two waveforms, and measurement of the lag at each. Suitable points
typically include stop release bursts, sonorant to nasal transitions, and voicing onset in vowels.
Based on these measurements, a rough and ready estimate of synchronization performance can be
achieved. However the measurement points are not necessarily representative of the utterance as
a whole, and may be very unevenly distributed throughout an utterance, making the quantitative
evaluation of synchronization difficult. Figure 1 illustrates the pointwise estimation method.

In this report, we present a novel method for the estimation of asynchrony among two speakers
recorded when reading together. A more sophisticated measurement technique is necessary in
order to further investigate the basis for synchronization performance among speakers, with the

∗This report details a measurement technique first presented in (Cummins, 2006). The present implementation
introduces some novel features, most notably the use of only voiced portions of speech for calculating synchrony.
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Figure 1: Pointwise estimation of asynchrony

ultimate goal of characterizing the nature of the coupling between speakers. Related work on
coupling between limbs which are constrained to oscillate at matched frequencies has demonstrated
tight coupling among the limbs (Kelso, 1995). The basis for this coupling need not be physical
(biomechanics, neurophysiological), as demonstrated by Schmidt and colleagues (Schmidt et al.,
1990). In this experiment, two people were constrained to wave their lower legs in synchrony with
one another. Under these circumstances, they exhibited the same signatures of a single coupled
system as found in bimanual oscillation. In this case, the basis for the entrainment is clearly
information, specifically visual information provides the necessary linkage between the two systems,
allowing their respective movements to exhibit reciprocal influence.

In these experiments, relative phase has typicallly been used as a measure of synchronization.
As speech is not simply periodic, phase measurement can not be employed. Rather, a matching
technique must be devised which aligns the two utterances in a continuous fashion, providing a
quantification of the degree of stretching or compression required to map or warp one utterance
onto the other. The technique of dynamic time warping is well suited to this problem. We will first
describe the typical implementation of the dynamic time warping algorithm, and then describe its
modification for the present purposes.

2 Dynamic Time Warping

Dynamic Time Warping (DTW) is a well known algorithm, commonplace in speech recognition,
which allows one to identify an optimal warping of one sequence onto a referent, with some common-
sense constraints such as monotonicity and continuity (Meyers and Rabiner, 1981). Figure 2 (left)
illustrates the path identified by DTW in aligning two short symbolic strings. As one progresses
from the bottom left square, one can choose only the square to the North, East, or to the North-
East as the best match at any given point. In the given example, the b in String 2 matches two
elements in String 1, while the ccc sub-string maps onto a single c element in String 1.

In applying DTW to speech, we typically convert the speech to a parametric form, such as
Mel Frequency-scaled Cepstral Coefficients, calculated for short overlapping frames, and treat the
resultant sequence of MFCC vectors as the ‘strings’ to be warped onto one another. Euclidean
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Figure 2: Illustration of standard Dynamic Time Warping path estimation (left). The comparator
is shown along the y-axis, the referent along the x-axis. Right: conversion of the warp path into a
time-aligned function, suitable for estimating asynchrony.

distance measures provide a similarity metric with which a decision to advance in a N, E or NE
direction can be made.

3 Application of DTW to Synchronous Speech

To arrive at an estimate of asynchrony, we take the warp path and redraw it, with the SW-NE
diagonal as our time axis, as shown in the right hand panel in Figure 2. Steps in the DTW algorithm
which move NE constitute a step of one frame width in the horizontal direction. Steps N or E each
constitute deviations towards one or other string, and each such step advances 0.5*frame width
along the horizontal time axis. The resulting path is illustrated in Figure 2 (right panel).

Ranges for which this function is either increasing or decreasing correspond to areas of relative
contraction or expansion, respectively, required to warp the comparator onto the referent. The
unsigned area under the curve provides an estimate of the degree of asynchrony between the two
utterances.

In initial testing of the algorithm, it was found that the presence of breaks in the speech of either
waveform, and more typically, simultaneous pauses in both, led to an inflation of the estimated
asynchrony. This is illustrated in Figure 3 below. The algorithm evaluates asynchrony from left to
right. At point B in the Figure, a small lag has arisen before a pause. Synchrony is restored at point
C. However, the algorithm penalizes the apparent asynchrony between points B and C, as shown
at the top of the figure. Our primary interest lies in studying the coupling between active speakers.
We therefore amend the algorithm as follows: For the referent utterance, we calculate an estimate of
the probability of voicing using standard fundamental frequency estimation algorithms. Thereafter,
we only calculate the area under the warped curve for those portions of speech estimated to be
voiced in the referent. In this manner, long shared pauses do not inflate the estimated asynchrony
score.

The above provides a simple method for estimating relative asynchrony among two matched
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Figure 3: Schematic diagram showing how shared pauses inflate estimated asynchrony. Top: warp
curve used to estimate asynchrony. Bottom: two aligned utterances. See text for details.

phrases. Where a pair of longer utterances is to be evaluated, it seems prudent to divide the pair into
matched phrases, obtain an asynchrony estimate for each pair of phrases, and to normalize these
phrase-wise scores by the length of the referent phrase (measured in frames), to obtain comparable
values for each pair of phrases, and hence for the utterances as a whole. Details of the normalization
scheme used may depend on the specific questions being asked in a given context.

4 Illustrative Examples

Figure 4 shows an illustrative example. The upper utterance is the referent. Warping the lower
utterance onto the upper generates the warp path, shown in time-aligned form at bottom. Voiced
intervals in the referent demarcate portions of the area under the curve used to compute asynchrony
values.

The algorithm developed here has been applied to the estimation of asynchrony for speech
in a variety of conditions. It has been shown to reliably identify differences in synchronization
performance under varying speaking conditions. Figure 5 illustrates results obtained from four
subjects. Each attempted to synchronize with recordings of read texts. The recordings were made
in two conditions: normal unguided reading, and reading in a synchronous speech condition. As
can be seen from the figure, three of four subjects performed better (i.e. lower asynchrony scores)
when the speech they were attempting to synchronize with was, itself, synchronous speech.

Finally, in another experiment, subjects attempted to synchronize with recordings (all syn-
chronous speech) which had been degraded in various ways. Along with the original texts (O:
original), speech was presented with a flat fundamental frequency (M: monotone), after low pass
filtering with a cut off at 500 Hz (L: low pass filter), after transformation to signal correlated noise
(S: signal correlated noise) and as signal correlated noise, with accentuation of the low frequency
envelope modulation (B: deepened band modulation function in Praat). Clear differences in the
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Figure 4: Two time aligned utterances with associated warp curve. The area contributing to
the asynchrony score is shown in red. The upper utterance serves as a referent, the lower as a
comparator.
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Figure 5: Experimental results showing differential performance when synchronizing with recordings
of normal speech (white bars) and synchronous speech (grey bars).
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abilities of subjects to synchronize are apparent.
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Figure 6: Experimental results showing differential performance when synchronizing with recordings
of normal speech (O) and manipulated speech (M: monotonous speech; L: low pass filtered speech;
S: signal correlated noise; B: as S, but with accentuation of the low frequency envelope modulation.).

5 Discussion

We have developed an algorithm for the quantitative estimate of asynchrony between two matched
utterances. Dynamic time warping, a well known technique, provides a warp function which with a
little further processing can be used to derive the asynchrony estimate. It has been shown that the
algorithm successfully distinguishes between synchronization performance in a variety of speaking
conditions. It will therefore be of use in the quantitative study of synchronization under a range
of conditions.
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