
Title How Early Rewards Influence Choice: Targeting model-free processing through reward timing

Authors(s) Garaialde, Diego

Publication date 2021

Publication information Garaialde, Diego. “How Early Rewards Influence Choice: Targeting Model-Free Processing 

through Reward Timing.” University College Dublin. School of Information and Communication 

Studies, 2021.

Publisher University College Dublin. School of Information and Communication Studies

Item record/more 

information

http://hdl.handle.net/10197/12806

Downloaded 2023-05-26T05:55:56Z

The UCD community has made this article openly available. Please share how this access

benefits you. Your story matters! (@ucd_oa)

© Some rights reserved. For more information

https://twitter.com/intent/tweet?via=ucd_oa&text=How+Early+Rewards+Influence+Choice%3A+T...&url=http%3A%2F%2Fhdl.handle.net%2F10197%2F12806


 
 

 

HOW EARLY REWARDS 

INFLUENCE CHOICE 
TARGETING MODEL-FREE PROCESSING THROUGH REWARD TIMING 

 
Diego Garaialde 

14211736 

 

 

 

 

 

This thesis is submitted to University College Dublin in fulfilment of the requirement for 

the degree of Doctor of Philosophy in the College of Social Sciences and Law. 

School of Information and Communication Studies 

Head of School: Professor Eugenia Siapera 

Principal Supervisor: Dr. Benjanin Cowan 

Co-supervisors: Prof. Andrew Howes & Prof. Anna Cox 

Doctoral Studies Panel: Dr David Coyle, Dr Brendan Rooney, & Dr Amber Cushing 

March 2021 



ii 
 

TABLE OF CONTENTS 

TABLE OF CONTENTS ............................................................................................................................. II 

LIST OF FIGURES .................................................................................................................................... VII 

 LIST OF TABLES ....................................................................................................................................... IX 

 PUBLICATIONS .......................................................................................................................................... X 

 ACKNOWLEDGEMENTS ........................................................................................................................ XI 

 ABSTRACT ................................................................................................................................................ XII 

 DECLARATION OF AUTHORSHIP................................................................................................... XIV 

 CHAPTER I: INTRODUCTION ............................................................................................................... 1 

 CHAPTER II: LITERATURE REVIEW ................................................................................................. 6 

2.1 Delayed Gratification .............................................................................................................. 6 

2.2 Temporal Discounting Effect ............................................................................................... 7 

2.3 Dual Process Models ............................................................................................................... 8 

2.3.1 Model-Based System .................................................................................................... 10 

2.3.2 Model-Free System ....................................................................................................... 12 

2.3.3 Differences in Temporal Discounting .................................................................... 12 

2.4 Delayed Reinforcement ....................................................................................................... 13 

2.5 Conditioned Reinforcement ............................................................................................... 15 

2.5.1 Overcoming Temporal Discounting ....................................................................... 17 

2.6 Hierarchical Decision Making ............................................................................................ 18 

2.6.1 Policies ............................................................................................................................... 18 

2.6.2 Closed-loop and Open-loop Execution .................................................................. 20 

2.6.3 Habitual Instigation & Execution ............................................................................ 21 

2.6.4 Model-free Instigation ................................................................................................. 22 

2.7 Computational Account ....................................................................................................... 23 

2.7.1 Reinforcement Learning ............................................................................................. 24 

2.7.2 Temporal Difference Learning ................................................................................. 25 

2.7.3 Animal Analogues .......................................................................................................... 26 

2.8 Other Theoretical Approaches .......................................................................................... 28 

2.8.1 Self-Determination Theory ........................................................................................ 29 

2.8.2 Theory of Planned Behaviour ................................................................................... 33 

 CHAPTER III: METHODOLOGY .......................................................................................................... 35 

3.1 Early Reward Strategy ......................................................................................................... 35 

3.1.1 Modifying Reward Contingencies ........................................................................... 35 

3.1.2 Adding Immediate Rewards ...................................................................................... 37 



iii 
 

3.1.3 Rewarding Initiating Actions in a Sequence ....................................................... 39 

3.1.4 Reward Types ................................................................................................................. 39 

3.2 Methodological Approaches ............................................................................................... 41 

3.2.1 Computational Modelling ........................................................................................... 42 

3.2.2 Applied Approach .......................................................................................................... 43 

3.3 Experimental tasks ................................................................................................................ 46 

3.3.1 Two-step Markov Task ................................................................................................ 47 

3.3.2 Concurrent Choice Tasks ............................................................................................ 52 

3.4 The Current Thesis ................................................................................................................ 56 

 CHAPTER IV: EXAMINING THE EFFECT OF IMMEDIATE NONCONTINGENT REWARDS 
ON MODEL-FREE DECISIONS ............................................................................................................. 58 

4.1 Noncontingent Rewards ...................................................................................................... 59 

4.2 Aims & Hypotheses ................................................................................................................ 61 

4.3 Method........................................................................................................................................ 62 

4.3.1 Participants ...................................................................................................................... 62 

4.3.2 Materials ........................................................................................................................... 63 

4.3.3 Dependent Variable ...................................................................................................... 65 

4.3.4 Conditions ........................................................................................................................ 66 

4.3.4.1 Terminal State Reward ........................................................................................... 66 

4.3.4.2 Probabilistic Transitions ........................................................................................ 66 

4.3.4.3 Noncontingent Reward ........................................................................................... 67 

4.3.5 Procedure ......................................................................................................................... 68 

4.3.6 Reinforcement Learning Model ............................................................................... 69 

4.3.6.1 Modifying the Two-step Markov Task .............................................................. 74 

4.4 Results ........................................................................................................................................ 74 

4.4.1 Data Cleaning .................................................................................................................. 74 

4.4.2 Data Analysis ................................................................................................................... 75 

4.5 Discussion ................................................................................................................................. 79 

4.5.1 Conflict Resolution ........................................................................................................ 80 

4.5.2 Limitations ....................................................................................................................... 82 

4.6 Conclusion ................................................................................................................................. 84 

 CHAPTER V: EVIDENCE OF REWARD DISCOUNTING BASED ON PLACEMENT WITHIN 
A SEQUENCE ............................................................................................................................................. 86 

5.1 Aims & Hypotheses ................................................................................................................ 88 

5.2 Method........................................................................................................................................ 89 

5.2.1 Participants ...................................................................................................................... 89 

5.2.2 Materials ........................................................................................................................... 89 



iv 
 

5.2.3 Variables and Conditions ............................................................................................ 90 

5.2.3.1 Terminal State Reward ........................................................................................... 91 

5.2.3.2 Noncontingent Reward Placement .................................................................... 91 

5.2.4 Procedure ......................................................................................................................... 92 

5.2.5 Reinforcement Learning Model ............................................................................... 93 

5.3 Results ........................................................................................................................................ 96 

5.3.1 Power Analysis ............................................................................................................... 96 

5.3.2 Data Cleaning .................................................................................................................. 97 

5.3.3 Data Analysis ................................................................................................................... 97 

5.4 Discussion .............................................................................................................................. 100 

5.4.1 Temporal Difference Algorithms .......................................................................... 101 

5.4.2 Conditioned Reinforcement ................................................................................... 102 

5.4.3 Limitations .................................................................................................................... 103 

5.4.3.1 Temporal Discounting ......................................................................................... 104 

5.4.3.2 Online Recruitment ............................................................................................... 105 

5.5 Conclusion .............................................................................................................................. 107 

 CHAPTER VI: TEMPORAL DISCOUNTING OF MONETARY REWARDS DURING AN 
ACTION SEQUENCE AFFECTS SELECTION FREQUENCY ...................................................... 108 

6.1 Reward Contingency .......................................................................................................... 109 

6.2 Differentiating Between Decision and Action .......................................................... 111 

6.3 Aims & Hypotheses ............................................................................................................. 112 

6.4 Method..................................................................................................................................... 113 

6.4.1 Participants ................................................................................................................... 113 

6.4.2 Study Design ................................................................................................................. 113 

6.4.2.1 Icon Selection Screen ............................................................................................ 115 

6.4.2.2 Data Logging Screen ............................................................................................. 116 

6.4.2.3 Conditions - Reward Placement Manipulation ........................................... 117 

6.4.3 Procedure ...................................................................................................................... 119 

6.5 Results ..................................................................................................................................... 121 

6.5.1 Data Cleaning ............................................................................................................... 121 

6.5.2 App Selection Analysis ............................................................................................. 122 

6.5.3 Post-Experiment Questionnaire ........................................................................... 124 

6.5.4 Logging Task Cancellation ...................................................................................... 125 

6.6 Discussion .............................................................................................................................. 126 

6.6.1 Rewarding the Decision to Act .............................................................................. 127 

6.6.2 Execution Time and Wait Time ............................................................................. 128 

6.6.3 Early Rewards as an Intervention........................................................................ 129 



v 
 

6.6.4 Limitations & Future Work ..................................................................................... 130 

6.7 Conclusion .............................................................................................................................. 132 

 CHAPTER VII: TEMPORAL DISCOUNTING OF GAMIFIED REWARDS WITHIN A 
SEQUENCE .............................................................................................................................................. 134 

7.1 Aims & Hypotheses ............................................................................................................. 138 

7.2 Method..................................................................................................................................... 139 

7.2.1 Participants ................................................................................................................... 139 

7.2.2 Study Design ................................................................................................................. 139 

7.2.3 Materials ........................................................................................................................ 140 

7.2.4 Conditions - Reward Placement ........................................................................... 141 

7.2.5 Procedure ...................................................................................................................... 142 

7.3 Results ..................................................................................................................................... 143 

7.3.1 Data Cleaning ............................................................................................................... 143 

7.3.2 Data Analysis ................................................................................................................ 144 

7.3.3 Post-Experiment Questionnaire ........................................................................... 146 

7.3.4 Cancelling Submission .............................................................................................. 147 

7.4 Discussion .............................................................................................................................. 147 

7.4.1 Leaderboard was Reinforcing ............................................................................... 148 

7.4.2 Temporal Discounting from Initiating Action ................................................. 150 

7.4.3 Dual-Process Theories .............................................................................................. 151 

7.4.4 Rewarding Early ......................................................................................................... 153 

7.4.5 Limitations & Future Work ..................................................................................... 154 

7.5 Conclusion .............................................................................................................................. 156 

 CHAPTER VIII: GENERAL DISCUSSION ....................................................................................... 157 

8.1 System Conflict and Motivation ..................................................................................... 157 

8.2 Reward Contingency .......................................................................................................... 159 

8.3 Reward Placement .............................................................................................................. 161 

8.3.1 Temporal Discounting .............................................................................................. 161 

8.3.2 Differentiating Between Decision and Action ................................................. 165 

8.3.3 Temporal Difference Learning .............................................................................. 167 

8.3.4 Rewarding Early ......................................................................................................... 169 

8.4 Reward Types ....................................................................................................................... 171 

8.4.1 Monetary Incentives .................................................................................................. 171 

8.4.2 Gamified Incentives ................................................................................................... 172 

8.5 Limitations & Future Work ............................................................................................. 175 

8.5.1 Vulnerability to Exploitation .................................................................................. 175 

8.5.2 Faulty Model-Based Processing ............................................................................ 176 



vi 
 

8.5.3 Applicability to the Real World ............................................................................. 179 

8.5.4 Ethical Targeting of Model-free Processing ..................................................... 180 

 CHAPTER IX: CONCLUSION ............................................................................................................. 182 

9.1 Theoretical & Empirical Contributions ....................................................................... 182 

9.2 Practical Implications ........................................................................................................ 184 

 REFERENCES ........................................................................................................................................ 188 

 APPENDICES ......................................................................................................................................... 207 

 

  



vii 
 

LIST OF FIGURES 

Figure 1: Structure of the Two-step Markov task used in the original Daw et al. (2011) 

study. Each state has two choices, with those in Step 1 having probabilistic transitions 

while those in Step 2 having deterministic transitions (image retrieved from Daw et al., 

2011). ................................................................................................................................................................ 48 

Figure 2. Differences in behaviour between common and rare transitions for the two 

types of systems (image retrieved from Daw et al., 2011). ......................................................... 50 

Figure 3. Screenshots of the task including: A) sS with a choice between aA and aB, B) 

presentation of a noncontingent reward (labelled bonus) once a choice was made, C) 

reaching sA and being presented with options aA1 and aA2, and D) presentation of a 

terminal............................................................................................................................................................ 64 

Figure 4. Task hierarchy showing all possible states, actions, and transitions. Participants 

begin at the starting state (sS) at step 1 and are presented with a choice between ɑA and 

ɑB. Each choice has a probability of sending the participant to either state A (sA) or state 

B (sB), through either a common (p = .7) and rare (p = .3) transition. Once in step 2, 

participants are again presented with a choice from two (either ɑA1 and ɑA2, or ɑB1 and 

ɑB2) that leads to their corresponding terminal state (sA1, sA2, sB1, and sB2). At this point, a 

reward may be presented depending on a changing reward probability for that terminal 

state. .................................................................................................................................................................. 65 

Figure 5. Predictions made by model-free (A) and model-based (B) algorithms for the 

two-step Markov task. Transition has no effect on stay probability for a model-free 

system, while the relationship between stay probability and terminal state (TS) rewards 

is reversed for a model-based system. ................................................................................................ 72 

Figure 6. Predictions made by the SARSA(λ) algorithm on the effect of noncontingent (NC) 

rewards on stay probability, showing a marked increase when the noncontingent reward 

is present. ........................................................................................................................................................ 73 

Figure 7. LME estimates transformed into probabilities with 95% confidence intervals. 

Interaction between TS rewards and transitions supports the hypothesis that 

participants use some model-based processing when making decisions. The increase in 

stay probability when the NC rewards are present support the hypothesis that NC 

rewards decision-making was affected through model-free processing. .............................. 78 

Figure 8. Predictions made by the SARSA(λ) algorithm on the effect of NC reward 

placement on stay probability, showing a marked increase when the reward is presented 

early compared to when it is presented later or not at all. .......................................................... 95 

Figure 9. Simulated power for number of participants from 100 - 130. At 120 participants 

the lower confidence interval is above the required threshold of 80%. ................................ 97 



viii 
 

Figure 10. LME model odds ratios transformed into probabilities with 95% confidence 

interval. The NC rewards increase stay probability when placed at position 1 significantly 

more than at other positions, following a decreasing pattern based on the distance from 

the Step 1 actions. This supports the hypothesis that the immediacy of rewards affects 

decision making. ........................................................................................................................................... 99 

Figure 11. Labelled images show the design of the task: A) Icon selection screen, B) data 

logging screen, and C) six second artificial buffering delay. Following the delay, the trial 

is complete, and a new trial begins at the decision screen. ...................................................... 114 

Figure 12. Percentages for overall selections for each pair presented. The dashed line 

shows the 50% mark that would indicate no difference in selection frequency. ............ 122 

Figure 13. Selection Scores based on Bradley-Terry analysis with quasi standard errors 

(95% CI). The distance from the start of the action sequence has a statistically significant 

effect on the selection scores. ............................................................................................................... 124 

Figure 14. The three screens shown for each trial starting with A) a decision screen where 

participants choose between the two apps presented, B) an expense categorisation task 

where expense codes are matched to the purchase description, and C) an intertrial 

interval of between 1 - 2 seconds presented as a loading screen. The placement of rewards 

across conditions is also shown. ......................................................................................................... 140 

Figure 15. Screenshot of the reward screen showing the reward coin icon (left) and 

leaderboard (right). The count next to the participant location on the leaderboard 

increases by one every time the coin is shown. For the no-reward app, the leaderboard is 

shown without the coin and the count remains the same. The position on the leaderboard 

changes as the count increases such that the player climbs the leaderboard throughout 

the experiment. .......................................................................................................................................... 141 

Figure 16. Percentages for overall selections for each pair presented. The dashed line 

shows the 50% mark that would indicate no preference. ........................................................ 144 

Figure 17. Selection Scores difference from post-task for each app with 95% confidence 

intervals based on quasi standard errors. ....................................................................................... 146 

 

  



ix 
 

LIST OF TABLES 

Table 1. Results of the LME model, where the odds ratio shows the impact of each fixed 

effect on the odds of staying on a first stage action. Values over 1 suggest a positive 

influence of the variable, while values under 1 show a negative influence. ......................... 76 

Table 2. Summary of random effects from the LME model. ........................................................ 77 

Table 3. Results of the logistic mixed effects model. The odds ratios show the relative odds 

for each fixed effect in terms of repeating a starting state action. Values over 1 indicate a 

positive influence of the independent variable, while values less than 1 indicate a negative 

influence. ......................................................................................................................................................... 98 

Table 4. Summary of random effects from the LME model. ........................................................ 98 

Table 5. Results of the Bradley-Terry model representing the differences in preference 

estimates when compared to the reference category (post-task), and corresponding 

significance values. Results remain significant after Bonferroni correction at α = .025.

 .......................................................................................................................................................................... 122 

Table 6. Results of post-experiment questionnaire asking for self-reported preference 

over apps from the task. Participants had the ability to place all apps within the same 

category, meaning that some preference categories had more apps placed within them 

than others. Percentages are calculated based on the total number of participants 

included in the analysis. ......................................................................................................................... 125 

 

  



x 
 

PUBLICATIONS 

Garaialde, D., Cox, A., Cowan, B. R. (In Press). Designing Gamified Rewards to Encourage 

Repeated App Selection: Effect of Reward Placement. International Journal of Human-

Computer Studies.  

Garaialde, D., Howes, A., Cowan, B. R. (In Preparation). Targeting Human Model-free 

Processing: Early Noncontingent Rewards Improve Sequence Selection Frequency. 

Cognitive Science.  

  



xi 
 

ACKNOWLEDGEMENTS 

I would like to thank University College Dublin, and the School of Information and 

Communication Studies in particular, for going out of their way to support me as a PhD 

student. This extends to my peers and colleagues from the PhD room, who made the hard 

days more tolerable and the easy days more enjoyable. I would also like to thank my 

supervisor Dr Benjamin Cowan for being a source of unwavering support and 

encouragement during both the ups and downs of the entire process. No one has ever 

opened so many doors and worked so tirelessly to help me succeed. 

I would also like to thank all the other supervisors who have graciously taken on the work 

of accommodating me in their university or place of work, as well as collaborating with 

me to make the research the best it can be. This includes Professor Andrew Howes, who 

was critical in helping me understand the modelling work required for the more 

theoretical aspects, Professor Anna Cox, who aided in the application of the theory into 

practice with a greater focus on HCI, and Dr Iain Harlow, who allowed me to understand 

the process of incorporating research into a corporate setting. 

I would like to thank my mother for her continued support of my studies and for always 

pushing me to keep following the path of education. I would also like to thank my friends 

for their kind words of encouragement and excitement for what I could achieve. Finally, I 

would like to thank my boyfriend for always believing in me and keeping me on track 

whenever I lost motivation.  

  



xii 
 

ABSTRACT 

While many people claim to have the intention to perform certain behaviours, it is 

commonly the case these intentions do not come to fruition. This issue is particularly 

pronounced in cases where there is a long delay between intention and the behaviour, or 

cases where there is a strong automatic impulse that acts against the intention. According 

to dual-process theories, this intention-behaviour gap is a result of a conflict between two 

types of systems: a habitual model-free system and a deliberate model-based system. 

Usually, interventions target the model-based system, providing important information 

necessary to convince individuals that the behaviour is desirable or beneficial. However, 

this approach mostly ignores the model-free system, leaving a large part of the decision-

making process outside of the intervention. The early reward strategy is a method to 

target the model-free system directly and considers the known mechanisms behind how 

reward information is processed. In particular, it focuses on how reward timing affects 

decision making within a sequence of actions. Due to how temporal discounting and 

temporal difference learning lead to reductions in the value of the reward based on how 

far it is placed from the first action in the sequence, placing the reward as close to the 

start of the sequence as possible is likely to prevent this reduction from occurring as 

much as possible. This early reward strategy was tested across four experiments and was 

found to successfully alter behaviour in a way predicted by the theory. Two of the 

experiments focused on a computational approach, using reinforcement learning 

algorithms to predict behaviour and compare it against the participant responses. The 

other two experiments were conducted with a more applied approach that used tasks 

more representative of real-world action sequences to test the extent to which behaviour 

was affected by early rewards. Whether the reward was monetary or gamified, placing a 
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reward earlier in a sequence improved the frequency of selection for that sequence 

significantly when compared to other reward placements. The results have important 

implications for anyone attempting to incentivise new behaviours by providing a theory-

driven approach towards maximising the effectiveness of the reward, particularly to the 

model-free system. As a result, consideration for reward timing should be integral to any 

incentive system that involves sequences of actions, with a strong emphasis on providing 

rewards as early in the interaction as possible. 
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CHAPTER I: INTRODUCTION 

The thesis expounded in this work is that placing a reward at the start of a multi-step 

sequence of actions, described here as the early reward strategy, can increase the 

likelihood that this sequence will be repeated more frequently when compared to other 

reward placements. Put simply, placing a reward immediately once a sequence of actions 

is initiated may be more effective at promoting further repetition than other common 

reward placement methods, such as the end of the sequence. This contributes a clear, 

theory-driven guide to those attempting to motivate behaviour by showing how 

placement is an important factor in optimising reward value. Such information is useful 

not only to those attempting to understand rewards from a theoretical perspective, but 

also to those in the field of behaviour change, as it provides a simple technique to improve 

the design of potential interventions.  

The literature used to support this thesis comes from a wide range of disciplines, 

including Human-Computer Interaction (HCI), psychology, cognitive science, and 

computer science. The findings from the studies outlined in this thesis contribute back 

into these fields by both incrementally building upon established theories, but also by 

showing how theories connect with each other to provide a comprehensive view of 

decision making and behaviour. To do so, the work uses four experiments, which were 

conducted to explain how humans process reward information based on when the 

reward is given, particularly due to the discounting that occurs when rewards are delayed 

(i.e. temporal discounting; Ainslie, 1975), as well as the transference of value across 

actions in a sequence (i.e. temporal difference learning; Sutton, 1988). In addition, the 

work uses reinforcement learning algorithms to understand how these processes might 
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work and focuses on the similarities between these computational models and the 

behaviours of participants in the experiments conducted. 

One of the objectives of this thesis is to highlight the benefits of an early reward strategy. 

This is because the strategy is uniquely different to the usual information-driven 

approach that targets a person’s intentions, and instead focuses on the more automatic 

and often-ignored system described under dual process theories (the model-free system; 

Daw, Gershman, Seymour, Dayan, & Dolan, 2011). By doing so, the technique may 

improve the strength of certain associations required to make behaviours more 

impulsive, potentially making them easier to perform (de Wit & Dickinson, 2009). 

The literature that forms the basis for this work is discussed in chapter II, starting from 

the differences in how temporal discounting affects decision making in humans and other 

animals, explaining how this relates to the model-free system and dual-process theories, 

and connecting it to computational accounts of these effects. The chapter also defines how 

the early reward strategy was developed, the theory explaining how the process occurs, 

and the purported benefits of its deployment. Lastly, the chapter concludes with alternate 

explanations and approaches to the issues being discussed, along with the reasons as to 

why those approaches were not chosen for this thesis.  

Four controlled quantitative experiments are discussed in the four chapters that follow 

with the aim of illuminating the mechanism behind the effect of reward placement on 

decision making. Chapter IV delves deeper into the methodology for differentiating 

between the two systems described by dual process theories (model-free and model-

based; Daw et al., 2011; Gläscher, Daw, Dayan, & O’Doherty, 2010), and answers the first 

research question: can the model-free system be directly influenced using early rewards 

in the context of short interactions with an interface in a way that is measurable. The 
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experiment uses a popular task within other decision-making research (the two-step 

Markov task) to show how rewards presented early affect decision making through the 

model-free system, even in tasks where model-based thinking is also involved. The 

objective of the study is to situate the work within the established literature by 

replicating the direct evidence of model-based responding (similar to previous research), 

as well as providing direct evidence of the concurrent effect of early rewards on model-

free processing. 

The experiment discussed in chapter V builds on the previous study by testing the 

research question: is the early placement of reward the key factor affecting participants’ 

decisions to repeat the sequence. The objective of this work is to explore if early rewards 

are more effective at promoting repetition of a behaviour than later rewards, which 

would provide clear evidence of the influence of reward placement on decision making. 

The findings are contextualised within a reinforcement learning account of the model-

free system, with a focus on temporal difference learning.   

The objective of Chapter VI is to apply the theory-based findings of the previous two 

studies to a setting more representative of common everyday tasks. Through the creation 

of a multi-step data entry task, the effect of temporal discounting could be explored 

outside of the more simplistic context that typifies current research in this domain (e.g. 

Kirby & Maraković, 1996). The chapter reports on the findings of an online experiment 

testing the research question: how does reward placement affect decision making in an 

application context more representative of the real world. The aim of this study is to show 

how placing rewards closer to the start of a multi-step sequence for a single option 

improves the frequency with which that option is selected.  
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Chapter VII is the last of the experimental chapters which focuses on the research 

question: does the early reward strategy identified in the previous experiments apply to 

the context of gamified rewards. As gamification is a popular mechanism employed to 

motivate users to repeatedly engage with applications, websites, and myriad other types 

of content, it is important to understand whether the early rewarding strategy is effective 

in this context. A leaderboard was used in this experiment as it has received the most 

contemporary empirical support for its efficacy in motivating behaviour. The results of 

the study contribute insights into the influence of temporal discounting on a less tangible 

type of reward that can be more economically applied across a large variety of situations. 

Chapter VIII concludes the thesis discussion by bringing all the results together into a 

cohesive framework that explains the mechanisms behind the early reward strategy, how 

effective it is, and the possible situations where it may be applied. The findings are also 

discussed in terms of a holistic reward structure, which attempts to understand human 

behaviour from a dual process view and reduce the motivational toll brought about by 

system conflict. This is followed by a discussion on the limitations of the work along with 

future research that can be done to build on the findings, particularly in terms of long-

term research. 

The potential practical implications of this thesis are most relevant to the design of 

interfaces used within behaviour change interventions. In particular, it provides a 

comprehensive explanatory framework on how to maximise the effectiveness of the 

incentives structures used through the selective targeting of the human model-free 

system (described under dual-process theories; Gläscher et al., 2010). This approach 

bridges the current gap in motivational research by focusing on this often-ignored 

system, which allows for a more holistic, two-system view of the person involved in the 
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intervention. As such, the work directly addresses certain shortcomings that have been 

frequently overlooked in the design of incentive structures for behaviour change, 

particularly in terms of reward placement within the multi-step sequences needed to 

achieve the desired outcomes.  
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CHAPTER II: LITERATURE REVIEW 

This chapter outlines the relevant literature to better contextualise why an early reward 

strategy may be more successful at promoting repeated behaviour than other common 

reward placements, such as at the end of a behavioural sequence. This is explained 

through the lens of the temporal discounting effect (Ainslie, 1975), which refers to 

reduction in value of a reward based on the delay experienced before presentation. From 

the perspective of dual-process theories (Gläscher et al., 2010; Metcalfe & Mischel, 1999; 

Sloman, 1996), and more specifically the computational account (Daw et al., 2011; 

Gläscher et al., 2010), distinctive differences are presented on how temporal discounting 

affects decision making. By laying this conceptual and theoretical groundwork, the early 

reward strategy can be understood in terms of its underlying mechanisms, its role in the 

overall framework of dual processing theories, as well the emergent implications of this 

explanation on human behaviour. Before exploring the impact of early rewarding in the 

four chapters that follow, alternative approaches to the issue of motivating behaviour are 

summarised, including their shortcomings and other reasons why they were not included 

in this thesis. 

2.1 DELAYED GRATIFICATION 

It is generally thought that humans can delay gratification for long periods of time relative 

to other animals, being able to create plans that span over several months or even years 

(Kirby & Maraković, 1996; van den Bos & McClure, 2013). Using the intertemporal choice 

task, which involves a choice between a small reward offered immediately against a 

larger reward offered after a delay, researchers have shown that humans reduce their 

subjective value for rewards the longer the delay before presentation (Kable & Glimcher, 

2007; McClure, Laibson, Loewenstein, & Cohen, 2004). However, this value is still 
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considered minimal when compared to non-human animals (Stevens & Stephens, 2010). 

To reach the level of discounting that animals show, which can see reductions in value of 

more than 50% in terms of seconds or minutes (Wolfe, 1934), humans need to consider 

delays of up to several months (Kirby & Maraković, 1996).  

2.2 TEMPORAL DISCOUNTING EFFECT 

Choice experiments in animals have shown that the effectiveness of rewards decline in a 

hyperbolic curve in relation to delays experienced (Ainslie, 1975; Frederick, 

Loewenstein, & O’Donoghue, 2002; L. Green & Myerson, 2004). This can lead to small 

rewards being preferred over larger counterparts solely due to their temporal proximity. 

For example, a delay of 30 seconds reduced the effectiveness of a food reward in rats by 

60% (Wolfe, 1934), and a delay of an hour removed all rewarding properties of food 

tokens for a sample of chimpanzees (Kelleher, 1957). Comparing that to experiments 

conducted in humans, one study showed a 50% decrease in the value of $50 after 77 days 

(Kirby, Petry, & Bickel, 1999), with another only reaching a loss of 50% after 143 days 

(Kirby & Maraković, 1996). While these studies may indicate that humans are 

significantly more adept at delaying gratification than other animals (Kacelnik, 2003), 

they involved written questionnaires where participants were asked to choose among 

two imagined future reward scenarios, a far different experimental protocol than the 

ones given to animals (Addessi, Paglieri, & Focaroli, 2011). 

Despite the findings from the questionnaires, there are numerous instances in our 

everyday life where immediate consequences are chosen over larger, but more distant 

rewards (Sheeran, 2002). Even with the strongest intentions, only small to medium 

changes in behaviour are usually achieved (Webb & Sheeran, 2006), and this intention-

behaviour gap is particularly pronounced for actions with larger time intervals (Sheeran 
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& Orbell, 1998). In addition, when applying the same methodologies used in animals to 

test temporal discounting in humans, human performance matches that of their animal 

counterparts (Paglieri, 2013). For instance, the discounting rate for humans in the usual 

questionnaire-based test was found to be over 105 times lower than the rate measured 

using an operant task with the same participants (Rosati, Stevens, Hare, & Hauser, 2007). 

Under the same conditions, temporal discounting in these operant tasks was found to be 

higher for humans than for both chimpanzees and bonobos (Rosati et al., 2007). If it is the 

case that the rate of discounting for humans has been heavily underestimated due to the 

experimental paradigm used, it could have important implications for the future design 

of incentive structures. In particular, it would mean that even short everyday interactions 

with digital interfaces would be subject to discounting. This would increase the 

importance of considering reward timing when designing a new incentive structure, both 

in the context of behaviour change interventions (i.e. Pinder et al., 2018), but also for 

general persuasive design (i.e. Anderson & Wood, 2020). 

To examine why the rate of discounting surges so drastically when the delay is 

experienced rather than imagined, further discussion is required on the role of dual 

process models. Particularly due to the dramatic differences in how each system is 

believed to process reward delays.  

2.3 DUAL PROCESS MODELS 

Decision-making research, particularly with relevance to reward-related learning, has 

largely embraced dual-process models of thinking. The term covers a great number of 

theories, all describing decision making as a process guided by two distinct but connected 

subsystems (McClure, Ericson, Laibson, Loewenstein, & Cohen, 2007; Metcalfe & Mischel, 

1999; Rangel, Camerer, & Montague, 2008; Steven A. Sloman, 1996; Thaler & Shefrin, 
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1981). One of the earliest dual process theories was proposed by Thaler and Shefrin 

(1981), who first distinguished between deliberation and action by describing the 

planner and doer systems. Building on this foundation, Metcalfe and Mischel (1999) 

proposed the existence of the know and go systems. In this iteration, the know system is 

considered the “seat of self-control” and willpower, whereas the go system is said to 

simply follow innate responses in reaction to specific stimuli. More recently, these dual 

process models have been popularised by Kahneman (2011), who describes System 1 as 

a myopic, present-focused system which operates quickly, efficiently, and without the 

need for deliberation, while System 2 is a slower, more reflective system that can create 

internal representations of the environment that allow for planning and intentionality. 

While this account is certainly the most well-known, other versions of this account exist. 

For example, Milkman and colleagues (2014) label the two systems as the should and 

want selves. The should self is characterised as a slow, intentional subagent that 

considers which actions should be undertaken to maximise the long-term wellbeing of 

the agent, while the want self is described as being driven by momentary temptations and 

desires, dictating only what an agent wants to do at the present moment.  

While the range of terminology for dual-process theories is wide and varied, this thesis 

will use the terms model-free and model-based systems (Gläscher et al., 2010), which are 

derived from a computational account. This framework was chosen because it provides a 

transparent and efficient framework for understanding motivated behaviour and 

decision making in humans (Sutton & Barto, 2016). Historically, findings from 

computational modelling and advancements in machine learning have greatly expanded 

our view of human learning and information processing (Sutton & Barto, 2016). One 

reason for this benefit of the computational approach is that it forces experimenters to 
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be explicit when operationally defining the theorised mechanisms, preventing overly 

vague descriptions (O’Reilly & Munakata, 2000). It also enables quick iterative testing of 

the relevant assumptions of the model, ensuring that the task measures exactly what is 

intended before it is brought to human participants. At the same time, it provides a 

transparent view into the exact mechanisms responsible, making it easier to understand 

how variables interact in complex ways (O’Reilly & Munakata, 2000). Once a deep 

knowledge of the model is formed, more targeted and specific experiments can be 

conducted to ascertain if human behaviour matches the predictions made (Sutton & 

Barto, 2016). 

The use of computational algorithms has become increasingly popular for the study of 

human decision making (Cushman & Morris, 2015; Daw et al., 2011; Lee, Shimojo, & 

O’Doherty, 2014; Morris & Cushman, 2019). In particular, model-free processing has been 

simulated extensively using computational algorithms (Garr, 2019; Krajbich, Bartling, 

Hare, & Fehr, 2015; O’Doherty, Lee, & McNamee, 2015; Rigoli, 2019) due to the growing 

evidence showing extensive similarities between these algorithms and the model-free 

system in humans and other animals (Barto, Sutton, & Anderson, 1983; Daw et al., 2011; 

Maia, 2010; O’Doherty et al., 2015; Schultz, Dayan, & Montague, 1997; Suri & Schultz, 

1999). Therefore, the computational account is uniquely suited to explore the key 

concepts behind the early reward strategy (temporal discounting and temporal 

difference learning) as these characteristics can be easily included in simple 

computational models. 

2.3.1 MODEL-BASED SYSTEM 

The model-based system corresponds to Kahneman’s (2011) System 2, Milkman and 

colleagues’ (2014) should self, or Thaler and Shefrin’s (1981) planner system, matching 
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closely to their descriptions. It is considered to be model-based due to its ability to create 

an internal representation of the environment through the use of working memory 

resources, allowing it to make predictions about the consequences of each available 

action without the need for direct experience (Sutton & Barto, 2016). Because the model-

based system is able to link candidate actions to their expected outcomes through a causal 

model, it enables a flexible decision-making process that can be easily applied to novel 

situations (Cushman & Morris, 2015). The ability to search across the possible outcomes 

of available actions is valuable in instances where trial and error can be costly, 

particularly if the outcome is fatal. However, this planning carries a high computational 

cost, especially when highly complex models have to be created (Gershman, Gerstenberg, 

Baker, & Cushman, 2016).  

Due to the high resource load of model-based processing, actions that are regularly 

repeated are usually converted to model-free processing, so as to release these cognitive 

resources to be used on other tasks (Dickinson, Nicholas, & Adams, 1983). For example, 

participants in a motor sequence task were asked to press specific keys in response to 

certain cues being presented on screen (Logan, 1979). At first, the participants were slow 

to respond, and would easily be disturbed if asked to participate in concurrent tasks. 

However, after extensive training, the participants were able to complete the task much 

more quickly, and their response times were no longer hampered when conducting 

concurrent memory tasks. This improvement was believed to be due to the transfer of 

control for the motor task to model-free processing, which reduced the cognitive load 

required, releasing these cognitive resources to be used in the memory task (Otto, 

Gershman, Markman, & Daw, 2013). As the model-based system is used sparingly, if the 
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model-free system is already able to complete the task successfully, model-based 

influence may not even be required. 

2.3.2 MODEL-FREE SYSTEM  

In contrast to the model-based system, the model-free system is fast, efficient, and 

automatic, requiring little cognitive effort (Botvinick & Weinstein, 2014). Instead, it 

functions by creating associations between actions and their outcomes within memory, 

effectively building a mental log of the experienced value of each contextually relevant 

behaviour (Dezfouli & Balleine, 2012). In familiar environments, the model-free system 

simply chooses among the potential behaviours with the highest value, delegating with 

little need for deliberation or complex problem-solving. Due to its low cost, efficiency, and 

speed, use of the model-free system is highly preferred, while the model-based system is 

usually only used as sparingly as possible (O’Hara & Payne, 1998; Strack & Deutsch, 2004; 

West & Brown, 2013). While both systems have their own strengths, weaknesses, and 

unique functions, due to differences in the mental resources required, a bias towards the 

model-free system at the expense of the model-based system is a much more common 

occurrence than in the opposite direction, making behaviour generally more myopic than 

future-orientated (Milkman et al., 2014). 

2.3.3 DIFFERENCES IN TEMPORAL DISCOUNTING 

Although limited, research using dual-process theories to examine temporal discounting 

has grown, highlighting certain key differences in how each system is impacted (McClure 

et al., 2007). In general, the evidence suggests that model-based consideration of distant 

rewards leads to minimal or negligible temporal discounting, even with delays of multiple 

weeks (McClure et al., 2007; van den Bos & McClure, 2013). On the other hand, activity 

from brain regions associated with model-free activity (e.g. the mesolimbic dopamine 
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system) suggests that value of rewards appears to drop exponentially in terms of seconds 

(McClure et al., 2004; Tanaka et al., 2016). This has been further confirmed by 

behavioural studies that have shown a dramatic discounting for rewards when the 

associated delays are experienced directly (Paglieri, 2013; Rosati et al., 2007), suggesting 

that compared to model-based processing, the model-free system is highly vulnerable to 

temporal discounting. As such, the everyday digital interactions relevant to this thesis are 

too short to be discounted by the model-based system but are within the range for 

temporal discounting for the model-free system. As the extent to which short digital 

interactions are impacted by temporal discounting has not been thoroughly researched, 

the objective of the studies within this thesis is to fill this gap. 

2.4 DELAYED REINFORCEMENT 

There are many reasons as to why delays may reduce the effectiveness of rewards (Sutton 

& Barto, 2016). For instance, increased opportunity cost (Hayden, 2016) may be incurred. 

A foraging animal that is engaged in one behaviour cannot simultaneously be engaged in 

another, and therefore discounting may occur to represent the time that has been lost in 

the process (Bateson & Kacelnik, 1996). Another explanation may be that delays create a 

credit assignment problem (Dickinson, 1980), which refers to the difficulty in creating 

associations between actions and outcomes that are not temporally close. As the delay 

between response and reward increases, noise is added into the process, making it 

difficult to keep track of what behaviours are associated with which rewards. In 

particular, when a behaviour is associated with a large time interval before a reward is 

presented, it becomes difficult to discover the true cause-and-effect relationship. This is 

because many different actions may also be trialled during that interval, meaning that the 

reward may be associated with one of these unrelated behaviours instead. Therefore, the 
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discounting of delayed rewards may signal the uncertainty in the association being 

formed, as the relationship between cause and effect is less apparent (Paglieri, 2013). In 

support of this view, Catania and Cutts (1963) provided evidence for the difficulty in 

understanding the underlying reward contingency once variable time intervals are 

involved. In a study where participants were presented with two switches, one giving 

reward after 30 seconds and one that did nothing, most participants continuously pushed 

both buttons. Even when the button that did nothing was modified so that pushing it 

actually increased the delay incurred for the reward-presenting button, participants 

maintained their tendency to repeatedly push both. The results of this study highlight 

how the credit assignment problem grows with longer delays, causing issues in learning 

the underlying contingency, and even leading to erroneous or superstitious behaviour 

(Catania & Cutts, 1963; Ono, 1987). 

Hull (1943) attempted to explain how delays led to issues in credit assignment with the 

hypothesis that different characteristics of the environment left a type of internal trace 

within memory. These traces were believed to decay over time and after a certain point 

would disappear completely, preventing new associations from being formed. A brain-

imaging study by Kobayashi and Schultz (2008) supports this assertion by measuring the 

decay in dopaminergic activity to Pavlovian conditioning in the brain of monkeys. They 

discovered that activity in these neurons spiked predictably in response to an unexpected 

reward, representing the learning mechanism involved in creating new associations. If a 

cue was shown reliably before a reward, the dopaminergic activity spike transferred to 

the cue, which acted as a predictive signal for reward. The activity seen can be compared 

to the internal traces described by Hull (1943), with an association forming once the 

activity is transferred to the predictive cue. However, if the interval between cue and 
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reward was increased to over 16 seconds, this transference did not occur. Instead the 

activity again matches that of unexpected rewards, showing how large intervals interrupt 

the learning process. Studies using operant conditioning tasks produced similar results, 

showing that long delays also inhibit the learning process between cue-action pairs and 

their outcomes (Boakes & Costa, 2014; Lipsitt, Castaneda, & Kemble, 1959). 

2.5 CONDITIONED REINFORCEMENT 

The study by Kobayashi and Schultz (2008) showed that dopaminergic activity transfers 

from the reward to a cue that reliably predicted that reward, as long as the time interval 

between the two was short. Once the activity is transferred, the reward value becomes 

conditioned into the cue itself, which creates a new reinforcer (a reward that increases 

the rate a behaviour is repeated) that can be used in turn to condition new behaviour, 

termed a conditioned reinforcer (Ormrod, 1999). The positive properties of the reward, 

known as the hot motivational influence (Wood & Neal, 2007), are transferred to the cue, 

signalling the opportunity for reward. This new influence provides its own conditioned 

reward signal which can be used again to form new associations (Zimmerman, Hanford, 

& Brown, 1967). In this manner, the value of reward can be transferred from cue to cue, 

creating a chain of conditioned reinforcement. This is frequently used with both children 

(Neef, 1992) and animals (Kelleher, 1957), and allows for complex chains of actions to be 

learned through incremental increases in the number of links to be performed.  

An important benefit of conditioned reinforcement is that it can be applied to any neutral 

stimulus, meaning that potentially scarce, expensive, or difficult to attain rewards can be 

replaced with more common alternatives (B. A. Williams, 1994). Depending on the 

reward being replaced, it can also overcome other issues, such as preventing satiation or 

habituation. A common example of this practice comes from token economies, where 
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behaviours are rewarded with tokens that usually hold no inherent value (Wolfe, 1936). 

By turning these tokens into conditioned reinforcers, they can then be used to train new 

behaviour. For instance, chimpanzees were trained to use poker chips at a vending 

machine in exchange for food (Cowles, 1937). From this point on, they could be trained 

for hour-long sessions using just the poker chips as the reward, preventing satiation and 

reducing the amount of food being needed for training. These benefits also make token 

economies very popular in the educational sector, as it allows teachers to reward desired 

behaviours by simply providing reusable tokens, or by writing down the number of points 

each individual or team has acquired. This approach is particularly popular with child 

populations that have learning disabilities or attentional issues, as following this system 

does not require high mental effort or a deep understanding of complex rules (Neef, Mace, 

& Shade, 1993; Neef, 1992). 

While the tokens in these economies need to be imbued with value through the repeated 

exchange for rewards, money is a type of token economy which has already been 

universally imbued with value. As all participants in experiments are believed to have 

learned the association between money and value, and because researchers regularly use 

money to incentivise participation in studies (Kool, Gershman, & Cushman, 2017; Latham 

& Huber, 1991), money is considered to be universally reinforcing. That is, it is believed 

to promote desired behaviours for a majority of participants. While course credit and gift 

vouchers are also popular incentives for participation in experiments, money is still 

widely used, particularly in online experiments conducted on Amazon Mechanical Turk 

(Difallah, Filatova, & Ipeirotis, 2018). This is not only to incentivise participants to take 

part, but also due to the ethical requirements of reimbursing the participants for the time 

commitments involved. In addition, monetary rewards have become a standard when 
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examining the effects of rewards across psychology (Johnson & Bickel, 2002; Latham & 

Huber, 1991) and cognitive science (Daw et al., 2011; Cushman & Morris, 2015; Otto et 

al., 2013), meaning that any work that uses monetary incentives can be easily discussed 

in terms of this established body of research. 

2.5.1 OVERCOMING TEMPORAL DISCOUNTING 

Conditioned reinforcers can be used to counteract the effects of temporal discounting, as 

these rewards can be inserted within a delay, reducing the time between action and 

reward (Grice, 1948; B. A. Williams, 1994). For example, Cronin (1980) showed that 

delaying rewards for 60 seconds made pigeons unable to learn how to successfully 

complete a discrimination task where certain keys had to be pecked based on the 

corresponding cue appearing. However, if a light cue was placed within the delay, the 

pigeons were subsequently able to learn when to peck the required keys. This showed 

how the light cue became a conditioned reinforcer since it appeared close to the reward. 

In turn the light acted as a new reinforcer for the pecking of the correct key, allowing for 

the appropriate behaviour to be learned. Conditioned reinforcement can thus be 

considered as a way to minimise temporal discounting, as it creates one or multiple 

reinforcers between the required behaviour and the reward.  

Conditioned reinforcers can be connected together to create large stimulus-response 

chains (Martin & Pear, 1999). These chains are created as a result of reinforcers 

transferring their motivating influence onto the preceding action, generating new 

conditioned reinforcers that can do the same (Leslie & O’Reilly, 1999). Therefore, each 

action in the sequence acts as a conditioned reinforcer for the previous action (Graybiel, 

2008). After the sequence is initiated, the components become both the antecedent and 

the consequence until the last (terminal) action is completed, meaning that external 
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inputs from the environment are not needed to maintain the behaviour (Sakai, Kitaguchi, 

& Hikosaka, 2003). For example, monkeys trained to press a sequence of buttons will 

perform the whole sequence even when the reward is presented midway (Matsumoto, 

Hanakawa, Maki, & et al., 1999), which should have signalled to the animal that the rest 

of the sequence was not required. This suggests the monkey was not receptive to 

environmental signals until the sequence was performed in its entirety.  

Within a sequence, as each action follows the other with minimal interruptions, the order 

of cause and effect remains clear. There is no longer an issue of credit assignment, even if 

the sequence is several minutes long, because each portion is independently reinforced 

through conditioned reward signals. Therefore, grouping actions into sequences allows 

distant outcomes to be considered when attempting to optimise overall output (Leslie & 

O’Reilly, 1999). One collection of theories, termed action phase models (Schwarzer, 1992), 

allows us to understand decision making within this hierarchical view, considering 

actions both individually and as part of a sequence. They are explored further in the 

following section. 

2.6 HIERARCHICAL DECISION MAKING 

2.6.1 POLICIES  

Action-phase models describe all complex behaviours in terms of both sequences and 

their component parts (Campbell, 1956; Gardner, Phillips, & Judah, 2016). When an 

overarching sequence is selected, the subcomponents are said to be performed 

sequentially until they are interrupted or completed in full. The overarching or 

superordinate actions are commonly referred to as options, action schemas, action 

sequences or policies. The information believed to be stored within these representations 

includes suitable environments to initiate the sequence, the exact subcomponents to 
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perform, how to terminate the sequence, and the expected value of the whole policy 

(Botvinick & Weinstein, 2014; Sutton, Precup, & Singh, 1999). By dividing behaviours into 

superordinate and subordinate actions in this manner, a hierarchy emerges where action 

selection occurs only for the overarching policy, with all the subcomponents being 

considered as a unit rather than individually. Due to this, the amount of information that 

has to be considered when making a decision is greatly reduced.  

There is evidence that the process of combining actions into a sequence results from the 

formation of stimulus-response chains created from the frequent repetition of the 

enclosed actions in a consistent context (Graybiel, 2008). Therefore, the ability of the 

model-free system to create associations between actions is essential for the creation of 

new policies. As these associations develop, the need for processing in the prefrontal 

cortex and associative stratum is reduced (Bailey & Mair, 2007), releasing the limited 

cognitive resources involved with working memory (Dezfouli & Balleine, 2012). No 

longer having to consider each part of the sequence individually, the model-based system 

is now better able to plan using the value of the sequence as a whole, essentially 

collapsing the sequence into a more manageable chunk of information. The policy is also 

thought to contain a stored or cached value that summarises the overall reward expected 

for completing the sequence (Kamphorst & Kalis, 2015). The reward value is then used 

during policy selection to make decisions about the best plan of action for maximising 

reward output.  

While behaviours are usually described in a dichotomous manner of either within or 

outside a policy, policy development is a gradual process (Dezfouli & Balleine, 2012). This 

means that the characteristics of a policy, such as the cached value and the suitable 

environments, also develop as associations that strengthen over time. Therefore it is not 
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usually useful to describe sequences as having formed definitive policies once they have 

reached certain testable thresholds, but instead to measure certain characteristics that 

show the strength of the associations within the policy (de Bruijn, Keer, Conner, & 

Rhodes, 2012; Gardner, 2015; Orbell & Verplanken, 2010). The two ends of this spectrum 

of associative strength are described below and range from entirely model-free to 

entirely model-based execution. 

2.6.2 CLOSED-LOOP AND OPEN-LOOP EXECUTION 

When the associative strength between the links in the stimulus-response chain 

increases, sensitivity to the environment decreases (Shah, 2008). This is due to the ability 

of the model-free system to rely solely on personal behaviours and internal cues when 

completing the sequence and are therefore no longer responsive to outside influence. 

This process, known as open-loop execution (Pew, 1966) or habitual execution (Gardner 

et al., 2016), allows sequences to be completed quickly, efficiently, and without much 

mental effort, but is also less able to adapt to important changes in the environment that 

may reduce the viability of the policy. On the other side of the spectrum is closed-loop 

execution, which refers to a more model-based calculation of the best possible actions 

available based on current goals and environmental cues (Sakai et al., 2003; Willingham, 

1998). During this type of execution, actions are not interdependent (Shah, 2008), 

meaning that the individual may quickly adapt and change their strategy based on 

variations in the environment. However, it is more cognitively demanding, reducing 

overall efficiency if the sequence is completed repeatedly. Transferring behaviour from 

one type of execution to another usually occurs gradually (Dezfouli & Balleine, 2012), 

meaning that most sequences are unlikely to be executed entirely in an open or closed-

loop fashion. Instead, most sequences are influenced by both model-free and model-
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based consideration, meaning that environmental feedback, while at times largely 

moderated, is still generally influential on behaviour.  

2.6.3 HABITUAL INSTIGATION & EXECUTION 

In instances of open-loop execution through a sequence, researchers have argued that 

while the performance of the sequence can occur automatically through stimulus-

response mechanisms, the initiation of the sequence may not have (Gardner et al., 2016). 

The terms habitual execution and habitual instigation were developed by Gardner, 

Phillips, and Judah (2016) to further describe this distinction. The concept of habits 

significantly overlaps significantly with the model-free conceptualisations of behaviour 

in the literature highlighted above, as habitual execution describes behaviours that 

involve model-free, open-loop execution of a whole sequence, while habitual instigation 

describes sequences that are automatically initiated by the model-free system. For 

example, one individual may make a deliberate decision to go jogging but will mindlessly 

complete that jog by running their usual route, the behaviour would be categorised as 

habitual execution but not habitual instigation. On the other hand, another person may 

instinctively and habitually reach for their running shoes and go jogging every morning, 

while at the same time deliberately thinking about the route they are taking so that they 

can vary their path to prevent boredom. This would then be categorised as a habitually 

instigated sequence that was not habitually executed.  

Gardner and colleagues (2016) not only differentiated between the two types of habitual 

behaviour, but also showed that habitual (model-free) instigation was able to predict 

long-term behavioural maintenance when habitual execution could not (Phillips & 

Gardner, 2016). In the context of stimulus-response chains, the ability to instigate a 

sequence habitually suggests that the cue for the initiating action (or decision to act) has 
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gained enough conditioned reinforcement value to gain a motivated cueing effect (Wood 

& Neal, 2007), which refers to its ability to promote performance of a behaviour by 

highlighting the opportunity for a desired reward to be gained. This indicates that the 

motivating force of the initial behaviour is uniquely important in promoting performance 

of an action sequence to the model-free system, and that efforts focused on increasing 

motivated cueing could be more useful at encouraging repeat performance than methods 

focused on increasing habitual execution. As a result, the early reward strategy outlined 

in this thesis is an attempt to optimise rewards to target the model-free system in a way 

that maximises habitual instigation. 

2.6.4 MODEL-FREE INSTIGATION 

As previously stated, policies develop from combining actions into a stimulus-response 

chain (Graybiel, 2008). For that to occur, these actions need to be repeated a sufficient 

number of times in a consistent context. That way, the reward signals from the final 

outcome can build an association with each link in the chain, propagating backwards until 

they reach the initiating action. While this allows certain behaviours to be learned 

successfully even when they would usually be too temporally distant from the reward to 

do so (Cronin, 1980), it also means that all the value associated with these temporally 

distant behaviours comes exclusively from conditioned reinforcement. As a result, when 

receiving a reward after the final outcome, the last action in the chain is exposed to the 

strongest reward signals as they are closer to the primary reinforcement. Meanwhile, 

earlier actions are only exposed to the discounted signals arriving based on value transfer 

across conditioned reinforcers. As such, the motivational influence of the initial action in 

this case is relatively much lower when compared to the later actions in the sequence 

(Leslie & O’Reilly, 1999).  
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If model-free instigation of a sequence is shown to be dependent on the motivated cueing 

power of the initial action (Phillips & Gardner, 2016; Wood & Neal, 2007), any 

deterioration in the value of these initial actions would indicate a reduction in the chance 

the policy is completed. In addition, larger sequences or sequences with longer delays 

between sub-actions would be less likely to be selected even though they may provide 

substantially more rewards. If this hypothesis is correct, it would emphasise the strong 

moderating influence of temporal discounting on policy selection and would provide an 

explanatory insight into why certain sequences are chosen over others. And yet, this 

theory still lacks strong behavioural evidence. In fact, contemporary research on 

temporal discounting has generally ignored policies or action sequences, opting instead 

to analyse only simple choices between immediate and delayed rewards (Kable & 

Glimcher, 2007; Logue & King, 1991; Rosati et al., 2007). It is therefore still mostly 

unknown if temporal discounting differentially affects initiating actions more strongly 

than other actions, and if this causes a reduction in the motivating pull of the sequence. 

Three of the studies outlined in this thesis serve to cover this gap in the literature by 

examining whether placing rewards earlier in the sequence can increase its motivating 

pull, and thus increase the selection frequency of those sequences. This is particularly 

relevant for short interactions with digital interfaces as they are a common multi-step 

behaviour performed by most people (Oulasvirta, Rattenbury, Ma, & Raita, 2012). 

2.7 COMPUTATIONAL ACCOUNT 

To explore the influence of temporal discounting and conditioned reinforcement within 

action sequences, the current thesis approaches the topic from a computational account. 

Computational frameworks allow for rapid testing of how specific assumptions can lead 

to certain behavioural patterns, which can subsequently be compared to human 
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behaviour under the same conditions (Sutton & Barto, 2016). If the two match, it indicates 

a potential similarity in the mechanism underlying these processes, providing greater 

insights into how human decision making may operate. Because of this, the use of 

computational algorithms has become increasingly popular for the study of human 

decision making (Cushman & Morris, 2015; Daw et al., 2011; Lee, Shimojo, & O’Doherty, 

2014; Morris & Cushman, 2019). In particular, model-free processing has been simulated 

extensively using reinforcement learning algorithms (Garr, 2019; Krajbich, Bartling, Hare, 

& Fehr, 2015; O’Doherty, Lee, & McNamee, 2015; Rigoli, 2019), which are machine 

learning programs that improve their performance by reacting to rewarding and 

punishing environmental stimuli, as opposed to following a preprogramed series of 

actions (Sutton & Barto, 2016). These algorithms have been chosen because of the 

growing evidence showing extensive similarities between reinforcement learning 

algorithms and the model-free system seen in humans and other animals (Barto, Sutton, 

& Anderson, 1983; Daw et al., 2011; Maia, 2010; O’Doherty et al., 2015; Schultz, Dayan, & 

Montague, 1997; Suri & Schultz, 1999). This approach allowed for the experimental 

paradigms of each study conducted as a part of this thesis to be rigorously tested for key 

measures before recruiting any participants, ensuring the best conditions for capturing 

the desired effects (O’Reilly & Munakata, 2000). 

2.7.1 REINFORCEMENT LEARNING 

To function, reinforcement learning algorithms assign a value to state-action pairs, which 

refer to each available action paired with the state in which they can occur (Sutton & 

Barto, 2016). For example, if the algorithm is in State A, and has actions 1 and 2 available, 

the state-actions pairs would be A1 (action 1 when in state A) and A2 (action 2 when in 

state A). By associating a predicted value (or Q value) with every pair available, the 
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algorithm creates a list of possible strategies for maximising reward output. The typical 

reinforcement learning algorithm involves three components: state identification, action 

selection, and learning (Sutton & Barto, 2016). State identification involves an analysis of 

sensory information coming from the environment to ascertain the current occupied 

state, a necessary process in being able to create state-action pairs. Given this 

information, the algorithm enters the action selection stage, where it chooses an action 

to execute based on the learned values associated with each state-action pair. After 

execution, a reward or punishment signal may be received, allowing the algorithm to 

learn the consequences of its decision. By using a closed feedback loop architecture 

where the value associated with each state-action pair is changed based on the reward 

received, the system can gradually improve its performance over time. 

2.7.2 TEMPORAL DIFFERENCE LEARNING 

Usually, reinforcement learning algorithms include some form of temporal difference 

(TD) learning, which allows them to consider actions as valuable if they lead to rewards 

later into the future (Sutton, 1988). Essentially, each state-action pair holds a Q value 

based on a discounted sum of the Q values of future actions, with the amount of 

discounting increasing with the size of the sequence. In this manner, actions later in the 

sequence can update their Q values based on the reward experienced, while earlier 

actions can update their Q values based on the Q values of later actions. If any of the Q 

values change, it creates a discrepancy between the predicted and experienced value of a 

state-action pair, leading to a reward prediction error (RPE). The Q value is then 

incrementally updated based on the direction and magnitude of this error, which is the 

main mechanism through which the algorithm improves and self-corrects over time.  
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One important requirement for reinforcement learning algorithms to reach convergence 

is repetition, as several iterations of a target sequence are needed before the Q values 

stabilise (Sutton, 1988). Before this occurs, the system is receiving updates originating 

from the site of reward presentation, which is usually at the end of the sequence. As the 

calculation of the Q value of each action is based on a discounted sum of the Q value of 

future actions, the first action in the sequence experiences the highest rate of discounting. 

Therefore, the lowest relative Q values are usually found at the start of the sequence. As 

reinforcement learning algorithms decide their next action based on the largest Q value 

available, the algorithm is much more likely to deviate to a competing action when 

choosing between initiating actions, as opposed to when it is already partway through 

the sequence and is thus exposed to greater Q values that incentivise completion of the 

sequence. This process appears very similar to the stimulus-response chains and 

conditioned reinforcers described previously, which further highlights the connections 

between the model-free system and reinforcement learning algorithms. 

2.7.3 ANIMAL ANALOGUES 

Throughout the years, computational and psychological research has been highly linked 

(Sutton & Barto, 2016). Many of the learning algorithms discussed above were inspired 

by research from behavioural psychologists, and in turn modern reinforcement learning 

algorithms are being used to examine and explain human psychological processes. 

Furthermore, through extensive animal research and the use of modern neuroimaging 

techniques, biological analogues have been found for mechanisms common to 

reinforcement learning (Maia, 2010; Suri & Schultz, 1999). For example, one of the 

reasons why TD learning algorithms are used to simulate animal model-free processing 

comes from the large body of neurophysiological evidence of biological signals that react 
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in a manner similar to RPEs (Barto et al., 1983; Daw et al., 2011; Maia, 2010; O’Doherty 

et al., 2015; Schultz et al., 1997; Suri & Schultz, 1999), leading to the Reward Prediction 

Error Hypothesis (Montague, Dayan, & Sejnowski, 1996). It describes how dopamine-

producing neurons in the midbrain act as a direct signal of the difference between an 

expected and a received reward, which provide teaching signals that develop new 

associations in memory (Balleine & O’Doherty, 2010). These associations can form 

between stimuli and rewards, as seen in Classical Conditioning (Holland, 1980), or 

between cue-action pairs and rewards, as seen in Operant Conditioning (Skinner, 1969). 

This promotes new synaptic connections in the striatum (Balleine & O’Doherty, 2010), 

creating internal representations of subjective value which can then be used by a model-

free reinforcement learning system to motivate behaviour (Wise, 2004). 

Evidence that human behaviour is comparable to TD learning can be seen in studies 

looking at conditioned reinforcement (Lipp, Sheridan, & Siddle, 1994). Pairing a cue with 

an aversive stimulus, such as a shock or loud noise, can cause the cue itself to become 

aversive. Participants may develop avoidance responses to this cue even when the 

original aversive stimulus is no longer presented. If the aversive cue is then paired with 

a new cue, its aversive properties can again be transferred on to the next cue (Arcediano, 

Ortega, & Matute, 1996). Once again, this causes avoidance behaviours associated with 

this new cue, even though it was also never paired with the original aversive stimulus. 

Similar results can also be seen with rewards, showing how the transfer of both positive 

and negative values is possible across cues (Neef, 1992). Temporal difference learning is 

believed to work in the same way, such that the value of one action can be used to reward 

or punish previous actions in a sequence.  
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The similarities between reinforcement learning algorithms and the model-free 

processing seen in both human and non-human animals suggest that there may be 

common properties to their underlying mechanisms (Sutton & Barto, 2016). However, it 

is still largely unknown the extent to which these properties intersect, and when these 

similarities start to break down. For example, it has yet to be directly tested on human 

participants if early actions in a sequence are less motivating than later actions, as seen 

in TD learning algorithms. The experiments outlined in later chapters will explore this 

further, potentially illuminating one new aspect of human decision-making. If the 

similarities hold, it provides an insight into how temporal discounting affects the 

motivating influence of action sequences, as well as showcasing the potential mechanism 

behind such an effect. This would allow for novel interventions to be formulated that may 

overcome such discounting by providing targeted improvement of the motivating 

influence of early actions.  

2.8 OTHER THEORETICAL APPROACHES 

As well as reward-based accounts, multiple other theories have been presented to explain 

motivation. Some present behaviour solely as planned actions and focus on increasing 

people’s intentions to act (e.g. Theory of Planned Behaviour; Ajzen, 1991), while others 

consider activities to be motivating if they fulfil specific basic needs (e.g. Self-

Determination Theory; Deci & Ryan, 1985; Ryan & Deci, 2000). While it is not within the 

scope of this thesis to cover all other possible avenues of research into motivation, some 

theories that could be considered to be in direct contradiction to the current work are 

discussed below.  
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2.8.1 SELF-DETERMINATION THEORY 

One theory that has argued explicitly against the use of incentives is Self-Determination 

Theory (SDT), which describes motivation as the fulfilment of three fundamental needs 

(Deci & Ryan, 1985; Ryan & Deci, 2000). The theory outlines how humans are guided by 

a need for autonomy, which is based on perceptions of control over the task at hand; a 

need for mastery, which is measured by perceptions of confidence in one’s ability to 

complete the task; and a need for relatedness, which describes the extent to which the 

individual is receiving social validation and engaging in positive communication. 

According to this theory, the more needs that are fulfilled by completing an activity, the 

more intrinsically motivating the activity is. Another cognitivist theory, Bandura’s (1982) 

self-efficacy theory, overlaps with aspects of both the need for autonomy and mastery. 

Bandura states that the successful completion of planned goals improves an individual’s 

perceptions of their abilities, and this perceived confidence is critical to their motivation 

to attempt other similar activities in the future. Along with SDT, this theory describes 

behaviour as an attempt by the individual to fulfil specific internal needs, with the most 

motivating activities being those that are most successful at need fulfilment. 

There are numerous studies using these theories as a foundation for motivational 

interventions, with many seeing significant positive outcomes. For example, stronger 

intrinsic motivation has been found to lead to greater intervention compliance, improved 

dietary self-care and larger reductions in body mass (G. C. Williams, Gagné, Mushlin, & 

Deci, 2005). Need fulfilment was also associated with increases in physical activity and 

greater weight loss (Silva et al., 2010), and autonomous motivation was found to 

correlate strongly with likelihood of achieving desired outcomes (Fortier, Sweet, 

O’Sullivan, & et al., 2007). In gamification literature, while theories of motivation are 
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largely ignored, SDT seems to be receiving growing support (Seaborn & Fels, 2015). This 

has led to a focus on creating gamified structures that promote intrinsic or internally 

driven motivation, rather than extrinsic or externally imposed motivation. 

According to proponents of SDT, the use of incentives is likely causing more harm than 

good to a person’s intrinsic motivation (Cerasoli, Nicklin, & Ford, 2014). They claim that 

the use of incentive structures, such as token economies, should be discouraged, 

regardless of the widespread success that has been achieved with them throughout the 

educational sector (Flora, 1990). Results from two meta-analyses (Cerasoli et al., 2014; 

Deci, Koestner, & Ryan, 1999) show an overall negative effect of tangible rewards on 

intrinsic motivation, with certain reward characteristics impacting intrinsic motivation 

more negatively than others. Deci and colleagues (1999) propound that tangible rewards 

influence on an individual’s feelings of autonomy, based on the perceived salience of 

external control, and that this externalisation removes internal attribution of motives, 

undermining intrinsic motivation. Also known as the overjustification or undermining 

effect, the external pressure is thought to crowd out internal motivations, making the 

activity less capable of fulfilling core internal needs (Lepper, 2015). This in turn makes 

the individual less likely to enjoy the activity or to engage in it when external control is 

removed. Therefore, proponents of SDT advise against the use of incentives or other 

tangible rewards in all situations, as they are thought to undermine the needs for 

fundamental needs described under SDT (Cerasoli et al., 2014; Deci, Koestner, & Ryan, 

1999). 

While these findings might raise concern in terms of the reward mechanisms proposed 

within this thesis, critics of SDT claim that these worries are unfounded (Flora, 1990). For 

example, other researchers (Cameron & Pierce, 1994) examined a nearly identical 
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database of studies as the meta-analysis on the effects of tangible rewards (Deci et al., 

1999), finding that the negative effects of rewards on intrinsic motivation were not 

significant, a conclusion that was supported by a subsequent meta-analysis (Cameron, 

Banko, & Pierce, 2001). Additionally, studies on the undermining effect purposely used 

non-reinforcing rewards to prevent early satiation effects (Dickinson, 1989; Lepper & 

Greene, 1978), ignoring the most important requirement of any successful reward 

contingency. Indeed, methodological concerns are commonly found with these types of 

studies, such as failing to maintain consistency in the timing of reward delivery across 

conditions (Flora, 1990). When studies are repeated without those methodological 

concerns, the undermining effect is generally absent, with the rate of responding usually 

staying above baseline levels even when the tangible reward is removed (Dickinson, 

1989). 

The general theoretical framework behind SDT has also come under scrutiny, as critics 

voiced concerns over the circular reasoning used to explain intrinsic motivation (Flora, 

1990). Using experiments that time how long an individual spends on a particular task 

without external influence, proponents of SDT state that those who engage with the task 

for longer are said to have higher intrinsic motivation (Ryan & Deci, 2000). However, 

critics of SDT state that this conclusion uses circular reasoning and lacks sufficient 

explanatory power, as extended task engagement is used both as an outcome and 

determinant of intrinsic motivation (Flora, 1990). A similar critique can be levelled at 

task enjoyment as a measure of intrinsic motivation. By definition, intrinsic motivation 

describes instances where people are engaging with a task due to task enjoyment (Deci 

& Ryan, 1985). At the same time, the reasoning given as to why intrinsic motivation 

should be promoted is that it is “associated with elevated levels of task interest, task 
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enjoyment, and persistence on a task,” (De Dreu, Baas, & Nijstad, 2012, p. 226) again using 

the outcome as the determinant.  

At present, there is no consensus on whether gamified rewards are considered extrinsic. 

Some researchers argue that elements such as leaderboards promote extrinsic 

motivation, and thus reduce intrinsic motivation (Kumar, 2013). However, when one 

study tested the effects of leaderboards directly, no difference was found in intrinsic 

motivation among participants, including feelings of autonomy and competence (Mekler, 

Brühlmann, Opwis, & Tuch, 2013). At the same time, performance on the task improved 

significantly. This may be because distinguishing between intrinsic and extrinsic rewards 

is difficult, as certain researchers argue that each individual may perceive the same 

reward differently, meaning that the same gamified element may be simultaneously 

experienced as both intrinsically and extrinsically motivating (Seaborn & Fels, 2015). As 

such, the extent to which the early reward strategy promotes or inhibits intrinsic 

motivation, particularly when using gamified rewards, is still unclear. This means that 

discussion is still ongoing on whether gamified rewards can be considered intrinsically 

motivating under SDT, and what specific factors are required to make sure there is no 

external motivation being introduced (Seaborn & Fels, 2015). 

On the other hand, proponents of SDT tend to agree that monetary rewards are extrinsic, 

and thus promote the undermining effect (Cerasoli et al., 2014; Deci et al., 1999). As such, 

the suggested approach is to focus on increasing autonomy, competence, relatedness, and 

overall task enjoyment, rather than providing monetary, or any other extrinsic incentives 

(Cordova & Lepper, 1996). However, in cases where the task itself is not interesting or 

provides no intrinsic motivation for the participant, extrinsic rewards do not cause the 

undermining effect because there is no intrinsic motivation to undermine (Deci et al., 
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1999). Even then, supporters of SDT state that it is better to cultivate an environment that 

may induce intrinsic motivation in the participant, rather than using extrinsic rewards 

for that purpose {Cordova & Lepper, 1996). As a result, incentives are not an important 

aspect of SDT, and are generally considered to be counterproductive in the fulfilment of 

the outlined fundamental needs (Cerasoli et al., 2014; Deci et al., 1999). 

2.8.2 THEORY OF PLANNED BEHAVIOUR 

Another popular theory used in motivational interventions is the Theory of Planned 

Behaviour (TPB), which states that intentions are required for behaviours to be 

performed (Ajzen, 1991), and this effect is moderated by perceptions of ability to control 

said behaviour. Supporters of this theory claim that it is the most extensively studied 

social cognition theory (Hardeman et al., 2002), yet support for its claims have been 

mixed (Webb & Sheeran, 2006). In particular, meta reviews highlight that the theory 

ignores previous habits (Schneider, Moser, Butz, & Alt, 2016; Webb & Sheeran, 2006), 

leading to poor results when using intentions to predict behaviour. For example, a meta-

analysis of 47 studies conducted by Webb and Sheeran (2006) found that the construct 

of intentions described within TPB is insufficient in explaining behaviour, with a 

subsequent meta-analysis showing that the explanatory power of the theory was further 

reduced in instances where strong habits had formed (Gardner, de Bruijn, & Lally, 2011). 

The focus of TPB is to convince the individual, through education or other techniques, to 

form strong intentions to take part in the desired behaviour (Ajzen, 1991). Since the 

theory posits that intentions are the main requirements for a behaviour to be performed, 

whatever happens during or after the behaviour is outside the scope of the theory. As 

such, incentives are usually not considered, which has led to some pushbacks from other 

researchers who claim that the theory fails to consider the role of habits and other 
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automatic processes (Hardeman et al., 2002; Webb & Sheeran, 2006). It is therefore clear 

from the limitations of TPB that actions need to be considered from a dual-process 

perspective. Interventions that increase intentions are believed to target model-based 

processing, providing the required information needed to create plans for the future. For 

instance, providing information on the benefits of a low-fat diet improved intentions to 

eat less fat, as well as adherence to the diet (Adriaanse, de Ridder, & de Wit, 2009).  On 

the other hand, the strategies outlined in this thesis specifically target the model-free 

system, which could be significant in cases where system conflict is high due to 

entrenched habits (Aarts & Dijksterhuis, 2000). Depending on the system that requires 

intervention, one or both approaches can be used in beneficial ways. For example, 

individuals may be educated on the benefits of exercising to create the intention to engage 

in physical activity, while appropriate incentive structures with early rewards can also 

be implemented to form an impulsive desire to exercise, providing a more holistic 

motivational intervention. 
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CHAPTER III: METHODOLOGY 

3.1 EARLY REWARD STRATEGY 

3.1.1 MODIFYING REWARD CONTINGENCIES  

One approach for modifying model-free processing in humans is to control the reward 

contingencies available in the environment (Smaldino & Richerson, 2012). This approach 

is already highly popular when attempting to motivate desired behaviours in both 

children and animals (Martin & Pear, 1999), and has gained traction as a way to promote 

behaviours in adults as well (Kosters & Van der Heijden, 2015; Thaler & Sunstein, 2008). 

In addition, this approach is also the main mechanism through which computer scientists 

alter the behaviour of their reinforcement learning algorithms. By examining the 

techniques used in these algorithms to overcome common issues, certain useful lessons 

can be learned that may be applicable to human decision making (Sutton & Barto, 2016). 

For example, when presented with a reward space, some reinforcement learning 

algorithms may become stuck in a location with a reward output that is relatively higher 

than other options, even when the potential for even higher output may be available 

elsewhere (Sutton & Barto, 2016). If the local peak in the reward space is surrounded by 

locations of lower expected value, the algorithm is discouraged from exploring other 

avenues, becoming trapped. One algorithm trained to play Tetris was found to select the 

pause feature indefinitely when about to reach a “game over state” (Murphy VII, 2013), 

as this was considered to be a more rewarding option than losing the game outright. 

However, this solution did not bring the algorithm closer to finding the best strategy for 

maximising their performance in the game, showing that the best immediate solution is 

not always the best one overall. 
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To overcome an issue like this where the algorithm converges on a suboptimal strategy, 

designers have to think deeply about how reward contingencies may inadvertently lead 

to erroneous behaviours (Sutton & Barto, 2016). In the case of the Tetris-playing 

algorithm, the pause feature was changed to be punishing instead of neutral, preventing 

the algorithm from settling for that option in the future. This shows how reward 

contingencies can be modified by tweaking the environment to promote desired results. 

Machine learning agents may be coaxed out of a local maximum (highest value in their 

local reward space) by artificially rewarding actions that move them towards the global 

maxima (highest value in the whole reward space). Alternatively, rewards may also be 

added to locations incompatible with the undesired path, preventing the machine 

learning agent from becoming stuck in the first place. As such, careful design of the 

reward contingencies in the environment can provide a powerful controlling influence 

on the bounds of exploration within the reward space. 

The same strategy described above may also be applicable when dealing with the model-

free system in human decision making. Consider a popular task used to show how 

temporal discounting affects behaviour, the intertemporal choice task (Kable & Glimcher, 

2007; Paglieri, 2013). Usually participants are asked to choose between a small 

immediate reward or a large, delayed reward. The findings from this type of task 

consistently indicate that participant choice is heavily biased towards the immediate 

reward. For example, Jimura and colleagues (2011) found being given half the amount of 

juice reward immediately was preferred to being given the full amount a minute later, 

and Rosati et al. (2007) showed that participants considered $0.20 given immediately to 

be equivalent to $0.60 given in two minutes time.  
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By understanding the hyperbolic shape of the temporal discounting effect being 

measured, researchers hypothesized that adding an equal delay to both options would 

negate the bias towards immediate rewards (McClure et al., 2007). This is because the 

bulk of the discounting is believed to occur at the beginning of the discounting curve, 

reducing gradually as time goes on. That means a choice between receiving a reward now 

or having to wait 5 minutes is significantly different from a choice between waiting 20 or 

25 minutes for the reward, even when the difference in wait times is still equivalent. 

When McClure and colleagues (2007) presented participants with those exact choices, 

the smaller reward was preferred when presented immediately, while the larger reward 

was preferred when both were delayed, showing how changing the reward contingencies 

of the task (by adding an equal delay to both option) is an effective strategy to modify 

behaviour. Similar to how changing the pause function to be punishing changed the 

machine learning agent’s behaviour in the previous example, adding a delay to both 

options in the intertemporal choice task changed the participants’ behaviour. This 

highlights how understanding the underlying mechanisms that cause biases in behaviour, 

such as the hyperbolic structure of the discounting curve, can be used to shape the 

strategy for modifying the behaviour through an alteration of the natural incentive 

structure of the environment. 

3.1.2 ADDING IMMEDIATE REWARDS 

Another strategy for overcoming the immediacy bias in the intertemporal choice task is 

to add an immediate reward to the option with a larger delayed reward (Ainslie, 1974). 

This approach inverts the initial strategy of reducing the impulsivity (preference for 

immediate rewards) of available options, and instead increases the impulsivity of the 

delayed reward path through the inclusion of an additional immediate reward. To 
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illustrate this, imagine a situation where a participant is either given 20 cents now or 60 

cents after 2 and a half minutes.  Previous research has shown that participants usually 

prefer the immediate option (Rosati et al., 2007). If we wanted to change the reward 

structure to encourage participants to take the delayed reward path, giving participants 

an additional $0.20 immediately for doing so would be an effective solution, as the 

immediacy bias would now apply to both options. In this instance, the delayed path would 

be clearly preferred, as not only will you still receive $0.20 cent immediately, but also a 

further $0.60 after the delay. After the discrepancy in immediacy is removed, the 

participant would again be able to act rationally based on the magnitude of the reward 

alone. Even if the 20 cents being given immediately was taken from the original 60 cents 

value for the delayed path, such that it now gave 20 cents immediately and 40 cents after 

the delay, the delayed option would again be clearly preferred as there would be no 

advantage to the immediate option. Therefore, an effective strategy towards promoting 

behaviours with delayed rewards is to also add immediate rewards, as this may cancel 

out the immediacy effect for other options. 

Taking the implications of this strategy to a more applied setting, adding an immediate 

reward to behaviours with delayed outcomes (such as exercising) could increase 

impulsivity towards that choice when compared to others within the environment. One 

example of this in practice comes from Milkman, Minson, and Volpp (2014), who found 

that bundling an audio novel with an exercise routine improved overall adherence, likely 

due to the immediate reinforcing properties of the novel. As a result, when attempting to 

promote a behaviour with desired outcomes that are far into the future, it may be 

beneficial to assure that each required action leading up to that outcome is also 
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adequately rewarded, instead of relying solely on the motivating power of the future 

outcome.  

3.1.3 REWARDING INITIATING ACTIONS IN A SEQUENCE 

Considered in the context of temporal discounting within a sequence, the approach of 

adding early rewards could be useful in improving the motivating influence of a sequence. 

It may be possible to increase the impulsivity of an initial action by presenting a reward 

immediately (but before the sequence is completed), removing the opportunity for 

temporal discounting to occur. By increasing the impulsivity of an initiating action, the 

likelihood that the whole sequence is completed increases, which also improves the 

chance that the reward at the end of the sequence will be received. Therefore, this 

technique may be particularly useful in cases where temporal discounting has caused a 

significant decrease in impulsivity, as it has the potential to counteract such effects. This 

idea underpins the early reward strategy, which attempts to promote the motivated 

cueing effect, and thus habitual instigation, by rewarding the initiating action in the 

sequence. However, for these important effects to emerge, the reward used has to be 

considered reinforcing by the individual. Finding effective reinforcers is not always an 

easy task as some rewards that are universally reinforcing for a large number of 

participants (such as money) are also very expensive and cumbersome to implement into 

an interface. Therefore, careful consideration needs to be given to the reward type being 

used. 

3.1.4 REWARD TYPES 

Money is a common incentive used throughout the research literature to measure the 

effects of reward on human decision-making (Cushman & Morris, 2015; Daw et al., 2011; 

Otto et al., 2013). This is because money is assumed to be highly desired by participants 
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and has been shown to promote increased attention and effort in studies (Kool et al., 

2017). The first three studies (Chapters IV, V, & VI) in this thesis document used this 

established reward type to better situate the findings within the wider literature, and to 

provide stronger assurance that the measured effects were a result of direct 

reinforcement. This is because monetary rewards have been successfully shown in the 

past to directly affect the model-free system (Cushman & Morris, 2015; Daw et al., 2011; 

Otto et al., 2013), particularly in terms of the task type used in the first two studies (two 

step Markov task; Chapters IV & V). As such, monetary rewards were integral in 

answering the key research questions of the studies conducted. 

Although money is known to be an effective reinforcer, it is not always easy to implement 

into an interface due to the inherent cost associated with giving it away. This is not an 

issue for other types of reward, such as digital rewards, which only require changes in 

the sensory signals sent through an interface. Digital rewards are only effective if they are 

considered valuable by the individual, and one field which examines how to imbue digital 

rewards with value is that of gamification (Hamari et al., 2014; D. Johnson et al., 2016). 

Gamification refers to the addition of game-like elements to non-gaming contexts in an 

attempt to motivate user behaviour (Deterding et al., 2011). Certain feedback structures 

used in videogames (e.g. points, progress bars, and leaderboards) have been found to be 

particularly rewarding to individuals, motivating users to spend hours performing 

activities that are at times highly repetitive and monotonous. Gamification is then an 

attempt to use these feedback mechanisms to promote behaviours outside the gaming 

context, such as participation in research (Looyestyn et al., 2017) or greater work 

productivity (Koopmans et al., 2012). While a promising field which has seen generally 

positive results in terms of its ability to motivate behaviours (Hamari et al., 2014; Lewis 
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et al., 2016), it does not do so consistently. As a result, the majority of gamification 

research focuses on testing whether a gamification technique is effective in a specific 

context (e.g. Mekler et al., 2013; Velez et al., 2018), rather than to use the rewards 

themselves to test specific theories about decision-making. This meant that this reward 

type was not suitable for the majority of the studies conducted in this thesis (Chapters IV, 

V, & VI) as they needed to first establish key theoretical concepts in the context of short 

interactions with a digital interface. Once the early reward strategy was sufficiently 

supported, gamified rewards were implemented as part of the final study (Chapter VII) 

to ascertain whether the earlier findings applied to the context of gamification. 

3.2 METHODOLOGICAL APPROACHES 

The studies conducted as part of this thesis take both a computational (Chapters IV and 

V) and an applied approach (Chapters VI and VII) to understanding the role of early 

reward placement on decision making. Taking a computational approach to 

understanding human behaviour, reinforcement learning models were first created to 

simulate how participants would behave during the experiment. This approach allows for 

the mechanism through which decisions are made to be operationally defined and clearly 

testable. Such a method can lead to a more comprehensive understanding of the 

underlying processes, but also makes the research process more clearly repeatable and 

verifiable by other researchers (O’Reilly & Munakata, 2000). Following the applied 

approach, the focus was shifted towards understanding how the theory can be applied in 

practice and how this may affect human behaviour. While the final experiments were still 

created with the computational framework in mind, the aim of these studies changed 

from attempting to directly compare behaviour against the computational models, to 

instead focus on the extent with which these rewards affect the choices participants 
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make. The benefit of taking the applied approach is that it tests whether the theoretical 

assumptions hold true when taken outside the initial conditions, while also providing 

context into the potential areas of application for the findings. Note that specific 

methodological details for each study are included in the related chapters, whereas more 

general descriptions of the approaches are included below. 

3.2.1  COMPUTATIONAL MODELLING 

While findings from computational modelling and advancements in machine learning 

have expanded our view of how humans learn and process new information, 

psychological theories have also contributed back into machine learning research, 

inspiring the development of new reinforcement learning algorithms (Sutton & Barto, 

2016). There are a number of benefits from using a computational lens when examining 

human behaviour. For example, experimenters are forced to be explicit when 

operationally defining the theorised mechanisms, preventing the formation of vague 

descriptions (O’Reilly & Munakata, 2000). In addition, it allows predictions to be tested 

and iterated over quickly, ensuring that the task measures exactly what is intended 

before it is brought to human participants. Simultaneously, it provides a transparent view 

into the exact mechanisms responsible, making it easier to understand how variables 

interact in complex ways (O’Reilly & Munakata, 2000). It also allows other researchers to 

replicate the findings for themselves, creating new opportunities for collaboration and 

the development of the theory. Then, once a deep knowledge of the model is formed, more 

targeted and specific experiments can be conducted to ascertain if human behaviour 

matches the predictions made (Sutton & Barto, 2016). 

When creating a computational model to describe a behaviour, processes that initially 

appear simple can turn out to be exponentially more complex as it challenges the 
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researchers to consider seemingly irrelevant or insignificant parts of the problem (Sutton 

& Barto, 2016). On the other hand, behaviours that appear nonsensical or highly 

disadvantageous may be explained through certain emergent properties from systems 

that are optimised for certain tasks (e.g. Costello, Watts, & Fisher, 2018), something that 

may be significantly more difficult to discover when providing only verbal descriptions 

of theory. Overall, modelling can provide concrete and well-defined explanations of 

certain cognitive processes, making these easier to understand, test, replicate, and 

modify. As such, a unified framework for explaining phenomena can be created as they 

are always reducible to their most basic principles of action (O’Reilly & Munakata, 2000). 

This approach is integral to the design of the type of experiments used to differentiate 

between model-free and model-based processing in human participants (Daw et al., 

2011), and has allowed for other researchers to build and develop the theory further 

(Cushman & Morris, 2015; Otto et al., 2013). 

3.2.2  APPLIED APPROACH 

The last two studies in this thesis (Chapters VI & VII) attempt to bring the theoretical 

findings of the first two studies (Chapters IV & V) to a more applied setting. As such, the 

experiments focus on measuring the extent to which human behaviour is affected by 

changes in reward placement, rather than attempting to use computer models to 

compare against human behaviour. By measuring preference, these experiments can 

provide insights into how rewards are valued, which can then be used to increase our 

understanding of how reward placement (and early rewarding) affects how choices are 

made.  

The purpose of the experiments discussed in chapters IV and V is to ensure that there is 

appropriate evidence for theoretical assertions that form the basis of the early reward 
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strategy. This includes the assumption that early rewards are effective due to model-free 

processing, and that reward placement within an action sequence is an important factor 

affecting choice.  This type of basic research is important because it improves our 

understanding of the underlying theory, crystallizing the associations between 

theoretical concepts, and provides critical insights into new avenues of research 

(Webster & Sell, 2014). On the other hand, applied research takes the theory to the next 

level by targeting real-world problems and devising potential solutions that have more 

immediate short-term use. The experiments described in chapters VI and VII are an 

attempt to provide evidence for more immediate uses of the theory, by showing how the 

early reward strategy can be applied to increase selection frequency and preference for 

one option over others. The first of these (Chapter VI) used monetary rewards to maintain 

consistency with other theory-driven research of the first two experiments (Chapters IV 

& V). The last experiment (Chapter VII) used gamified rewards, extending the application 

of the findings to the large number of contexts where gamification is used. While not 

reaching the level of applied research where the early reward strategy is trialled over a 

long period of time in a setting (such as education) where the motivational benefits on 

other variables of interest can be more directly measured, it is an important step towards 

showing the range of situations where the early reward strategy may be useful. 

There are many instances where a strong theoretical foundation allowed for more 

applied research to flourish, which in turn allowed for significant improvements for 

immediate and important issues. For example, a large number of lab-based experiments 

were conducted to aid our understanding of how novel information is learned, and how 

different spacing and testing techniques affect memory retention (see Cepeda, Pashler, 

Vul, Wixted, & Rohrer, 2006). This research was then applied across a variety of 
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educational settings which provided valuable information on how to optimise memory 

retention for students (Bahrick, Bahrick, Bahrick, & Bahrick, 1993; Butler, Karpicke, & 

Roediger, 2007). More importantly however, the applied research was also able to show 

that optimising for just memory is not enough to promote effective learning, particularly 

in terms of how the information is used in novel contexts such as the workplace (Kintsch, 

1994). In fact, it was found that techniques such as studying material verbatim, while 

more beneficial for retention, led to worse understanding of the underlying content than 

more gist-based approaches (Brainerd & Reyna, 1990). This finding highlights how 

applied research surfaces new insights and methods from improving knowledge that 

would be much more difficult to predict solely through theoretical means, as well how 

issues can be multifaceted in ways that require more targeted interventions (Delaney, 

Verkoeijen, & Spirgel, 2010). Researchers who were first testing out the principles of 

spaced repetition for memory theorised about how their findings could be useful in an 

educational context, but it was not until applied research was conducted that the extent 

of the impact could be discovered, along with the other equally important factors 

necessary for improving overall learning.  

Applied research can also show how certain interventions, even coming from a strong 

theoretical foundation, can have varying levels of success when implemented over longer 

periods of time. For example, there are a number of studies that show that the addition 

of gamification mechanics can be successful in significantly increasing the rate of desired 

behaviours (Halan, Rossen, Cendan, & Lok, 2010; Landers, Bauer, & Callan, 2015; 

Morschheuser, Henzi, & Alt, 2015). However, reviews have noted that these effects tend 

to dissipate over time (Hamari, Koivisto, & Sarsa, 2014; Seaborn & Fels, 2015), meaning 

that they may only be successful due to the novelty of the intervention. Even when 
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successful, other unintended consequences can occur. For instance, a crowdsourcing 

study interested in conversational modelling found that their newly added incentives 

were so effective, some users started prioritising quantity over quality, leading to an 

increase in unnatural conversational data (Halan et al., 2010). And yet, other research 

shows that the benefits of some interventions can last even when tested four weeks later 

(Farzan et al., 2008), and can lead to important improvements in other relevant outcomes 

such as increased knowledge retention (Morschheuser et al., 2015). As such, moving 

research towards a more applied approach can help bridge the gap between strong 

theory and solving immediate issues effectively. In a similar vein, the move towards more 

applied work with chapters VI and VII of this thesis highlights the importance of 

understanding whether the theory behind the early reward strategy can be used to 

significantly bias participant choice towards certain desired options. The findings from 

these studies can then pave the way for more targeted interventions that test this effect 

over the long term, or in important but highly specific situations. 

3.3  EXPERIMENTAL TASKS 

The tasks used in decision-making research are usually tailored for the specific theory 

being examined. As such, research looking a dual-processing accounts from a 

computational perspective tend to use the two-step Markov task (Cushman & Morris, 

2015; Daw et al., 2011; Morris & Cushman, 2019; Otto et al., 2013; Sebold et al., 2014; 

Toyama, Katahira, & Ohira, 2017). Still, even within the context of one task, the areas of 

research are wide and varied, ranging from looking for other simple computational 

algorithms to explain the behaviour (Toyama et al., 2017), attempting to construct a 

model that takes task hierarchy into consideration (Balleine & Dezfouli, 2019; Dezfouli & 

Balleine, 2013), testing participants from different populations (e.g. alcohol dependence 
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Sebold et al., 2014), to measuring differences caused by pharmacological substances 

(Wunderlich, Smittenaar, & Dolan, 2012). While there are some researchers who have 

recently questioned whether faulty model-based reasoning can explain the results from 

the two-step Markov task (see Chapter 8), it is one of the most established methods for 

differentiating between mode-free and model-based behaviour. Since the first two 

studies focused on showing how reward placement affects user choice through the 

model-free rather than the model-based system, use of this established task was seen as 

appropriate. 

3.3.1  TWO-STEP MARKOV TASK 

Chapter IV and V use an altered version of the two-step Markov task (Daw et al., 2011). 

This task is commonly used to investigate the role of model-free and model-based 

processes on decision making. It presents participants with two branches on a decision 

tree, leading to one of four terminal states which may provide a reward.  The aim of the 

task is to collect as many terminal state rewards as possible, and each reward usually 

represents a set sum of money that accumulates until the end of the experiment. The 

transition between the states in this task is probabilistic, meaning that participants may 

be moved some of the time (30%) to the opposite branch than the one they initially 

intended to go to. Since the structure is explained to participants, they are thought to be 

able to incorporate this information into their internal representation of the task. 

Therefore, any behaviour that would be considered to reduce the rate of terminal state 

reward output under this framework is not considered to be likely caused by the model-

based system.  
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Figure 1: Structure of the Two-step Markov task used in the original Daw et al. 

(2011) study. Each state has two choices, with those in Step 1 having probabilistic 

transitions while those in Step 2 having deterministic transitions (image retrieved 

from Daw et al., 2011). 

In general, behaviour in the task is expected to follow a simple rule (Daw et al., 2011). If 

a branch provides a terminal state reward, then the participant should be more likely to 

select that branch in the future. While if no terminal state reward is given, then the 

likelihood that the branch is selected again decreases. However, some of the trials in this 

task, known as the rare transition trials, have an interesting property where the predicted 

behaviour of the two systems is different. Rare transitions cause participants to arrive at 

the opposite branch than the one they selected. This means that any terminal state 

reward should be associated with the current branch, rather than the initially chosen 

branch. If rewarded, participants using a model-based approach should be more likely to 

switch to the new branch, while if unrewarded they should be more likely to remain on 

the original branch. As such, the model-based system, understanding the probabilistic 

transition structure of the task, should be more likely to switch on rewarded rare trials, 

and stay on unrewarded rare trials, going against the general rule given above (where 
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rewarded trials should always increase the probability of staying on the same branch). 

On the other hand, the model-free system does not contain a model of the transition 

structure of the task, and so should retain the behaviour of staying on the rewarded 

branch, even on rare trials.  

Figure 1 shows how this behaviour can be measured using computational modelling 

techniques, which provides a framework for examining this effect in humans. These 

results, taken from the Daw and colleagues (2011) paper, shows how human responding 

contributes evidence of both model-free and model-based processing (figure 1C). In 

accordance with model-based processing (figure 1B), rare transitions reverse the 

relationship between terminal state rewards and the probability of staying on a branch. 

In addition to that, participants were also more likely to stay in rewarded rare trials than 

unrewarded rare trials, which aligns more with model-free processing (figure 1A). By 

combining these results with techniques that test which model is most likely to apply to 

the data, the authors concluded that humans likely use a hybrid of both systems. This 

finding provided a robust foundational experimental design that has been used in 

numerous further studies to examine how each system affects decision making (Botvinick 

& Weinstein, 2014; Cushman & Morris, 2015; Otto et al., 2013),  



50 
 

 

Figure 2. Differences in behaviour between common and rare transitions for the 

two types of systems (image retrieved from Daw et al., 2011). 

Building on this work, other researchers were able to provide further insights into each 

of the systems and the effects that certain additions to the task would have on behaviour. 

For example, evidence for the resource intensiveness of the model-based system was 

provided by a study conducted by Otto, Gershman, Markman, and Daw (2013). Along with 

the two-step Markov task, the researchers asked participants to also perform a 

concurrent memory task on some of the trials. The Number Stroop task was used 

(Waldron & Ashby, 2001), which required participants to remember two numbers 

between 0 - 9 presented in pairs, with one number appearing in a larger font than the 

other. The aim of the task was to remember either the highest number in value, or the 

number that appeared in the bigger font, and then to press the button associated with the 

side of the screen where that number appeared (left or right). The numbers would appear 

before the Markov task on a number of trials, whereas the prompt for the correct side of 

the screen would appear at the end of the trial, requiring participants to keep the 

numbers in mind during that time. This was believed to add a cognitive load to 

participants, which should reduce their ability to employ model-based processing (Otto 

et al., 2013). 
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The results of the study found exactly that, placing participants under high cognitive load 

prevented the use of model-based reasoning within the task and led behaviour to be more 

model-free (Otto et al., 2013). The concurrent memory task created a processing 

bottleneck, preventing participants from forming or consulting a cognitive map of the 

task, and leading them to only present more automatic responses. This same effect was 

also seen for the trial immediately following the task, showing that reduced cognitive 

resources also prevent the model-based system from encoding new information, starving 

the system of the knowledge required to make relevant decisions even when cognitive 

resources are again available. Evidence for model-based responding returned for 

subsequent trials, showing that model-based processing requires the ability to use 

cognitive resources to be able to function appropriately.  

The above example provides a clear case of how the initial framework created by Daw 

and colleagues (2011) was expanded upon to further our understanding of each of the 

processing systems. The experiments outlined in Chapters IV and V take a similar 

approach, making minor alterations to the two-step Markov task to see if predictable 

changes in behaviour occur. Chapter IV describes a study where the original task is 

modified only slightly to provide random (noncontingent) rewards 20% of the time 

following the first action in the sequence. This allows for the original findings of the task 

to be replicated, while also providing insights into how the model-free system reacts to 

early rewards. By building on this foundational knowledge, the experiment outlined in 

Chapter V can further explore the exact influence of reward placement on choice through 

a more targeted focus on the model-free system. This highlights the benefits of the 

computational approach, as the clearly defined theoretical framework and methods of 

previous research make it easy to formulate new predictions, which can be subsequently 
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tested and built upon to provide further understanding into the topic (O’Reilly & 

Munakata, 2000). 

3.3.2 CONCURRENT CHOICE TASKS 

The task used in Chapters VI and VII are a type of concurrent choice task, which takes 

inspiration from the concurrent response chains used in animal research (Fantino, 1969). 

Due to Herrnstein’s (1961) Matching Law, response rates are believed to match the rate 

of reward across options directly, such that if an option provides 60% more reward than 

another it should have a 60% higher rate of responding (Herrnstein, 1964). This allows 

concurrent response chains to provide an objective measure of relative value between 

two options, even when comparing them directly would have been difficult. The 

concurrent response chains method works by creating two separate sequences of actions, 

each with different rates of reinforcement at the terminal stage (end of the sequence), but 

with equal rates at the initial stage (start of the sequence). The rate of responding for the 

initial stage is then used to measure relative preference (and thus value) of the 

reinforcement schedule on the terminal stage. 

For example, Killeen (1968) presented pigeons with two keys (A & B) illuminated by a 

blue light, with each key corresponding to a single chain (A & B) in the experiment. These 

initial keys had the same variable interval schedule of reinforcement, meaning that after 

a variable amount of time (average of 56 seconds), the next key peck on either key would 

lead to the following stage in the chain associated with that key (i.e. Chain A for Key A). 

In the next stage (known as the terminal link) a reinforcement schedule would be 

presented that would be unique to that chain, leading to a food reward and then the start 

of a new trial. In this instance, chain A had a variable ratio schedule that presented a food 

pellet after an average of 40 key pecks, while chain B had a fixed ratio schedule that 
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always presented a food pellet after exactly 40 key pecks. At the start of the task, the 

pigeon would peck randomly across the initial keys (A & B) until the variable interval had 

passed, with the following peck selecting a specific chain and turning off the key for the 

unselected chain. If chain A were selected, the pigeon would peck the A key illuminated 

by a green light (red for chain B) until the variable ratio schedule was met, resulting in a 

food pellet. Both keys would then be lit again, and a new trial would begin. 

The pecking rates during the initial stage have been shown to be representative of the 

rate of preference for one chain over another, and thus for one rate of reinforcement over 

another. As such, Killeen (1968) was able to show that there was a significant preference 

for the chain with variable interval reinforcement compared to fixed interval 

reinforcement, even though the rate of reinforcement was the same (e.g. rewarded on 

average after 40 key pecks). As this experiment shows, the concurrent chain technique is 

a useful way to measure relative preference between rewards and has been subsequently 

used to test the relative preference for a variety of reinforcement schedules (B. A. 

Williams, 1994). This in turn has improved our understanding of the types of rewards 

that provide the highest rates of responding, even when rate of reward is held constant, 

showing how the efficiency of a reward to motivate behaviour can vary depending on 

factors unrelated to overall rate of reward. 

The concurrent response chains paradigm allowed Fantino (1977) to develop delay 

reduction theory, which proposes that the value of a stimulus is based on how much the 

time to reinforcement is reduced compared to the average time to reinforcement. Similar 

to the temporal discounting effect (Ainslie, 1975), delay reduction theory describes how 

immediacy is an important factor that alters reward value and is thus believed to be 

referring to the same process.  
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Delay reduction theory was used to explain a curious finding that had been discovered in 

the literature: why animals preferred variable interval schedules over fixed interval 

schedules (B. A. Williams, 1994). As the variable schedule, in some instances, presented 

a reward before the usual time where the reward was expected (e.g. only taking 30 key 

pecks instead of 40), this provided a significant reduction in the delay from the start of 

the chain until reward presentation. If comparing just the rate of reward, the times where 

the reward required fewer key presses should, on average, cancel out with the times that 

required more key presses. However, the preference for the variable schedule suggests 

that reducing the delay (and number of presses) on some trials increases the subjective 

value of the reward more than is reduced by increasing the delay on some trials. From 

these results, Williams (1994) describes that immediacy appears to be more fundamental 

to reward value than rate, again highlighting the critical role that reward timing has on 

value. As such, the concurrent response chain paradigm provided researchers with 

valuable insight into fundamental characteristics of how animals value rewards. The 

explanation also matches neatly with the predictions made by temporal discounting 

theory. Since temporal discounting is believed to follow a hyperbolic curve (Mazur, 

1987), moving a set amount of time towards the start of the curve increases value much 

more compared to the decrease in value that is seen from going a set amount of time 

towards the end of the curve. This again highlights how delay reduction theory appears 

to overlap directly with temporal discounting, and how concurrent response chains are a 

valuable resource for understanding how temporal discounting affects choice. 

However, while human behaviour has also been found to generally follow the Matching 

Law (Baum, 1975; Bradshaw, Szabadi, & Bevan, 1976), it is difficult to apply this type of 

task to human participants as there are certain factors that cause humans to deviate from 
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this principle. One example is that the task requires a large number of repeated presses 

on each button over a period of many trials for the behaviour to stabilise enough to be 

representative of the reward value (Paglieri, 2013). Humans can become confused when 

presented with repeated trials or not given immediate feedback following their actions, 

as they question why they are being asked to repeat their behaviour. They may even 

assume that since they are being asked to repeat themselves, that it may mean that their 

current actions are not appropriate for the task and will artificially vary their actions in 

search for the correct response. As such, experiments attempting to apply the Matching 

Law need to be devised in a way that explains the repeated behaviour in a natural way.  

Millar and Navarick (1984) were able to apply a type of concurrent chain task to humans 

using video games as a reinforcer. Participants were asked to choose between two 

options, either the ability to play video games for 20 seconds and then wait for 40, or to 

initially wait for 40 seconds and then play for 20. After a number of trials, the participants 

were found to highly prefer playing the video games first and would choose the option to 

do so even if the waiting time were increased to 50 or 60 seconds. The researchers 

concluded that temporal discounting was the cause behind the preference, proposing that 

playing video games after a delay would reduce the value of the reinforcer and thus make 

it less motivating for participants. This experiment shows how selection frequency can 

be used successfully as a measure of preference, which provides a proxy for the subjective 

value of each option. The last two studies (Chapters VI & VII) in this thesis take a similar 

approach to that of Millar and Navarick (1984) but add further complexities to make it 

more representative of real-world tasks. As such, the methodology provides a useful tool 

towards answering the question of how effective the early rewarding strategy can be at 

affecting participant choice.  
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Like the study by Millar and Navarick (1984), the concurrent choice task used in Chapters 

VI and VII do not use variable interval schedules because of the need for repeated 

behaviours, as this might confuse participants (Paglieri, 2013) and cause them to develop 

superstitious patterns (Catania & Cutts, 1963). The task instead requires a single choice 

of the desired sequence (paired comparison) and uses the total number of times a 

sequence was selected rather than number of button-presses as the measure of 

preference, which is a popular alternative method for measuring preference with human 

subjects. Compared against other methods, like direct rating experiments, paired 

comparisons such as these produce more robust preference data with less measurement 

error, and greater granularity, while not being subject to rating drift (Shah et al., 2016; 

Zerman, Hulusic, Valenzise, Mantiuk, & Dufaux, 2018). It is also a faster method for testing 

participants since it does not require calibration and allows participants to make fast 

decisions with minimal deliberation (Stewart, Brown, & Chater, 2005). The results 

gathered using this method can provide useful relative preference data that, similar to 

the response rates from concurrent response chains, can provide measurable evidence of 

the effect of rewarding timing on choice, furthering our understanding of how much the 

early reward strategy can affect the motivating influence of rewards. 

3.4 THE CURRENT THESIS 

To further understand if human decision making conforms to the predictions made from 

the computational models, and to progress knowledge on the connections between the 

model-free system and reinforcement learning models, four experiments outlined in this 

thesis test the assumptions of the mechanisms and impact of the early reward 

presentation strategy. The first experiment (Chapter IV) aims to identify how early 

rewarding can affect human behaviour through the model-free system, using an 
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established task from the decision-making literature so as to differentiate between 

model-free and model-based processing. The next experiment (Chapter V) shows how 

reward placement is uniquely influential in this regard, rather than the mere inclusion of 

an additional reward. Together, these studies aim to provide clear evidence of how early 

rewards can influence the choices made by participants. The third experiment (Chapter 

VI) looks at how the effect of early rewards may operate in more applied and complex 

real world decision sequences, investigating whether rewarding early within a sequence 

can lead to a significant increase in the frequency with which a sequence is selected. And 

finally, the last experiment (Chapter VII) investigates how early rewards may affect 

behaviour when using non-monetary rewards common in behaviour change application 

design such as points and leaderboards. This extends the relevance of the findings to 

many applied contexts which use these types of rewards, potentially providing a simple 

way to increase their motivating power.  
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CHAPTER IV: EXAMINING THE EFFECT OF 

IMMEDIATE NONCONTINGENT REWARDS ON 

MODEL-FREE DECISIONS 

This study uses an established task from the decision-making literature to further 

investigate dual processing, with a focus on how early rewards affect the model-free 

system. The model-free system is particularly fast and efficient compared to its model-

based counterpart, making it the default response system for most behaviours (J. S. Evans, 

2007). However, the underlying associations that guide model-free impulses are not 

directly available to conscious inspection (Lally & Gardner, 2013), meaning that it can be 

particularly difficult to understand the extent to which these impulses guide behaviour. 

Therefore, further research is crucial to deepen our understanding of the less visible 

influences that guide human behaviour. In particular, as the early reward strategy is 

based on the predictions based on model-free processing, it is important to examine 

directly whether the model-free system is involved. 

A large body of experiments has been conducted in an attempt to explain the underlying 

mechanisms behind model-free learning (O’Doherty, Dayan, Friston, Critchley, & Dolan, 

2003; O’Doherty et al., 2015; Rigoli, 2019). A common finding is that certain dopamine 

producing neurons located in the midbrain fire in accordance with a reward prediction 

mechanism that updates stored internal representations of predicted future value (Bayer 

& Glimcher, 2005; McClure, Berns, & Montague, 2003). These RPEs are believed to be the 

driving force behind Thorndike’s (1911) law of effect (which states that responses with 

positive outcomes are likely to be repeated), and it is thought that the main goal of the 

model-free system is to maximize these signals (Maia, 2010; Suri & Schultz, 1999). Due 

to the similarities of how these two systems learn, temporal difference (TD) learning 
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algorithms have become a common simplified representation of the model-free system 

(Barto et al., 1983; Daw et al., 2011; Seymour et al., 2004). 

TD learning requires numerous iterations before the RPE signals can stabilise enough to 

provide an accurate representation of the potential value of each action (Sutton, 1988). 

The strongest RPEs arise from the point where the reward is observed, and slowly 

propagate backwards up the sequence of behaviours that led to this outcome. Being last 

to receive these RPE updates, the initial actions in the sequence usually have the lowest 

predicted value. Also known as secondary or conditioned reinforcement (Sutton & Barto, 

2016), these predicted values are the main signal used when choosing the next action to 

take, meaning that the greater the value, the higher the chance that an action will be 

performed (de Wit & Dickinson, 2009; Wiedemann, Gardner, Knoll, & Burkert, 2014). 

Lower values, like the ones associated with the initial behaviours, are less capable at 

motivating action and present a unique point of vulnerability in comparison to the rest of 

the behaviour sequence.  

Theoretically, the most efficient way to increase the predicted value of an initial action is 

to present a reward immediately once it is completed. By increasing its value, the initial 

action is much more likely to be performed (de Wit & Dickinson, 2009), and will be a 

better motivating force when compared to other competing behaviours (Hayden, 2016). 

Therefore, the inclusion of additional rewards near the start of a behaviour sequence may 

be an effective new strategy to overcome the usual vulnerability of initial actions.  

4.1 NONCONTINGENT REWARDS 

To ensure that the rewards used in this study were targeting the model-free system, a 

noncontingent presentation schedule was used. This meant that the rewards appeared 
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randomly throughout the experiment and were not connected to the participants’ 

behaviours within the task. This technique has been previously used to differentiate 

between model-free and model-based processing (Cushman & Morris, 2015), as the 

model-based system is believed to be able to effectively ignore noncontingent rewards. 

On the other hand, since the model-free system is believed to still be influenced by these 

rewards, any influence of the noncontingent reward on participant responding is then 

assumed to be from model-free processing. 

Noncontingent rewards are effective at influencing behaviour, at least for the model-free 

system, because temporal proximity is one of the most critical factors behind how 

associations are formed (Matute, 1995; Skinner, 1948). A noncontingent reward that 

appears following a behaviour is indistinguishable to the model-free system from a 

contingent reward, and so can create the same associations that lead to increased 

responding. For example, pigeons that are given rewards at a variable interval schedule 

may be reinforced by chance to repeat whatever behaviour they were last performing 

(Skinner, 1948). In turn this may lead to the behaviour (such as making laps of the 

enclosure) to become more common, which increases the likelihood that the 

noncontingent reward will be delivered while the behaviour is being performed, further 

reinforcing it. The formation of such superstitious behaviours also occurs with humans, 

which will be serendipitously reinforced to jump up and down or tap items in the 

experiment room when given noncontingent rewards after variable time intervals (Ono, 

1987). This behaviour is not expected when participants are told that the reward appears 

after a random interval, as model-based reasoning is then able to understand the lack of 

contingency between the reward and individual behaviour (Cushman & Morris, 2015). 

Therefore, as the current study gave participants prior knowledge that the early rewards 
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were noncontingent, any subsequent influence from those rewards was not expected to 

be due to model-based processing. 

4.2 AIMS & HYPOTHESES 

The current study examined the effectiveness of early rewards by measuring the extent 

to which noncontingent rewards, if given after an initial action, guide behaviour in a 

simple two-step computer task. This study aimed to create a solid theoretically driven 

examination of the effect of rewarding initial behaviours on model-based and model-free 

decision making. To do so, a modified version of the two-step Markov task was used 

(Cushman & Morris, 2015; Daw et al., 2011; Otto et al., 2013), as it is structured in a way 

that creates different predictions for model-free and model-based processing, allowing 

for the effects of each system to be clearly differentiated. The task was modified to include 

additional noncontingent rewards randomly after the first action in a number of trials. 

Having the knowledge that the rewards are random and noncontingent, participants 

using model-based processing should be able to ignore them completely, as their actions 

have no effect on whether these rewards appear (Cushman & Morris, 2015). On the other 

hand, model-free processing is not able to incorporate this prior knowledge, and thus 

should be influenced by the noncontingent rewards. The usual behaviour regarding 

terminal state rewards is still expected, with changes due to rare transitions signalling 

model-based processing (Daw et al., 2011). 

Two different testable predictions emerged from the results of modelling the two 

algorithms (see Reinforcement Learning Model section for further details), meaning that 

the data from the participants could be compared against this benchmark to discover if 

human behaviour matches that of either or both systems. The immediacy of the 

noncontingent rewards is assumed to affect decision making through the model-free 
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system, and so it was hypothesised that participants would be influenced by these 

rewards even though they are instructed explicitly that they are presented randomly. 

Furthermore, as participants are expected to also employ model-based processing in 

their consideration of the task, it was hypothesised that participants would incorporate 

prior knowledge when interacting with rare transitions (see Daw et al., 2011). 

The hypotheses were as follows: 

H1 - Participants will be more likely to repeat an initial action after receiving a random 

noncontingent reward compared to when such reward is absent. 

H2 - There will be an interaction effect between the terminal state reward and transition 

variables, such that the direction of the relationship between terminal state reward and 

choice of subsequent starting state action is reversed during rare transitions (see 

Methods section for further info). 

4.3 METHOD 

4.3.1 PARTICIPANTS 

A total of 41 participants (26M, 15F) were recruited from an Irish University campus. As 

per university ethics guidelines, the study received ethics approval through the full ethics 

exemption process as it was deemed sufficiently low risk to exempt it from full review 

(REERN: HS-E-18-41-Garialde-Cowan). The study was conducted according to the British 

Psychological Society and the university’s ethics guidelines. The call for participants was 

made through university mailing lists and by having posters placed throughout the 

campus. Even though people from outside the university were allowed to participate, a 

large portion of those taking part were students. The age of participants ranged from 18 
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to 49 (M = 28.8, SD = 8.74), and 29 of them had at least a bachelor’s degree, while 11 had 

at the time only completed secondary school.  

4.3.2 MATERIALS 

The experiment was run on a university laptop using Psychopy version 1.8 (Peirce, 2007). 

The two-step Markov task used was similar to that of other research (Daw et al., 2011) 

except for the addition of the noncontingent reward. Actions were represented by 

coloured rectangles with a semantically irrelevant Tibetan character in the middle, with 

the current state being represented by the colours of the rectangular items. All trials 

began at the starting state sS (see figure 3) where two green items are shown, and always 

require a choice between the same two actions aA and aB. Following a starting state action, 

a transition occurs to either of the two states sA or sB, which is based on the action chosen 

and the type of transition. For common transition, action aA leads to state sA, while rare 

transition would lead to state sB. The opposite is true for action aB. The states in step two 

are represented by either pink or blue items, which represent actions aA1 and aA2, or aB1 

and aB2. Following the step 2 actions, the task ends on a terminal state, which may present 

a terminal reward based on the probability of the state (sA1, sA2, sB1, or sB2). These 

probabilities range from 25% to 75% and changed over time based on a gaussian random 

walk (M=0, SD=2.5%) which is reflected at the boundaries of the range. The changing 

terminal state reward values ensure that participants need to consistently search across 

all options when attempting to maximise terminal state reward output and is typical for 

this type of research (Daw et al., 2011). In addition, for 20% of the trials, a noncontingent 

reward appeared following a starting state action (see Figure 2B). 

The experiment involved an initial practice session with 10 trials to allow participants to 

understand the structure of the task. These practice trials did not involve rewards in 
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order to prevent early associations from forming. The main experiment involved 301 

trials, with 1-minute breaks after every 100 trials. The number of practice and main 

experiment trials were based on the number used in the original task created by Daw and 

colleagues (2011). 

 

Figure 3. Screenshots of the task including: A) sS with a choice between aA and aB, 

B) presentation of a noncontingent reward (labelled bonus) once a choice was 

made, C) reaching sA and being presented with options aA1 and aA2, and D) 

presentation of a terminal. 
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Figure 4. Task hierarchy showing all possible states, actions, and transitions. 

Participants begin at the starting state (sS) at step 1 and are presented with a choice 

between ɑA and ɑB. Each choice has a probability of sending the participant to 

either state A (sA) or state B (sB), through either a common (p = .7) and rare (p = .3) 

transition. Once in step 2, participants are again presented with a choice from two 

(either ɑA1 and ɑA2, or ɑB1 and ɑB2) that leads to their corresponding terminal state 

(sA1, sA2, sB1, and sB2). At this point, a reward may be presented depending on a 

changing reward probability for that terminal state. 

4.3.3 DEPENDENT VARIABLE 

The dependent variable in our study was stay probability (stay vs. switch) for the starting 

state action of the following trial. This was a binary measure of whether a participant 

chose the same action in the current trial as in the previous trial. The trials were 

organised based on the conditions experienced in the previous trial and examined based 

on their influence on the stay probability of the current trial.  
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4.3.4 CONDITIONS 

Trials within the analysis will be categorised according to their values on three 

conditions: terminal state reward (present vs absent), probabilistic transitions (common vs 

rare), and noncontingent reward (present vs absent). All participants will experience all 

conditions in a semi-random order based on participant choices and probabilistic factors 

associated with each condition. 

4.3.4.1 TERMINAL STATE REWARD 

The first condition is whether the participant received a terminal state reward in the 

previous trial (present vs absent). Receiving a terminal state reward should increase the 

stay probability for the next trial, while not receiving a reward should decrease it. This 

shows that the participant is sensitive to rewards and understands the requirements of 

the task. Based on previous studies (Botvinick & Weinstein, 2014; Otto et al., 2013), a 

strong effect of terminal state reward was expected in the current study. 

4.3.4.2 PROBABILISTIC TRANSITIONS 

Whether each trial landed the participant on states sA or sB depended on the probabilistic 

matrix seen in Figure 3. Action aA in the starting state sS led to state sA 70% of the time 

(common transition), and state sB 30% of the time (rare transition), and vice versa for the 

other action aB. This information was coded as a within-participants condition: transition 

(common vs. rare). Trials were categorised based on the transition type of transition 

probabilistically experienced in the previous trial. 

Crucially, the participants were told about the probabilistic nature of their choices. 

According to Daw and colleagues (2011), this transition matrix is integral to the task as it 

allows for the differentiation between model-free and model-based systems. For the 
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model-based system, rewarded common transitions are predicted to lead to an increase 

in the stay probability, while rewarded rare transitions are predicted to decrease it. This 

is not the case for the model-free system, which is predicted to ignore transitions 

altogether. These predictions arise from the ability of the model-based system to account 

for the probabilistic transition matrix using prior knowledge, whereas the model-free 

system can only base its actions on past experience (Cushman & Morris, 2015). As such, 

if participants use some model-based processing when making their decisions, an 

interaction effect should emerge between terminal state reward and transition 

(Botvinick & Weinstein, 2014; Cushman & Morris, 2015; Otto et al., 2013) whereby 

transitions control the relationship between stay probability and reward, meaning that 

common transitions create a positive relationship (terminal state rewards increase stay 

probability) while rare transitions create a negative relationship (terminal state rewards 

decrease stay probability) . 

4.3.4.3 NONCONTINGENT REWARD 

The last component of the task, which differs from that of previous research (e.g. Daw et 

al., 2011; Otto et al., 2013), is the addition of noncontingent rewards. These were 

equivalent in value to those found in the terminal reward states, appearing randomly 

after a starting state action (see figure 2B). This is included in the analysis as the within-

participant condition noncontingent reward (absent vs present), which is predicted to 

increase stay probability when present. As participants were explicitly instructed that 

these rewards were not dependent on their actions, they should be ignored by model-

based processing as all actions have no effect on the probability of the noncontingent 

rewards appearing. On the other hand, if employing model-free processing, the 

participants would not be able to consider contingency when making a decision. This 
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approach is based on the work of Cushman and Morris (2015), who used a noncontingent 

reward state to measure influence on the model-free system. In their study, the 

researchers showed that taking participants to a bonus reward state which was not 

contingent on participant behaviour still had an effect on choice on the following trial. As 

all actions within the task had the same chance of sending participants to the 

noncontingent bonus reward state, the researchers assumed that the reward information 

would be ignored by a model-based system. A similar line of reasoning was used in the 

current study.  

4.3.5 PROCEDURE 

The participants were invited to a designated experiment room within the university and 

were given both an information sheet and a consent form before taking part in the study. 

As part of the task, participants were given a 10-trial practice session where no rewards 

were presented to allow them to become familiar with the task structure without being 

prematurely influenced. Afterwards they completed 301 experimental trials, taking 

approximately 20 minutes and including a 1-minute break after every 100 trials. The 

study was conducted in the university premises on a laptop running Psychopy version 

1.8 (Peirce, 2007). For each trial, the participant was forced to decide between two items 

presented in front of them by pressing either the right or left arrow keys on the laptop. 

After the participant made two choices, they had a chance of being presented with a 

reward symbol (a €1 coin) which represented the addition of 3.5 cents to their total 

reward for participation. These rewards accrued until the end of the game, at which point 

the participant was told they would receive their total collected amount. For ethical 

purposes, regardless of the amount the participant earned, their total was topped up to 

the maximum value of €10. Although they were not aware of this until the end of the 
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study, all participants received the same compensation regardless of performance. After 

completing the task, the participants were fully debriefed as to the motivations of the 

study.  

4.3.6 REINFORCEMENT LEARNING MODEL 

The SARSA(λ) temporal difference learning algorithm (Rummery & Niranjan, 1994) was 

used to represent model-free processing, while the model-based version included 

additional information on transition probabilities and ignored the noncontingent 

rewards. A free parameter w was used to weight the evaluations of each system and was 

assumed to remain constant for the duration of the experiment, but was thought to vary 

between participants. The learning space was considered in terms of state-action pairs, 

which update their predicted (Q) values according to the function: 

𝑄(𝑠𝑖, 𝑎𝑖)  =  𝑄(𝑠𝑖, 𝑎𝑖)  +  𝜶𝛿𝑖  [1] 

where 

𝛿𝑖  =  𝑟𝑖  +  𝑄(𝑠𝑖+1, 𝑎𝑖+1)  −  𝑄(𝑠𝑖, 𝑎𝑖) [2] 

In this function, si refers to one of three states (ss, sA, and sB), while si+1 refers to the 

subsequent state reached after completing action ai. The function uses the reward 

prediction error δi and learning rate 𝛂i to update the predicted value of the state-action 

pair Q(si ,ai). To calculate δi, rewards ri  gained after the action is completed, are added to 

the Q value of the next chosen state-action pair Q(si+1,ai+1), while subtracting the 

previously stored Q value for the current state-action pair. Therefore, the Q values are 

controlled by both the learning rate and the prediction error. Calculated in part based on 

the Q value of the next state-action pair, the prediction error is thus the driving force that 

propagates value back up the chain of actions leading ultimately to a reward, allowing for 
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convergence onto the best possible solution (Sutton & Barto, 2016). The free parameter 

for learning rate 𝛂i was allowed to differ across stages to allow for potential differences 

in learning, due to varying frequency or distance toward reward states. 

When reaching successful reward states, the reward parameter ri follows the equation ri 

= 𝛘, where 𝛘 is the magnitude of the reward received, which was 1 when present and 0 

when absent. Following starting state actions, the equation was ri = 𝛕𝛘 where 𝛕 is the 

discount factor for noncontingent rewards. The noncontingent rewards were moderated 

by the 𝛕 free parameter to allow for any inhibiting effect that may occur from being told 

that these rewards are not dependent on behaviour.  

The SARSA(λ) algorithm also includes a post-trial update to the starting state using the 

eligibility parameter λ, following the function:  

𝑄(𝑠𝑆, 𝑎𝑖)  =  𝑄(𝑠𝑆, 𝑎𝑖)  + 𝜶1𝜆𝛿2  [3] 

where δ2 refers to the prediction error calculated for the second stage Q values, and ai 

refers to the two potential starting state actions (aA and aB). The eligibility parameter is 

cleared between trials, a simplification technique commonly used in these types of 

studies (Botvinick & Weinstein, 2014; Daw et al., 2011; Otto et al., 2013).  

The model-free (QTD) and model-based (QMB) algorithms calculated the Q values for the 

second stage state-action pairs in the same manner, as the value is based solely on the 

reward received. However, since the model-based system considers the transition 

structure of the task, it diverges from the model-free algorithm for first stage state-action 

pairs. The transition probabilities (.3 and .7) were assigned to states sA and sB based on a 

raw frequency count of the past transition results. Thus, if the number of times sA followed 

aA was higher than the number of times sB followed aA, then for aA, sA would be assigned 
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with .7 probability and sB assigned with .3 probability. If the frequency count was equal, 

then a .5 probability was assigned to both states. The probabilities followed the formula 

P(sA|sS, aA) = 1 - P(sB|sS, aB) and P(sB|sS, aB) = 1 - P(sA|sS, aA), where P(sA|sS, aA) = .7 and 

P(sB|sS, aB) = .3 or vice versa. The model-based Q values for the first-stage state-action 

pairs were calculated using the formula:  

𝑄𝑀𝐵(𝑠𝑆, 𝑎𝑖)  =  𝑃(𝑠𝐴|𝑠𝑆, 𝑎𝑖) ⋅ 𝑎𝑟𝑔𝑚𝑎𝑥[𝑄𝑇𝐷(𝑠𝐴, 𝑎)]  + 𝑃(𝑠𝐵|𝑠𝑆, 𝑎𝑖) ⋅ 𝑎𝑟𝑔𝑚𝑎𝑥[𝑄𝑇𝐷(𝑠𝐵, 𝑎)]

 [4] 

This formula was updated on a per-trial basis as the frequency counts changed and the 

model-free Q values were updated.  

The extent to which each model influenced overall decisions were weighted based on the 

free parameter w, and created a net Q value (QNET) where QNET(sS, ai) = w⋅QMB(sS, ai) +  (1 - 

w)⋅QTD(sS, ai). The QNET values dictated the probability of choosing an action based on the 

softmax function: 

𝑃(𝑎𝑖  =  𝑎|𝑠𝑖)  =
𝑒𝑥𝑝(𝛽𝑖[𝑄𝑁𝐸𝑇(𝑠𝑖,𝑎) + 𝑝 ⋅𝑟𝑒𝑝(𝑎)])

∑ 𝑒𝑥𝑝(𝛽𝑖[𝑄𝑁𝐸𝑇(𝑠𝑖,𝑎′) + 𝑝 ⋅𝑟𝑒𝑝(𝑎′)])
 [5] 

where βi is a free parameter controlling the inverse temperature, which dictates the 

extent of exploration versus exploitation performed. 

 



72 
 

 

Figure 5. Predictions made by model-free (A) and model-based (B) algorithms for 

the two-step Markov task. Transition has no effect on stay probability for a model-

free system, while the relationship between stay probability and terminal state 

(TS) rewards is reversed for a model-based system. 
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Figure 6. Predictions made by the SARSA(λ) algorithm on the effect of 

noncontingent (NC) rewards on stay probability, showing a marked increase when 

the noncontingent reward is present. 

Figure 4 shows the predictions made by this algorithm for a model-free (A) and model-

based (B) system participating in the devised task. The predictions follow the same 

pattern seen in previous studies (Daw et al., 2011; Otto et al., 2013), showing that the 

addition of noncontingent rewards was not sufficient to alter predictions based on 

terminal state rewards. Predictions for the effect of noncontingent rewards on stay 

probability are shown in figure 5. These only include the model-free system predictions 

as the model-based system predictions showed no differences between groups. The 

results of the modelled behaviour show how a noncontingent reward has an effect of 

subsequent choice by increasing the likelihood that a choice will be repeated. 
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4.3.6.1 MODIFYING THE TWO-STEP MARKOV TASK 

While a modification to the usual two-step Markov task was required to examine the 

effect of early rewards on decision making, the computational model used to predict 

human behaviour was largely similar to that of previous research (Daw et al., 2011). By 

creating a virtual representation of the task, thousands of experiments were conducted 

on simulated participants with variations in the way the conditions were structured. This 

allowed for an extensive grid-search procedure to be conducted that tested out different 

reward characteristics to see how they affected measured effect sizes. For example, a grid 

search was done for different probabilities of presentation and reward magnitudes for 

the noncontingent reward, which provided a systematic and objective way to measure 

the interaction between these variables. If the probabilities or magnitude for the 

noncontingent reward were set too high, then too much noise was added to the process 

which prevented the interactions caused by the model-based system from being 

measured. Additionally, if these values were too low then the effect of noncontingent 

rewards was not measurable, even when the underlying system was known to behave in 

a model-free way. By maximising for effect sizes during these searches, the optimal 

parameters could be chosen to increase the likelihood that, if representative of human 

behaviour, the effect could be measured clearly during the lab-run experiment. Such an 

approach creates a systematic, theory-driven strategy towards experimental design 

(O’Reilly & Munakata, 2000). 

4.4 RESULTS 

4.4.1 DATA CLEANING 

To satisfy the assumption that the monetary rewards were considered reinforcing, a 

reward sensitivity score was calculated using the approach of Otto and colleagues (2013). 
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Since model-based processing was believed to reduce stay probability while model-free 

processing was believed to increase stay probability following a reward, it was not 

possible to measure the effectiveness of terminal state rewards using the data on Step 1 

choices. As such, only data from Step 2 actions were used as the relationship between 

terminal state rewards and repeating a choice is always positive. In this manner, the effect 

on choice could be easily measured in a way that showed whether participants found the 

terminal state reward reinforcing. The data was entered into a simple logistic linear 

mixed effects (LME) model with terminal state reward as the fixed effect and by-

participant random effects and was run using the lme4 package version 1.1-17 (Bates et 

al., 2015) in R version 3.5.1 Feather Spray (R Core Team, 2014). A main effect of terminal 

state reward (p < .001) was found, showing that participants were generally sensitive to 

rewards when making step 2 choices. When measured individually, no participant was 

found to have a reward coefficient of less than 0, meaning none of them needed to be 

removed due to a lack of sensitivity to the monetary rewards being given. 

In accordance with similar work (e.g. Cushman & Morris, 2015; Otto et al., 2013), any 

participant who timed out (took longer than 2 seconds to respond) on more than 90 trials 

(30% cutoff) were considered to be inattentive, and those who had a preference for one 

side of the screen by selecting it less than 45 times (15%) where considered to be biased. 

No participants were found to be inattentive while 4 participants (2M, 2F) were found to 

be biased towards one side of the screen and were removed from analysis.  

4.4.2 DATA ANALYSIS 

The data of 37 participants (19M, 18F) was entered into a logistic LME model, with 

terminal state (TS) reward (present vs. absent), transition (common vs. rare), and 

noncontingent (NC) reward (present vs absent) entered as fixed effects, as well as the 
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interaction between TS reward and transition, and with by-participant random slopes 

(random effects). The analysis allows us to assess the impact of the fixed effects on the 

odds of staying with a Step 1 action (stay probability), while controlling for individual 

differences in responding through random effects (Barr, Levy, Scheepers, & Tily, 2013). 

As suggested by Barr et al. (2013), the maximal model was used which included by-

participant random slopes and intercepts for all fixed effects, meaning that the analysis 

considered both differences in mean responding and differences in the direction of the 

relationship between variables. LMEs were used because they allow for the analysis to 

reach convergence more easily when using categorical variables, even when they contain 

less information compared to numerical variables (Barr et al., 2013). The TS reward and 

transition variables were coded as -1 and 1, which meant that the interaction effect 

compared the appropriate instances within each variable in relation to the hypothesis 

(e.g. TS reward:present + transition:common vs. TS reward:absent + transition:rare) .  

The results of the model can be seen in Table 1. 

Predictors Odds Ratios std. Error CI Z p 
(Intercept) 4.27 0.22 2.77 – 6.59 6.56 <0.001 

TS reward 1.54 0.08 1.33 – 1.79 5.73 <0.001 

transition 1.02 0.05 0.92 – 1.13 0.41 0.683 

NC reward 1.14 0.07 1.00 – 1.30 1.97 0.049 

TS reward * transition 1.09 0.03 1.02 – 1.16 2.54 0.011 

Table 1. Results of the LME model, where the odds ratio shows the impact of each 

fixed effect on the odds of staying on a first stage action. Values over 1 suggest a 

positive influence of the variable, while values under 1 show a negative influence.  

Random Effects Variance SD Correlation 

(Intercept) 1.75 1.32    

TS reward 0.17 0.41    
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transition 0.06 0.24 0.30   

NC reward 0.11 0.33 0.34 0.28  

TS reward * transition 0.01 0.08 0.77 -0.12 0.67 

Table 2. Summary of random effects from the LME model.  

An analysis of the full LME model found that the inclusion of noncontingent rewards as a 

fixed effect significantly improved the fit of the model to the data when compared to its 

absence [X2(1) = 3.87, p < .05], indicating an increase in its explanatory power. A 

significant positive effect of TS reward (OR = 1.54, CI = 1.33 - 1.79, p < .05) on the odds of 

repeating a Step 1 action was also seen, demonstrating that the terminal state rewards 

had a reinforcing effect on Step 1 actions. No effect was found for transition (OR = 1.02, 

CI = .92 - 1,13, p > .05) alone, which is expected behaviour for both model-free and model-

based processing. This is because transition alone does not account for any of the 

behaviour seen, but only does so when considered in conjunction with TS reward. 

Therefore, a significant interaction effect is expected only between TS reward and 

transition, as transition is expected to control the direction of the TS reward effect. This 

is exactly what was found. A significant interaction effect was measured (TS reward * 

transition; OR = 1.09, CI = 1.02 - 1.16, p < .05), showing that rare transitions significantly 

reduce the effect of TS rewards on stay probability.  Lastly, a significant positive effect of 

NC rewards was found (OR = 1.14, CI = 1 - 1.3, p < .05), suggesting a 14% increase in the 

odds of repeating a step one action after the presentation of a noncontingent reward. This 
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indicates that noncontingent rewards are able to affect decision making by increasing the 

likelihood that the action will be selected again.  

 

Figure 7. LME estimates transformed into probabilities with 95% confidence 

intervals. Interaction between TS rewards and transitions supports the hypothesis 

that participants use some model-based processing when making decisions. The 

increase in stay probability when the NC rewards are present support the 

hypothesis that NC rewards decision-making was affected through model-free 

processing. 

When comparing figure 6 (TS Reward) to the modelled results of figure 4, the pattern 

matches that of both projections. There is a reversing of the effect of reward based on 

transition, as is seen in figure 4B, suggesting some model-based processing. There is also 

a significant increase in stay probability during TS reward presentation regardless of 

transition, which matches the pattern seen in figure 4A of model-free processing. In 
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addition, figure 6 (NC Reward) shows a pattern that matches directly to the projections 

seen in figure 5, which show a significant effect of noncontingent rewards on stay 

probability. 

4.5 DISCUSSION 

Overall, the results show that participants were significantly more likely to repeat a 

starting state action if a noncontingent reward was given on the previous trial, supporting 

the hypothesis (H1) that noncontingent rewards affect stay probability. This provides 

evidence of the viability of early rewards to create a measured difference in participants’ 

responding on a per-decision basis. The evidence suggests that the mechanism for this 

effect was the model-free system, as the knowledge that the rewards were not contingent 

on personal behaviour meant that they should be ignored by the model-based system 

(Cushman & Morris, 2015). The results thus indicate that placing a noncontingent reward 

immediately after the start of a series of decisions can significantly affect the likelihood 

that the sequence will be repeated, likely through an increase in the value associated with 

the initial action (de Wit & Dickinson, 2009). By improving this value, these initial actions 

take a more impulsive property (Daw et al., 2011; Kobayashi & Schultz, 2008), increasing 

their motivating power and potentially overcoming the previously described 

vulnerability of initial actions. In particular, this may be uniquely helpful for behaviours 

with delayed outcomes, such as exercise, dieting, or saving for a pension, as the model-

free system is unable to consider rewards at such long intervals (Boakes & Costa, 2014; 

Catania & Cutts, 1963; Kobayashi & Schultz, 2008). This work provides a critical step 

towards further understanding how early rewards affect decision making through the 

model-free system. 
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Not only did the participant behaviour match the modelled predictions for the effect of 

noncontingent rewards on a model-free algorithm, but there was also evidence for 

model-free processing of terminal state rewards. These results provide further support 

to previous research which has indicated that human decision-making is at least partially 

based on model-free processing (Beierholm, Anen, Quartz, & Bossaerts, 2011; Botvinick 

& Weinstein, 2014; Daw et al., 2011; Otto et al., 2013), while adding further insight into 

how noncontingent rewards can be used to influence this system specifically. It is also 

clear from the findings that model-free processing was affected by contingent and 

noncontingent rewards, indicating that the model-free system may be unable to 

distinguish between the two. This result matches previous research showing that humans 

and other animals have difficulties in ignoring noncontingent rewards (Catania & Cutts, 

1963; Matute, 1995; Ono, 1987; Skinner, 1948). 

4.5.1 CONFLICT RESOLUTION 

The results also showed that participants were able to take the relationship between 

transition and terminal state reward into account, which supports the hypothesis (H2) 

that rare transitions reverse the relationship between TS reward and stay probability. 

This implies that model-based processing was also in use. As participant responding 

included evidence from both model-based and model-free processing, a hybrid 

processing account of decision making is assumed to have been involved, which aligns 

with similar findings for behavioural experiments in the field (Cushman & Morris, 2015; 

Pezzulo, Rigoli, & Chersi, 2013; Pinder, Vermeulen, Cowan, & Beale, 2018). However, 

there is currently no consensus on how conflicts are resolved, or what decides the weight 

of the influence from each system (J. S. Evans, 2007; J. S. Evans & Stanovich, 2013). Some 

interpretations depict the model-free system as the default response system (default-
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interventionist stance), providing quick, automatic reactions to environmental cues, while 

the model-based system is invoked only once a certain threshold is reached (J. S. Evans, 

2007). Examples include an account by Pezzulo and colleagues (2013), who believe the 

threshold for model-based intervention is based on a calculated Value of Information 

scores (Howard, 1966), while Botvinick and Braver (2015) propose scores are instead 

calculated based on the Expected Value of Control. Within these calculations, the cost is 

compared against the potential value gained from mental simulation, including factors 

such as uncertainty, previously calculated reward values, and temporal distance. If 

accurate, the default-interventionist stance implies a critical role of model-free 

processing in most decisions, particularly in situations of low motivation, high stress, or 

concurrent cognitive load (J. S. Evans, 2007). Techniques that affect model-free 

processing, such as adding early rewards, have the potential to change human behaviour 

by making it so the default behaviour no longer has to be inhibited. This would make 

motivation easier to maintain as system conflict would be reduced (Adams, Costa, Jung, 

& Choudhury, 2015; Thaler & Sunstein, 2008). 

Other conflict resolution theories take on a parallel-competitive stance (J. S. Evans, 2007), 

where both systems are elicited concurrently, and choices are based on a comparison of 

the responses. For example, the arbitrator model (Lee et al., 2014) describes how a model-

choice probability score is created based on the instability of the reward prediction errors 

(for model-free) and state prediction errors (for model-based). An arbitrating system 

then uses this score to dictate the contribution from each system in the decision. 

However, proponents of this stance still acknowledge that the model-free system is faster 

and much more efficient, creating a bias towards its influence (S A Sloman, 2002). In 

addition, the speed of the model-free system means it regularly provides an answer first, 
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practically functioning in the same way as the default-interventionist view (J. S. Evans, 

2007). Therefore, regardless of the stance being taken, model-free processing continues 

to play a critical role in how decisions are made.  

4.5.2 LIMITATIONS 

The current study provided a useful paradigm for understanding how rewards affect 

decision making through the model-free system, while maintaining the integrity of the 

task formulated by Daw et al. (2011). It did so by producing evidence that early 

noncontingent rewards are an effective way to increase the predictive value of initial 

decisions. However, further work is required to assert with confidence that the placement 

of the noncontingent reward was the critical factor behind the measured effect, rather 

than just the mere inclusion of the noncontingent reward itself. The following chapter 

(IV) outlines an experiment that overcomes this limitation by varying the placement of 

the noncontingent rewards to see if there is a decay in value based on the distance from 

the initial action. This will allow for the confirmation that placing rewards early in a 

decision sequence is the most effective way to promote further selection of that sequence. 

Similar to many other decision-making experiments in cognitive science (Cushman & 

Morris, 2015; Daw et al., 2011; Dezfouli & Balleine, 2012, 2013; Otto et al., 2013), the 

current study asked participants to make repeated quick decisions within one sitting. 

This allowed for our findings to be interpreted in terms of a controlled experimental 

setting. However, further work is needed to understand how the effects measured in this 

study apply to longer term situations and other contexts more representative of real-life 

decisions. In particular, the noncontingent rewards in this study were given across all 

options, with the effect being measured only for the trial that immediately followed. 

Further research is also needed to understand if this effect can be concentrated on one 
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sequence in order to make that option more appealing than alternatives, and if it could 

do so successfully. 

While monetary incentives were used in the study because they are believed to be 

universally reinforcing (i.e. desired by all participants), the findings imply a similar effect 

for any type of reward that the actor finds reinforcing. With that being said, this 

assumption needs to be examined in further studies for confirmation, as other types of 

rewards may have complicated interacting effects that are not highlighted in this study.  

Some of the assumptions of the two-step Markov task have been challenged by parts of 

the research community, with recent work from Feher da Silva and Hare (2020) claiming 

that the task does not provide any evidence of model-free processing. The authors 

propose that the seemingly model-free behaviour observed during the task is in fact a 

result of a poor understanding of the instructions. When the task was modified to make 

some of the key characteristics of the task more salient and clearly labelled, the 

researchers claim that the model-free behaviour disappears. However, some challenges 

have been levelled back at the study (see Discussion chapter for further details), both in 

terms of the methods used and due to the fact that other research has controlled for the 

problematic factors outlined in the paper and still found evidence of model-free 

processing (Kool, Gershman, & Cushman, 2018). As such, while important to take the 

result of the study by Feher da Silva and Hare (2020) into account, the assumption that 

human behaviour is partly model-free during such tasks still retains larger supporting 

evidence. 

As no studies had previously used this noncontingent reward paradigm, it was difficult to 

ascertain an expected effect size for the purposes of power analysis. As a result, the 

number of participants recruited for the current study was based on sample sizes from 
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similar research which ranged from 11 to 48 (e.g. Daw et al., 2011; Dezfouli & Balleine, 

2012; Otto et al., 2013). Without prior research and appropriate effect sizes to compare, 

any test conducted after recruitment would only provide an observed power estimate, 

which is not recommended as a reliable measure (P. Green & MacLeod, 2016). With the 

results of the current study, an effect size is now available for power analysis in following 

experiments (e.g. Chapter V), and thus a suitable sample size can be calculated with 

greater precision (Brysbaert & Stevens, 2018; P. Green & MacLeod, 2016). 

4.6 CONCLUSION 

The current study provided initial evidence that early noncontingent rewards have an 

effect on model-free decision making. The noncontingent presentation schedule ensured 

that the effects from the early rewards in this study were observed due to model-free 

processing. In addition, it showed that presenting such a reward was able to influence 

subsequent choices such that the initial action in the sequence, along with the entire 

sequence, were more likely to be repeated. This may be particularly important for the 

initial actions in a sequence which are predicted by TD learning algorithms to have lower 

relative value. Early rewards may be effective in targeting initial actions directly to 

increase their motivating power and make the instigation of the action sequence more 

likely. By using this targeted technique, researchers attempting to increase positive 

behaviours may find more success, as the default responses of the model-free system will 

be more aligned with the desired outcome. However, while the current study showed that 

early rewards have an effect on choice, it did not provide conclusive evidence that it was 

the early placement itself that created this positive effect. Instead, it could have been the 

case that presenting additional noncontingent rewards at any point in the sequence will 

provide the same benefits. As such, the subsequent chapter explores this issue further, 
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outlining a study that examined how altering reward placement within the sequence 

affects decision making. 
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CHAPTER V: EVIDENCE OF REWARD 

DISCOUNTING BASED ON PLACEMENT 

WITHIN A SEQUENCE 

The previous experiment was able to show that adding a noncontingent reward to the 

start of a sequence can improve the chance that sequence will be taken again, an 

important first step in establishing the viability of the early rewarding strategy. It also 

highlighted how the mechanism for this effect was likely to be the model-free system, as 

the use of noncontingent rewards was only expected to influence this system. However, 

while the results did show an increase in the chance a sequence was repeated following 

an early reward, it did not provide direct evidence that it was the early timing within the 

sequence that was the influential factor behind the effect. In fact, it is possible that the 

inclusion of a noncontingent reward anywhere in the sequence would have produced 

similar increases in the chance of repetition. As such, further research was required to 

provide clearer evidence that the timing of the reward is important. The current study 

again takes a computational approach by analysing modelled behaviour from TD learning 

algorithms to provide this evidence.  

TD learning algorithms, which follow the principles of reinforcement learning (Rummery 

& Niranjan, 1994), are able to consider rewards over longer timeframes than other 

algorithms by creating a discounted sum of the possible reward available following a 

sequence of actions (Sutton & Barto, 2016). It does so by saving Q values associated with 

each available action in each state and uses these signals to represent the predicted value 

of following that path. These Q values are updated from the point where the reward is 

received and propagate slowly back up the sequence of actions that led to that outcome, 

ultimately increasing the value of the whole sequence. This matches neatly with findings 
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from operant (Barto et al., 1983; Seymour et al., 2004) and Pavlovian (Kobayashi & 

Schultz, 2008) conditioning studies, which show a similar transfer of conditioned 

reinforcement effects for cues or cue-action pairs that predict upcoming rewards. In fact, 

TD learning algorithms are commonly used to simulate model-free processing in humans 

and animals, particularly due to the similarities in how both update their reward signals 

(Barto et al., 1983; Daw et al., 2011; Maia, 2010; O’Doherty et al., 2015; Schultz et al., 1997; 

Suri & Schultz, 1999). As the early reward strategy bases its assumptions on the literature 

of model-free processing and conditioned reinforcement, the TD learning algorithm is 

thought to be an appropriate tool for modelling the interactions between these processes.  

Due to the structure of the value update function used by TD algorithms, there is usually 

a decay in the value signals as they travel back up the action sequence (Rummery & 

Niranjan, 1994). This means that placing a reward at the end of a sequence only fully 

rewards the last action within that sequence and not the sequence in full, meaning earlier 

actions receive relatively lower value signals (Sutton, 1988). As actions are usually 

selected based on the highest value signals from the list of possible options, lower values 

decrease the likelihood that the action will be selected among competing options (de Wit 

& Dickinson, 2009; Wiedemann et al., 2014). With each step of a sequence usually 

requiring the previous step, most sequences cannot be performed out of order, which 

means that the first actions are inordinately influential on whether an action sequence is 

completed or not.  

As shown in the previous chapter, presenting a noncontingent reward immediately 

following an initiating action can increase the likelihood that this action will be repeated, 

even when the reward is not dependent on the performed behaviour. This effect is 

believed to occur because the reward information is processed by a model-free 
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reinforcement learning system similar to that of TD algorithms, which tries to maximise 

long-term reward by creating associations between previous actions and their outcomes 

(Dolan & Dayan, 2013; O’Doherty et al., 2003). The current study varied the placement of 

noncontingent rewards to show how distance from the initial action in a sequence causes 

a proportional decay in expected reward value, as predicted by TD learning algorithms. 

5.1 AIMS & HYPOTHESES 

The aim of this study was to isolate the effect of noncontingent reward placement on 

decision making. In particular, the investigation looked for specific evidence of reward 

discounting based on placement as predicted by TD learning algorithms. The two-step 

Markov task from the previous study was again modified to also include noncontingent 

rewards after Step 2 actions, as well as the usual placement following Step 1 actions. If 

the effect of noncontingent rewards is stronger when presented immediately after a Step 

1 action compared to after a Step 2 action, it would suggest that the immediateness of the 

reward was the important factor affecting decision making. As such, it was expected that 

participants would be more likely to repeat a Step 1 action if they had received a 

noncontingent reward immediately after that action, rather than if it was received later 

in the sequence, or not received at all. 

The hypothesis was as follows: 

H1 - The position of a noncontingent reward will significantly affect the likelihood of 

repeating a Step 1 action. Specifically, placing such a reward immediately after a Step 1 

action will be significantly more effective than placing it after a Step 2 action, and 

significantly more effective than presenting no noncontingent reward at all. 
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5.2 METHOD 

5.2.1 PARTICIPANTS 

A total of 161 participants (109M, 52F) were recruited from Amazon Mechanical Turk 

(MTurk). The number of participants chosen was based on a power analysis with an 

initial sample of 40 participants (see Section 5.3.1), which required data from a minimum 

of 120 participants. As initial data cleaning measures showed that approximately 25% of 

participants provided incomplete or inappropriate data, additional participants were 

recruited until there were at least 120 with usable data. As per university ethics 

guidelines, the study received ethics approval through the ethics exemption process as it 

was not deemed to carry enough risk to require full review (REERN: HS-E-18-124-

Garaialde-Cowan). The study was conducted according to the British Psychological 

Society (The British Psychological Society, 2018) and the university’s ethics guidelines. 

The age of participants ranged from 18 to 67 (M = 31.3, SD = 9.41), 96 of which had a least 

a bachelor’s degree, and 56 of which had completed secondary school or A levels. As an 

honorarium for volunteering their time, participants received $3.50 through the Amazon 

Mechanical Turk (MTurk) platform, matching the platform’s ethical suggestion of at least 

10c per minute. All participants were given an information sheet and indicated they 

consented to take part. 

5.2.2 MATERIALS 

The experiment involved a two stage Markov task similar to that of the previous 

experiment (Chapter IV). As recruitment occurred through the Mechanical Turk platform, 

each participant used their own machine to take part. The task was built using the jsPsych 

Javascript Library (de Leeuw, 2015), which has been found to be comparable to other 

popular programs such as E-Prime for reaction times and reliability of responding (de 
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Leeuw & Motz, 2016; Reimers & Stewart, 2015). The system required participants to have 

a minimum screen resolution of 800x600 px, a connected keyboard, and the capacity to 

play audio before the experiment would load. The online platform was chosen because it 

allows for easier recruitment of a large number of participants. This was particularly 

useful as the power analysis indicated a minimum requirement of 120 participants (see 

Section 5.3 for further detail). As recruitment for the previous experiment struggled to 

reach 41 participants, attempting to locally recruit over 120 participants needed for 

adequate statistical power was deemed too difficult within the time constraints. Online 

recruitment was thus a solution to this problem. In addition, since participants were 

recruited from both the UK and Ireland, the reward icon presented was either a £1 coin 

for the UK, and a €1 coin for Ireland. 

The experiment included a 25-trial practice session to ease participants into the structure 

of the task. The colours and symbols used were different from the main experiment to 

prevent associations from developing before the main experiment. The number of trials 

used in the practice session were increased compared to the last experiment due to a 

number of participants having issues understanding the game without further in-person 

clarification. As the experiment was conducted online and participants were unable to 

ask questions, the practice session structure was modelled after that of Cushman and 

Morris (2015), who also performed the study in an online environment. 

5.2.3 VARIABLES AND CONDITIONS 

The dependent variable measured was again stay probability (stay vs. switch), which is 

defined as the odds of repeating the same starting state action in the following trial. 

Unlike the previous experiment (Chapter IV) which had a probabilistic transition matrix, 

the choices in this experiment were deterministic, meaning that all actions always led to 
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the intended state, removing the common and rare transitions entirely. The probabilistic 

transition matrix used in the previous study was required to observe the effects of model-

based decision-making mechanisms. As the previous experiment already provided 

evidence of concurrent model-based processing during decision-making tasks, its 

inclusion was no longer necessary. A deterministic transition matrix was thus chosen for 

this task, reducing the complexity of the tasks for participants, the complexity of 

experiment structure and analysis as well as allowing for a more fine-grained and clear 

exploration of the early reward effects of interest. 

5.2.3.1 TERMINAL STATE REWARD  

TS Reward (present vs. absent) was again included as a within-participants condition and 

referred to the rewards received at the terminal states of each trial. As with the previous 

experiment (Chapter IV), receiving such a reward in the previous trial is expected to 

increase stay probability.  

5.2.3.2 NONCONTINGENT REWARD PLACEMENT 

In this experiment, NC reward placement (Position 1 vs. Position 2 vs. absent) was used 

as a within-participants condition. Position 1 was identical to the noncontingent rewards 

seen in the previous study and refers to cases where the noncontingent reward was 

shown after a starting state action (aA or aB) was chosen. Position 2 refers to a new 

occasion where a noncontingent reward is presented immediately after a Step 2 action is 

chosen (aA1, aA2, aB1, or aB2) but just before the terminal reward states. Finally, absent 

refers to trials where no noncontingent reward is presented. A difference in stay 

probability between position 1 and position 2 would indicate that immediateness has a 

distinct effect on decision-making, one that is above that of the noncontingent reward’s 

mere inclusion.  
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The noncontingent reward used was the same as in the previous study and appeared as 

a coin (€1 or £1) within a box marked as “bonus”. The noncontingent reward appeared 

on 40% of the trials, and half of those times it was presented as Position 1, and the other 

half at Position 2. If a noncontingent reward appeared at one position, it would not appear 

at the other position in the same trial (i.e. if present at Step 1 it could not appear at Step 

2). This way there was no overlap of influence between the noncontingent reward 

placement conditions.    

5.2.4 PROCEDURE 

Participants were given two 25 trial practice sessions with a different set of stimuli to 

allow them to get familiar with the task structure. The sessions introduced elements 

gradually to aid understanding.  As was done in the previous experiment, the participants 

completed 301 experimental trials, which took approximately 25 minutes and included a 

1-minute break after every 100 trials. For each trial, the participant was forced to decide 

between two items presented in front of them by pressing either the right or left arrow 

keys on their keyboard. After the participant made two choices, they had a chance of being 

presented with a reward symbol (a €1 or £1 coin depending on their choice) which 

represented 1c. Along with the symbol, a sound effect was played that mimicked the noise 

of coins rattling. These rewards accrued until the end of the game, at which point the 

participant was told they would receive their total collected amount. For ethical 

purposes, regardless of the amount the participant earned, their total was topped up to 

the maximum of $3.50. In this way all participants received the same compensation 

regardless of performance. 
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5.2.5 REINFORCEMENT LEARNING MODEL 

The TD learning algorithm used to represent model-free processing was again the 

SARSA(λ) algorithm (Rummery & Niranjan, 1994), as it has been previously used 

successfully for this purpose (Cushman & Morris, 2015; Daw et al., 2011; Otto et al., 

2013). The model-based version was identical in structure except for the 𝛕 parameter 

which was set to 0 to represent complete inhibition of noncontingent reward signals. A 

free parameter w was used to weight the evaluations of each system and was assumed to 

remain constant for the duration of the experiment but was thought to vary between 

participants. The learning space was considered in terms of state-action pairs, which 

update their predicted (Q) values according to the function: 

𝑄(𝑠𝑖, 𝑎𝑖)  =  𝑄(𝑠𝑖, 𝑎𝑖)  +  𝜶𝛿𝑖  [6] 

where 

𝛿𝑖  =  𝑟𝑖  +  𝑄(𝑠𝑖+1, 𝑎𝑖+1)  −  𝑄(𝑠𝑖, 𝑎𝑖) [7] 

In this function, si refers to one of three states (ss, sA, and sB), while si+1 refers to the 

subsequent state reached after completing action ai. The function uses the reward 

prediction error δi and learning rate 𝛂i to update the predicted value of the state-action 

pair Q(si ,ai). To calculate δi, rewards ri  gained after the action is completed, are added to 

the Q value of the next chosen state-action pair Q(si+1,ai+1), while subtracting the 

previously stored Q value for the current state-action pair. Therefore, the Q values are 

controlled by both the learning rate and the prediction error. Calculated in part based on 

the Q value of the next state-action pair, the prediction error is thus the driving force that 

propagates value back up the chain of actions leading ultimately to a reward, allowing for 

convergence onto the best possible solution (Sutton & Barto, 2016). The free parameter 
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for learning rate 𝛂i was allowed to differ across stages to allow for potential differences 

in learning, due to varying frequency or distance toward reward states. 

When reaching successful terminal reward states, the reward parameter ri follows the 

equation ri = 𝛘, where 𝛘 is the magnitude of the reward received, which was 1 when 

present and 0 when absent. When receiving noncontingent rewards, the equation was ri 

= 𝛕𝛘 where 𝛕 is the discount factor for the inhibition of noncontingent rewards. The 

noncontingent rewards were moderated by the 𝛕 free parameter to allow for any 

inhibiting effect expected by a model-based agent.  

The SARSA(λ) algorithm also includes a post-trial update to the starting state using the 

eligibility parameter λ, following the function:  

𝑄(𝑠𝑆, 𝑎𝑖)  =  𝑄(𝑠𝑆, 𝑎𝑖)  + 𝜶1𝜆𝛿2  [8] 

where δ2 refers to the prediction error calculated for the second stage Q values, and ai 

refers to the two potential starting state actions (aA and aB). The eligibility parameter is 

cleared between trials, a simplification technique commonly used in these types of 

studies (Botvinick & Weinstein, 2014; Daw et al., 2011; Otto et al., 2013).  

The model-free (QTD) and model-based (QMB) algorithms calculated the Q values for all 

state-action pairs in the same manner, except for the 𝛕 noncontingent reward parameter 

which was set to 1 for the model-free algorithm and 0 for the model-based algorithm. The 

extent to which each model influenced overall decisions were weighted based on the free 

parameter w, and created a net Q value (QNET) where QNET(sS, ai) = w⋅QMB(sS, ai) +  (1 - 

w)⋅QTD(sS, ai). The QNET values dictated the probability of choosing an action based on the 

softmax function: 
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𝑃(𝑎𝑖  =  𝑎|𝑠𝑖)  =
𝑒𝑥𝑝(𝛽𝑖[𝑄𝑁𝐸𝑇(𝑠𝑖,𝑎) + 𝑝 ⋅𝑟𝑒𝑝(𝑎)])

∑ 𝑒𝑥𝑝(𝛽𝑖[𝑄𝑁𝐸𝑇(𝑠𝑖,𝑎′) + 𝑝 ⋅𝑟𝑒𝑝(𝑎′)])
 [9] 

where βi is a free parameter controlling the inverse temperature, which dictates the 

extent of exploration versus exploitation performed. 

By modelling how the model-free and model-based systems would interact with the task, 

different predictions emerged based on how noncontingent rewards affected stay 

probability. No differences were found between noncontingent reward placement 

conditions for a fully model-based algorithm, while a different pattern emerged for the 

model-free algorithm. Figure 7 shows how NC reward placement at position 1 had the 

strongest effect on stay probability, followed by Position 2, with the lowest stay 

probability measured when the NC reward was absent.   

 

Figure 8. Predictions made by the SARSA(λ) algorithm on the effect of NC reward 

placement on stay probability, showing a marked increase when the reward is 

presented early compared to when it is presented later or not at all. 
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5.3 RESULTS 

5.3.1 POWER ANALYSIS 

To calculate the number of participants needed to take part in this study, a power analysis 

was conducted with the default power criteria of 80% (P. Green & MacLeod, 2016). As 

the condition of theoretical interest is the effect of noncontingent rewards on stay 

probability for Step 1 versus Step 2 actions, the effect size that would be used in the power 

calculation would be for the expected influence of the fixed effect NC Reward Placement 

(Position 1 vs Position 2). To estimate the effect size, the value from the previous study 

for the fixed effect NC Reward was taken (.14), as it compared Position 1 placement 

against no noncontingent reward. However, as the current study would compare Position 

1 against Position 2 instead of no reward, the value was slightly reduced (.12). Using the 

data from an initial sample of 40 participants (30 after data cleaning), a power analysis 

was conducted using the simr package version 1.0.4 (P. Green & MacLeod, 2016) to 

estimate the number of participants needed to see an effect size of .12 with 80% power. 

Pilot data is recommended over fully simulated data as it does not require the researcher 

to create arbitrary estimates for the parameter values and provides predictions that are 

more representative of the actual population (Brysbaert & Stevens, 2018; P. Green & 

MacLeod, 2016). The analysis indicated a number of 120 usable participants was needed 

to reach a power value of 84%. With a confidence interval of 80-87%, it passed the 

required threshold of 80% for the lower bound.  
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Figure 9. Simulated power for number of participants from 100 - 130. At 120 

participants the lower confidence interval is above the required threshold of 80%. 

5.3.2 DATA CLEANING 

A total of 161 participants (109M, 52F) agreed to take part in our study through the 

MTurk platform. Outlier removal was identical to that of the previous study (see Chapter 

IV) and reduced the number of participants to 121 (79M, 42M), with 6 being removed 

due inattentiveness (timing out on too many trials), 16 due to bias to one side of the 

screen (choice inflexibility), and 18 who showed a lack of reward sensitivity for Step 2 

actions. 

5.3.3 DATA ANALYSIS 

A logistic mixed effects (LME) model was run using the lme4 package version 1.1-19 

(Bates, Mächler, Bolker, & Walker, 2015) in R version 3.5.3 Great Truth (R Core Team, 

2014). The NC reward placement (position 1 vs. position 2 vs. absent) and TS reward 

(absent vs. present) conditions were included as fixed effects, with by-participant 
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random slopes (random effect). To allow for convergence, NC reward placement was 

removed from the random slopes as the correlation between random effects was too high 

between the two levels where the bonus was present. In accordance with Barr et al. 

(2013) the maximal model which was able to reach full convergence was run. The model 

used NC reward placement at position 1 as the intercept, which allowed comparisons to 

be made with position 2 and absent. The results of the model can be seen in Table 3. 

Predictors Odds Ratios std. Error CI Z p 

(Intercept) 2.00 0.07 1.73 – 2.30 9.55 <0.001 

TS reward 1.57 0.07 1.37 – 1.80 6.48 <0.001 

NC reward: 
position 2 

0.91 0.04 0.85 – 0.98 -2.38 0.017 

NC reward: 
absent 

0.84 0.03 0.79 – 0.89 -5.51 <0.001 

Table 3. Results of the logistic mixed effects model. The odds ratios show the 

relative odds for each fixed effect in terms of repeating a starting state action. 

Values over 1 indicate a positive influence of the independent variable, while 

values less than 1 indicate a negative influence.  

Random Effects Variance SD Correlation   

(Intercept) 0.43 0.65    

TS reward 0.52 0.72 0.63   

Table 4. Summary of random effects from the LME model.  

The full LME model had a significantly improved fit to the data when compared to a model 

without NC reward placement as a fixed effect [𝚾2(2) = 32.184, p < .001], indicating that 

inclusion of the variable increased the explanatory power of the model. The analysis 

estimates showed a significant positive effect of TS reward (OR: 1.57, CI = 1.37 - 1.80, p < 

.001) on the odds of repeating a starting state action (stay probability). When compared 

to NC reward placement at position 1 (intercept), negative effects for NC reward 
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placement at position 2 (OR: .91, CI = .85 - .98, p = .17) and for NC reward absent (OR: .84, 

CI = .79 - .89, p < .001) were found, suggesting that placement at position 1 has the 

greatest positive effect on stay probability. 

As figure 9 shows, placing a noncontingent reward at position 1 (following a Step 1 

action) was more effective than placing it at position 2 (following a Step 2 action) and was 

more effective than giving no noncontingent reward at all. This pattern matches the 

modelled behaviour shown in figure 7 directly, showing that human behaviour in this 

task can be predicted using a TD learning algorithm. 

 

Figure 10. LME model odds ratios transformed into probabilities with 95% 

confidence interval. The NC rewards increase stay probability when placed at 

position 1 significantly more than at other positions, following a decreasing 

pattern based on the distance from the Step 1 actions. This supports the hypothesis 

that the immediacy of rewards affects decision making. 
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5.4 DISCUSSION 

The experiment results provided strong behavioural evidence that NC rewards suffer a 

proportional decay in value based on their placement in a sequence. Participants were 

significantly more likely to repeat a starting state action when that action was rewarded 

immediately compared to when it was either rewarded one step later in the sequence, or 

not rewarded at all. The effect was strong enough to significantly lower the subjective 

value of an equally sized reward when presented a single step later in the sequence. This 

suggests that immediateness is an important mediating factor when calculating the value 

of rewards, as predicted by TD algorithms (Rummery & Niranjan, 1994). Overall, the 

findings from this study indicate that the most effective location to place noncontingent 

rewards is immediately after the initiating action, as it reduces discounting effects and 

provides the strongest and most efficient influence on decision making. While previous 

research has found that people are biased towards immediate rewards (Kirby et al., 

1999) and that this effect is likely due to the model-free system (McClure et al., 2004), the 

current study is the first to provide evidence that adding a reward to the start of a 

sequence is more effective than adding it at any other point. 

In addition, as NC reward placement affected the likelihood that the whole sequence was 

completed, the results suggested that the motivating pull of a sequence is based on the 

motivated cueing effect of the first action, rather than a sum of the value for all actions. 

As the model-free system relies on the value signals of these initial actions to make 

decisions (de Wit & Dickinson, 2009), the observed decay disproportionately affects the 

motivating power of these actions. This highlights the critical role that initiating actions 

have in terms of motivating behaviour. In particular, it indicates that a greater focus on 
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rewarding early behaviours may be a more effective strategy at promoting repeat 

performance of a sequence. 

5.4.1 TEMPORAL DIFFERENCE ALGORITHMS 

The design of the experiment was based on a TD RL algorithm which predicted that 

noncontingent reward placement would affect the likelihood that an action sequence 

would be repeated. Algorithms employing TD RL base their decisions on a prediction 

score calculated from the discounted sum of the experienced value of each action (Sutton, 

1988). Commonly called a Q value, this prediction score is updated each time the action 

in the pair is performed based on the reward received as well as the predicted value of 

potential future rewards (Sutton & Barto, 2016). Over time, the value of the reward 

travels up the sequence through updates to these Q values, causing the likelihood that the 

sequence will be repeated to increase. The use of TD RL algorithms to explore model-free 

processing in humans has become increasingly popular (Daw et al., 2011; Morris & 

Cushman, 2019) as the method provides a potential explanatory mechanism for the 

effects observed. Therefore, we used this method to create predictions of what behaviour 

would be expected of humans if they were operating using a similar model-free 

reinforcement learning system. As predicted by the simulated models, presenting 

random noncontingent rewards increased the probability of repeating the same 

sequence of actions in the following trial. In addition, earlier placement of this 

noncontingent reward was significantly more effective than later placement, a result also 

predicted by our models. The similarities between the simulated and collected data 

indicate that participants may be employing a type of model-free reinforcement learning 

process in response to the noncontingent rewards, which provides a framework for 

understanding how temporal difference learning affects actions within a sequence. 
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5.4.2 CONDITIONED REINFORCEMENT 

The results of the current study suggest that artificially increasing the value of earlier 

actions in the sequence through noncontingent rewards improves the likelihood that the 

sequence will be repeated, likely because it strengthens the association between the 

initial state and action. This supports the view that sequences develop through the 

backpropagation of secondary or conditioned reinforcement value (Seymour et al., 2004). 

As the process of developing stimulus-response associations takes time (Balleine & 

Dezfouli, 2019), the sequence is believed to be initially guided by the model-based system 

in a goal-directed fashion. Meanwhile, the model-free system is considering each sub-

action individually (Graybiel, 2008). 

The terminating action (aT) at the end of the sequence, having the smallest temporal 

distance to the reward, develops the strongest stimulus-response association, while the 

other actions which are further away develop weaker associations. Gradually however, 

the reward association with the terminal action becomes strong enough that the action 

itself becomes a cue that predicts the presentation of the reward (Neal, Wood, & Quinn, 

2006), giving the terminal action the positive qualities of the reward itself. The terminal 

action can then influence the action preceding it (aT-1) through secondary reinforcement 

mechanisms, slowly propagating the association with the reward back up the sequence 

(Seymour et al., 2004). A new stimulus-response association forms between aT-1 and aT, 

again transferring a conditioned reinforcement value to the preceding action (aT-2). 

Eventually the process reaches a point where every action in the sequence has a stimulus-

response association with the next, meaning that once the first action is performed, the 

whole sequence is completed in an open-loop fashion (Dezfouli & Balleine, 2012; Endress 

& Wood, 2011). By transferring the reinforcement value up the chain through 
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conditioned reinforcement, any temporal discounting effect is diminished, since the 

distance between a reward is reduced for all actions.  This allows for the model-free 

system to learn how to optimise reward output over time, even if some outcomes will 

only manifest far into the future, because each action within a sequence becomes deeply 

linked (Wood & Rünger, 2016). 

The power of initial actions to influence the rate with which a sequence is completed has 

considerable implications for many everyday behaviours. In particular, it highlights how 

reward timing may be integral when attempting to motivate new behaviours. For 

example, actions like exercising require consistent ongoing motivation to repeat the 

needed actions so that the long-term benefits become noticeable (Wenger & Bell, 1986). 

If no immediate reward is presented after each exercise session, the model-free system 

may never learn that exercise will eventually bring about positive benefits. As such, any 

time an individual’s motivation wavers due to high cognitive load, stress, or fluctuations 

in mood, the model-free system may instead push another action that is more 

immediately rewarding (Rothman, Sheeran, & Wood, 2009). However, if rewards are 

given immediately following every exercise action, the model-free system may change the 

default response to instead align with the intentions of the individual. Furthermore, the 

results of the current study show that it may be even more beneficial to reward the start 

of the exercise behaviour, as this may maintain the efficiency of reward at motivating 

behaviour at a higher level. 

5.4.3 LIMITATIONS 

One limitation of the current study is that participants may not have sufficiently 

understood the effect of randomness on contingency, possibly succumbing to a type of 

gambler’s fallacy (Keren & Lewis, 1994). In other words, they may have assumed that if a 
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decision has led to more bonus rewards in the past, that it would continue to do so in the 

future. If this were the case however, it would be expected that the position of the bonus 

rewards would have no effect, as both would indicate a desired “lucky” path. Since the 

observed results did not match this assumption, it is unlikely that this was the employed 

strategy. That being said, there are multiple inaccurate model-based models that could 

behave in a model-free fashion, so it is impossible to rule out all other options. While this 

is still an area of active debate, studies using neuroimaging and experimental methods 

suggest that there are certain issues that are difficult to dismiss when assuming an 

inaccurate model-based processing account (Dolan & Dayan, 2013; O’Doherty et al., 2003; 

Schultz et al., 1997), meaning that this explanation may not be particularly useful for 

research going forward. For example, one study (Otto et al., 2013) found that a high 

cognitive load caused behaviour to become model-free in the current and following trial, 

becoming model-based again in subsequent trials. If the assumed model-free behaviours 

were because of inaccurate processing of the model-based system, a high cognitive load 

should have made it more difficult for the participant to follow this inaccurate model. 

However, as this was not the case, the researchers concluded that the behaviour seen 

under cognitive load was model-free. 

5.4.3.1 TEMPORAL DISCOUNTING 

The results of this study provide strong supporting evidence that humans employ a 

model-free processing system that conforms to the reward discounting predictions made 

by TD learning algorithms such as SARSA(λ). These algorithms simulate the conditioned 

reinforcement process that is used to transfer reward value across actions in a sequence 

(Cronin, 1980), without taking temporal discounting into account. While it is clear that 

presenting a reward after the first step in a sequence is likely earlier in time than 
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presenting a reward later in that sequence, the actual time taken to complete each action 

is not considered. Therefore, it is possible that the effects seen in this study were due to 

temporal discounting rather than temporal difference (or conditioned reinforcement). 

Future work in this area investigating both temporal discounting and temporal difference 

effects may be able to create a more comprehensive picture of the underlying 

mechanisms involved and would potentially bring together two separate branches of 

decision-making research. The subsequent chapter explores this issue further by 

increasing the time taken to complete each trial in the task, making it easier to discover 

the effects temporal delays have on selection frequency. 

5.4.3.2 ONLINE RECRUITMENT 

Unlike the experiment in Chapter IV, the current study used online recruitment methods, 

allowing for a quicker, more streamlined data collection process. The use of Amazon 

Mechanical Turk participants did however lead to a greater incidence of removed data 

(25%) after cleaning when compared to the lab study (10%) of Chapter III. One of the 

possible reasons for this was that online participation does not provide participants with 

the ability to ask for further clarification, or to answer pertinent questions, meaning that 

general understanding of the task may have been reduced. While this forces all 

participants to experience a similar and controlled experiment process, the issue of 

decreased clarity is a common trade-off when using online methods.  

Another issue common to online testing is that participants were using their own 

machines to perform the task and conducted the study in a place of their choosing. Since 

the study was only tested on a limited number of devices, it is possible that the task 

program used did not perform uniformly to all participants, potentially leading to 

crashes, stuttering animations, lost data, or other general performance issues. 
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Furthermore, by completing the study in an uncontrolled setting, they were open to the 

usual distractions common to everyday life (Lascau, Gould, Cox, Karmannaya, & Brumby, 

2019), which may have decreased on-task attention.  

The sex breakdown of the online sample was much more heavily biased towards males 

than the lab sample of the previous experiment. This was because the online pool of 

participants using the MTurk platform between the UK and Ireland has a higher number 

of males (Difallah et al., 2018). While this is not the case with other participant pools such 

as the one from the US which is biased more towards females, the pool from the UK and 

Ireland was selected as it was deemed to more closely match the previous lab sample 

(Irish University sample). Changing to a US sample was thought to lead to more potential 

confounds than using a sample from the UK and Ireland with a biased sex distribution. It 

should be noted that issues of uneven sex distribution have generally been ignored in 

studies involving the two-step Markov task. For example, the sample recruited by original 

Daw and colleagues (2011) study only had 5 female participants out 17, while the large-

scale online study by Cushman and Morris (2015) did not record the sex of the 703 

participants from MTurk.  As such, the underrepresentation of females may mean that the 

any sex effects are difficult to assess. 

Even with the limitations above, there are a number of benefits for the use of online 

platforms for the recruitment of participants. For example, a study by Casler, Bickel, and 

Hackett (2013) found no discernible differences between the behavioural data collected 

within two psychology studies conducted face to face and online. In addition, the pool of 

participants on MTurk is significantly more ethnically and socio-economically diverse 

than the usual undergraduate lab samples, potentially overcoming a significant critique 

of university-based lab research (Henrich, Heine, & Norenzayan, 2010). This pool is also 
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much larger than those at a university, meaning that recruitment can occur much more 

quickly as the test is administered programmatically (Buhrmester, Kwang, & Gosling, 

2011). 

5.5 CONCLUSION 

Building on the initial results of Chapter IV, the current study provides evidence that a 

placement-dependent decay in value occurs for rewards in a sequence, such that initial 

actions have lower predicted value than actions closer to the reward. This supports the 

findings of Chapter IV by confirming that reward placement, even when only one step 

further in the sequence, can significantly affect decision-making, in a manner predicted 

by TD learning algorithms. However, as this temporal abstraction simplifies the model in 

a way that ignores the actual amount of time that passes between actions, it loses some 

of the important granularity that is needed to fully understand time-based reward 

discounting. As such, it is not currently possible to differentiate between the effects of 

temporal discounting and temporal difference, as both provide the same predictions. This 

issue is tackled in the following chapter (VI), where temporal discounting is examined in 

more detail in the context of action sequences.  
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CHAPTER VI: TEMPORAL DISCOUNTING OF 

MONETARY REWARDS DURING AN ACTION 

SEQUENCE AFFECTS SELECTION FREQUENCY 

When considering their consequences, people are usually biased towards behaviours that 

lead to immediate rewards rather than those that impose a delay (Logue & King, 1991; 

Paglieri, 2013; Rosati et al., 2007). This assertion was supported by the previous two 

studies (Chapters IV & V) which showed a preference for options which rewarded earlier 

rather than later in the sequence. However, if asked to imagine situations where they 

have a choice between an immediate or delayed reward, participants usually 

underestimate the extent of their bias (Paglieri, 2013). Dual process theories explain this 

discrepancy by describing planning behaviours as involving more input from a model-

based system, while experienced behaviours involve more input from a model-free 

system (Gläscher et al., 2010). The differences between intentions and actions thus 

highlight the competing goals of each system, showing how the influence of each can lead 

to drastic differences in the choices a person makes. There is reason to believe that this 

bias towards immediate rewards is mainly caused by model-free processes (Luo, Ainslie, 

Giragosian, & Monterosso, 2009), as multiple studies have shown very low rates of 

discounting when only future planning is involved (Kirby & Maraković, 1996; Laibson, 

1997; McClure et al., 2007). In addition, the previous study (Chapter V) used 

noncontingent rewards, which are known to only affect the model-free system, to again 

suggest that this process is due to model-free processing. As such, strategies that target 

model-free processing should be the focus when attempting to understand the effects of 

temporal discounting more deeply. The early reward strategy tested in the two previous 

studies attempts to do just that and led to promising results in terms of short sequences 



109 
 

of decisions. The current study takes this research one step further by applying it to a 

more complex task. 

6.1 REWARD CONTINGENCY 

The two previous studies (Chapters IV & V) suggest that reward placement significantly 

affects the value of actions within a sequence. The reduced value of discounted rewards 

impedes model-free learning for actions based on their distance to the reward being 

presented (Kobayashi & Schultz, 2008). Sequences which are expected to have lower 

associated values are then less likely to be repeated, indicating that the timing of rewards 

is an important factor affecting the learning and performance of new sequences.  

The previous results (Chapters IV & V) showed that the inclusion of a noncontingent 

reward near the start of a sequence was enough to improve the frequency of repetition 

of that sequence. Noncontingent rewards were used as they are effective at 

differentiating between model-based and model-free processing, since only the model-

based system is able to act on the prior knowledge that the rewards are completely 

random and can be ignored (Cushman & Morris, 2015). On the other hand, the model-free 

system has trouble distinguishing that rewards are noncontingent if they are temporally 

close to the behaviour, and thus processes them in the usual manner (Catania & Cutts, 

1963; Ono, 1987). Therefore, any influence of these rewards on decision making was 

believed to be due to the model-free system, providing a targeted look at how it processes 

reward timing information. 

However, the effect of reward timing was only measured on the subsequent trial, making 

it hard to understand the interaction effects over multiple trials. To overcome this, the 

current study was designed to make reward timing consistent, meaning that each option 



110 
 

exclusively presented rewards at one unique location. This allows for the results to 

provide a more meaningful evaluation on how reward timing affects preference for one 

option over another, as it allows for the effect to compound over multiple trials. Such 

consistent delivery of reward is more akin to those used in real world reward contexts 

such as gamified applications, as they tend to reward users after they complete specific 

desired outcomes. This applies to commercial products like the language learning app 

Duolingo, where users gain points and streaks after completing lessons, as well as applied 

research contexts such as financial advisers engaging with the company intranet, where 

users received points after reading relevant literature (Morschheuser et al., 2015). 

Rewarding users for desired behaviours is the default strategy for creating incentive 

structures and has been established since the development of operant conditioning 

(Skinner, 1953). Ranging from token economies used in education (Neef, 1992) to 

customer loyalty programmes (F. Xu, Weber, & Buhalis, 2013), it is widely accepted that 

users should be rewarded after they perform the intended behaviour. However, the 

boundaries between one behaviour and another can be difficult to distinguish, especially 

in contexts where a sequence of actions is required. If attempting to reward engagement 

with online learning, should gamified rewards be given once key tests and quizzes are 

completed (Jang, Park, & Yi, 2015) or for individual behaviours related to ongoing 

engagement such as comments or likes on the platform (Denny, 2013). In addition, some 

behaviours like watching an online lecture can take up to two hours to complete. When 

delays as long as 16 seconds can be considered too long for the model-free system 

(Kobayashi & Schultz, 2008), it is questionable whether receiving points at the end of a 

2-hour lecture can effectively train this system to learn the correct positive association. 

As the results of the previous two studies suggest (chapters IV & V), rewarding the start 
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of the interaction (i.e. logging into the online learning platform) may be more effective at 

promoting repeat behaviour.  

6.2 DIFFERENTIATING BETWEEN DECISION AND ACTION 

The previous two studies (Chapters IV & V) used a two-step Markov task as the basis for 

exploring the influence of reward placement on the selection frequency of a sequence of 

actions. This task involves only simple actions (button presses) that can be completed as 

soon as a decision is made. Due to this, the decision on which button to press and the 

action itself of pushing the button are completed almost simultaneously. However, there 

are many instances of everyday behaviours where the action related to a decision cannot 

be completed immediately. This could be because the action takes a long time to perform, 

or it can only be performed at a later point in time. In cases where there is a delay between 

the decision to act and the action itself, the model-free system may have difficulties 

associating the reward with the decision. As such the decision to act may be an even more 

vulnerable part of the sequence than the initial action. Some recent research has already 

differentiated between model-free decision making and model-free action execution, 

describing them as distinctly different mechanisms (Gardner et al., 2016). Additionally, 

model-free decision making (also known as habitual instigation) was found to be a strong 

predictor of frequency for behaviours with distant outcomes, whereas model-free action 

execution (habitual execution) was not (Phillips & Gardner, 2016). With this distinction 

in mind, the current study investigated the issue by adding an execution time to each 

sequence, allowing for differences between decision and action to be measured.  
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6.3 AIMS & HYPOTHESES 

The current study aimed to investigate whether the placement of a reward within a 

sequence of actions affected selection frequency for three otherwise equivalent options. 

This was done to ascertain if the effects of reward placement seen in the previous two 

studies (Chapter IV & V) would be capable of improving selection frequency and 

preference for a specific sequence. Additionally, the experiment aimed to differentiate 

between the action and the decision to act, allowing for greater granularity in 

understanding how temporal discounting may affect sequences based on their execution 

time. This work not only sheds light on the role of model-free decision making on 

temporal discounting, but also gives more applied insight into the role that temporal 

discounting may play in reward schedule design.  

The experimental task involved categorising a mock invoice. Participants were asked to 

select one app icon from a presented pair, and then to complete an expense form using 

that app. Each of the three apps available for selection differed only in where in the 

sequence they placed their reward, such that the reward screen was presented either 

before the task (pre-task), after the task (post-task), or after a loading delay (delay). The 

app that was chosen most frequently was believed to have the most preferred reward 

placement and to be the most motivating for the user (de Wit & Dickinson, 2009). This 

reflects the concept of the Matching Law (Herrnstein, 1970) used in concurrent choice 

tasks (see Literature Review chapter for details), where selection frequency reflects the 

perceived value of each path (Baum, 1975; Bradshaw et al., 1976). The apps which 

presented their reward earlier in the action sequence were expected to be selected more 

frequently than those that presented their reward later due to a reduction in the temporal 

discounting effect. This reduction is expected to allow for a stronger association to build 
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between the reward and the act of choosing an application, improving the likelihood that 

the model-free system will lead people to select that sequence again in the future.  

The hypothesis for the study was: 

H1 - Participants will more frequently select the sequences that present rewards earlier 

in the interaction, creating an order of selection frequency going from earliest 

presentation (pre-task) to presentation after the task (post-task), to latest presentation 

(delay). 

6.4 METHOD 

6.4.1 PARTICIPANTS 

Seventy participants (44M, 26F) were recruited from a pool of UK Amazon Mechanical 

Turk (MTurk) users. The study was cleared by the university’s ethics exemption process 

for low-risk studies (REERN: HS-E-19-68-Garaialde-Cowan) and was conducted 

according to the British Psychological Society ethics guidelines (The British Psychological 

Society, 2018). The mean participant age was 31.38 years (SD = 9.28), with a range 

between 19 and 64. The majority of participants (80%) reported an education level of at 

least a bachelor’s degree, with the remainder obtaining at least secondary education 

(18%) or a lower education level (2%). The gender breakdown of 63% men to 37% 

women measured in the current study is generally representative of the platform for UK 

workers as a whole (Difallah, Filatova, & Ipeirotis, 2018). 

6.4.2 STUDY DESIGN 

The experiment used a within-participants design with reward placement (3 levels: pre-

task, post-task, delay) as the experimental conditions, and selection frequency as the 

dependent variable. Selection frequency referred to the number of times an app was 
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chosen when presented in a pair with another app. This created the table of wins vs losses 

required for the analysis using the Bradley-Terry model (Turner & Firth, 2012). 

Materials 

 

Figure 11. Labelled images show the design of the task: A) Icon selection screen, B) 

data logging screen, and C) six second artificial buffering delay. Following the delay, 

the trial is complete, and a new trial begins at the decision screen. 

The experiment was run through the browser of the local machine used by the participant 

and was built using the jsPsych library (de Leeuw, 2015). This library was chosen because 

it has been previously shown to be highly reliable in recording participant responses 

when compared to other similar experimental resources (de Leeuw & Motz, 2016; 

Reimers & Stewart, 2015), and does not require participants to download any software 

above what they are expected to already have for general browsing. The minimum system 

requirements included to ensure consistency in experience were a screen resolution of 

at least 800x600 px and a physical keyboard. Participants were asked to use a modern 



115 
 

browser. However. as the experiment was only tested on Chrome and Firefox, 

participants were advised to use those specific browsers for an optimal experience. 

6.4.2.1 ICON SELECTION SCREEN 

Three coloured icons were presented to participants and represented three fictional 

apps. Each app required that expense receipts be categorised using a list of expense codes 

which needed to be matched based on the description of the purchase (see Data Logging 

Task section below). Each app differed only in their representative icon (colour and 

marking), and in the placement of rewards for completing the task. During the icon 

selection screen, icons were always presented in pairs, requiring participants to make a 

simple judgement of preference. Paired presentations reduce the complexity of the task, 

meaning participants only have to make one mental comparison between two items (e.g. 

A vs B), as opposed to keeping three items in working memory while completing multiple 

mental comparisons (e.g. A vs B, A vs C, B vs C). These judgements can then be collated to 

create rankings, a method that has previously shown to create more clearly defined 

preferences and to be more stable than usual Likert rating systems (Windsor, Piché, & 

Locke, 1994). Each possible paired permutation of the three icons was shown 20 times, 

for a total of 60 presentations across the whole experiment. The icons varied in 

background colour across participants (either blue, pink, or green) and were marked by 

semantically irrelevant Tibetan characters which have been used previously in decision-

making research (Daw et al., 2011). The chosen icon during the selection screen was 

considered within a dependent variable termed app selection, which included 

information on how many times each app was selected when paired with each of the 

other two apps. 
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The icons were presented using the paired comparisons technique for measuring user 

preference. This choice was made because paired comparisons have been found to 

consistently produce more robust data than usual direct rating (i.e. Likert scales) 

experiments (Zerman et al., 2018). In addition, the method does not require calibration, 

has reduced measurement error, and higher sensitivity when compared to direct rating 

experiments (Shah et al., 2016). Paired comparisons experiments are faster to run, 

particularly because participants find it easier to decide quickly when presented with 

only two options, rather than having to compare more options or having to come up with 

a specific score that is situated among all other scores given throughout the experiment 

(Stewart et al., 2005). This reduces the level of expertise needed by participants, as the 

task is simplified as much as possible. The number of trials needed to produce quality 

data can also be reduced through the use of certain adaptive procedures that can limit the 

number of comparisons needed to the bare minimum, further increasing efficiency 

(Mantiuk, Tomaszewska, & Mantiuk, 2012; Q. Xu et al., 2011). 

6.4.2.2 DATA LOGGING SCREEN 

To add temporal distance between the icon selection screen and the rest of the trial, an 

expense categorisation task was developed. This task required matching the description 

from an expense receipt to the expense codes on a master sheet (see Figure 10B). A single 

receipt appeared following the icon selection screen and this receipt conformed to the 

colour scheme of the chosen app’s icon. After the expense item was successfully 

submitted, an artificial 6 second loading delay appeared to further increase the temporal 

distance between conditions (see Section 6.4.2.3). Sixty-six receipts or expense statements 

were presented in total, with 6 appearing during the practice rounds and the remaining 

60 appearing during the experiment. These statements were picked in a random order 
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from an independent pool and were not connected to the app icons chosen during the 

selection screen. The task was identical for each of the apps, with the only difference 

being the placement of the reward.  

6.4.2.3 CONDITIONS - REWARD PLACEMENT MANIPULATION 

The experimental conditions involved varying the placement of the rewards, such that 

each app was associated with one placement condition. The first condition (pre-task) 

presented the reward immediately after the icon selection screen and before the data 

logging task was shown (within 2 seconds of start of trial). The second condition (post-

task) presented the reward after the data logging task was completed (which usually took 

between 8 – 25 seconds depending on speed at task), while the final condition (delay) 

presented the reward after an artificial loading delay of 6 seconds. Only one reward 

placement condition was associated with each app for the entire duration of the 

experiment. This meant that if the pink app icon was associated with the pre-task app, it 

would only present rewards at the pre-task location for the whole experiment. Reward 

placement was kept consistent for each condition to measure the compounding effect of 

reward placement on participant choice. This also allowed for a post-experiment 

questionnaire to measure whether their self-reported preferences aligned with their 

behaviour.  

The association between each app icon and reward placement was randomised across 

participants, meaning that another individual might instead have the blue app icon 

associated with pre-task reward placement. This randomisation strategy across 

participants was used to control for any initial preferences a person may have had for any 

specific colour or symbol. 
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The reward used was an image of an £1 coin which represented an accumulating payment 

of $0.12 per rewarded trial, which would be paid through the MTurk platform. The 

participants were told that their final payment amount would reflect their accumulated 

earnings to incentivise ongoing attentive participation throughout the experiment, and 

to add a positive valence to the reward screen (which showed a £1 coin). Monetary 

incentives such as the ones used in this study are common for research of this type as 

they are expected to be universally reinforcing for most participants (Cushman & Morris, 

2015; Daw et al., 2011; Otto et al., 2013), particularly those on the MTurk platform 

(Buhrmester et al., 2011).  

The delay condition included an artificial loading delay of 6 seconds, which included a 

screen with the text, “Loading… Please wait a few seconds.” Previous research has shown 

that adding a delay before reward presentation reduces the value of that reward (Ainslie, 

1975), yet this effect has yet to be replicated for short interactions with a digital interface. 

This condition was thus included to ascertain whether this effect could be replicated in 

the proposed experiment setting as it used the same type of delay as other research. As 

this type of delay has received the most support (see Section 6.6.2 for further details), if 

the experiment had failed to observe a measurable effect on reward value for this 

condition, it might have indicated an issue with the experimental paradigm. As such, this 

condition acted as a type of control to show that delays can significantly affect participant 

interactions using digital interfaces. However, previous research has shown that 

participants will switch to another task (particularly on MTurk) if the delay between 

trials is too long (above 8.8 seconds; Gould, Cox, & Brumby, 2015). While participants 

were advised to stay on the experiment screen and deviations from those instructions 

were measured, we did not want to push participants to leave the experiment screen, as 
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it would disrupt the quality of the data collected. As such, the delay time was kept to 

below 8 seconds, with 6 seconds identified in piloting as the optimum delay time so as to 

keep the experiment within the desired time limit.  

The post-task condition used a type of delay (execution time) which has been less 

extensively researched. As such, it was yet untested if this type of delay had the potential 

to cause temporal discounting and thus cause a significant difference in participant 

responding. The current task type was chosen to lead to an execution time of 

approximately 12 seconds to make sure there was a sufficient delay to measure a 

temporal discounting effect. However, as execution time is dependent on how quickly the 

participant can complete the task, it could not be kept consistent for all trials. Lastly, as 

temporal discounting affects rewards based on a hyperbolic curve, further delays have 

less of an effect on reward value than those closer to presentation. Therefore, a 6-second 

delay at the end of the trial would not lead to an equivalent discounting effect as a 6-

second delay at the start of the trial. As a result, keeping timing intervals consistent across 

conditions was not a priority for the study. 

6.4.3 PROCEDURE 

Before being brought to the experiment website, MTurk workers were presented with an 

information screen providing details of the study, of how the data was collected and 

stored, as well as further contact information. Once the HIT was accepted, the participant 

was brought to a consent form which required explicit agreement for the experiment to 

continue. If happy to participate, the MTurk worker was provided with instructions on 

how to complete the experiment. First, they were told to categorise expense statements 

using one of three fictional apps presented in pairs. Participants were also told that all 

apps provided payment for each completed statement, but that the placement of this 
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payment could vary. Before beginning the experiment, participants completed a forced 

choice practice round where they were exposed to all apps twice, followed by a short 

demographic questionnaire gathering information such as age, gender, education and 

occupation. The main experiment block was completed in full screen mode in an attempt 

to reduce distractions. 

During the icon selection screen, participants had two seconds to make a decision 

between the apps presented by pressing either the left or right arrow keys, but once the 

data logging task began no time limit was set. The participants are stopped from taking 

longer than 27 minutes to complete the main experiment block, with the experiment 

ending prematurely on the current trial if that time limit was reached. This was 

considered an appropriate maximum time limit, ensuring that participants had enough 

time to complete the trials without going too long to complete the study, which could have 

acted as a confound. All participants were thus given payment for similar time spent 

completing the experiment, and even if the participant timed out before completing all 

trials, they were still given the same compensation for their time. Additionally, all 

participants had their data included in the analysis if they completed a minimum of 70% 

of trials (see Section 6.5.1 for further details). 

Expense forms were submitted using the enter key once the correct expense code and 

price were entered in the fields provided but would time out for five seconds if the details 

entered were incorrect. Following the timeout, the participants would be told which 

section of the form was inaccurate and allowed to try again. After all 60 main trials were 

completed, the participants were also asked to rank the apps based on their subjective 

preference. The participants were allowed to place more than one app in one each 

category, meaning that all categories did not have to be filled. They were also asked to 
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answer questions on why they placed each app in the categories chosen, what their 

strategy was throughout the experiment, and what they thought the experiment was 

about. These questions were used to compare possible model-based and logical 

considerations involved during the task that may have conflicted with or otherwise 

altered their observed behaviour. Finally, the participants were shown an information 

screen debriefing them on the goals of the experiment, describing how they would receive 

the maximum payment possible of $8.00 regardless of performance, and providing them 

with the unique participation ID needed to submit the HIT on the MTurk platform. The 

payment amount was chosen to reflect a rate of $12/hr, as suggested by Lascau, Gould, 

Cox, Karmannaya, and Brumby (2019), as the whole experiment was expected to take 

each participant approximately 40 minutes to complete.  

6.5 RESULTS 

6.5.1 DATA CLEANING 

Participants were considered either inattentive or inactive if they timed out on 30% or 

more of the 60 total trials. This threshold of 70% usable trials in a participant’s data was 

chosen before data collection to match other studies in the field (Cushman & Morris, 

2015; Otto et al., 2013) and to maintain consistency with the thresholds used in the 

previous experiments in this thesis (Chapter V & VI). Further data were excluded from 

analysis if the expense forms were cancelled by a participant for more than 30% of trials 

for the same reason. In total, the data from 11 (5F, 6M) participants were removed for 

these reasons. In addition, four participants (1F, 3M) were removed for being heavily 

biased towards one side of the screen (> 85%), suggesting they were not following the 

instructions of the study. Lastly, while four participants failed to complete the experiment 

block within 27 minutes, they had still completed enough trials to be included in the 
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analysis. Overall, the data from 55 participants (20F, 35M) was considered suitable for 

analysis. As there is no standardised way to calculate statistical power for Bradley-Terry 

models, no power analysis was conducted. As such, the number of participants was 

chosen based on other HCI studies using this analysis method (e.g. Al Maimani & Roudaut, 

2017; Choisel & Wickelmaier, 2007; Serrano, Roudaut, & Irani, 2017). 

 

Figure 12. Percentages for overall selections for each pair presented. The dashed 

line shows the 50% mark that would indicate no difference in selection frequency. 

6.5.2 APP SELECTION ANALYSIS 

Predictors Estimates SE Z  p 

pre-task 
placement 

 .3510  .0512  6.859 < .001 

delay placement -.1576  .0510 -3.090    .002 

Table 5. Results of the Bradley-Terry model representing the differences in 

preference estimates when compared to the reference category (post-task), and 

corresponding significance values. Results remain significant after Bonferroni 

correction at α = .025. 
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The data were entered into a Bradley-Terry model (Bradley & Terry, 1952), which 

calculates a selection score based on how often each icon was chosen from each pairing, 

while considering the transitive property of each selection. The model ranks items based 

on their maximum likelihood estimates and is recommended for studies using paired 

presentations (Cattelan, 2012; Yao & Simons, 1999). This technique has been used in 

previous HCI studies analysing similar preference data (e.g. Al Maimani & Roudaut, 2017; 

Ashktorab, Jain, Liao, & Weisz, 2019; Serrano et al., 2017). The analysis was conducted 

using version 2-1.0-9 of the BradleyTerry2 R package (Turner & Firth, 2012) and version 

3.5.1 Feather Spray of R (R Core Team, 2014). According to the model rankings, the pre-

task app had the highest selection score (λ= .286) followed by the post-task app (λ= -

.064). The delay app had the lowest selection frequency (λ= -.222). As post-task 

placement is one of the most common ways that rewards are presented in real-world 

tasks, and because it was ranked in the middle of the list, it was used as the reference 

category for comparison. The selection score difference between the post-task and pre-

task conditions was statistically significant (Z = 6.86, SE = .05, p < .001), as was the 

difference between the post-task and delay conditions (Z = -3.09, SE = .05, p = .002). These 

differences are still significant after Bonferroni correction, supporting the hypothesis 

that the value of rewards decays based on the distance from the start of the action 

sequence1. 

 
 

 

1 Although not included as part of the analysis as it did not directly relate to the hypothesis, pre-task 
placement was also found to be significantly different to delay placement.  
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Figure 13. Selection Scores based on Bradley-Terry analysis with quasi standard 

errors (95% CI). The distance from the start of the action sequence has a 

statistically significant effect on the selection scores. 

Using version 0.3.3 of the choix package (Maystre, 2015) running on python 3.6, choice 

probabilities were created based on the Bradley-Terry selection scores. The pre-task app 

was chosen with a 62.4% probability over the delay app, and with a 58.7% probability 

over the post-task app.  

6.5.3 POST-EXPERIMENT QUESTIONNAIRE 

As part of the post-study questionnaire, participants were asked to rate their preference 

for each app icon by placing them into one of three categories: least preferred, no 

preference, and most preferred. Overall, 52.7% of participants (N=29) placed the pre-

task icon in the most preferred category, while only 27.3% (N=15) did so for the post-task 

icon, and 16.4% (N=9) for the delay icon. For the no preference category, the breakdown 
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was 32.7% (N=18) for pre-task, 52.7% (N=29) for post-task, and 58.2% (N=32) for delay. 

Lastly, the least preferred category had 14.5% (N=8) for pre-task, 20.0% (N=11) for post-

task, and 25.5% (N=14) for delay. The association between preference category and app 

icon was statistically significant [χ²(4, N = 55) = 17.687, p = .001], mostly due to the high 

preference for the pre-task app. 

 Pre-task Post-task Delay 

Most Preferred 52.7 % (29) 27.3 % (15) 16.4 % (9) 

No Preference 32.7 % (18) 52.7 % (29) 58.2 % (32) 

Least Preferred 14.5 % (8) 20.0 % (11) 25.5 % (14) 

Table 6. Results of post-experiment questionnaire asking for self-reported 

preference over apps from the task. Participants had the ability to place all apps 

within the same category, meaning that some preference categories had more apps 

placed within them than others. Percentages are calculated based on the total 

number of participants included in the analysis. 

6.5.4 LOGGING TASK CANCELLATION 

Participants were allowed to exit out of an expense form by pressing the X button on the 

top left of the screen, which prematurely ended the trial. This feature was included to 

allow participants to skip past trials in cases where they were unable to otherwise 

proceed. It was also included to investigate if participants would exit out of trials where 

they have already received their payment, such as those in the pre-task condition. Across 

the entire experiment, only one of the 70 participants used the exit button, pressing it 

indiscriminately across 81% of trials, rather than specifically targeting any one condition. 

Apart from this participant (whose data was removed based on not reaching the 70% 

usable data threshold), no others used the exit button and most described in their post-

experiment questionnaire that they did not expect to be able to keep a payment if the 

expense form was cancelled. This may indicate that participants considered payment to 
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be conditional on completion of the task regardless of the position within the sequence, 

reducing their incentive to exploit the reward schedule. 

6.6 DISCUSSION 

The aim of the study was to discover if reward placement within a sequence of actions 

affected the frequency of selection for that sequence. It was found that participants 

significantly preferred the sequence (app) which presented a reward immediately upon 

selection (pre-task), when compared to later in the sequence (post-task & delay). The 

finding supports the main hypothesis, suggesting that temporal discounting affects the 

initiating action in a sequence based on distance from reward presentation, and that this 

effect is strong enough to significantly reduce frequency of selection and preference. The 

order of selection frequency followed that expected under temporal discounting (Ainslie, 

1975; Rubinstein, 2003), going from pre-task to post-task to delay, indicating that the 

temporal distance between the start of a sequence and reward presentation is enough to 

affect the motivational pull of the whole sequence. The study is the first to show that 

temporal discounting effects also operate in these more complex behavioural sequences, 

extending the research from the usual method of comparing simple choices (Kable & 

Glimcher, 2007; McClure et al., 2007). 

From a dual-process perspective, the results illuminate the potential cognitive process 

that is influenced by reward placement. All apps paid the exact same amount for each 

completed expense form and this payment always occurred before the selection of a new 

app, meaning that all the options should have been functionally equivalent to a model-

based agent. Since the placement of reward significantly affected choice, it suggests that 

the model-free system was involved, as it is known to be particularly sensitive to reward 

delays (Wise, 2004). Rather than being perceived as equivalent options, temporal 
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discounting reduced the value of later rewards to the model-free system, which explains 

the measured bias towards earlier rewards. Therefore, when designing a reward system 

to target the model-free system, it may be necessary to consider how even small delays 

can affect an individual’s behaviour. This includes short delays of between 6 and 25 

seconds, as shown in the current experiment, but also shorter delays of up to 1 – 4 

seconds, as shown in Chapter V, with both appearing to affect participant choice 

significantly.  

The results of the current study build on the findings from Chapters IV and V to show that 

early rewarding can significantly improve preference for otherwise equivalent options. 

Unlike the previous studies which examined the effect on a single trial, the current study 

looked at the overall increase in selection frequency when an option consistently 

provides early rewards. This information is important when designing incentive 

structures for any platform, as it shows how the same rewards can be significantly more 

effective solely due to their placement in the sequence. Therefore, the findings indicate 

that designers of existing incentive structures could benefit from moving their rewards 

to or adding more rewards to the start of the interaction.   

6.6.1 REWARDING THE DECISION TO ACT 

A novel finding in the current study was that placing a reward before the task was 

completed increased the selection frequency of that option compared to placing the 

reward following the task, which is the more common placement for rewards. Essentially, 

the participant was rewarded for deciding to initiate the specific sequence rather than for 

completing it. This suggests that it is important to differentiate between the decision to 

act and the action itself, as they may be considered as separate subcomponents of the 

sequence and are thus affected differently by temporal discounting. In support, Phillips 
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and Gardner (2016) found in one study that habitual instigation (decision to act guided 

by model-free processing) was predictive of long-term behavioural frequency while 

habitual execution (performance of the sequence guided by model-free processing) was 

not. The authors concluded that those who had an automatic predisposition to 

automatically instigate a behaviour or sequence were more likely to maintain that 

behaviour than those that did not. The findings indicate that promoting habitual (model-

free) instigation may be more effective at improving behavioural frequency of desired 

actions and to lead to longer term adherence. As such, the early rewards used in this study 

could provide an effective technique for this purpose, as they are believed to improve 

selection frequency through model-free processing.  

6.6.2 EXECUTION TIME AND WAIT TIME 

The task involved in the study included two types of delay: execution time, which 

describes the time taken to complete the expense form, and wait time, which was 

artificially added to the end of the task. While studies that examine temporal discounting 

usually incorporate wait time in their tasks, execution time is seldom considered within 

the literature. Studies using animals (for review see Hayden, 2016) typically only 

measure the delay experienced from when the action is completed (e.g. after lever press) 

to the presentation of the reward, while studies in humans typically only measure an 

imagined delay from an initial selection until a hypothetical reward given in the future 

(Frederick et al., 2002; Kable & Glimcher, 2007; McClure et al., 2004). As the pre-task 

reward condition was preferred over the post-task and delay reward conditions, 

temporal discounting appears to apply from the moment where task execution begins. 

The current study thus provides behavioural evidence that selection frequency for an 

option can be affected by the time taken to execute the task if rewards are presented 
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following such a task. This has implications for researchers attempting to promote new 

action sequences, as those with longer execution times may require early rewards to be 

successful. 

6.6.3 EARLY REWARDS AS AN INTERVENTION 

It was stipulated in previous chapters that the results of the two earlier studies (Chapter 

IV & V) had implications for behaviours with delayed outcomes in a real-world context. 

As the benefits gained from actions such as exercising (e.g. increased cardiorespiratory 

fitness Wenger & Bell, 1986) are usually only seen weeks or months after repeated 

performance, temporal discounting is believed to drastically impede the ability of the 

model-free system to learn the contingency between the behaviour and the distant 

positive outcomes (Jimura, Myerson, Hilgard, Braver, & Green, 2009; Rosati et al., 2007). 

Therefore, the addition of a reward earlier in the process could create an artificial 

contingency that promotes the required behaviour regardless of distance to eventual 

desired outcomes. Some recent research has attempted to improve the motivational pull 

of behaviours with delayed outcomes in this manner by rewarding the actions taken in 

the process of achieving such an outcome. For example, Milkman, Minson, and Volpp 

(2014) increased adherence to an exercise program by providing participants with an 

audiobook only while they were at the gym. Similarly, Charness and Gneezy (2009) 

provided exercisers with monetary incentives and saw a significant improvement in gym 

attendance both during the study and following it. While these studies have found success 

by rewarding the behaviour once it is completed, the results of the current study indicate 

that it may be even more beneficial to reward earlier in the sequence. However, more 

research is needed to determine if early rewarding remains an effective strategy for 

behaviours over longer time spans. 
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Not only does the literature suggest that providing rewards during each gym session 

(Milkman et al., 2014) or after a short number of sessions are completed (Charness & 

Gneezy, 2009) can be effective at improving adherence to an exercise program, it also 

highlights how the rewards do not have to be inherently connected to the task itself. The 

audiobook or money used in the two studies are not rewards that appear as a result of 

exercising (such as the intended health benefits), but are additional bonuses artificially 

included to enhance the impulsive quality of those tasks. This highlights how early 

rewards also do not need to be limited to the structure seen in the current study where 

the reward is moved from the end of the sequence to the start but may be included as 

additional motivating factors.  

6.6.4 LIMITATIONS & FUTURE WORK 

Similar to a number of other seminal studies in the field (Cushman & Morris, 2015; Daw 

et al., 2011; Dezfouli & Balleine, 2012; Otto et al., 2013), monetary incentives were used 

as the rewards in this research. Money is regularly used to investigate the effects of 

reward as it is considered to be universally reinforcing, meaning that it is highly desired 

by most participants (Bijou & Baer, 1966; Latham & Huber, 1991). This provides a more 

consistent and stable reward manipulation environment, making it easier to examine the 

effects of note and allows for the results to be interpreted in light of the previous research.  

However, the reward presented was more of a promise of monetary rewards to be 

received at some point in the future rather than being given immediately. While this 

limitation is common to nearly all experiments of this type, it is seldom discussed. As a 

result, it may appear that the current study cannot claim to examine the effects of 

temporal discounting on rewards because rewards are never actually given during the 

study. While this criticism has some merits, there is some research suggesting that the 
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promise of receiving monetary rewards in the future is itself a reinforcing event (see 

Paniagua & Baer, 1982). Furthermore, neural correlates of model-free processing signal 

that learning occurs based on these types of rewards, indicating that they are indeed 

considered reinforcing to this system (Daw et al., 2011; Knutson, Adams, Fong, & 

Hommer, 2001). Therefore, it may be possible to create rewards that are reinforcing to 

the model-free system without the need to present the participant with a physical 

reinforcer immediately. This can be relevant for issues of exploitation since the symbol 

for reward can be given before the task, but payment can still be conditional on 

completing the entire sequence. Potential evidence for this may be present in the current 

study. When answering the post-experiment questionnaire, the participants frequently 

stated that even in cases where they were presented with a reward before the expense 

form was completed, they still considered the payment contingent on completing the 

task. This suggests that the early rewards can be created in a way that both promotes 

model-free learning, but at the same time prevents exploitation. 

While monetary rewards were used in the current study, it is possible that any other type 

of reward will provide a similar effect as long as they are reinforcing. Therefore, any 

researcher attempting to promote behaviours with delayed outcomes could benefit from 

incorporating early rewards into their intervention. This can include gamified incentives 

such as points and leaderboards, which are very popular in motivational research 

(Seaborn & Fels, 2015), particularly in terms of educational (de-Marcos, Garcia-Lopez, & 

Garcia-Cabot, 2016; Looyestyn et al., 2017) or health (D. Johnson et al., 2016) outcomes. 

However, further research is needed to ascertain if other types of incentives produce 

similar effects as the current study, since differences in magnitude (Jimura et al., 2009), 

frequency (Kenzer, Ghezzi, & Fuller, 2013), or type (Hayden, Parikh, Deaner, & Platt, 
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2007; McClure et al., 2007) of reward may significantly alter whether temporal 

discounting affects choice. The next chapter will attempt to tackle this issue by 

incorporating a different type of reward into the experimental task (a points-based 

leaderboard), allowing for greater insight into the universality of the effectiveness of the 

early reward placement strategy. 

It is also important to note that the current study was limited to a single session with the 

platform where the effects of experimental manipulations were tested. While this is 

common to decision-making experiments in both cognitive science and HCI (Ashktorab 

et al., 2019; Daw et al., 2011; Otto et al., 2013), allowing us to interpret the findings in 

light of this literature, future work is required to build upon these promising results. For 

example, this could be achieved by performing a field trial where the different conditions 

are provided as separate mobile applications, which would test if frequency of use is 

affected by reward placement over the long-term. As many behavioural interventions can 

fail to maintain results over longer time spans (Pinder et al., 2018), it is important to test 

if the success of the early reward strategy can create long lasting results. Nevertheless, 

the use of controlled experiments to reduce the influence of confounding variables is 

useful when trying to isolate only the desired effects (Rind, 2011). As such, the evidence 

provided from the current study provides promising insight into how reward placement 

and model-free processing affects choice. 

6.7 CONCLUSION 

The results of the study discussed in this chapter showed that placing rewards early in a 

sequence can significantly impact how frequently people will select an option when 

compared with functionally equivalent alternatives. Options with early rewards were 

more frequently selected than those with later rewards in a manner predicted by 
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temporal discounting, suggesting that humans may employ temporal discounting when 

making choices between sequences of actions. These findings have interesting 

implications for researchers attempting to design interventions that promote behaviours 

with delayed outcomes, providing a useful and simple technique to improve the 

motivating power of a sequence. However, further research is required to understand if 

the effects seen in this study are applicable to circumstances where different types of 

rewards other than money are used. This is important as non-monetary rewards are 

commonly used across motivational applications in a number of domains such as 

education, health and commerce. The next chapter explores this avenue further by 

examining if the early rewarding strategy seen in this chapter is still effective when using 

gamified rewards (rewards borrowed from a gaming context).   
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CHAPTER VII: TEMPORAL DISCOUNTING OF 

GAMIFIED REWARDS WITHIN A SEQUENCE 

The use of gamification has become increasingly popular across many areas, including 

organisations (Koopmans et al., 2012) and research (Lewis, Swartz, & Lyons, 2016; 

Looyestyn et al., 2017). The goal of gamification is to capitalize on the ability of games to 

create highly motivating reward contingencies, potentially leading to increased 

engagement (Hamari et al., 2014). This is achieved through a variety of feedback 

structures, including points, levels, progress bars, badges, quests, leaderboards, and story 

progression, among others. Gamification techniques are particularly popular in contexts 

where rewards are delayed, such as education (Barata, Gama, Jorge, & Goncalves, 2013) 

and exercise (Koivisto & Hamari, 2014), and are an attempt to provide immediate 

rewards that keeps users engaged enough to eventually achieve their longer-term goals. 

While reviews of the literature say that gamification is generally effective at increasing 

engagement and other desired metrics, there are often issues regarding experimental 

rigour that prevent these studies from providing conclusive evidence (Hamari et al., 

2014; Lewis et al., 2016). For example, Hamari and colleagues (2014) discuss the lack of 

control groups common to the studies in the field, while Seaborn and Fels highlight 

(2015) that theory is rarely used to guide the design of these interventions. In addition, 

multiple gamified rewards are often given concurrently, making it difficult to identify the 

unique contribution of each incentive (Seaborn & Fels, 2015). In the absence of clear 

guidelines or best practices on how to create effective incentive structures using 

gamification, questions remain about the underlying mechanisms that lead to their 

effectiveness. 
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As gamified rewards appear to hold no primary reinforcement value, it is not immediately 

obvious why they are effective. From a behavioural perspective, some researchers 

suggest that the feedback from points, levels, and other rewards act as a signal of 

successful environmental manipulation (Coleman, 1971; Skinner, 1953), which is 

considered to be a generalised reinforcer (Skinner, 1953). The researchers propound that 

the ability to manipulate the environment to meet personal needs is an important task 

for survival, and thus is instinctively rewarding to humans and other animals. Other 

researchers consider gamified rewards to be an example of sensory stimulation, which 

has also been shown to be naturally rewarding (Gancarz et al., 2012; Lloyd, Gancarz, 

Ashrafioun, Kausch, & Richards, 2012). They have found that providing new sensory 

information, such as changing the location of a light in the cage for a rat, can be enough to 

reinforce behaviours, even though the light has no intrinsic value to the animal (Lloyd et 

al., 2012). However, sensory rewards are highly sensitive to habituation, meaning they 

lose their value very quickly if shown repeatedly in short succession. The ability of 

environmental manipulation and sensory reinforcers to motivate behaviour may 

therefore be an instinctual imperative to promote curiosity, leading to explorative 

behaviour that could uncover previously undiscovered sources of rewards (Skinner, 

1953). Habituation may then be a signal to the animal that this exploration behaviour is 

not significantly useful, leading it to explore a different environment. Other sensory 

stimuli found to be reinforcing are pictures of celebrities and nature scenery (Kenzer et 

al., 2013), stimuli that are not regularly presented with primary rewards. Therefore, it 

may be that some sensory stimuli have other instinctively rewarding properties that are 

not connected to environmental conditioning.  
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Coming from the cognitivist perspective, gamified rewards are believed to be rewarding 

due to the information they provide, which can be relevant to certain fundamental needs. 

For example, certain gamified rewards, such as leaderboards, provide information that is 

relevant towards social comparison (Vassileva, 2012). By comparing their performance 

on a task to other users who are below them on the leaderboard, they may improve their 

perceptions of their personal competence or self-efficacy (Richter, Raban, & Rafaeli, 

2015), as well as increasing their feeling of relatedness to others (Velez, Ewoldsen, Hanus, 

Song, & Villarreal, 2018), processes which are believed to be rewarding because they fulfil 

certain fundamental human needs (Deci, Eghrari, Patrick, & Leone, 1994). 

A certain commonality across many of these approaches is that there is some sort of 

inherent impulse to act derived from it, either from following reinforcement 

contingencies (behavioural view) or through need fulfilment (cognitivist view). These 

descriptions imply that these impulsive feelings are invoked without deliberate control 

and can provide motivation even when the rewards appear to have no inherent 

immediate value (Jung, Schneider, & Valacich, 2010; von Ahn & Dabbish, 2008).  From a 

dual-process perspective (Daw, Niv, & Dayan, 2005; J. S. Evans, 2008; Kahneman, 2003), 

these qualities appear to directly echo the model-free system, suggesting it may play a 

pivotal role in the ability of gamification to motivate behaviour. Therefore, it may be the 

case that gamification involves the exploitation of the ability of certain sensory 

information to reinforce behaviour. 

Little research has actually looked at gamified rewards from a dual-process perspective, 

meaning that it is generally unknown if the model-free system is affected by gamification. 

This also means that the effect of temporal discounting on gamified rewards is also 

underexplored, leaving the unanswered question of whether the early rewarding 



137 
 

strategy can be applied to these types of rewards. In fact, most implementations of 

gamification lack any theoretical basis (Seaborn & Fels, 2015). And even when theories 

are included, such as Self-Determination Theory (Deci et al., 1994), or Goal-Setting 

Theory (Locke & Latham, 1990), reward contingencies are also seldom acknowledged, 

sometimes producing conflicting or counterproductive incentive structures (Callan, 

Bauer, & Landers, 2015; Halan et al., 2010). The field of research may thus benefit from 

studies that begin from a theoretical foundation which can then guide the interpretation 

of the findings. Not only does this improve our understanding of which environments are 

conducive to gamification, it can also be used to progress research on the theories 

themselves.  

The results from previous research have indicated that temporal discounting is an 

important factor affecting the model-free system (Chapters IV, V, and VI), which can 

significantly alter the likelihood that an option will be selected from otherwise equivalent 

alternatives. The evidence also implicates sequences of actions, as the previous results 

showed that placing rewards closer to the initiating action improves the likelihood that 

the sequence will be repeated (Chapters V, VI). In light of these findings, when attempting 

to promote a new sequence of actions using gamified rewards, placing these rewards at 

the end of the sequence may reduce their subjective value to the user significantly. 

Instead, these rewards may benefit from being placed as early in the sequence as possible 

to reduce the impact of temporal discounting on model-free learning. However, these 

findings have not been previously replicated in the context of gamified rewards, as other 

experiments have used monetary incentives (Chapters IV, V, VI).  Therefore, the current 

study was formulated to extend these findings to a gamification context, building on and 

extending the previous findings in this thesis.  
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7.1 AIMS & HYPOTHESES 

The aim of this study was to investigate the effects of reward placement on the value of 

gamified rewards, measured through changes in selection frequency of otherwise 

equivalent options. Extending from the previous finding that monetary rewards 

presented earlier in a sequence promote greater selection frequency due to temporal 

discounting (Chapter VI), the current study used gamified rewards, providing virtual 

points that control placement of the participant on a leaderboard. Although the evidence 

is limited, leaderboards have been described as the technique with the most evidence of 

its success at promoting desired behaviours (Hamari et al., 2014; Landers et al., 2015; 

Mekler et al., 2013). Therefore, it was believed to be the most likely incentive to produce 

a measurable effect from the experimental manipulation, if it exists. In addition, since the 

influence of reward placement is tied to temporal discounting and model-free processing, 

an influence of earlier rewards on selection frequency would suggest that gamified 

rewards are motivated by the model-free system. 

The original study used monetary incentives as they were assumed to be universally 

reinforcing for participants (Bijou & Baer, 1966; Latham & Huber, 1991). However, it was 

not clear participants in the current study would find the leaderboard rewarding. In the 

case that reward placement has no effect, it would be difficult to discern if that was due 

to the leaderboard not being reinforcing or because gamified rewards are not affected by 

temporal discounting in the same way. Therefore, the study was modified to include a 

condition where no reward was presented, allowing for the reinforcing properties of the 

gamified rewards to be clearly established. 

The results of this study were expected to mirror those of the previous research using 

monetary rewards, providing the following hypothesis: 
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H1 - Selection frequency will be higher for the app where the reward is presented 

before the task compared to after the task, or where no reward is presented at all. The 

order of selection frequency for reward placement was thus expected to be (from most 

to least chosen): reward appearing before task (pre-task), reward appearing after task 

(post-task), and reward absent (no-reward). 

7.2 METHOD 

7.2.1 PARTICIPANTS 

A total of 70 participants (21F, 48M, 1 other) agreed to take part in the study and were 

recruited from the Amazon Mechanical Turk (MTurk) platform. The study was conducted 

according to the British Psychological Society ethics guidelines and was cleared by the 

university’s ethics review process for low-risk studies (REERN: HS-E-20-28-Garaialde-

Cowan). A demographics questionnaire was completed by all participants during the 

experiment, which included questions about age, gender, education, and occupation. The 

mean age of the participants was 33.63 (SD = 9.00), ranging from 19 to 56. Most 

participants (60%) reported they had completed at least a bachelor's degree, while the 

remaining participants either reported only completing A-levels or Secondary Education 

(39%), or none of the above (1%). The participant pool was restricted to UK MTurk 

workers and were 69% men to 30% women (1% other), which is generally close to the 

gender breakdown of the platform for UK workers (Difallah et al., 2018). 

7.2.2 STUDY DESIGN 

The experiment used a within-participants design with reward placement (3 levels: pre-

task, post-task, no-reward) as the experimental conditions. As in Chapter VI, the 
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dependent variable of interest was selection frequency, and was measured by the overall 

number of times a certain icon was chosen when presented in a pair. 

7.2.3 MATERIALS 

 

Figure 14. The three screens shown for each trial starting with A) a decision screen 

where participants choose between the two apps presented, B) an expense 

categorisation task where expense codes are matched to the purchase description, 

and C) an intertrial interval of between 1 - 2 seconds presented as a loading screen. 

The placement of rewards across conditions is also shown. 

The experiment involved the same online computer task as the previous experiment 

(Chapter VI) where participants had to match an invoice description to a list of expense 

codes.  
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Figure 15. Screenshot of the reward screen showing the reward coin icon (left) and 

leaderboard (right). The count next to the participant location on the leaderboard 

increases by one every time the coin is shown. For the no-reward app, the 

leaderboard is shown without the coin and the count remains the same. The 

position on the leaderboard changes as the count increases such that the player 

climbs the leaderboard throughout the experiment. 

7.2.4 CONDITIONS - REWARD PLACEMENT 

The task was identical for all conditions except for the variation of reward placement and 

inclusion. The reward (see Figure 14) appeared either immediately after the decision 

screen and before the task (pre-task), after the expense form (post-task), or not at all (no-

reward). Before loading the next trial in the no reward condition there was no reward 

presented and the score remained the same, yet the leaderboard was still shown to 

maintain consistency in exposure across conditions.  
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While the pre- and post-task conditions remained the same as the previous experiment 

(except for the change in reward type), the delay condition was changed to a no-reward 

condition. As stated in Section 6.4.2.3, the delay condition was included in the previous 

experiment as a type of test to confirm that the well-researched delay type of wait time 

could be measured successfully using the new experimental paradigm developed for that 

study. For the current study however, a more important priority was to ascertain that the 

gamified rewards were reinforcing in the first place. Unlike research using monetary 

rewards, where there is little concern as to the reinforcing properties of the reward (e.g. 

Cushman & Morris, 2015; Daw et al., 2011), the main aim for most gamification research 

is to discover instances where the gamification is successful at reinforcing desired 

behaviours (e.g. Hamari et al., 2014; Johnson et al., 2016). As such, it was deemed critical 

to include this no-reward condition to show that the leaderboard was considered 

reinforcing by participants, and that it led to a higher frequency of selection. 

Furthermore, the two studies were not conducted to directly compare the difference in 

how gamified and monetary rewards affect decision making. Instead the current study 

aimed to show that an early reward strategy is appropriate for gamified rewards.    

7.2.5 PROCEDURE 

The procedure was generally the same as the previous experiment, except for the 

addition of the leaderboard. The reward presented was a coin that represented points on 

a leaderboard which was randomly populated with a uniform distribution of scores 

between 16 - 60 points. This was done to make sure that the average participant would 

be able to slowly climb the rankings to above the middle position, preventing possible 

negative social comparisons from being stuck at a low position. All participants were 

given 17 minutes to complete the main task, at which point they were no longer presented 
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trials even if they had not completed all 60 of them. The time limit chosen was pilot tested 

to ensure the experiment would be completed within 30 minutes for most participants. 

As the study was expected to take 30 minutes, $6.00 payment was given. The rate of 

payment was calculated at a $12/hr rate as suggested by Lascau, Gould, Cox, Karmannaya, 

and Brumby (2019). 

7.3 RESULTS 

7.3.1 DATA CLEANING 

Participants were considered to be inattentive or inactive if they timed out on 30% or 

more of the 60 total trials. This threshold is similar to those used in comparable 

experiments (Chapter IV, V, & V; Cushman & Morris, 2015). Data was also excluded from 

the analysis if the participants cancelled a submission by pressing the exit button on 30% 

or more of trials. Having cancelled over 70% of trials, one (M) out of the 70 participants 

were removed. An additional six participants (3F, 3M) were removed due to a heavy bias 

towards one side of the screen (> 85%), indicating that they were not following the 

instructions of the experiment. Only a further two (M) participants did not reach the 

quota of at least 70% of trials within the 17 minutes provided and were also removed. In 

total 61 participants (18F, 42M, 1 other) were included in the final analysis. 
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Figure 16. Percentages for overall selections for each pair presented. The dashed 

line shows the 50% mark that would indicate no preference. 

7.3.2 DATA ANALYSIS 

The data was analysed using a Bradley-Terry model (Bradley & Terry, 1952), which ranks 

items presented in paired comparisons based on an estimated selection score calculated 

from maximum likelihood estimates (Cattelan, 2012; Yao & Simons, 1999). As stated in 

the previous chapter, the analysis technique is recommended for data presented in pairs 

and has been previously used successfully by other HCI researchers with similar data (Al 

Maimani & Roudaut, 2017; Ashktorab et al., 2019; Serrano et al., 2017). Version 2-1.1-2 

of the BradleyTerry2 R package was used (Turner & Firth, 2012), in conjunction with R 

version 3.5.3 The Great Truth (R Core Team, 2014). The model ranked pre-task (λ= .466) 

as the most preferred level of reward placement, followed by post-task (λ= -.022), with 

no reward being the least preferred (λ= -.443). As post-task was the middle item in the 

ranking, and also reflects a common form of reward schedule seen in gamification, it was 

used as the reference category in the pairwise comparisons. The selection score for the 

pre-task placement app was significantly greater than for the post-task placement app (Z 
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= 9.746, SE = .05, p < .001), whereas the score for the no-reward app was significantly 

lower (Z = -8.439, SE = .05, p = < .001). Figure 3 shows the ranking of each app based on 

selection scores with 95% confidence intervals based on quasi-standard errors. Using the 

choix package version 0.3.3 (Maystre, 2015) running on python 3.6, it was calculated that 

the pre-task app had a 62.0% chance of being chosen when compared to the post-task 

app, and a 71.3% probability of being chosen when paired against the no-reward app. 

Additionally, the post-task app was chosen with 60.4% preference when compared to the 

no-reward app, suggesting that the reward itself was generally reinforcing. 

Predictors Estimates SE Z p 

pre-task 
placement 

.4881 .0501 9.746 < .001 

no reward 
placement 

-.4210 .0499 -8.439  < .001 

 

Table 7: Results of the Bradley-Terry model representing the differences in 

selection scores when compared to the reference category (post-task), and 

corresponding significance values.  
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Figure 17. Selection Scores difference from post-task for each app with 95% 

confidence intervals based on quasi standard errors. 

7.3.3 POST-EXPERIMENT QUESTIONNAIRE 

As part of the post-study questionnaire, participants were asked to rate their preference 

for each app icon by placing them into one of three categories: least preferred, no 

preference, and most preferred. Out of 61 total participants, 59.8% (N=36) placed the 

pre-task app in the most preferred category, while 37.7% (N=23) did so for the post-task 

app, and 11.5% (N=7) for the no-reward app. For the no preference category, the 

breakdown was 31.1% (N=19) for pre-task, 50.8% (N=31) for post-task, and 45.9% 

(N=28) for no-reward. Lastly, the least preferred category had 9.8% (N=6) for pre-task, 

11.5% (N=7) for post-task, and 42.6% (N=26) for no-reward. The association between 

preference category and app icon was significant [χ²(4, N = 61) = 41.72, p < .001], with 

the model showing a heavy preference for the pre-task app icon.  
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 Pre-task Post-task No-reward 

Most Preferred 59.8 % (36) 37.7 % (23) 11.5 % (7) 

No Preference 31.1 % (19) 50.8 % (31) 45.9 % (28) 

Least Preferred 9.8 % (6) 11.5 % (7) 42.6 % (26) 

 

Table 8: Results of post-experiment questionnaire asking for self-reported 

preference for the apps in the task. Participants had the ability to place all apps 

within the same category, meaning that some categories had more apps placed 

within them than others. Percentages are calculated based on the total number of 

participants included in the analysis. 

7.3.4 CANCELLING SUBMISSION 

An option existed to cancel an expense form submission by pressing the X button located 

on the top left side of the screen. Ending the trial, the feature was included to allow 

participants to skip any submissions if they became stuck. Additionally, it provided some 

insight into whether people would try to exploit the system by exiting out of trials where 

a reward had already been given, such as with the pre-task app. Only two participants 

used this cancellation feature during the experiment. One participant cancelled a total of 

86% of trials indiscriminately, and so was not included in the analysis, while the other 

participant only cancelled one item. Therefore, it does not appear that participants were 

incentivised to exploit the reward contingencies by abandoning the trial.  

7.4 DISCUSSION 

Similar to the results of the previous chapter (V), the findings show a significant impact 

of reward placement on selection frequency. The conditions where rewards were given 
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were selected more frequently than the no reward condition, showing that participants 

were motivated by the points-based leaderboard in the study. In addition, giving users 

points before the data logging task led to significantly more frequent app selection than 

placing the reward after the task. Again it seems that this pattern of results echoes those 

expected if temporal discounting is in operation (Ainslie, 1975), whereby the increased 

delay in delivering points caused a reduction in the subjective value of the reward, and 

thus negatively impacted its motivating effect on app selection. As the rate of reward that 

was given in both the pre-task and post-task conditions were the same, the results 

suggest that earlier placement of reward in the behavioural sequence causes the 

perceived value of the reward to become comparatively stronger at motivating app 

selection behaviour.  

7.4.1 LEADERBOARD WAS REINFORCING 

The results clearly indicated that participants were motivated to improve their 

placement on the leaderboard as they chose the options that increased their point total 

with a significantly greater frequency than the option that did not. Participants preferred 

the reward-producing options even though they were told that placement on the 

leaderboard did not affect how much they earned for taking part in the study. This shows 

that the gamified reward included in this task was reinforcing to participants, being able 

to increase selection frequency by 24 - 42%. While the exact mechanism behind the 

effectiveness of leaderboards is still unknown, some researchers have stipulated that 

their effectiveness stems from a participant’s ability to compare themselves to others 

(Garcia, Tor, & Schiff, 2013). The players’ scores provide a range of values that signal the 

boundaries of good and bad performance, imbuing the points with meaning. When the 

participant moves up the leaderboard, positive feelings are formed from comparing 
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scores with lower players (Colwell, Grady, & Rhaiti, 1995; Weiner & Mander, 1978), while 

negative feelings are reduced by decreasing the number of players with higher scores 

(Boggiano & Barrett, 1985). These feelings are believed to provide the player with enough 

of an incentive to motivate them to perform the tasks required (Velez et al., 2018). The 

gamified rewards appear to rely on at least some model-free processing, since temporal 

discounting had a significant effect on selection frequency. If the rewarding properties of 

the leaderboard were solely model-based, then there should have been no difference in 

selection frequency between the two point-awarding options. Therefore, the results of 

the previous study (Chapter VI) seem to extend to the context of gamified rewards, 

providing evidence that the early rewarding strategy may also be useful in promoting 

behaviour when employing gamification. 

In support of the findings that people are responsive to leaderboards as reinforcement, a 

number of studies found that leaderboards are an effective mechanism for promoting 

behaviour (Hamari et al., 2014; Landers et al., 2015; Mekler et al., 2013). One study found 

that performance for financial advisers looking for information on the app intranet 

improved after a leaderboard was introduced, increasing both engagement and 

knowledge retention (Morschheuser et al., 2015).  Another study found that adding 

leaderboards to a website as part of a larger incentive system improved user 

contributions up to four weeks later (Farzan et al., 2008). In a crowdsourcing study 

interested in conversational modelling, adding leaderboards, narratives, and deadlines 

increased overall participation, although some unrealistic responding was also witnessed 

(Halan et al., 2010). And in a study looking at increasing pro-environmental behaviours, 

both financial incentives and a points-based leaderboard increased participation 

compared to controls (Massung, Coyle, Cater, Jay, & Preist, 2013).  
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However, papers attempting to quantify the efficacy of gamification state that there is a 

lack of controlled studies examining single gamification techniques, and there is a general 

absence of standardisation in how these interventions are applied (Looyestyn et al., 2017; 

Sailer & Homner, 2019; Seaborn & Fels, 2015). In addition, there are certain issues that 

have been found to reduce or eliminate the motivating effects of leaderboards. 

Participants can be overwhelmed if the leaderboard is too large, particularly if higher 

scores appear impossible or too time-consuming to reach (Massung et al., 2013). 

Individual differences can also lead to drastically different incentive structures, such that 

some participants become sufficiently content with achieving an average performance 

(e.g. reaching the middle of the board) and are no longer motivated once this point is 

reached (Massung et al., 2013). Therefore, it is important to understand the specific 

structures of the leaderboard that lead to reinforcement of behaviour, as specific 

alterations may be required to cater to the needs of each individual. While research is still 

ongoing to discover how to optimise leaderboards to offer the most motivation, the 

current study suggests that changing the placement of the rewards to earlier in an 

interaction may be a simple way to improve their efficacy. 

7.4.2 TEMPORAL DISCOUNTING FROM INITIATING ACTION 

Not only was there a significant bias in responding towards the point-awarding options, 

but the strongest preference was also for the option that presented the reward before the 

task (pre-task). In addition, the difference in preference scores between the pre-task and 

post-task was comparable, if not larger, than the difference between post-task and no-

reward. This suggests that the placement of rewards may be a factor as important at 

affecting user preference as the inclusion of the rewards themselves. As such, without 
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consideration for reward placement, incentive structures may be severely limiting the 

extent to which they can motivate behaviour. 

The mechanism behind the effect of reward placement is assumed to be temporal 

discounting (van den Bos & McClure, 2013), which causes a reduction in the subjective 

value of a reward based on the time delay between initiating a sequence and receiving 

the reward. As the post-task app in this study required the expense form to be completed 

before presenting a reward, an average execution delay of 10 seconds (SD = 4.6) took 

place between the initiating action (choosing an app icon) and the reward, allowing for 

temporal discounting to occur. On the other hand, the pre-task app had no execution 

delay, presenting the reward immediately after the initiating action (i.e. app icon 

selection). No temporal discounting was expected to occur for this app, making the same 

reward comparatively stronger for participants choosing the pre-task app. This finding 

not only replicates the results of the previous study (Chapter VI), which bolsters the 

underlying theory, but also extends it to the context of a points-based leaderboard, 

indicating that the effect may be universal for many other types of gamified incentives as 

well.  

7.4.3 DUAL-PROCESS THEORIES 

Using dual-processing theories as a framework for understanding the results, the 

evidence indicates that model-free processing may have been behind participant choice. 

This is because there was no clear reason for a model-based system to value receiving the 

points at any one location over another. Both reward-producing options provided the 

same rate of reward every time the sequence was completed and should have been 

considered equivalent. Therefore, it was assumed that the reinforcing properties of the 

leaderboard were due to model-free processing. This result is supported by the previous 
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study (Chapter VI), which found evidence that monetary rewards are also processed by 

the model-free system due to similar temporal discounting effects. In addition, Chapter 

IV and V provide comparable evidence that action sequences are affected by temporal 

discounting due to model-free processing, which was measured using non-contingent 

rewards. Taking all these results into account (Chapters IV, V, VI, & VII), there seems to 

be mounting support for the claim that model-free processing is affected by temporal 

discounting when there is a delay between sequence initiation and reward, and that 

rewarding near the start of the sequence can potentially reduce this effect. 

The results suggest that the leaderboard was considered rewarding, at least in part, due 

to model-free processing. This implies that leaderboards, or some property within, can 

be used to alter the strength of associations stored by the model-free system. If a person 

experiences a conflict between the two processing systems, a common issue for long-term 

behaviours (Bitterly, Mislavsky, Dai, & Milkman, 2015; De Witt Huberts, Evers, & De 

Ridder, 2014), leaderboards may be added to alter model-free processing to reduce this 

conflict. For example, attending the gym is a beneficial activity due to the eventual health 

benefits attained from repeated exercise (Wenger & Bell, 1986). With careful 

consideration, a person may use model-based processing to formulate a workout 

schedule and intend to follow it closely. However, when the moment comes to go through 

with the first gym session, the model-free system may signal a disinterest in leaving the 

house, tempting the person to watch TV instead. In this example, the conflict exists 

between model-based processing, which has signalled an intention to leave the house to 

perform the planned activity, and model-free processing, which finds watching TV more 

immediately reinforcing. To resolve this tension, either the model-based system creates 

a justification for staying at home (De Witt Huberts et al., 2014), or the model-free system 
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is ignored through the use of self-control (J. S. Evans, 2007). This can make attending the 

gym a difficult activity as it requires consistent willpower to overcome the natural 

inclination to follow the model-free system. However, if adding a leaderboard or any 

other reward to the activity can serve to train the model-free system to view attending 

the gym as rewarding, then this conflict may be reduced, allowing the individual to 

achieve their desired health goals more easily. Leaderboards may therefore be a useful 

strategy to influence model-free processing in a way that reduces overall system conflict 

and improves the likelihood that a person will achieve their desired goals. 

7.4.4 REWARDING EARLY 

In accordance with the previous chapter (V), the findings of this study imply that placing 

rewards closer to the initiating action in a sequence can improve motivation for that 

option. In addition, the current study extends this finding to the realm of gamified 

rewards, highlighting how this technique may also work in contexts where these types of 

rewards are used. As gamified rewards require less resources than monetary incentives, 

it opens up the scope of possible areas where this technique can be applied. For example, 

gamified elements are already in use in education (Caponetto, Earp, & Ott, 2014; Sailer & 

Homner, 2019), business (Callan et al., 2015; Morschheuser et al., 2015), exercise (Goh & 

Razikin, 2015; Koivisto & Hamari, 2014), and crowdsourcing (Halan et al., 2010; Massung 

et al., 2013). If changing the placement of certain rewards could improve the efficacy of 

this technique at promoting desired behaviours, it could greatly improve the impact of 

gamification across all these areas where it is implemented.  

Based on the findings of the current study, as well as the supporting evidence from 

previous work in this thesis (Chapters IV, V, & VI), consideration for the placement of 

rewards appears to be an important part of creating an effective incentive structure. In 
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particular, it is recommended that rewards be presented as soon as a sequence is 

initiated, as this will maintain the subjective value of the reward to the model-free system. 

Rewards with higher perceived value increase the motivating influence of an action, 

improving the likelihood that it will be repeated in the future (de Wit & Dickinson, 2009; 

Dickinson & Balleine, 1993). Additionally, altering the impulsivity of an option in this 

manner also has the potential to reduce system conflict, making motivation for the 

behaviour easier to maintain (Bitterly et al., 2015; J. S. Evans, 2007). In summary, when 

attempting to promote a new behaviour, the results of the current study suggest that 

adding rewards to the start of any sequence of actions may significantly improve the 

chance that the sequence will be repeated. 

7.4.5 LIMITATIONS & FUTURE WORK 

Similar to the previous study (Chapter VI), the current experiment again took place over 

a single session in a controlled setting so that the experimental effects could be measured 

with minimal confounding factors (Rind, 2011). This is a common strategy for certain 

experiments in HCI, and are particularly popular in the fields of psychology, behavioural 

science and cognitive science (Ashktorab et al., 2019; Daw et al., 2011; Logan, 1979), 

allowing for the results of the study to be interpreted in the context of that literature. 

While the findings are promising, many of the possible benefits require the results to be 

applicable to longer term contexts. As such, longer term studies are needed to examine 

whether these effects transfer across experimental sessions, potentially providing a 

compounding benefit. For example, health researchers could use an exercise-logging 

application to compare different reward placement strategies to see which provided the 

greatest motivation to use the app. While this type of experiment was not feasible within 

the time constraints and budget of the current project, particularly since the effect still 
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had to be first shown in the lab, such research would be integral in bridging the gap 

between theory and practice by showing the applicability of the research to a real-world 

context.  

In terms of considering leaderboards as a model-free process, it could be argued that 

participants had a natural expectation that they needed to receive as many points as 

possible, and therefore may have actively used model-based processing to guide them 

towards selecting the point-producing options. While this is a possible explanation as to 

why the no-reward company was the least preferred option within the experiment, it 

would not explain the preference for the pre-task company. Both the pre- and post-task 

companies presented the same magnitude and rate of reward, assumedly making them 

equivalent to a model-based system. As other research indicates that the model-based 

system does not discount rewards significantly based on a delay of seconds (L. Green & 

Myerson, 2004), model-free processing is arguably still a more likely explanation for the 

difference in preference seen in this study.  

Additionally, it may be the case that some participants were metacognitively aware of 

how the rewards affected their model-free system, and thus employed some model-based 

processing to help maximise the rewards with the strongest effect. While model-free 

processing is believed to occur automatically and outside conscious awareness (Otto et 

al., 2013), there is evidence that collaboration occurs between systems (Balleine & 

Dezfouli, 2019). The model-free system is also believed to signal its desires through 

impulses and emotions (Gardner, 2015; Lally & Gardner, 2013), making it possible that 

these feelings can be acknowledged by the model-based system. Therefore, some of the 

differences in preferences seen in the current study could also be due to some model-

based influence. 
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7.5 CONCLUSION 

Gamification has generally been found to be a successful motivational tool (Hamari et al., 

2014; Mekler et al., 2013), but the research still lacks the strong empirical foundation to 

assert this claim conclusively (Seaborn & Fels, 2015), with the mechanisms by which it is 

effective also lacking clarity. The current study extends on previous work examining the 

effect of temporal discounting on sequences of actions through a dual-process view, 

implementing a points-based leaderboard as the reward system. The results showed a 

significant preference for the option where a reward was presented immediately after 

initiating a sequence compared to being given closer to the end of the sequence, or not 

being given a reward at all. This supports the hypothesis that leaderboards are 

considered reinforcing to the model-free system, that these rewards are affected by the 

temporal discounting from the point the sequence is initiated, and that presenting a 

reward earlier in the sequence may improve the likelihood that it will be repeated. In light 

of these findings, thought should be given to reward placement whenever gamification is 

used, as it has the potential to significantly increase the power of these rewards to 

motivate behaviour. The implications of this research, along with the other work 

presented in this thesis, are discussed further in the Discussion chapter that follows. 
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CHAPTER VIII: GENERAL DISCUSSION 

Chapter 1 The studies described within this thesis were conducted in order to further 

understand human decision making and the emergent similarities to simulated model-

free reinforcement learning, with the aim of harnessing this information to affect human 

motivation. Using the well-established theoretical framework of dual-process theories 

(Daw et al., 2005; Kahneman, 2003; Stanovich & West, 2000), each study contributed new 

information on how humans select among action sequences based on the contingency 

(Chapters IV & V), placement (Chapters V, VI, & VII), and type (Chapters VI & VII) of 

rewards. As such, these insights contain value both in terms of furthering the research on 

human decision making, but also by providing clear suggestions on how to structure 

rewards in order to maximise their motivating influence. When designing a reward 

system with the intent of motivating behaviour, it is suggested that factors such as reward 

contingency, placement, and type are given careful consideration, as they hold the 

potential to significantly alter an individual’s choices. 

8.1 SYSTEM CONFLICT AND MOTIVATION 

One key argument within the current thesis is that early rewards target the model-free 

system directly, potentially increasing the likelihood of certain actions being selected by 

that system. This technique could be a powerful tool in reducing motivational issues tied 

to system conflict, as the desirability of difficult to motivate behaviours could be 

increased. There are currently numerous studies outlining how system conflict is a 

serious issue that often leads to self-control failure (Evans, 2007; Wood & Neal, 2007). To 

overcome this conflict one system may alter its signals to create alignment, otherwise one 

system will be ignored. One possible solution for system conflict requires the individual 

to assert their willpower to ignore the signals from the model-free system. This is the 
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most common example brought up when discussing self-control, is regularly quite 

difficult to achieve, and it frequently leads to self-control failures (Hagger, Wood, Stiff, & 

Chatzisarantis, 2010). A second solution requires the formation of a justification as to 

why the rules set out by the model-based system can be broken (De Witt Huberts et al., 

2014), resolving the conflict by matching the signals from the model-based system with 

those of the model-free system. Both of these solutions focus on the model-based system, 

either by carrying out the actions planned by that system or by reframing the current 

actions to not be in conflict with previously outlined goals, and so do not attempt to 

modify the model-free response in any way. 

Based on the findings from this thesis, a third approach is suggested. This potential 

solution attempts to match the signals from the model-free system with those of the 

model-based system, which can be achieved by training the model-free system to 

consider the goal behaviour beneficial. The previously outlined studies provide an 

example of this approach, showing how the early presentation of rewards can increase 

model-free preference for an option. As such, it may be possible to create specific reward 

contingencies that target the model-free system in ways that reduce or resolve system 

conflict.  

While it is easy to attribute agency to these systems as if they were each an 

anthropomorphic entity in their own right, in reality, they should be considered more in 

terms of functions that deliver certain outputs based on certain inputs. As such, system 

conflict, even if described with words that imply intention, solely reflects an 

incompatibility between the outputs of the two systems. It should therefore not be 

considered as a battle between two sentient entities who are trying to impose their will 

by pushing the individual towards certain actions. 
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An example of an attempt to resolve system conflict by targeting model-free processing 

comes from Milkman and colleagues (2014), who devised the concept of temptation 

bundling. The researchers showed that giving participants an interesting audiobook to 

listen to while exercising increased the frequency of gym attendance compared to 

controls. The curiosity and interest in the story of the audiobook was believed to have 

improved the desirability of attending the gym to the model-free system, reducing the 

conflict involved in the decision to exercise. While there was no direct measure of model-

free influence, along with the studies outlined in this thesis, the evidence indicates that 

conflict could potentially be reduced through selective targeting of the model-free 

system. The discussion that follows focuses on how factors such as reward contingency, 

placement, and type can be used to reduce system conflict by modifying model-free 

associations. 

8.2 REWARD CONTINGENCY 

Noncontingent rewards are rewards that hold no causal relationship with one’s actions, 

meaning that an individual’s behaviour is not responsible for their occurrence (Skinner, 

1948). As these rewards are essentially random, there is no benefit to incorporating them 

into any strategy that attempts to optimise reward output. Without prior knowledge 

however, it becomes difficult to ascertain if a reward is random. Studies in both animals 

(Skinner, 1948) and humans (Matute, 1995) show that if noncontingent rewards are 

presented, serendipitous associations usually develop between common actions and the 

rewards. Termed as superstitious behaviours, these are usually caused from the chance 

reinforcement of whatever action the person or animal happened to be performing at the 

time. The reinforcement received increases the rate at which the behaviour is repeated, 

in turn increasing the likelihood it will be reinforced, continuing in a self-perpetuating 
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cycle. For example, noncontingent reinforcement of pigeons on an interval schedule 

caused many different superstitious behaviours to develop, including quickly circling the 

cage, bobbing up and down, and pecking at the ground (Skinner, 1948). When humans 

are placed in a similar situation, they can also develop superstitious behaviours, including 

tapping multiple items in the experiment room, jumping up and down, and touching the 

ceiling with their shoe (Ono, 1987). In summary, rewards placed near a behaviour, even 

if they are noncontingent, will increase the likelihood the behaviour will be repeated 

(Chapters IV and V) in a similar manner to contingent reinforcement (Matute, 1995).  

Noncontingent rewards have been used successfully in the past to differentiate between 

the two systems outlined by dual-process theories (Cushman & Morris, 2015). The 

model-based system, given prior knowledge of their randomness, is believed to be able 

to ignore noncontingent rewards when making decisions. On the other hand, as the 

model-free system is thought to respond as if the action and the reward are connected, it 

is believed to be influenced by such rewards. Therefore, differences in participant 

responding are expected to vary based on the changing influence of each system. Chapter 

IV showed that noncontingent rewards affected decision making in a two-step Markov 

task, matching the predicted behaviour of model-free reinforcement learning. Even 

though participants were made aware of their inability to alter the rate of presentation 

of these noncontingent rewards, their decisions were still influenced in predictable ways. 

The results thus highlight how the model-free system can be differentially affected by 

noncontingent rewards even when reacting to such rewards is known by the participants 

to be in vain. In turn, these rewards may lead to a certain degree of system conflict, as one 

system suggests following the path where the noncontingent rewards appeared, while 

the other may suggest following a more optimal path that ignores these rewards. 
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8.3 REWARD PLACEMENT 

8.3.1 TEMPORAL DISCOUNTING 

As described in Chapter II, the strength of associations created following reinforcement 

varies depending on reward delay (Ainslie, 1975), among other factors (Fiorillo, Tobler, 

& Schultz, 2003; Tobler, Fiorillo, & Schultz, 2005). The temporal discounting effect 

describes how the perceived value of rewards is known to decrease as a function of time 

(van den Bos & McClure, 2013). This effect has been reproduced numerous times in both 

humans (Kable & Glimcher, 2010) and animals (Hayden, 2016), and appears to follow a 

hyperbolic curve (Hwang, Kim, & Lee, 2009; Mazur, 1987). Due to its shape, most of the 

relative reduction in value occurs near the start of the curve, with the rate of decrease 

slowing as time progresses. As a result, the loss in value from 0 - 5 seconds, for example, 

is much greater than the loss in value from 5 - 10 seconds, even though the time spans 

are equivalent (Jimura et al., 2009). This means that both humans and animals tend to be 

highly biased towards immediate rewards, even when following such a bias lead to 

reduced reward presentation overall (Rosati et al., 2007). Direct evidence for temporal 

discounting was found in two of the experiments conducted (Chapters VI & VII), as 

rewarding earlier in the sequence improved the ability of rewards to motivate behaviour. 

Therefore, the results of these studies add further evidence to the idea that humans 

temporally discount rewards, and that significant differences in responding can emerge 

from delays of mere seconds.  

The thesis also contributes by demonstrating the effects of temporal discounting in an 

experimental paradigm that includes more complex multi-stage actions. The types of 

experiments that usually examine temporal discounting, also known as intertemporal 

choice studies, fall within two categories: operant and questionnaire (Paglieri, 2013). The 
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first category, which more regularly applies to studies using non-human animals, 

involves operant tasks where both delays and rewards are experienced directly (eg 

Addessi et al., 2011; T. A. Evans, Beran, Paglieri, & Addessi, 2012; Mazur & Biondi, 2009; 

Stevens & Stephens, 2010). Within this type of task, two paths are usually presented, each 

differing in reward magnitude. However, the option with the larger reward usually 

involves a delay which, due to temporal discounting, is believed to reduce its perceived 

value. The behaviour required to select a path is usually simple, such as pressing a lever 

or a response key (Mazur & Biondi, 2009), and the delay is usually measured from the 

point at which the behaviour is completed. The size of the delay is varied, and once it 

reaches a certain point, preference for the larger later (LL) reward switches to the smaller 

sooner (SS) reward, indicating the exact point at which the temporal discounting effect 

becomes large enough to counteract the preference for a larger reward. Both humans and 

animals tend to discount rewards very heavily within this paradigm (Rosati et al., 2007), 

with reward value dropping by 50% within mere seconds (Jimura et al., 2009).  

The second category of temporal discounting experiments only involves human 

participants and requires the administration of a questionnaire which asks for choices to 

be made based on imagined future scenarios (Kirby & Maraković, 1995; Kirby, 1997, 

2009). Similar to the operant task, participants are asked to choose between two options, 

one where the reward is presented immediately and one where the reward is presented 

after a delay. However, this questionnaire only asks them to imagine the scenario, and 

usually does not present the reward to participants or require them to wait the proposed 

delay time. The delay length and reward magnitude of each choice is varied across the 

task, allowing the researchers to calculate the extent to which temporal discounting 

occurs. The rate of discounting gives an indication of exactly how much perceived value 
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is lost for a reward based on the length of the delay, and this value is usually orders of 

magnitude smaller than those collected from operant tasks (Paglieri, 2013). Instead of 

operating in terms of seconds (Jimura et al., 2009), the rate of discounting measured by 

questionnaire studies does not reach significant levels until weeks, months, or even years 

are considered (Frederick et al., 2002; Kable & Glimcher, 2007; McClure et al., 2004). This 

has led to certain assumptions which describe an outsized ability by humans to delay 

gratification (Kacelnik, 2003), contradicting the findings from the operant tasks. 

However, the studies described in Chapters VI and VII showed significant differences in 

the participants’ responses based on time delays of less than 20 seconds, which supports 

the view that, like other animals, temporal discounting affects humans in terms of 

seconds. 

One reason given for the discrepancy in discounting rates seen between the two types of 

tasks comes from the type of delay involved (Paglieri, 2013). The operant tasks require 

the animal or participant to remain within the experiment environment while time 

passes (waiting), while the imagined scenario of the questionnaire is presumed to allow 

participants to return to other activities while they wait for the reward (postponing). In 

support of this theory, a study that allowed children to take part in other activities during 

the delay found a lower rate of discounting (Eigsti et al., 2006; Metcalfe & Mischel, 1999). 

However, other studies have shown that both hypothetical and experienced rewards 

produce similar rates of discounting within the questionnaire task (M. W. Johnson & 

Bickel, 2002; Lagorio & Madden, 2005; Madden et al., 2004; Madden, Begotka, Raiff, & 

Kastern, 2003), which suggests that the results are calculated by the participant based on 

a model of future performance, rather than the type of delay experienced. Taken together, 

these results indicate that questionnaires involve more model-based planning and 
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consideration, and thus lead to lower rates of discounting than for tasks that rely more 

on model-free processing. This again suggests that, since participants were affected due 

to delays of seconds in Chapters VI and VII, the experiments likely show influence of 

temporal discounting on behaviour through the model free system. 

As alluded to above, the differences seen between the two types of experiments currently 

common in temporal discounting work can be explained using the dual processing 

framework. Due to the lack of differences in responding between hypothetical and real 

rewards, questionnaires are believed to require model-based processing, and thus are 

less susceptible to temporal discounting effects (McClure et al., 2007). On the other hand, 

operant tasks provide immediate reward signals, which are more effective at promoting 

impulsive model-free behaviour (McClure et al., 2004; Tanaka et al., 2016). This account 

can explain why the questionnaire paradigm produces similar results regardless of 

whether a reward is actually given following the long delay or is only hypothetical, since 

model-based decisions are inherently prospective and do not require experience (Daw et 

al., 2005). In support of the dual-process account, some studies have shown that a two-

parameter discounting curve is better able to fit participant data than one with only one 

parameter (L. Green & Myerson, 2004; van den Bos & McClure, 2013), and these variables 

are believed to reflect model-free and model-based influence (Laibson, 1997; McClure et 

al., 2004). In addition, neuroimaging studies have shown that the magnitude of each 

parameter matches activity in the brain regions associated with each type of processing 

(Hariri et al., 2006; Tanaka et al., 2016). Therefore, the evidence suggests that the strong 

temporal discounting effects seen in operant tasks are mostly due to model-free 

influence, while the low discount rates seen in questionnaire tasks are mostly due to 

model-based consideration. 
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The findings from Chapter VI tends to support the view that temporal discounting alters 

decision making through the model-free system. When choosing amongst three 

companies with different reward placements, the company that presented the reward 

immediately after the expense form task (post-task) was selected more frequently 

compared to the company that presented a reward after a delay of 6 seconds following 

the task (delay). Since the rate of reward per company was equal, the differences in 

preference could not be explained from a purely model-based account. Instead, this 

behaviour more closely matches that of model-free processing, as temporal discounting 

would reduce the effectiveness of the reward in the delay condition. The results of this 

study support the literature showing that human decision making is affected by temporal 

discounting, which creates a general preference for shorter delays (Jimura et al., 2009; 

Paglieri, 2013; van den Bos & McClure, 2013). The same can be said for the results 

described in Chapter VII, as a similar preference for the pre-task condition was found, 

this time using gamified rewards. Therefore, the temporal discounting effect appears to 

apply to a variety of different rewards types. 

8.3.2 DIFFERENTIATING BETWEEN DECISION AND ACTION 

As intertemporal choice studies generally involve very simple tasks that can be 

performed immediately (e.g. Mazur & Biondi, 2009), no distinction is made between the 

decision to act and the action itself. Therefore, it is not yet clear if temporal discounting 

starts influencing reward value from the point the choice is made or the point where the 

action is completed. The distinction becomes important in any case where an action takes 

longer than a few seconds to complete, as this adds a significant time delay between 

decision and action. Chapters VI and VII attempted to shed light on this issue by 

rewarding participants either immediately after path selection (pre-task), or 
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immediately after task completion (post-task). If discounting begins from the point where 

a choice is made, preference for the pre-task company should emerge. If the temporal 

discounting only affects delays present following task completion, then there should be 

no preference among options as the same rate of reward is given for by the end of the 

task. The results from Chapters VI and VII showed a significant preference for the pre-

task company, indicating that a reward given after task completion is subject to temporal 

discounting due to the execution time of the task. This finding implies that the decision 

on which path to take is as a separate event to completing that path, with both being 

differentially affected by reinforcement.  

Additionally, the findings from these two studies suggest that the most effective way to 

reduce the effects of temporal discounting is to reward option selection rather than 

completion, potentially increasing the influence of the reward on future behaviour. A 

more effective reward would also make the decision more impulsive, as it is more likely 

to be pushed by the model-free system (Ainslie, 1975; Graybiel, 2008). While this idea 

has not been directly tested before, there is some evidence to support this view. For 

example, Phillips and Gardner (2016) found that habitual instigation, which can be 

compared to model-free option selection, was a strong predictor of exercise behaviours. 

Habitual execution on the other hand, which is more comparable to model-free option 

completion, was not a successful predictor of frequency. These findings indicate that it 

may be more effective to promote model-free decision making rather than task execution 

when attempting to reduce system conflict. However, this assertion has yet to be 

explicitly tested, especially in a long-term context where many competing influences may 

affect behaviour. As such, more research is needed to conclude if rewarding the decision 
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to act is an effective strategy for reducing system conflict when dealing with 

motivationally challenging and long-term tasks. 

8.3.3 TEMPORAL DIFFERENCE LEARNING 

Temporal difference learning is considered a different mechanism than temporal 

discounting, as the passage of time is not considered (Sutton & Barto, 2016). Instead, the 

predicted value of rewards is transferred across the actions in a sequence (Sutton, 1988). 

In fact, there is evidence to suggest that temporal difference learning can be used to 

overcome the effects of temporal discounting, allowing for behaviours to be learned that 

would otherwise be too distant from the rewarding consequences (Kelleher, 1957; Leslie 

& O’Reilly, 1999). For example, research using animals has shown that associative 

learning is severely impeded for cues with a delay of 16 seconds, as the dopaminergic 

activity required for learning does not transfer as effectively (Kobayashi & Schultz, 2008). 

However, if another cue is added between the two, learning for the initial cue is improved 

(Cronin, 1980; Grice, 1948). By being closer to the reward, the new cue is able to form an 

association, increasing its predicted value. This value can then be transferred to the initial 

cue more easily, as the temporal distance between the two cues is shorter.  

Long chains of actions can be formed regardless of the temporal distance between the 

first action and the reward through the use of TD learning or conditioned reinforcement 

(Martin & Pear, 1999). This is because TD learning is able to transfer value across nearby 

actions, turning each individual link in the chain into a reward, and causing each action 

in a sequence to be followed by an immediate reward (Kelleher & Gollub, 1962). As such, 

initial actions in a sequence which are temporally distant from the reward receive a weak 

reward signal that is not very effective at motivating behaviour. By using temporal 

difference learning to transfer reward value backwards through each step in the 



168 
 

sequence, the value and motivating power of the initial action can still be increased. 

However, since the value is always propagating from the point where the reward is 

presented, the initiating action still receives the lowest reward signals relative to all other 

parts of the sequence. Therefore, the early rewarding strategy is an attempt to overcome 

this issue by targeting the initial actions directly and was successfully implemented 

across four studies (Chapters IV - VII) to significantly increase the frequency of selection 

for the corresponding sequence. As the early rewarding strategy produced similar results 

as the ones from the modelled behaviour of TD learning algorithms, it suggests that the 

human model-free system may process reward information in a similar way to TD 

learning algorithms. 

Action selection in reinforcement learning is based on the predicted value scores, or Q 

values, associated with each state-action pair (Sutton & Barto, 2016). The relative 

magnitude of these Q values dictates the likelihood that an action will be chosen. Actions 

with values higher than other competing options are more likely to be selected, while 

actions with lower relative values are less likely to be selected. Therefore, by controlling 

an action’s Q value, which may be done by presenting a reward once that action is 

completed, the algorithm can be guided towards performing that action more frequently. 

However, to maximise the ability of the reward to affect an action’s Q value, the reward 

needs to be presented immediately (Sutton, 1988). That way, any discounting that would 

otherwise occur is reduced, which maintains the effectiveness of the reward being used. 

This is the exact reasoning behind the early rewarding strategy applied across chapters 

IV and V, as providing rewards immediately following the first action is believed to have 

a targeted influence on improving its perceived value, and thus promoting repetition of 

the sequence as a whole. 
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As action selection is a competitive process based solely on the Q values of the potential 

options (Sutton & Barto, 2016), it means that actions with lower Q scores are more likely 

to lose this competition. As a result, agents are more likely to abandon a sequence near 

its beginning, where Q values are lowest, rather than its end, where Q values are highest. 

The first action in the sequence thus becomes the most likely point of failure, meaning it 

is more likely that a sequence will be abandoned before, rather than after, it is initiated. 

The results of chapter V provide evidence that human behaviour also follows this 

prediction, by showing that a reward, if given immediately after the first step in a 

sequence, can increase the likelihood that the sequence will be repeated. Similar to how 

early rewards improve the Q values of the first action in the sequence for TD algorithms 

which then improves the rate at which the sequence is selected, rewarding participants 

early in chapter V showed how increasing the expected value of the first action in the 

sequence is critical towards motivating the performance of the sequence.  

8.3.4 REWARDING EARLY 

In the studies conducted, placement of rewards relative to the initiating action, rather 

than any other part of the sequence, caused the most relative improvement in selection 

frequency or repeat selection. This conclusion emerged from the recurring finding 

(Chapters V, VI, VII) that options with rewards closest to the initiating action were 

selected more frequently compared to options with rewards placed at any other point. 

This occurred whether the reward was contingent (Chapters VI and VII) or non-

contingent (Chapters V), monetary (Chapters V and VI) or gamified (Chapter VII). It was 

therefore assumed that rewarding the initiating action in a sequence may be more 

effective at promoting selection frequency than rewarding sequence completion. This has 
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important implications for the design of reward contingencies in human interventions, 

particularly if the sequences involve delays in reward presentation.  

The early reward strategy is believed to improve reward efficiency by reducing both 

temporal discounting and the discounting due to temporal difference. For temporal 

discounting, placing a reward near the initiating action minimises the delay and thus 

keeps the subjective value of the reward at its original level, a finding supported by 

chapters VI & VI. In terms of temporal difference, early rewarding means that the value 

associated with the first action does not have to be formed from a discounted sum of 

future actions, again maintaining the value of the reward at its original level (Chapter V). 

In light of these findings, the strategy of rewarding task completion is likely to lead to 

high levels of temporal discounting in instances where the length of time between the 

initiating action and reward are longer than a few seconds. In these cases, the value from 

the reward needs to propagate backwards up the sequence through temporal difference 

learning, which also causes reductions in reward value. Furthermore, if the desired 

reward is not given immediately following sequence completion, then the transfer of 

value to the initiating action is reduced even further. If this happens, model-free learning 

may be halted completely (Kelleher, 1957; Kobayashi & Schultz, 2008). 

For example, in an educational setting, it is customary to reward students with course 

credit, assignment marks, and certifications for their work. As these rewards are usually 

only given near the end of the course or semester, the sequences of actions required to 

achieve those goals are temporally very distant from the rewards. In particular, simple 

action sequences required for educational success, such as reading a textbook chapter 

and taking notes, can be considered as mostly removed from these rewards from a model-

free processing point of view. Therefore, when deciding on whether to start a study 
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session, the predictive value to the model-free system for such a behaviour is likely quite 

low. It is then understandable that this system would promote other competing 

behaviours, such as watching TV or going out with friends, contesting the intentions of 

the model-based system and creating system conflict. To resolve this conflict, adding 

rewards to the start of the study session may train the model-free system to impulsively 

select this activity in the future. This strategy may be better than rewarding the 

completion of the study session, as it is believed to reduce temporal discounting. When 

deciding on which incentives to use, be it monetary (Chapters IV, V, and VI) or gamified 

(Chapter VII), any reward that is known to be reinforcing to the individual is likely to be 

effective.   

8.4 REWARD TYPES 

8.4.1 MONETARY INCENTIVES 

Across the four experiments discussed in this thesis, the effect of two different reward 

types were explored:  monetary (Chapters IV, V, and VI) and gamified (Chapter VII). When 

presented with monetary rewards, the participants would see a coin symbol which 

represented an increase to their earnings. For the first study (Chapter IV), the total was 

given at the end of the lab experiment in the form of a gift card. The next two experiments 

were conducted online, which meant the participants’ earnings were given through the 

MTurk platform, subject to appropriate participation checks. While the participants for 

all three of these studies were told that they would only be given the amount they earned 

during the experiment, the pot was always topped up to the maximum amount, allowing 

everyone to receive appropriate compensation for their time regardless of performance. 

While the eventual presentation of the monetary rewards occurred at a time later than 

the experimental task, the representation of the reward presented on screen was 
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considered to be the reinforcement that affected model-free processing. This assumption 

is common to experiments of this type (Cushman & Morris, 2015; Daw et al., 2011; Otto 

et al., 2013), and is supported by accompanying neurophysiological activity (Daw et al., 

2011). 

Monetary rewards are commonly used in the cognitive science literature for studies of 

this type (Cushman & Morris, 2015; Daw et al., 2011; Otto et al., 2013), as they are 

assumed to be universally reinforcing to most participants. This assumption was 

supported during the data cleaning process for the first three studies (Chapters IV, V, and 

VI) as only a minimal number of participants were found to be unresponsive enough to 

rewards to require removal. Therefore, the use of monetary incentives continues to be an 

effective way of providing successful reinforcement. Still, other factors may affect 

participants responding in important ways that still need to be considered. For example, 

one study (Kool et al., 2017) found that higher monetary values promote stronger model-

based responding, while lower values promote more model-free responding. As a result, 

comparable experiments conducted with different reward magnitudes may lead to 

conflicting results and opposing interpretations. In addition, monetary incentives are not 

always easy to implement, may require significant funding, or may not always be possible 

for the setting. Therefore, it is important to carefully consider if monetary incentives are 

appropriate for the task, rather than assuming they will always be reinforcing. 

8.4.2 GAMIFIED INCENTIVES 

The last experiment in this thesis (Chapter VII) used gamified rather than monetary 

incentives. Participants were still given monetary compensation at the end of the study 

but were told that this payment was solely for participation and was not in any way based 

on performance. As such, if the participants did not consider the gamified rewards 
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reinforcing, they were still able to successfully complete the experiment and receive their 

payment. The specific gamified reward chosen for the study was a point system that 

controlled placement on a leaderboard of fictional participants. The results of the 

experiment showed a distinct and significant preference for the conditions where points 

were given (reward-producing paths), indicating a reinforcement effect. While the point 

of this study was not to show that leaderboards or any other kind of gamified reward are 

effective, the findings do add to the increasing consensus that gamification is generally 

successful at increasing behaviour (Hamari et al., 2014; D. Johnson et al., 2016), even if 

for just a limited time (Maher et al., 2015). In addition, the results provided a controlled 

examination of a single gamification technique (leaderboards), and situated the findings 

within a theoretical framework, two important facets that are generally lacking from the 

gamification literature (Seaborn & Fels, 2015). 

Even with the lack of controlled experimentation, the literature generally suggests that 

leaderboards are effective at promoting behaviour (Hamari et al., 2014; Landers et al., 

2015; Mekler et al., 2013). Previous evidence suggests that adding leaderboards to 

internal company websites (Morschheuser et al., 2015) or crowdsourcing platforms 

(Farzan et al., 2008; Halan et al., 2010), either individually or as part of a greater incentive 

system, can significantly increase participation and other desired behaviours. Currently, 

out of all gamification techniques, the most support has emerged for the use of 

leaderboards (Domínguez et al., 2013; Hamari et al., 2014; Landers et al., 2015), and the 

results of Chapter VII serve to further reinforce their effectiveness. As such, in terms of 

gamification techniques, a general consensus appears to be emerging for the efficacy of 

leaderboards as a motivational tool. However, it must be noted that the research is mired 

by the fact that leaderboards are used in tandem with other gamification techniques like 
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badges, levels, and challenges, making it difficult to assign full credit to one technique 

over another (Landers et al., 2015). 

As well as supporting the effectiveness of leaderboards in influencing behaviour, the 

results of chapter VII show that the previously discussed early rewarding strategy is also 

applicable to instances where gamified rewards are used, suggesting a potential 

universality of the effect across reward types. That said, future research is still required 

to explore this idea further by investigating other potential types of rewards more 

extensively. Nevertheless, the study has taken an important step in providing evidence 

for temporal discounting of gamified rewards, as well as providing suggestions for ways 

to reduce this potential decay in reward value. As temporal discounting is seldom 

discussed in the gamification literature, this study may be useful in combining these 

disparate fields in a way that promotes a deeper understanding for both. 

By extending the early reward paradigm to include gamified rewards, the scope of 

possible areas of application greatly increases. Gamification techniques have already 

been incorporated into systems across a variety of institutions, including those involved 

in business (Callan et al., 2015; Morschheuser et al., 2015), education (Caponetto et al., 

2014; Sailer & Homner, 2019), crowdsourcing (Halan et al., 2010; Massung et al., 2013), 

and exercise (Goh & Razikin, 2015; Koivisto & Hamari, 2014). Designers of these 

platforms can now follow an evidence-based approach towards improving the efficiency 

of their reward systems, simply by modifying the placement of the rewards being used. 

Even if the increases in frequency of participation do not reach values as high as those 

seen in controlled experiments on increased selection (e.g. 42% relative increase, 

Chapter VI; 25% relative increase, Chapter VI), the sheer number of users means that any 

significant change could lead to substantial improvements in measures such as learning, 
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productivity, health outcomes, or data collection. For example, the language learning 

platform Duolingo currently employs a myriad of different gamification techniques in its 

product, including points, levels, leaderboards, badges, and progress bars. With a 

monthly active user base of 30 million, improving participation for just a fraction could 

improve learning outcomes for a large number of people (Kunthara, 2019).   

8.5 LIMITATIONS & FUTURE WORK 

8.5.1 VULNERABILITY TO EXPLOITATION 

The results from the experiments described in this thesis suggest that rewarding the 

initiating action in a sequence may be more effective than rewarding sequence 

completion due to a reduction in temporal discounting and temporal difference decay. 

However, this reward is only useful if, once started, the sequence is completed in full, 

which may not always be the case. While some sequences can be performed in an open-

loop fashion from start to finish (Graybiel, 2008), many others may need some 

deliberation. This would allow exploitation of this early reward mechanism if the 

sequence was abandoned once the initial action was performed. It is true that exploitation 

may be possible depending on the structure of the task, however, it is not a necessary 

limitation of the use of early rewards, which should always be implemented with a careful 

consideration of other reward contingencies. There are multiple ways that a task can be 

structured so that exploitation is minimised. For example, the early reward could be held 

conditionally, such that it is only presented at the start of the sequence if the previous 

sequence was completed fully. In this way, the early reward can only potentially be 

exploited once before it no longer appears. 

However, it may not always be necessary to attempt to reduce exploitation as humans 

have a natural tendency to complete a sequence once it has been started. This may occur 
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because progression through a sequence changes the environment in ways that reduce 

choice, funnelling the individual towards staying on task (Smaldino & Richerson, 2012). 

For example, the action of attending the gym reduces the number of distractions available 

compared to being at home, making it easier to complete an exercise regime. Therefore, 

rewarding this first step in the workout session may be effective since the chances of 

abandonment will decrease with the reduction in choice. Additionally, research on the 

sunk cost effect suggests that people are more likely to continue their participation in a 

task once they have already invested some time in it (Arkes & Blumer, 1985). Giving up 

part way is seen as wasteful since it would indicate that the previously invested time or 

money was squandered. As such, someone who has arrived at the gym may be reluctant 

to abandon their workout early because they feel like they have already invested some 

time into the activity. It may still be necessary however to balance the benefits of early 

rewards with any decrease in the sunk-cost effect, such that early rewards may need to 

be moved slightly down the action sequence to assure that some sunk-cost effect is 

experienced, while still reducing temporal discounting effects as much as possible. 

Further research is required to understand the outcomes of such interactions across a 

variety of real-life situations. 

8.5.2 FAULTY MODEL-BASED PROCESSING 

The model-based system was not assumed to be influential in the tasks from chapters VI, 

and VII due to the assumption that the options presented were essentially equivalent. 

However, the possibility remains that participants had faulty model-based 

representations of the task that behaved functionally similarly to model-free processing. 

For example, participants exposed to a pre-task reward initially may focus on that 

placement for following trials, and if missing from the expected location, may assume the 
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trial was unrewarded, and reduce their effort. This may cause them to not notice the 

reward being presented later in the task, allowing the participant to erroneously assume 

that only the pre-task condition provided rewards. While the rewards were hard to miss 

due to an accompanying sound, the possibility of issues such as these remain. Similarly, 

in chapters IV and V participants were told that the rewards labelled bonus were not 

contingent on their behaviour and so these rewards were assumed to be ignored by the 

model-based system. However, participants may have acted in a manner described as the 

gambler’s fallacy (Keren & Lewis, 1994), where an action which preceded a 

noncontingent reward may have been assumed to be lucky, causing participants to 

actively pursue that option in the future.  

Feher da Silva and Hare (2020) describe how the two-step Markov task (used in Chapters 

IV and V) has many possible variations of faulty model-based reasoning that could explain 

the model-free behaviour seen in previous studies. When the researchers changed the 

task to highlight certain goals and demystify certain ambiguous characteristics, 

participants performed solely in a model-based manner. This study suggests that human 

behaviour is much more model-based than previously thought, as the standard 

assumptions from this task can lead to the false conclusion that agents are influenced by 

model-free learning. The standard interpretation of the apparent hybrid behaviour 

measured during the task is that humans employ a combination of model-free and model-

based responding. However, the authors propose that many other different learning 

algorithms could explain the data, including many faulty model-based ones, increasing 

the set of potential answers infinitely. Their study provided evidence of certain faulty 

model-based strategies that can appear as hybrid under analysis. The authors thus 

concluded that the hybrid behaviour usually seen is due to a lack of understanding by 
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participants of the task itself. When the task was modified to more explicitly highlight its 

structure, participant behaviour became exclusively model-based. The authors therefore 

argue that the two-stage task only reveals differences in how well participants 

understand the task, rather than providing evidence of the degree to which model-free 

and model-based processing is occurring. 

On the other hand, it can be argued that the study by Feher da Silva and Hare (2020) 

outright tells participants to behave in a model-based manner and is instead an 

examination of how changes in instructions can change behaviour. It also changes the 

choices in the experiment from being specifically over actions to instead being over goals, 

which is in itself a more model-based undertaking. As such, it becomes difficult to make 

conclusions about what strategies people use during a task if specific strategies are being 

given explicitly to the participants. In support of this contention, a separate study which 

probed for correct model knowledge trained participants extensively on the task and 

used maximally conservative criteria, yet still found significant evidence of model-free 

processing (Kool et al., 2018). Another result that cannot be explained by an incorrect 

model comes from a study by Kool and colleagues (2017), who found that earning more 

money increased bias towards model-based processing, while less money biased 

behaviour towards model-free. If an incorrect model was employed during this task, then 

differences in reward value should not affect responding. Instead, the results suggest that 

more reward promotes more cognitive effort, which leads to more model-based 

responding. Lastly, a study conducted by Otto, Gershman, and Daw (2013) showed that 

participant behaviour changes into a pattern that appears solely model-free on trials 

where a concurrent working memory task is added. As mental resources are needed to 

apply model-based reasoning, total model-based reasoning should be reduced, even if 
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faulty, in these instances. However, this is not what was measured, again contradicting 

the faulty model-based system account. However, it is the case that people tend to 

misunderstand Markov properties, particularly with inferential reasoning tasks (Rehder, 

2018), which may still mean that some incorrect model-based processing is influencing 

the results of these studies. As such, further research is required to understand the extent 

to which faulty model-based reasoning applies to the results of the studies in this thesis. 

Since the number of possible faulty accounts is vast (Feher da Silva & Hare, 2020), 

replication studies are required to ensure that the findings stand up to extended scrutiny. 

8.5.3 APPLICABILITY TO THE REAL WORLD 

While the results of the studies outlined in this thesis show a clear statistical significance 

of early rewarding on decision making, the effect was seen for options that were 

otherwise equivalent. When applied to real world scenarios, where options are generally 

very different, the magnitude of this effect may vary compared to that seen in these 

controlled settings. The controlled setting was useful in isolating the influence of early 

rewards on model-free processing, but by design, it does not include the numerous other 

confounding motivational factors that can also affect decision making. For example, all 

studies involved tasks that were only measured over a single session. While this is a 

common approach for cognitive science experiments (Cushman & Morris, 2015; Daw et 

al., 2011; Dezfouli & Balleine, 2012, 2013; Otto et al., 2013), the early reward strategy 

may produce less effective results over time. Many gamification studies suffer from this 

issue, showing strong results initially with reducing effectiveness as the experiment 

progresses (Hamari et al., 2014; D. Johnson et al., 2016; Koivisto & Hamari, 2014). 

However, other studies are able to show increases in behaviour that are sustained 

(Farzan et al., 2008; Morschheuser et al., 2015), highlighting how factors relating to how 
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the rewards are applied can be just as important. As such, further research is needed to 

examine the longer-term outcomes associated with the early rewarding strategy. 

It is also possible that the factors that usually lead to issues of motivation are more 

influential than the effects measured in these studies, and that early rewarding is not 

sufficient to overcome such effects. Increasing preference for one option that is directly 

equivalent to all other options except for reward placement is likely to be significantly 

easier to accomplish than increasing preference for a task that is disliked to begin with. 

Due to this, further research is required to test whether the effects seen in these studies 

can influence model-free processing sufficiently enough to reduce system conflict in 

common real-world scenarios. 

8.5.4 ETHICAL TARGETING OF MODEL-FREE PROCESSING 

The early reward strategy attempts to reduce system conflict by targeting the model-free 

system, potentially changing the automatic impulses of the individual. This strategy could 

be employed with the aims of exploiting vulnerabilities in the model-free system, leading 

to dark design patterns (Greenberg, Boring, Vermeulen, & Dostal, 2014). For instance, 

pop-ups use a bait-and-switch approach to trick unsuspecting users into opening 

malicious programs. They do so by creating realistic imitations of popular functions of 

the operating system, such as dialog boxes, which prompt individuals to mindlessly 

interact with the pop-up in an attempt to dismiss it (Vishwanath, Harrison, & Ng, 2016). 

This type of hijacking of automatic responses is also common for phishing scams, where 

malicious actors present familiar interfaces to trick users into entering their login 

information (Dhamija, Tygar, & Hearst, 2006). There is thus a danger that unscrupulous 

actors may use the insights from these studies to attempt to trick users into performing 

tasks that will compromise their security. However, there is evidence to suggest that at 
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least some underlying intention is required to develop new behaviours (Gardner, Lally, & 

Rebar, 2020), indicating that the early rewarding strategy may only be useful in instances 

where the individual already has a matching intention. While some of the work on dark 

design patterns does consider automatic behaviours (Morgan, Soteriou, Williams, & 

Zhang, 2020; Vishwanath et al., 2016), there is currently little discussion in the field about 

the ethical considerations of targeting model-free processing, meaning that the potential 

harms from misappropriation are still unknown. Further research is required to 

understand the extent with which dark design patterns can use the early rewarding 

strategy to achieve more exploitative goals.  
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CHAPTER IX: CONCLUSION 

The studies conducted as part of this thesis provide key theoretical and empirical 

contributions that each serve to incrementally improve our understanding of how early 

rewards affect model-free processing and decision making. Through this approach, 

theory predictions are systematically tested in a manner that addresses potential 

competing explanations at every step of the process.  

9.1 THEORETICAL & EMPIRICAL CONTRIBUTIONS 

In the first study (Chapter IV), an established task (two step Markov task; Cushman & 

Morris, 2015; Daw et al., 2011; Otto et al., 2013) for differentiating between model-free 

and model-based responding is modified in a way that can highlight a way that model-

free processing can be specifically targeted. In a similar manner to the original task, the 

addition of noncontingent rewards creates different predictions for each processing 

system, allowing for further differentiation into the each of their unique characteristics. 

The experiment showed that rewards that target model-free processing significantly 

affect selection frequency of the whole sequence, even in short interactions with digital 

interfaces, which serves as the foundational structure for the early reward strategy. In 

addition, the study provided further evidence that reinforcement learning algorithms 

used within a computational framework can be useful components in the process of 

experimental design, as the effects seen in the study aligned with those seen in earlier 

simulations.  

The second study (Chapter V) tackled a potential limitation of the first study, confirming 

that the placement of the reward is an important factor in significantly affecting model-

free processing, rather than just including a noncontingent reward anywhere in the two-
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step sequence. Furthermore, the findings showed that differences in reward placement 

of 2 seconds or less were enough to significantly affect participant choice on the next trial, 

expanding the purview of temporal discounting research to very short timespans. This is 

different to other temporal discounting research which, at least in humans, usually looks 

at much longer delay intervals (Kirby et al., 1999). In addition, while there are previous 

studies looking at how habits or automatic associations can form in the context of short 

interactions on a digital device (Garaialde et al., 2020), this is the first study to examine it 

in the context of temporal discounting. Lastly, the results further highlighted the critical 

role that initiating actions, and the strength of the reward values associated with them, 

have on motivating the repetition of the sequence as a whole. 

The third study (Chapter VI) used the theoretical findings of the first two studies in a 

more applied setting which could be more easily compared to the short interactions on 

digital interfaces that technology users have on an everyday basis. It allowed specific 

reward placements to be unique to each of three nearly identical applications, providing 

insight into how reward placement affects user preference for one application over 

another. Temporal discounting theory (Ainslie, 1975; Rubinstein, 2003) predicted the 

exact order of preference that participants had for each of the three digital apps, 

providing strong evidence that the value of rewards is discounted based on its location in 

the sequence. The study also built upon previous temporal discounting research (Kable 

& Glimcher, 2007; McClure et al., 2007) by showing that temporal discounting also 

applies to multi-step sequences rather than just simple choice behaviours.  The relevance 

of the findings is clear for any digital interface that involves multi-step interactions to 

complete a task, particularly in cases where incentive structures are employed. 

Specifically, the results show how rewarding the first action in a sequence is most 
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effective at promoting further use. Not only does this finding support the emerging 

literature on the importance of habitual instigation (Phillips & Gardner, 2016), it also 

provides clear practical guidelines for the best location within an interaction to reward 

the user.  

 The last study (Chapter VII) took a step further into showcasing the applicability of the 

early reward strategy to digital interfaces by extending the previous research findings to 

the context of gamified rewards. As the most common incentive system used in the 

context of digital interfaces (Hamari et al., 2014; Landers et al., 2015; Mekler et al., 2013), 

the result that gamified rewards are also affected by temporal discounting is critical to a 

wide range of different sectors, including business (Callan et al., 2015; Morschheuser et 

al., 2015), health (Goh & Razikin, 2015; Koivisto & Hamari, 2014), and education 

(Caponetto, Earp, & Ott, 2014; Sailer & Homner, 2019).  As such, the findings provide 

explanatory, theory-driven insights into how to structure the presentation of gamified 

rewards in the context of multi-step interactions with a digital interface. More 

specifically, it describes how gamified rewards can be used for the purpose of increasing 

the impulsivity associated with an option, improving the likelihood it will be repeated in 

the future (de Wit & Dickinson, 2009; Dickinson & Balleine, 1993). This potentially 

improves the chance that the behaviour will be maintained in the long-term (Bitterly et 

al., 2015). 

9.2 PRACTICAL IMPLICATIONS 

The studies outlined in this thesis contain information that can serve as a guide for those 

designing interventions with the aim of motivating desired behaviours. It is suggested 

that reward placement, contingency, and reward types are considered deeply when 

designing any incentive structure with this aim. As presenting rewards immediately after 
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an action will serve as reinforcement, even if the reward is not contingent on that action, 

careful consideration needs to be given to the exact placement of all incentives to assure 

that the right actions are being reinforced. For example, if attempting to promote exercise 

behaviours for users of a fitness app, placing rewards following completion of all 

exercises may only reinforce the last exercise (the behaviour closest to the reward), 

rather than the decision to start exercising (the behaviour furthest from the reward).  

The ability of nearby rewards to incentivise behaviours, even if the reward is not 

connected to the behaviour, can be capitalised on to promote certain actions. For 

instance, Milkman and colleagues (2014) used fiction audiobooks to increase the 

frequency of exercise behaviours, showing that rewards which are completely unrelated 

to the desired action can be efficient reinforcers. This means that inherently desirable 

activities that tend to be performed to excess can be used to motivate activities that tend 

to be underperformed, a process known as temptation bundling (Milkman et al., 2014). 

In this manner, tempting activities can increase the impulsivity of difficult behaviours, 

while at the same time curtailing the extent to which the tempting activities are repeated. 

Additionally, since this technique relies on model-free impulsivity to be successful, the 

work in this thesis suggests that a focus on reducing temporal discounting as much as 

possible is likely to make the attempt more effective. To do so, tempting rewards need to 

be given for the initiation of a sequence rather than termination.  

As an example, a dieter may decide to only eat certain highly desirable foods (e.g. 

doughnuts) when driving to the gym for a workout, which acts as the reward for the 

initiating action in the sequence (driving to the gym). On an exercise schedule of 3 days a 

week, this may reduce an otherwise higher rate of doughnut consumption to 3 a week, 

while increasing an otherwise lower rate of exercise to 3 a week. This can of course be 
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changed to meet the requirements of each individual. Furthermore, rewarding the 

initiating action (driving to the gym) rather than the end of the sequence (completing a 

workout) means that the reward is closest to the start of the sequence, which as the 

results of chapters VI and VII indicated, may promote further repetition by reducing 

temporal discounting of the reward. 

As the findings from chapter VII show, gamified rewards can be effective in terms of 

promoting certain behaviours. Therefore, if an application or program is created to 

provide rewards for desired behaviours, gamified rewards can be easily implemented in 

a way that promotes certain actions without the need for monetary incentives or other 

limited resources. With the ubiquity of personal smartphones, these reward systems can 

be applied to a wide range of daily life activities (Zichermann & Cunningham, 2011), 

including food intake, exercise, studying, saving money, regulating media consumption 

or social media use, among others (Morford, Witts, Killingsworth, & Alavosius, 2014). As 

such, it is easier than ever to create incentive structures that motivate individuals to 

perform their desired tasks and, by considering the previously outlined factors important 

for reward efficacy, these rewards can be optimised to be as motivating as possible. 

The main aim of these interventions should be to reduce system conflict, as this is likely 

the main source of difficulty to maintaining motivation (Bitterly et al., 2015; Webb & 

Sheeran, 2006). Behaviours that do not create conflict, such as those that are both 

enjoyable and important, do not require this targeted training strategy. Similarly, actions 

that are considered undesirable from a model-based perspective should not be promoted 

using such techniques, as it would be unethical to promote activities individuals do not 

deem as beneficial. As a result, intervention designers need to work with their 
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participants to isolate the areas of particular system conflict behind specific motivational 

failures, allowing for resources to be targeted more effectively at problematic issues 

In conclusion, the thesis of this work is that placing rewards early in a multi-step 

sequence of actions is the most effective way to increase the likelihood that the sequence 

will be repeated compared to other reward placements. Four experiments provided 

evidence for this claim, showing that early placement of rewards increased selection 

frequency for both contingent and noncontingent rewards, as well as for monetary and 

gamified rewards. The work used dual-process theory as the framework to explain the 

mechanism behind why early rewards are most effective, discussing it in terms of 

temporal discounting theory, temporal difference learning, and model-free processing. 

The aim of the research was to provide theory-driven insights into how incentive 

structures can be designed so they are most effective at promoting behaviour. In 

particular, the thesis focuses on a targeted strategy to reduce system conflict by 

increasing the internal value of intended behaviours to the model-free system. This 

differs from the more traditional approach of motivating behaviour by promoting the 

formation of strong intentions to act. While more research is required to see if the early 

reward strategy can be successfully applied to long-term behaviours, the results from the 

four studies conducted provide promising results for the viability of the strategy to 

motivate behaviours through the model-free system. 
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Appendix A 

Experiment 1 – Chapter III 

• Participant Information Sheet (2 pages) 
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• Instructions (1 page) 
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Participant Information Sheet 

Contact details on the next page  

This study is being conducted by Diego Garaialde as part of his PhD project in the School of 
Information and Communication Studies within UCD, under the supervision of Dr Benjamin Cowan. 

Title of the proposed study 

Search strategies in a changing environment. 

Description of the proposed study 

The current study is looking at how search strategies in a simple computer task change as a result of 
changing monetary rewards. This study is being conducted to better understand how decision-
making is affected by the characteristics of the rewards presented. 

Explanation of what participation entails 

Participation in this study is completely voluntary and you may choose to withdraw at any time for 
any reason. If you wish to withdraw from the study, any data collected up to that point will be 
deleted, with no disadvantage. 

You will be asked to take part in a computer task where you will make simple decisions between two 
paths presented onscreen that is expected to take approximately 30 minutes. Each path will have a 
different probability of dispensing a point reward that will change over time as the task continues. 
Your goal is to try and accumulate as many points as possible within the 301 attempts allowed. 

If any part of the experiment is unclear, please feel free to ask for clarification at any time.  

Reward 

The points collected during the task will be exchanged for money at the end of the experiment. Each 
point received will amount to 5c, with an average of €10 being awarded. 

Confidentiality 

The choices made during the task will be recorded, as well as demographic details such as age and 
sex. The data will be connected to an ID number only, assuring that you are not identifiable from the 
data in any way. If you wish to withdraw your data, we ask that you do so before the experiment is 
complete, as there will be no way to connect that information to you after that point.  

The data will be used to inform the research question and will be used for publication purposes. The 
data will be stored on a password protected computer owned by the university, with access only 
being given to the researchers involved in this study. 

Risks 

There are no perceived risks from participating in this study, above what would be expected from an 
educational setting. However, if you are not comfortable with any part of the task, you have the 
option to withdraw. 

Results 

The results of this study will be disseminated through publication and will also be included in the 
PhD thesis of the principal investigator. If you wish to receive information on the findings of this 
study, please use the contact details provided below. 

 



 

 

Funding 

The current study is funded by the National University of Ireland Travelling Studentship Grant and 
the School of Information and Communication Systems of UCD, in collaboration with the School of 
Computer Science of the University of Birmingham. 

Follow-Up 

If you like to receive updates once the results of this study have been published or disseminated, 
please use the contact details below to show your interest. 

 

Contact Details 

Diego Garaialde, Principal Investigator 
diego.garaialde@ucdconnect.ie 

Dr Benjamin Cowan, Project Supervisor 
benjamin.cowan@ucd.ie 

Professor Andrew Howes, Project Supervisor 
A.Howes@bham.ac.uk 

 



Consent Form 
 

Title of Proposed Study 

Search strategies in a changing environment. 

Fair Processing Statement 

This information is being collected as part of a research project concerned with search strategies 
under changing rewards, and is conducted by the School of Information and Communication Studies 
in University College Dublin and funded by the National University of Ireland. The information 
supplied may be collected as part of the research project and will be entered into a database that 
may only be accessed by authorised personnel involved in this project. The information will be 
retained by University College Dublin and will only be used for the purposes of research and audit. 
By supplying this information, you are consenting to the university storing your information for the 
purposes stated above. The information will be processed by University College Dublin in accordance 
with the provisions of the Data Protection Act 1998. No identifiable personal data will be collected. 

Statements of Consent 

- I confirm that I have read and understand the participant information leaflet for this study, 
or have the information read to me. I have had the opportunity to ask questions if 
necessary, and have received satisfactory answers. 

- I understand that my participation is voluntary and that I am free to withdraw at any time 
without giving any reason. If I withdraw during the experiment, the data will be deleted and 
removed from the study, without any disadvantage. 

- I understand that my personal data will be processed for the purposes detailed above in 
accordance with the Data Protection Act 1998. 

Name, Signature and Date 

Name of Participant ____________________ Date _____________ Signature ______________ 

Name of researcher/ 
individual obtaining consent _____________ Date _____________ Signature ______________ 

 

 

 

 

Contact Details 

Diego Garaialde, Principal Investigator 
diego.garaialde@ucdconnect.ie 

Dr Benjamin Cowan, Project Supervisor 
benjamin.cowan@ucd.ie 

Professor Andrew Howes, Project Supervisor 
A.Howes@bham.ac.uk 



DEMOGRAPHIC QUESTIONS 

AGE: ________________________________________ 

SEX: ________________________________________ 

OCCUPATION: ________________________________________ 

FIELD: ________________________________________ 

HIGHEST EDUCATION LEVEL:  ________________________________________ 



Practice Instructions 
You will now start the practice session of 10 rounds where you can become familiar with the 
structure of the task. You will need to press the right or left arrows to navigate through the task. You 
will be asked to make a choice between two green items, and then another choice between another 
two items (either blue or pink), at which point the round will end and you will be asked to make 
another two choices.  

The task is structured so that the green items will send you to one colour 70% of the time (e.g. blue), 
and the other 30% of the time (e.g. pink). Try to pay attention to which action is more likely to send 
you to the pink items, and which one is more likely to send you to the blue items. 

If you have any questions please ask the experimenter now, otherwise press space to start the 
practice. 

Experiment Instructions 
The experiment is about to begin. In the practice trial you will have seen that there are 4 items you 
can pick at the end of each round, two blue and two pink. Each of these items has a different 
probability of giving you a reward of three and a half cents. Try to find the item that has the highest 
probability of giving you the reward so that you can maximise the the amount you earned. However, 
the probability behind each item will change slowly over time, so you will need to keep looking for 
the best item. At the end of the experiment, the amount earned will be yours to keep. 

In addition, you will see a box that says bonus on the bottom of the screen. This box will appear 
randomly from time to time and will also contain a reward of three and a half cents. The box is not 
connected to the task and will not be influenced by the choices you make, so consider it only as a 
bonus for participating. 

You will have 301 chances to try to earn the money reward. All choices must be made within two 
seconds or the task will timeout and you will lose that chance. 

If you have any questions or if anything is unclear, please ask the experimenter now. Otherwise, 
press space to start. 



Debrief Statement 
At the start of the study you were told that the goal of the experiment was to understand how 
changing rewards affect your search strategy throughout the task. What we did not tell you is that 
we were also interested in how the bonus rewards affected your decisions, and were testing if they 
increased the likelihood that you would pick the same item following their presentation. 

The aim of the study is to understand how these seemingly unrelated rewards can affect your 
decision-making, potentially giving us a new tool to increase motivation. 

The task was designed so that the max you could receive following the optimal strategy is €10. 
Although your value is below that amount, as a thank you for volunteering your time to participate 
and to reimburse you for any travel costs, you will be given a voucher worth the maximum amount 
of €10. 

 

 



Experiment Script 
Used to give instructions to participants 

Thank you for agreeing to participate in this study. Today you will be taking part in a computer 
based task. The aim of the activity is to try to make the choices that maximise the amount of reward 
you receive. The money you accumulate will be yours to keep and will be given to you at the end of 
the experiment as a voucher. 

GIVE PARTICIPANT INFORMATION SHEET & CONSENT FORM 

Before we start, please take some time to read the information sheet provided as it explains the 
aims of the experiment and what will happen to your data. Afterwards, please read and sign the 
consent form. 

PRESENT THE COMPUTER TASK 

Please answer the questions on the screen, and then read the instructions for the practice round. If 
any of the instructions are not clear to you, please let me know. 

As a reminder, you are free to withdraw from the experiment at any time, with no negative effect to 
you. All data gathered will be stored confidentially and so can’t be removed once you’ve left the 
experiment room. 

ACTIVITY STARTS 

Thank you for taking part in this research. Your help has been much appreciated. 

READ OUT DEBRIEF SHEET 

Here is your €10 voucher as a thank you for your participation. Please let us know if you have any 
further questions or if you want to learn more about the work. 

END 
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• Consent Form (1 page) 

• Task Screenshots (4 pages) 
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Search Strategies in a Changing
Environment

This study is being conducted by Diego Garaialde as part of his PhD project in the School of
Information and Communication Studies within University College Dublin, under the supervision
of Dr Benjamin Cowan.

Description of the proposed study

The current study is looking at how search strategies in a simple computer task change as a
result of changing monetary rewards. This study is being conducted to better understand how
decision-making is affected by the characteristics of the rewards presented.

Explanation of what participation entails

Participation in this study is completely voluntary and you may choose to withdraw at any time
for any reason. If you wish to withdraw from the study, any data collected up to that point will
be deleted, with no disadvantage to you.

You will be asked to take part in a simple computer task where you will make simple decisions
between two items presented onscreen. The whole study is expected to take approximately 30-
40 minutes. Each item will have a different probability that changes over time of dispensing a
point reward. Your goal is to try and discover which item is associated with the most reward so
you can accumulate as many points as possible.

Reward

The points collected during the task will be exchanged for money at the end of the experiment.
Every 100 points you receive will be equivalent to $1.

Confidentiality

The choices made during the task will be recorded, as well as demographic details such as age,
sex, level of education, and occupation. The data will be connected to a unique user ID only,
assuring that you are not identifiable from the data in any way. If you wish to withdraw your
data, we ask that you contact us with the unique ID provided.

The data will be used to inform the research question and will be used for publication purposes.
The data will be stored for 5 years on a password protected computer owned by the university,
with access only being given to the researchers involved in this study, and will be archived
thereafter.

Risks

There are no perceived risks from participating in this study, above what would be expected
from an educational setting. However, if you are not comfortable with any part of the task, you
have the option to withdraw at any time with no penalty to you.



Results

The results of this study will be disseminated through publication and will also be included in
the PhD thesis of the principal investigator. If you wish to receive information on the findings of
this study, please use the contact details provided below.

Funding

The current study is funded by the National University of Ireland Travelling Studentship Grant
and the School of Information and Communication Systems in University College Dublin.

Follow-Up

If you like to receive updates once the results of this study have been published or
disseminated, please use the contact details below to show your interest.

Contact Details

Diego Garaialde MSc, Principal Investigator
 diego.garaialde@ucdconnect.ie (mailto:diego.garaialde@ucdconnect.ie)

How to Take Part
Please click on the survey link below to open a new window and take part in the study. Please
also leave this window open, as you will need to come back here once the study is completed
to fill in your confirmation code. Copy and paste the code to avoid mistakes. An incorrect
confirmation code will mean the HIT will be rejected.

Submit

Study link: https://icsresearch.ucd.ie/ (https://icsresearch.ucd.ie/)

Provide the confirmation code here:

e.g. 123456

mailto:diego.garaialde@ucdconnect.ie
https://icsresearch.ucd.ie/


Consent Form
Title of Study

Search Strategies in a Changing Environment

Fair Processing Statement

Participation  data  is  being  collected  as  part  of  a  research  project
concerned with search strategies  in an environment of changing rewards.
The  research  is  being  conducted  by  the  School  of  Information  and
Communication Studies  in University College Dublin (UCD) and is funded
by UCD  and  the National  University  of  Ireland.  The  information  supplied
will not be connected to any identifiable information and will be entered into
a database that can only be accessed by authorised personnell involved in
this project. The information will be retained by UCD and will only be used
for the purposes of research and audit. By supplying this  information, you
are consenting  to  the university storing your  information  for  the purposes
stated  above.  The  information  will  be  processed  by  UCD  in  accordance
with the provisions of the Data Protection Act (1998) and the General Data
Protection Regulation (2016).

Statements of Consent

I confirm that I have read the information provided for this study.

I  understand  that  my  participation  is  voluntary  and  that  I  am  free  to
withdraw  at  any  time without  giving  any  reason.  If  I  withdraw  during  the
experiment, the data will be deleted and removed from the study.

I  understand  that  my  personal  data  will  be  processed  for  the  purposes
detailed above in accordance with the Data Protection Act (1998) and the
General Data Protection Regulation (2016).

By clicking I agree I provide my full consent to participate:

I AGREE



Diego Garaialde
FreeText
First Choice



Diego Garaialde
FreeText
Second Choice



Diego Garaialde
FreeText
Choice Led to No Reward



Diego Garaialde
FreeText
Choice Led to Reward



Completion Progress

Additional Information
We need some additional information so that we can make sure we've not
been  biased  in  how we  collect  information.  Your  data  will  help  us  better
understand our pool of participants, and will help us  to control  for  factors
that may affect our results. The data you provide here will be anonymous
as it will not be connected to any identifiable information like your email or
Worker ID.

Age:

Sex: Female

Occupation:

Field of Study/Work:

Highest Education Level: Leaving Cert or A levels

SUBMIT



Completion Progress

Thank You for Participating
The experiment is now over.

You have earned a total of $2.89
You get to keep a total of $3.50

The  goal  of  the  experiment  was  to  see  how  your  choices  change  in
response  to  the  rewards  you were  given.  In  particular,  we  looked  at  the
trials right after you received a bonus reward. We measured how likely you
were  to  select  the  same  first  choice  after  receiving  the  bonus,  and
compared it to when the bonus did not appear. This way we can calculate
how much  bonus  rewards  affect  your  decision making.  This  will  help  us
understand how the placement of rewards can be useful  in changing how
people make decisions, giving us new insights into how human motivation
works.

We calculated that  the highest number of rewards any participant  is  likely
to  get  from  this  task  is  $3.50.  To make  sure  that  all  our  participants  are
compensated equally for their participation we will be giving your the max
amount  as  a  thank  you  for  taking  part.  You  should  receive  this  amount
within 2 weeks.

This  is  your  completion  code.  Please  copy  it  and  paste  it  back  into  the
Mechanical Turk page:

cnfod0qtxwbufeh
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Experiment 3 – Chapter V 

• Participant Information Sheet (2 pages) 
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• Task Requirements (1 page) 
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• Task Screenshots (4 pages) 
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Data	Entry	Tasks	and	Loading
Delays

This study is being conducted by Diego Garaialde as part of his PhD project at University College Dublin (UCD). The project is
supervised by Dr. Benjamin Cowan from the UCD School of Information and Communication Studies.

Description
of
the
proposed
study

The current study looks at how delays and other factors in data entry tasks affect performance.

Explanation
of
what
participation
entails

Participation in this study is completely voluntary as you are allowed to withdraw at any time for any reason. If you wish to
withdraw from the study, any data collected up to that point will be deleted with no disadvantage to you.

You will be asked to take part in a simple data entry task where you must match expense receipts to their relevant code and
submit them. The whole study is expected to take less than 40 minutes. You will be asked to submit expense items for three
different fictional companies, each with slight variations in their submission system. Your goal is to complete the expense
items as quickly and as accurately as possible.

Requirements
to
take
part

To take part in the study you must be at least 18 years of age.
We also ask that you have either speakers, earphones, or headphones connected to the computer so that you can hear
the sounds involved in the study.
Once the main trials of the study begin, we ask that you do not leave the experiment screen until the study is complete.
Please make sure you have 40 minutes free from distractions before taking part in the experiment.
The experiment has only been tested on the latest versions of Chrome and Firefox, so we ask that you use one of those
browsers to prevent any issues.
Your device will require a physical keyboard. Do not attempt to take part if you are on a touch-only device.

Description
of
the
reward
structure

Every time a reward is presented during the experiment, you will be given $0.12 that will be added to your total earnings. At
the end of the experiment, you will be given your total earnings as a payment for this HIT. The average earnings for this
experiment are $8 if completed within the allotted time.

How
the
data
will
be
kept
confidential

The choices made during the task will be recorded, as well as demographic details such as age, sex, level of education, and
occupation. The data will be connected to a unique user ID only, ensuring that you are not identifiable from the data in any
way. If you wish to withdraw your data, we ask that you contact us with the unique ID provided, or the approximate time at
which you completed the study.



The data will be used to inform the PhD research and may be used in publications. The data will be stored for 5 years on a
password protected computer owned by the university, with access only provided to researchers involved in the study, and
will be archived thereafter.

Possible
risks
involved

There are no perceived risks from participating in this study, above what would be expected from an educational setting.
However, if you are not comfortable with any part of the task, you have the option to withdraw at any time with no penalty to
you.

Dissemination
of
the
results

The results of this study will be disseminated through peer-reviewed publications and the PhD thesis of the principal
investigator. If you wish to receive information of the findings of this study, please use the contact details provided below.

Research
funding
bodies

The current study is funded by the National University of Ireland Travelling Studentship Award and the UCD School of
Information and Communication Studies.

Contact
details

Diego Garaialde MSc BSc, Principal Investigator
diego.garaialde@ucdconnect.ie (mailto:diego.garaialde@ucdconnect.ie)

How	to	take	part
Please click on the survey link below to open a new window and take part in the study. Remember to leave this window open so 
you can submit your confirmation code once the study is completed. Please copy and paste the code to avoid mistakes. Please 
contact us directly if you have any issues with submission.

 

Submit

Study
link: https://icsresearch.ucd.ie/ (https://icsresearch.ucd.ie/)

Provide
the
confirmation code
here:

e.g. 123456

mailto:diego.garaialde@ucdconnect.ie
https://icsresearch.ucd.ie/


Completion Progress

Consent Form
Title of Study

Data entry tasks and loading delays

Fair Processing Statement

Participation data is being collected as part of a research project concerned with data entry
tasks and content bu�ering. The research is being conducted by the School of Information and
Communication Studies in University College Dublin (UCD) and is funded by UCD, and the
National University of Ireland (NUI). The information supplied will not be connected to any
identi�able information and will be entered into a database that can only be accessed by
authorised personnel involved with this project. The information will be retained by UCD and
will only be used for the purposes of research and audit. By supplying this information, you are
consenting to the university storing your information for these purposes. The information will
be processed by UCD in accordance with the provisions of the Data Protection Act (1998) and
the General Data Protection Regulation (2016). This study has been authorised to be low risk,
qualifying for the UCD exemption from full ethics, in compliance with APA guidelines.

Statements of Consent

 I con�rm that I have read the information provided for this study.

 I understand that my participation is voluntary and that I am free to withdraw at any time
without giving any reason. If I withdraw during the experiment, the data will be deleted and
removed from the study.

 I understand that my personal data will be processed for the purposes detailed above in
accordance with the Data Protection Act (1998) and the General Data Protection Regulation
(2016).

By clicking 'agree' I provide my full consent to participate.

AGREE



Completion Progress

Requirements
Before you start the experiment, please make sure you meet the following
requirements.

Have turned o� or silenced any devices, applications, or noti�cations that
may distract you.
Have a solid 30 minute block to complete the experiment in one sitting.
Are accessing this experiment from a device with a keyboard. Do not
attempt to participate from a touch-only device.
Have either speakers, headphones, or earphones available to listen to
sounds.
Are 18 years of age or older.
Can type and operate the arrow keys comfortably.
Can remain in fullscreen mode for the full experiment.
Will not refresh the page or press the back button on your browser as this
will reset your progress.
Have javascript allowed on your browser and have turned o� any ad-
blocking or any other site altering extensions.
If you are able to meet all the requirements above, please proceed to the
experiment instructions.

< PREVIOUS NEXT >













Completion Progress

End of Study
You have completed the study and will be given your results in the upcoming screen. Before
that we ask that you answer a few questions.

We would like you to rank the companies from the experiment. Drag each company icon into
the place that matches your preference for that company during the experiment. If you have
the same level of preference for any two or more items, you can place them in the same
column.

Companies Least Preferred No Preference Most Preferred

Why did you rank the companies in the order that you did?

Describe your reasoning for why you chose each preference level for each one of the companies.

Brie�y summarise the strategy you used during the experiment.

Why you made your choices and what you hoped to gain from them.

Brie�y summarise what you thought this experiment was about.

Describe what you did and what was involved.



Did you expect to get paid for items if you closed using the "X" button?

Was this the case for all companies?

SUBMIT



Completion Progress

Thank You for Participating
The experiment is now over.

You have earned a total of $7.92

You get to keep a total of $8.00

The goal of the experiment was to see how your choices change in response to
the placement of rewards. In particular, we wanted to see if rewards given
immediately are more valuable than rewards being given after a delay. This will
help us understand how the placement of rewards can be useful in changing
how people make decisions, giving us new insights into how human motivation
works.

We calculated that the highest number of rewards any participant is likely to get
from this task is $7.92. To make sure that all our participants are compensated
equally for their participation we will be giving you $8.00 as a thank you for
taking part. You should receive this amount within 1 week. If you are unable to
submit the code, please get in contact as soon as possible.

This is your completion code. Please copy it and paste it back into the
Mechanical Turk page:

mrkwp8ne6h4j261
Click here to return the MTurk dashboard.

https://www.mturk.com/mturk/dashboard
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1. Participant Information Sheet (2 pages) 

2. Consent Form (1 page) 

3. Debrief Screen (1 page) 

4. Task Screenshots (4 pages) 
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Data Entry Task
This study is being conducted by Diego Garaialde as part of his PhD project at University College Dublin (UCD). The project
is supervised by Dr. Benjamin Cowan from the UCD School of Information and Communication Studies.

Description of the proposed study

The current study looks at how certain factors affect performance on a data entry task.

Explanation of what participation entails

Participation in this study is completely voluntary as you are allowed to withdraw at any time for any reason. If you wish to
withdraw from the study, any data collected up to that point will be deleted with no disadvantage to you.

You will be asked to take part in a simple data entry task where you must match expense receipts to their relevant code and
submit them. The whole study is expected to take less than 30 minutes. You will be asked to submit expense items for three
different fictional companies, each with slight variations in their submission system. Your goal is to complete the expense
items as quickly and as accurately as possible.

Requirements to take part

To take part in the study you must be at least 18 years of age.
We also ask that you have either speakers, earphones, or headphones connected to the computer so that you can
hear the sounds involved in the study.
Once the main trials of the study begin, we ask that you do not leave the experiment screen until the study is
complete. Please make sure you have 30 minutes available that are free from distractions before taking part in the
experiment.
The experiment has only been tested on the latest versions of Chrome and Firefox, so we ask that you use one of
those browsers to prevent any issues.
Your device will require a physical keyboard. Do not attempt to take part if you are using a touch-only device.

Description of the reward structure

During the experiment you will be given virtual coin that will dictate your placement on a leaderboard. At the end of the
experiment, you will be given $6 for your time. This payment should appear within a week of completing the study.

How the data will be kept confidential

The choices made during the task will be recorded, as well as demographic details such as age, sex, level of education, and
occupation. The data will be connected to a unique user ID only, ensuring that you are not identifiable from the data in any
way. If you wish to withdraw your data, we ask that you contact us with the unique ID provided, or the approximate time at
which you completed the study.

The data will be used to inform the PhD research and may be used in publications. The data will be stored for 5 years on a
password protected computer owned by the university, with access only provided to researchers involved in the study, and
will be archived thereafter. The data without demographic information may be placed in a public data repository as required
for some publishing bodies.



Possible risks involved

There are no perceived risks from participating in this study, above what would be expected from an educational setting.
However, if you are not comfortable with any part of the task, you have the option to withdraw at any time with no penalty to
you.

Dissemination of the results

The results of this study will be disseminated through peer-reviewed publications and the PhD thesis of the principal
investigator. If you wish to receive information of the findings of this study, please use the contact details provided below.

Research funding bodies

The current study is funded by the National University of Ireland Travelling Studentship Award and the UCD School of
Information and Communication Studies.

Contact details

Diego Garaialde MSc BSc, Principal Investigator
diego.garaialde@ucdconnect.ie (mailto:diego.garaialde@ucdconnect.ie)

How to take part
Please click on the survey link below to open a new window and take part in the study. Remember to leave this window open so you can 
submit your confirmation code once the study is completed. Please copy and paste the code to avoid mistakes. Please contact us directly if 
you have any issues with submission.

 

Submit

Study link: https://icsresearch.ucd.ie (https://icsresearch.ucd.ie)

Provide the confirmation code here:

e.g. 123456

mailto:diego.garaialde@ucdconnect.ie
https://icsresearch.ucd.ie/


Consent Form
Fair Processing Statement

Participation data is being collected as part of a research project concerned with
data entry tasks and content bu�ering. The research is being conducted by the
School of Information and Communication Studies in University College Dublin
(UCD) and is funded by UCD, and the National University of Ireland (NUI). The
information supplied will not be connected to any identi�able information and
will be entered into a database that can only be accessed by authorised
personnel involved with this project. The information will be retained by UCD
and will only be used for the purposes of research and audit. By supplying this
information, you are consenting to the university storing your information for
these purposes. The information will be processed by UCD in accordance with
the provisions of the Data Protection Act (1998) and the General Data Protection
Regulation (2016). This study has been authorised to be low risk, qualifying for
the UCD exemption from full ethics, in compliance with APA guidelines.

Statements of Consent

 I con�rm that I have read the information provided for this study.

 I understand that my participation is voluntary and that I am free to withdraw
at any time without giving any reason. If I withdraw during the experiment, the
data will be deleted and removed from the study.

 I understand that my personal data will be processed for the purposes
detailed above in accordance with the Data Protection Act (1998) and the
General Data Protection Regulation (2016).

By clicking 'agree' I provide my full consent to participate.

AGREE



Thank You for Participating
The experiment is now over.

Your payment for the task is $6.00

The goal of the experiment was to see how your choices change in response to
the placement of rewards connected to the leaderboard. In particular, we
wanted to see if rewards given immediately are more valuable than rewards
given after a delay. This will help us understand how the placement of rewards
can be useful in changing how people make decisions, giving us new insights
into how human motivation works.

The leaderboard was randomly generated and did not use data from previous
participants. This means that your data and progress will not be given to anyone
other than the researchers from this study.

We will be giving you $6.00 as a thank you for taking part. You should receive
this amount within 1 week. If you are unable to submit the code, please get in
contact with us as soon as possible. If you have any questions regarding the
experiment, please contact us at diego.garaialde@ucdconnect.ie.

This is your completion code. Please copy it and paste it back into the
Mechanical Turk page:

uhz8dhsoejs0mwm
Click here to return the MTurk dashboard.

mailto:diego.garaialde@ucdconnect.ie
https://www.mturk.com/mturk/dashboard









