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Abstract

Good storytelling should be captivating. Some tellers immerse their audience in a

suspenseful tale by enacting its key actions; others invite their audience to make

suggestions as to where a story can go next. It is up to the teller what kind of

narrative they chose in order to deliver their story. This thesis introduces Scéalability,

a multi-agent system of cooperative actors with unique affordances that share the

task of delivering a tale in different forms. To coordinate its storytelling agents,

Scéalability ’s blackboard architecture permits a low-dependency/high-coherence

coupling of agents, ranging from embodied robots that enact a story with space and

gesture to speech devices that narrate events and give voice to individual roles of

characters with their own vocal features. Stories can thus be presented in different

forms described by single or double act combinations of implemented agents.

In addition to sketching the Scéalability architecture, this dissertation presents

several empirical user studies to explore how audiences perceive and rate the inter-

activity and enactment features of the system in terms of usability and enjoyment of

the story and narrative performances. Furthermore, it explores the value of artificial

agents both as narrators and as actors, and considers how design techniques from

Human-Computer Interaction (HCI) can mitigate the weaknesses of the underlying

story-generation system.
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Chapter 1

Introduction

The writing of creative stories has been part of humankind throughout cultures and

epochs. Research in Artificial Intelligence (AI) has long shown an interest in the

generation of novel artifacts such as pictures, stories and poems. This interest has

blossomed into its own research domain: Computational Creativity (CC) (Colton,

Wiggins, et al. 2012). CC is an interdisciplinary effort to learn and understand

creativity by using algorithms to solve set goals and/or assist and enhance humans

in their creative tasks. Generating stories has been in the scope of CC researchers

for some time now (Dehn 1981; Lebowitz 1985; Meehan 1976), with the objective to

create dramatic narratives with elements that are both artistic and entertaining.

A variety of CC systems for generating and enacting literary artifacts, which

has been the preserve of humankind for millennia1, have been developed (León

and Gervás 2014; Meehan 1976; Méndez, Gervás, and León 2016; Pérez y Pérez

1999; Pérez y Pérez and Sharples 2001; Veale 2014; Veale 2017a). With the aid of

creative computers, texts of all kinds, and stories in particular, can be generated with

a single mouse click. The results are often indistinguishable from their human written

counterparts. Trained on specific topics (Radford et al. 2019; Veale, Wicke, and

Mildner 2019) or on specific (and famous) writers such as Shakespeare (Lau et al.

1Around 700 BC the epic of Gilgamesh, was created in early Mesopotamia. It is considered to be
the earliest extant piece of written literature (George 2002).
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2018) they can produce grammatically correct and semantically coherent results.

Related recent works show, that even unsupervised training of language models

can result in the generation of context related texts (Radford et al. 2019). While it

is not necessarily the goal of CC research to simulate our human abilities and our

human creativity, artificial creative systems have still found practical ways to evoke

sentimental bonds between a story and its audience.

Building on techniques from the above fields, the research presented in this thesis

combines existing approaches from interaction design, AI and CC with something

new that, ironically, also evokes something old in its process - namely, the kind of

narratives that feel like a child’s ’choose your own adventure’ story books (Packard

1976). However, unlike their traditional printed counterparts, digital storytelling can

be unique every time the application is started, since technically an unlimited number

of algorithmically generated stories can be accessed to provide content for the

narration system. Therefore, several possible scenarios have been created in order

to study people’s perception when experiencing different narrative performances of

the same story. These scenarios include non-interactive performances, for instance

shared by a NAO robot (Softbank-Robotics 2019) and an Amazon’s Echo with use of

Alexa (Amazon 2019), and limited interactive storytelling which presents its listeners

with choices at certain points. Throughout this research, our findings opened new

paths, which required further investigation that resulted in a variety of studies.

During the development of Scéalability, a system that is capable of presenting a

story in different performative modes, and which provides the base for the research

presented here, the narrative and the generative components were kept as two

separated modules. While the narrative part focuses on the presentation of a story

towards an audience, the generative part is responsible for the creation of stories

while ensuring all necessary information for its presentation is contained. For this,

Veale’s Scéalextric knowledge base (Veale 2017b) has been used for the generation

of a theoretically infinite amount of unique stories containing various characters

from real life and fiction. After preparing the story’s structure, so that it would yield

the needed information for further processing, the development of the performative

2
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parts became the primary focus. The resulting performances would capture various

appearing characters, their moods and actions, and the audience to some degree.

To enable multiple setups for the storytelling performance, the system was built

around a blackboard architecture (Hayes-Roth 1985; Hayes-Roth 1995) that con-

tains the story and which directs connected agents. Individual agents communicate

through this blackboard and retrieve specific content for their narrative roles. Be-

cause the blackboard always stores a complete data representation of a story, new

agents with distinct roles can be added in the future, while the main architecture

remains the same. For this research, however, two agents were sufficient - and thus

the narrative was divided into two sections: A story teller and an actor.

The specific setup, in which both agents present a story together, is designed

to mimic features from stage performances with a special nod to partner-acts. In

this case, one agent takes a directive and serious role while the other slips into the

shoes of a class-clown character. Although this specific setup does not encourage

the audience to participate in any events directly, different build-in performances

allow for individual use of agents as standalone story tellers with and without the

integration of their audience.

These variations allow for the exploration of novel possibilities in digital story-

telling. Studying the audience’s perception in terms of enjoyment and usability of the

different performances, whether it is experienced passively or interactively, presents

new insights into how machine-created stories can be narrated in the future. In order

to evaluate the different setups, a total of eight experiments has been conducted

throughout this research. In a first set of studies, four different combinations of

Amazon’s Alexa and a NAO robot were created in order to explore important factors

for humorous storytelling and the utility of the devices. Not asked to interact with

the performance during any of these four study designs, participants listened and

watched as a story was told to them by either a solo-act or a partner-act. Although

the evaluation of these first studies did not show expected results (which will be de-

scribed in detail in chapter 4), they hinted at possible solutions for better storytelling

of generated stories.

3
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The results and implications of these studies served as motivation to expand fur-

ther on this research. This time, each condition was designed in order to investigate

the enjoyment of interactive storytelling and usability of smart-home devices for this

task, with the use of Amazon Alexa. While listening to the story, the audience was

asked to provide input at specific key points giving them the illusion of altering the

story’s course. Although the system was setup to only allow for minor changes, pre-

senting users with the opportunity to interact with the story’s content gave listeners

a closer link to the story and the feeling they could take part in the narration itself.

1.1 The Interactive Continuum

The interactive module of this thesis was developed in a way, that decisions had

almost no impact on the course of the story. But even this limited form of interaction

needed to be planned well in order to give clear guidance to its users. The field of

interaction design helped here to create an accurate dialogue model for its users

to follow. In general, the field of interaction design provides product designers of

all kinds with effective tools in order to make interaction easy to understand and

enhance usability factors of their creations (Benyon 2014). Here, interaction means

constructed possibilities in which users can interfere with, or change, a system’s

state to their desire (following the terms of the systems’ functionality). Usability, on

the other hand, describes the simplicity of users’ experience while doing so (for

example by updating signifiers built into the system).

When looking at audio-books and especially their players, as a relatable example,

they have to integrate both fields rather well. They provide listeners with recordings

of audible narratives, but may lose some of the benefits that printed books offer.

While it is the reader who decides when to open or close a book, the player needs

to find a digital solution replacing this freedom. Many players therefore integrate a

sleep timer that stops the audio-book after a preset time has past. The problem with

such a function is that the user needs to predict when they are going to fall asleep.

The audio-book might stop too early leaving the user to setup a new timer or too

4
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late so that the user has to rewind. Scéalability is faced with a very similar issue but

because it expects its audience to be attentive it has more freedom to deal with it.

Because books have been around for such a long time, their handling has

become almost natural. This often means that people are often harder to convince

by new technology when trying to replace such media. In order to do the replacement,

it needs to have very high usability and well integrated interaction. As a rather young

research domain, interaction design became relevant in the mid-1990s, when it

detached itself from industrial design to become an independent domain, including

a new human centered approach2. This is especially important in the digital domain,

where interfaces change their states continuously.

Anything that is meant to be responsive towards its users likely uses techniques

found in interaction design. The stages in which a system can be considered

interactive are fluid. On the one hand, limited functionality - such as a simple unlock

button on phones - needs to exist. A single interaction is required in order to fulfil

a single purpose. But even though the outcome is linear, it has to be considered

interactive. Only if somebody activates the unlock process will the system react.

On the other hand there are some highly complex applications: As a specific form

of storytelling, video games, for example, let users make literally game-changing

decisions over and over. Each decision might trigger a new change affecting the way

the player experiences the ongoing story line making the entire experience unique.

The more complex a system gets, the more important it is to keep the user in control

by continuously communicating the system’s current state appropriately.

From a more academic point of view, the field is concerned with the needs and

desires of people, giving aesthetic pleasure, lasting satisfaction, and enjoyment

(Moggridge and Atkinson 2007). Analytic and critical studies help to establish a

basic knowledge that is of use in further research and development (Stephanidis

2012). To understand users’ problems becomes necessary in order to find good

2Although interaction design is an independent area, it has an intersection with industrial design.
When designing mobile phones (or smart phones) for example, the digital interface has to respond to
the physical appearance shaped through industrial design. Finally, both fields are co-dependant.
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design solutions. Following this path, interactive design has become a major part of

the research field of human-computer interaction (HCI).

In regards to this thesis, multi-agent storytelling and the perception of its au-

dience, interactive design and HCI become naturally relevant when developing a

well executed storytelling system. Instead of only aiming for new possibilities in

telling stories, research in this field has to explore usability and the enjoyment of

users while dealing with different forms of storytelling as well. This frames the

underlying research question: ‘How do users perceive storytelling in interactive and

non-interactive forms, in terms of user experience and enjoyment?’.

1.2 Story Creation Versus Story Telling

When creating stories and narrative contexts, two effects are worth mentioning:

the ELIZA effect (Hofstadter 1995; Wardrip-Fruin 2009) and the TALE-SPIN effect

(Wardrip-Fruin 2009). Briefly explained, ELIZA is a program, created by Weizenbaum

from 1964 to 1966, with an interface perhaps most similar to contemporary chat-bot

systems. The program is an early take on enabling natural language conversations

with computers. Even though ELIZA’s responses always seem fitting, the program

only recognizes specific key words of the user’s input. In fact, the program’s logic

can be recreated in merely 300 lines of program code3 with a set of prescribed

responses. The ELIZA effect causes us to believe simple interactive systems are

more complex and nuanced than they actually are. The TALE-SPIN effect causes to

believe that complex systems are less complicated or profound than they really are.

This effect is based on Meehan’s TALE-SPIN system, developed in 1977 to create

stories by generating worlds (Meehan 1977). These worlds contain complicated links

between artificial actors, resulting in short stories. However, despite the complexity

3The actual number of lines depends on the programming language used for the implementation.
The original program was written in MAD-SLIP for the IBM 7094 and consisted of about 350 lines.
However, more modern programming languages, such as Python, can achieve the same in fewer lines
of program code.
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of logic behind their generation, these stories appear quite simple. This misleads us

into believing that the program behind its tales has to be simple as well.

Although the creation of a story might be related to the telling of it, each is an

art form in itself. Creating a story means inventing characters, relationships, and

possibly entire worlds (sometimes even universes) filled with data and information.

Often, readers and audiences only get to perceive a glimpse of the tight network

that lies behind a story. History and the course of events contained in a (perhaps

fictional) story-world are merely hinted at in their textual representation, enacted

through carefully-crafted characters and their relationships. Usually only the original

creator has the complete knowledge behind their tale. It is similar to a photo, where

observers only get to see what the photographer chooses to show: Lightning;

exposure; perspective; all the choices made when developing; the taken picture sets

the exact frame of a previously three dimensional scene, made flat for viewers to

observe. Although most of the originally contained details remain hidden from the

viewer’s eyes, they will see a representation the creator wanted to express.

In terms of storytelling, creators pick certain events to represent a chosen

narrative from their knowledge, guiding their audience through their tale. This can

happen in many ways. While the term storytelling might imply spoken narratives

that need to be listened to, perhaps in the form of readings, movies still tell stories,

just with a different take on the same task. An added visual layer is used to draw

the focus to different aspects which would otherwise have to be described in words.

Theatrical plays do this similarly but in their own art with real-time performances.

The different forms of narratives require a variety of creative inputs, especially when

trying to develop an automated and creative storytelling system.

From the perspective of computer science, the task of storytelling could be

divided into two sub-tasks, where one cares about generating the story and the

other about its presentation. Many systems have been developed solving both tasks

either individually or in an integrated fashion (Lebowitz 1985; Meehan 1977; Montfort

2011; Pérez y Pérez 1999; Veale, Wicke, and Mildner 2019; Wicke and Veale 2018).

Developers of story generation systems might do so by either creating a world first

and then focusing on characters and their relationships for a deterministic story

7
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within that world, or by choosing to define roles and characters first. In this second

approach, the story is extracted from its characters’ properties which define their

relationships. Thus, only instances of a world for the story to take place in need to

be generated. Both variants have been popular in research. Which of the two is

preferable depends on the task. In any case, results do not necessarily differ much

when presented to an audience.

As it turns out, various methods for generating stories have been explored while

ongoing research continues. The presentation of those stories, however, has found

less recognition to date. Nonetheless, systems have been developed which, for

example, use text as input and output (Pérez y Pérez 1999; Urbanek et al. 2019) or

that use visualization techniques, such as in computer games (Cavazza, Charles,

and Mead 2002), in order to give their context a peformative structure. In other cases,

robots are used in order to study specific elements of tale telling since a humanoid

body can be utilized for emphasizing emotions or enacting specific elements within

a story alongside a narration (Wicke and Veale 2018).

1.3 (Almost) Infinite Storytelling through Scéalextric

As the underlying structure for generating stories, Scéalability uses Veale’s Scéalex-

tric system, a powerful collection of knowledge base modules that are systematically

connected (Veale 2017a). It incorporates multiple knowledge bases with the most

prominent being the Non Official Characterization list, or simply NOC list (Veale

2015). The NOC list contains more than one thousand different characters, either

well known in real life or drawn from fiction. Each character has a set of attributes

that can be used in order to construct relationships with any other character. The

name Scéalextric is a word composition of the two terms "Scéal" and "Scalextric"

where the first is the Irish word for story and the second a well known producer of

track-based slot car racing systems, which allows children to click pieces of tracks

together in order to form a racetrack.

As a tool created for the CC community, Scéalextric follows the idea of generating

characters and their relationships first which leads to the creation of the world, the
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story takes place in, afterwards. This world is determined by the attributes retrieved

from each character. Thus, Scéalextric can be used in order to generate story plots

by composing actions and actors. Such a composition uses triples to formulate an

abstract plot. An example for an action triple is as follows4:

attack are_defeated_by bow_down_to

Which translates to:

A attack B but A is defeated by B so A bow_down_to B

This example demonstrates the potential of such a triple. In its still very abstract

representation, it can then be used as the skeleton for more complex interrelation-

ships that, when accumulated, build vivid stories. Notably, the sequence in which

the actions take place is matched in the demonstrated translation. Also, the two

characters A and B remain in their order of appearance. Although the existing NOC

list is limited to a little more than one thousand characters, the included data is rich

with attributes that can easily be accessed to form various relationships between

any two individuals. With these relationships and the appended knowledge bases

an almost infinite amount of original stories can be generated.

Scéalability makes use of this system and has immediate access to more

than half a million stories generated with the use of Scéalextric. To maintain fast

accessibility, all stories were previously generated, catalogued, and then uploaded to

a web based server. Creating stories on demand, on the other hand, would not suit

the requirements when using Amazon Alexa, since Amazon’s system is designed for

prompt dialogue with mostly prefabricated context. To allow any custom interaction

with Amazon Alexa, a so-called Alexa Skill has to be created and installed on one’s

4The example was extracted from the author’s Github repository.
Prosecconetwork, Veale, T. (2017, January 19). Prosecconetwork/Scealextric. Retrieved July 16,

2019, from https://github.com/prosecconetwork/Scealextric.

9



Introduction

Amazon Echo device. In terms of this research, such a skill has been developed,

which connects to Scéalability. The blackboard architecture then instructs Alexa

about what to say based on a story created with Scéalextric.

1.4 Why Alexa?

With the potentials of available smart-home devices, Scéalability integrates the

possibilities of cloud computing services with novel storytelling experiences. At the

time of development, Amazon’s closest competitor Google Home offered fewer pos-

sibilities and its online services were less appealing for this project when compared

to Amazon’s Web Services (AWS). As a sidenote, Alexa was already part of many

home interiors, granting Scéalability an established audience in case it would be

published. Overall, Amazon’s services included more functionality for developing

Alexa Skills for a public domain while being easy to maintain. Since anyone could

use AWS for free, until they reach high levels of usage5, it suited all conditions of this

project while exceeding any limitations of personal computers and private servers. In

its final version, Scéalability uses Alexa Skill Kit (ASK), which provides useful tools

to create custom Alexa skills, Amazon’s bucket system S3, for storing and accessing

files, and their Database framework DynamoDB.

Probably the most important property of Scéalability is its blackboard architecture

to coordinate performances. AWS does not only provide Alexa as a possible actor,

but further helps to maintain this blackboard easily. Such a rich ecosystem encour-

ages a development that reaches outside the scientific community and possibly into

the everyday lives of people. With this opportunity, design choices were made early

on, helping to set a final goal for this work: a versatile application that can be used

by everyone. As a modular system, Scéalability can be used with only one Alexa

making this an easy to reach goal. In a basic version of this project, the listener is

given the option to ask for the theme or character name a story should contain. In

5Once this contingency is reached, a quite complex and steep pricing model comes into action.
E.g. publishing the resulted skill for a broad audience would quickly result in roughly 740C per month
with the possibility to increase further depending on the amount of monthly usages.
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this example, the blackboard is responsible to fetch and prepare a suitable Scéalex-

tric story and provide it for Alexa to tell. The accompanying command to invoke

this interaction would be: «Hey Alexa, tell me a story about X», where X could be

anything from a place (Earth; London; Hogwarts), to wider categories like adjectives

or nouns (love; hate; politics; peace), to names of prominent figures, both fictional

and real (Donald Duck; Trump; Jesus; Gandalf). In this basic version, Alexa would

respond with a story fitting the given attribute.

Although a large part of Scéalability is non-interactive, Alexa remains an im-

portant part through its strong speech capabilities. The interactive performances

justify Alexa’s integration all the more. Alexa (with the use of a required Amazon

Echo device) has been proven to respond fast with a clean voice that is nice to listen

to and easy to understand. Furthermore, many options to alter Alexa’s voice are

available including a range of national accents and various options for both male and

female alternatives. Additionally, any voice can be given a custom touch by raising

or lowering its pitch, range, and tone from almost screaming to whispering. These

features accomplish, and even exceed, all desired criteria leaving us with plenty of

options for telling a story.

It should be noted that throughout this project Amazon has changed the way

Alexa is developed quite a bit. As mentioned, the multi-agent system allows for

partner-acts to tell a story. One specific scenario refers to having two Echos perform

the story in this sense. Where it was possible to have Alexa recognize a second

Echo’s voice in earlier stages of AWS, Amazon apparently saw this rather as a

design flaw and changed this behaviour. Ever since, two Echo devices in the same

environment will not interact with each other any more. Once one Echo recognizes a

request, the other one will be muted and set passive while the first goes into action

(Lloyd 2019). In regards to the research presented here, it is the blackboard of the

multi-agent system, not Alexa directly, that manages the important communication

within the system. Through this implementation a bypass could be created to resolve

this issue by synchronizing both devices.

A different concern was Alexa’s voice recognition, which is not well suited for

understanding low sampled text to speech synthesis. Unfortunately, this is the kind
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of synthesis the NAO robot uses in another partner-act performance. In order to

overcome this issue, higher frequency speech synthesis, such as IBM Watson, (IBM

2019) produces speech very satisfyingly at a high sample rate. Using this speech

implementation, Alexa can understand NAO without any problems. On a last note,

Amazon changed some of its ASK functionality making it easier to implement specific

handlers to enable desired interactions.

1.5 Theatricality and Interactivity

There are many ways to support generative storytelling. The level of interactivity

in a system, and the number of devices it supports, determines how an audience

experiences a scene. To learn more about people’s perception of digital story-

telling, Scéalability contains a broad variety of performative modes. Even though all

modes share the same core through the main system, they are assigned either to a

theatricality scenario or an interactive scenario.

The theatricality scenario is either executed as a solo-act working alone, or as a

partner-act of two or more devices. The focus lies on the quality of story and presen-

tation and possible advantages brought by Alexa and/or NAO. Thereby, narrative

agents convey current sections of a story and await reactions of commentary agents,

who work on the meta-level and create a bridge between audience and performance.

Both kinds of agents can also take the role of an enacting agent, who utilizes a

physical body to act out characters or actions extracted from the story.

During solo-acts, it is either a single Alexa or NAO who tells the tale as a narrative

agent (and in NAO’s case also an enacting agent). The partner-acts give each device

individual purpose while performing. Although a wider range of possibilities exists,

two options were implemented. Alexa (and its associated Echo) remained a constant

part in any partner-act presentation while the other agent role was taken by either a

secondary Echo or a NAO robot. In either case, the first Alexa slips into the role of

the storyteller while the additional device takes over the role of a funny commentator,

in the specific case that the part is assigned to NAO, also the embodying actor.
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Although the qualitative focus remains, the interactive scenario is stretched out

to cover usability of smart home devices when telling stories interactively. Again,

interactivity is a continuum where the impact of a user’s decision depends on the

options they are offered. With Alexa, the first interaction happens when invoking

a desired skill, which is similar to the previously mentioned example of an unlock

button on a phone. Interactive storytelling only becomes interesting, if users are

given the opportunity to make changes and thus break the perceived linearity of the

narrative. In the interactive scenario, users are given the impression of controlling

certain events of the story permitting a more personalized experience.

To accomplish this, listeners are given the option to inject new characters after

specific story events. The ongoing story still follows a pre-generated path, but

injects given names each time a preset character instance comes up. Furthermore,

the system sometimes asks its users whether they would like the story to take a

different path than the current direction. A custom Alexa skill and an alternative

web-application that shares the same logic have been developed, in order to explore

the benefits of interactive storytelling and the usability of voice-based interfaces

for this purpose. The main reason a web-application was developed alongside the

Alexa storyteller is to study different experiences when using a voice-based device

compared to more common graphical user interfaces. Since in this scenario the

audience becomes an active part of the narrative, no enacting component is linked

to Scéalability in either presentation. This helps to keep the focus on interactivity

and content that might otherwise loose the attention of its users.

Overall, a total of eight possible presentation modes were developed - four

belonging to the theatricality scenario, the other four lie within the interactive scenario.

The constantly underlying blackboard remains active and allows the system to be

reconfigured in many ways. Possibly connected agents, depending on the act,

extract necessary data to perform their version of a story. This implementation

makes it possible for the system to scale in the future.
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1.6 Research Questions

The scalability of the presented system enables research opportunities in different

directions of digital storytelling. Through the flexible nature of Scéalability ’s architec-

ture, different configurations to tell a story are permitted. Whether with one Alexa

alone, or one NAO alone, or with one Alexa and another Alexa, or one Alexa and

one NAO, a story can be presented in different ways. Each configuration captures

different opportunities to study the perception of its audience. One key question

then becomes, which configuration do they actually prefer?

Although Scéalability is first of all a practical system to entertain its audience, it

is also a platform that allows the exploration of research questions in CC, specifically

the assessment of embodied versus disembodied and passive versus interactive

storytelling. This further implicates the implementation of Alexa as stern narrator

and a NAO robot as pantomiming clown and highlights humor that emerges from

their different characters during performative interactions.

The architecture’s flexibility is explored in two supporting research questions:

1. Can robotic partner-acts be used in order to enhance the user’s experience

during storytelling? The developed system has different setups that can be

compared to one another. The question is: does embodiment bring any

advantages over a simple narration, and if so, does a partner-act improve this

embodiment?

2. How do users perceive interactive storytelling in terms of user experience and

enjoyment? Although comparing interactive to non-interactive storytelling is a

matter of comparing apples to oranges, individual features are shared by both

systems and can be compared to indicate changes in user experience.

1.7 Contribution

Existing research in AI and CC shows a strong interest in developing autonomous

storytelling systems. In various cases, studies can demonstrate the state of the art in
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this field by letting people read or listen to machine-crafted stories. Results indicate

that participants could not reliably predict whether a story has been computer

generated or was written by a human (T.-Y. Hsu, Y.-C. Hsu, and Huang 2019). With

smart-home devices present in many homes today, automated storytelling has the

chance to become part of many’s everyday life. However, little research has been

done on the design of possible presentations or experiments testing them with users.

Assessing the key qualities in storytelling, including interactive storytelling, helps

in identifying good usability and user experience from the perspective of human-

computer interaction (HCI). To fill this gap, this thesis presents a multi-agent story-

telling system utilizing a blackboard-architecture in order to enable many different

storytelling modes in a real-world setup. Having agents present in a physical envi-

ronment gives users a tangible presentation and draws them closer to the action.

Different conditions have been developed to gather information about users’ percep-

tion of possible presentation forms, perceived in passive and interactive narratives.

The different components and contributions this research yields are summarized

and listed below. Furthermore, acknowledgement will be given to those people with

whom I, the author, have had the joy of working with, and who have helped to build

parts of this project.

Scéalability: A major contribution of this thesis is the Scéalability framework for

multi-agent storytelling and story generation. It consists of a blackboard architecture

that maintains a story and storytelling agents that can be narrators, commentators,

and/or actors. The system is designed to enable a variety of storytelling perfor-

mances that can be expanded in the future for further research. In regards to this

thesis, however, performances were presented by either a single agent as a solo-act,

or two devices sharing a partner-act. Thereby, two scenarios have been developed:

(1) a theatricality scenario, during which an audience perceives a story passively,

and (2) an interactivity scenario that invites its users to participate in the experience.

The Blackboard: Inspired by the Hayes-Roth architecture for adaptive intelligent

systems (Hayes-Roth 1985), the blackboard is the back-bone of Scéalability. Using

this system, Scéalability can work with different numbers and arrangements of
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narrative, commentary, and enacting agents. It can further be seen as the director

and manager that tracks and maintains current states during a performance. At the

beginning of a narration, Scéalablity initializes the blackboard and fills it with the

necessary content for each active agent.

Depending on the scenario, it fetches a story from a web-server containing a

large body of pre-generated Scéalextric stories. The way the blackboard stores its

content is similar to movie scripts. Each agent receives personal instructions in

chronological order, containing necessary commands and actions depending on

their assigned characters. During a play, the system is constantly updated, and

serves as a communication medium between connected devices. They can thus

inform each other when they have processed a part successfully, waving in the next

to do theirs. By being responsible for storing all data, the blackboard gives room

for possible adaptations making the system sustainable for future research. This

architecture was developed in corporation with Philipp Wicke, whom I wish to thank

for giving necessary input to incorporate information for NAO’s enacting acts.

Alexa and its Skills: The reasons why Alexa was chosen as part of the Scéalability

repertoire were two-fold. On the one hand, it has excellent speech capabilities,

especially when compared to a NAO robot. During acts of the theatricality scenario,

Alexa can take the role of either a narrative or a commentary agent. While the

speaking device always remains a narrator when presenting alone, it can also

become a commentator when sharing the stage with other devices. In any case, the

smart-home device receives prepared parts from the blackboard architecture.

The other justification for Alexa’s presence is that the device can create a bridge

between the audience and the story-teller, adding interactivity to its performance.

This was the motivation for developing an application that allows its users to influence

the creation of stories they could then listen to. In the interactive scenario, the system

requests simple input from its users to alter the story which then becomes more

personal. The skills written for Alexa were developed by the author himself in

consultation with Philipp Wicke and his supervisor Prof. Tony Veale.
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NAO, an Embodied Storyteller: The integration of a NAO robot realizes the em-

bodied elements supported by the Scéalability architecture. Although it is an irre-

placeable component of this thesis work, the entire development is also indebted to

Philipp Wicke’s research and hard work. As with Alexa, the robot is part of both solo-

and partner-acts within the theatricality scenario. It receives its instructions from

the underlying blackboard structure which contains speech parts and actions for the

robot to enact. Because of the possibilities embodied storytelling yields, the robot is

an enacting agent in any performance. In the case it tells a story alone, it does so

as a narrator. When sharing the stage with Alexa, it plays the role of a commentator.

In partner-acts, NAO prompts Alexa to begin a performance and to continue if the

narrative becomes interrupted. But since NAO’s native voice is not recognized by the

smart-home device, it was decided to use IBM ’s online service for speech synthesis

instead. In contrast to Alexa, NAO cannot be used for interactive storytelling like

Alexa. The principal reason for this is that Amazon’s web-services used in this

project have already been integrated within Alexa and that our focus was set from

the outset on the usability of commercially available smart-home devices.

Research Studies: Both the theatricality and interactive scenarios of Scéalability

have been tested through qualitative user studies. In order to gather information

about the differences of the systems, a custom questionnaire has been developed

which is shared amongst all studies asking about the quality of elements regarding

story, humour and performance. Depending on the act, additional questions were

added, allowing us to learn more about specific features. When NAO, for example,

tells a story, it can use its body to emphasize story related actions and characteristics,

which Alexa cannot do. Also, partner-acts tell a story with additional detail not present

in a solo-act. The questionnaire aims to include such differences while keeping core

questions unchanged.

Testing the Theatricality Scenario: Before testing the theatrical scenario, it was

divided into four conditions, or two solo-acts and two partner-acts. Alexa and NAO

each told the story alone, or two Alexas told the story, or one Alexa and one NAO

told it together. Because no second NAO robot was present at the time of conducting
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these experiments, a fifth case in which two NAOs would tell a story together could

not be tested. After watching and listening to each performance, participants were

given a printed questionnaire to evaluate their experience. The design and execution

of this experiment, together with its evaluation, was done as a shared contribution

together with Philipp Wicke.

Testing the Interactive Scenario: As a follow-up to the first experiments, a second

set of studies was designed to gain further knowledge about users’ perception of

interactive storytelling. Results of the former studies brought up interesting ideas

for further research that could be conducted through Scéalability. One hypothe-

sis became that the quality of Alexa improves user experience during interactive

storytelling, due to its excellent speech-synthesis and voice-based interface alone.

Another hypothesis to be examined was that interactive storytelling, in general,

is more enjoyable than a passive narrative. Simply adding a feature to one system

and asking about its absence in a different system would, however, introduce a bias.

Interactive elements were thus not completely removed from the less interactive

experience. Although tested conditions of this kind can seem interactive, the impact

of users’ decisions had no effect on the tale, which would simply continue. Therefore,

these less interactive conditions will be referred to as non-interactive in order to

distinguish them from the passive conditions of the theatricality scenario.

As an alternative to using Alexa, a web-based interface was developed making

use of the same logic. Participants would either test Alexa as a passive and

interactive storyteller, or experience the same story through a common graphical

user interface. In both cases, participants perceived an interactive and a passive

version of the story in random order. Design, implementation, and conduction of

these experiments was done by the author himself, although Philipp Wicke was

again a great help during all stages and throughout the evaluation. In addition to the

already existing questionnaire, participants also received a usability scale in order to

evaluate the simplicity of what they experienced when using the system.
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This concludes the introduction to this thesis. Before continuing to describe the

Scéalability system, the next chapter will provide a closer look at related literature

and the current state of the art. Afterwards, the design of Scéalability will be

described in detail, including the software architecture of the blackboard structure

and Alexa skill, as well as theatricality and interactivity scenarios (chapter 3). This is

followed by chapter 4, which describes the design and analysis of studies testing

the theatricality scenario. In the same vein, chapter 5 describes the studies of the

interactivity scenario. All results that concern both studies will then be discussed in

chapter 6. Finally, chapter 7 summarizes the most important findings of this thesis

and addresses issues that could be approached in future research.

Fig. 1.1 Cartoon of a Double Act

This cartoon represents the double act as mentioned in the previous chapter and was
created for a submission to the ICCC conference 2019 ((Veale, Wicke, and Mildner 2019)).
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Chapter 2

Related Work

The fields of artificial intelligence (AI) and computational creativity (CC) have long

shown an interest in the algorithmic generation of stories. As the presented work

is concerned with both the generation of stories as well as their presentation, this

chapter takes a deeper look at related works that use comparable approaches for

either purpose, while further considering interactive and non-interactive systems.

Because this spans a field that is interdisciplinary and broad, this chapter is

divided into three main sections: Artificial Intelligence Telling Stories, Interactive

Storytelling, and Interacting with Voice User Interfaces. The first section goes into

detail about AI models that create and narrate stories on their own. Such systems

range across multiple fields in AI.

Afterwards, the second section takes a closer look at current research regarding

systems that also use AI for the generation of stories, but in addition create inter-

active environments that allow users to engage with the system in different ways,

manipulating certain story stands or even jump into characters to take control over

their actions. This section then continues with few existing studies that describe the

functionality and usage behaviour of similar applications.

Last but not least, the third subsection demonstrates related studies with smart-

home devices such as Amazon Alexa (Amazon 2019), Google Home (Google 2019),

and Siri (Apple 2019) by Apple. Because many storytelling systems are developed

with a focus on technical solutions, they show what is possible but lack extensive
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user testing that is needed to assess their actual usefullness. To highlight the

importance of such testing for systems like Scéalability, this section goes into detail

about common human-computer interaction (HCI) methods regarding usability and

user experience and how these are applied to smart-home devices. While these

ubiquitous systems give new scope for interaction design to be explored in general,

they create an interesting tool for storytelling systems in particular.

2.1 Artificial Intelligence: Generating and Telling Stories

As early as 1973, Klein et al. developed Novel Writer, the first documented computer

system capable of generating stories automatically (Klein et al. 1973). The stories

come in the style of murder mysteries and are set in a weekend party context. The

underlying model uses stochastic methods to link characters together (including their

emotions towards one another) and describes events happening in its constructed

world. Programmed in Fortran, the Novel Writer is an efficient story generator

reported to "write" 2100 murder mystery stories in less than nineteen seconds. Back

then, the authors of the system described it as a breakthrough in computational

linguistics. Today we would consider it an early application of CC and AI, as the

system was ahead of its time.

Three years later, in 1976, TALE-SPIN was developed (Meehan 1976; Meehan

1977). The system, created by Meehan, took a different approach in generating its

stories, which are about small woodland creatures. Meehan gave options to create

multiple characters with individual goals and complex relationships to one another

which outweigh basic action. Once set up, TALE-SPIN constructs plans that help the

characters to fulfill these goals. Now, in order to achieve one’s goal each character

had these constraints sometimes prohibiting them from fulfilling their goal until they

resolve an issue caused by their relationships. It is important to note that TALE-SPIN

created the contextual world first, before characters were introduced which, at the

time, was quite costly in terms of efficiency.

AUTHOR, developed by Dehn in 1981, has an answer to this issue (Dehn 1981).

The system was an early attempt to model the mind of a writer in terms of specific
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authorial goals and the constraints that these place on a story. Instead of generating

the context for the story before the character, it awaits intents from the author. The

system sees a story not as part of a world, like TALE-SPIN might do, but the other

way around: the world develops through actions and events an author already has

in mind. While the system still is goal driven, these goals are now set by the author,

which causes the system to fabricate necessary parts of a world in order to fulfill

them afterwards.

A few years later, in 1985, Lebowitz built UNIVERSE (Lebowitz 1985). Unlike

the previous systems, this model focuses on generating plots so that TV shows like

soap operas might use them. Thus, the stories are not so much concerned with

clear beginnings and endings, but are built around episodic storytelling. Similar

to TALE-SPIN, Lebowitz argues that the context for the story should be set first,

followed by creating characters, actions and events that will then describe this world.

The system is mainly intended as a tool for writers, however it discusses further

possibilities for the future, where the author imagines it as a full storytelling system.

With MINSTREL, Turner demonstrates another storytelling model on the level

of the author (comparable to AUTHOR’s approach) (Turner 1993). Using so-called

Transform-Recall-Adapt Methods (TRAM) as creativity heuristics, the system (de-

veloped in 1993) starts by integrating a simple problem into a fictional world based

in the context of King Arthur and his Knights of the Round Table. It then starts

generating linked problems resulting in a chain of causalities. Thus, multiple TRAMs

make up the story. This story is based upon four classes of author-set goals, and

plans to solve them: thematic, dramatic, consistency, and presentation.

When Pérez y Pérez and Sharples wrote MEXICA in 1999, they took an approach

to create a story generating program based on a "cognitive account of creating

writing", to cite its title (Pérez y Pérez 1999; Pérez y Pérez and Sharples 2001).

Designed to generate stories about the Aztecs (whose true name was the Mexicas),

the program models story-telling as a process with two steps: an engagement step

and a reflective one. Prior to the first step, MEXICA asks a user to define possible

actions, that the model will later connect in order to create a coherent story. The

user further provides a list of previously generated stories, which, together with
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the entered actions, are used in order to build long-term memory schemata that

represent contextual and rhetorical knowledge. With these schemata, the model

can generate new stories within the engagement and subsequent reflection steps.

Altogether, multiple modules collaborate in order to generate suitable results, while

constantly reflecting on and evaluating their steps throughout this pipeline.

These six story generating systems (Novel Writer, TALES-PIN, AUTHOR, UNI-

VERSE, MINSTREL and MEXICA) can be considered the foundation which recent

works build upon. With the goal to generate complex stories that are grammatically

and semantically correct and coherent, they set paths for recent works from the CC

and AI community.

2.1.1 The (State of the) Art of Story Generation

The stories used in the context of the research presented here were created using

Veale’s Scéalextric knowledge base (Veale 2017b; Veale, Wicke, and Mildner 2019),

which can be described as a coherent framework of interlocking knowledge bases.

As mentioned in chapter 1, generated action triples from this knowledge base can

be connected to complete stories following grammatical and semantic rules of the

English language based on relationships of two or more characters. The characters

are retrieved from a large knowledge base, the Non-Official Characterization List

(NOC) of Veale (Veale 2015). This knowledge base contains a broad swathe of

detailed attributes for more than one thousand characters drawn from both popular

fiction and real world people. This NOC list can be used for constructing relative links

between any two characters and with the use of 30.000 action triples, meaningful

stories can be generated (Veale 2017a).

To generate those stories reliably, this approach uses a generative grammar

as a framework for its content. This provides a great advantage for a system like

Scéalability, since stories are not bound to worlds set up in advance. Each story
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takes place in a different world, built around the characters it contains1. This grants

unique experiences to each story being told by the system, and establishes a vast

range of possibilities. Veale demonstrates alternative use cases of his knowledge

base in which he generates metaphorical mappings (Veale, Shutova, and Klebanov

2016), that lead to the creation of metaphor-generating Twitterbots (Veale 2016).

Together with Wicke, Veale demonstrated a question-answer system for embodied

storytelling with the use of the robot Nao (Wicke and Veale 2018).

Alternate approaches, based on the research mentioned in the section above

were developed almost simultaneously. In 2014, León and Gervás introduced STellA

(an acronym for Story Telling Algorithm) (León and Gervás 2011; León and Gervás

2014), a non-deterministic creative simulator to generate stories. More so than

its predecessors, this model takes the simulation of human-like creativity even

further. Similar to AUTHOR and MINSTREL, STellA also combines actions for the

creation of a narrative, instead of generating a world context first. In order to do so,

the simulation describes three different types of control mechanisms: objectives,

constraints, and narrative curves. Each mechanism is used to generate and navigate

the story’s sequences coherently.

In a different approach Gervás et al. develop a software for the generation of

musical theatre plots (Gervás et al. 2016). For this purpose, the PropperWryter

system uses a specifically constructed knowledge base of narrative structures and

emotional content. This software became the first to be used to create a computer-

generated theatrical musical, called Beyond the Fence, that was played at the Arts

Theatre in London in 2016.

2.1.2 Language Models for Automated Text Generation

With more computational power also comes more possibilities. Although artificial

neural networks are not new, machine learning approaches have seen great improve-

1If the story is about Frodo, from Tolkien’s Lord of the Rings (Tolkien 2012), and Hermione, from
Rowling’s Harry Potter (Rowling 2015), generated stories might take place in either the world of Middle
Earth or Hogwarts.
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ments through the development of more efficient hardware and larger memories2.

As a metric for different attempts in this domain, Hill et al. from the Facebook AI

Research lab introduced the Children’s Books Test (CBT) (Hill et al. 2015), framed

on the task to test a language model’s (LM) abilities in understanding the meaning

of children’s books. The authors show that state-of-the-art LM architectures, Recur-

rent Neural Networks (RNNs) with Long-Short Term Memory, perform very well in

some tasks but lag behind human skills in others. Especially when trying to predict

nouns or named entities such as cities or nations. The CBT provides a solid test

environment that permits the comparison of algorithms with human skills.

One specific LM demonstrates this quite clearly. Called GPT-2, this advanced

model was introduced by Radford et al. from OpenAI in 2019 (Radford et al. 2019).

For its training, Redford et al. used the enormous WebText data set, which contains

content from millions of websites. When given a sample text, whether a novel or

newspaper article, the model will proceed to generate a text in the style of the input

sequence. In regards to the previously mentioned models, all this could be done

without the need of explicit supervision. Although this LM was not designed for

the specific task of creating stories, the authors demonstrate convincing results

also in this area. They evaluated GPT-2 on the CBT and could demonstrate new

state-of-the-art results.

2.1.3 The Clockwork Narrator

Since this thesis proposes a system which requires some medium for the communi-

cation of its individual agents, a blackboard architecture as introduced by Hayes-Roth

in 1985 (Hayes-Roth 1985; Hayes-Roth 1995) was implemented, maintaining control

over all communications between the different agents and devices. Hayes-Roth

describes a blackboard as an agent architecture for adaptive intelligent systems.

The blackboard becomes a shared master tool to which all systems have immediate

access. This allows for indirect communication between all other agents even in a

2Since it is hard to argue for any computational simulations of cognitive creativity, the CC community
set its focus rather on models that aim to mimic specific human skills.
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very large system. In many cases, agents work for a common goal but in doing so,

they try to achieve their individual sub goals. This might cause them to interrupt

each other’s performances when any kind of overlap occurs. To maintain freedom for

individual agents and lower the chance of overlapping, the blackboard can be used

to pin collaboration to specific times and events within the entire system only. Still

working together, the agents work individually on their tasks. Thus, this architecture

supports an open and modular system, in which any number of agents can be linked

and controlled.

Montfort et al. demonstrate a use case for blackboard architectures in story-

telling, similar to the system presented here (Montfort et al. 2013). Their system,

named Slant, was developed to generate creative stories. Therefore, it utilizes

three pre-existing systems: GRIOT, a program by Harrell et al. with the aim of

supporting computational narratives that integrate multi-media such as sound and

animation (Harrell 2005), the previously described model MEXICA, and Montfort’s

et al. Curveship (Montfort 2011). The latter will be described in further detail later

on. Integrating the named components within a blackboard architecture synthesizes

then into an even larger storytelling system, allowing them to share their progress

and communicate system states to one another. This way, Slant can make use of

the different strengths of its components when generating its stories.

One strength of the current research lies in the enactment of the story via a Nao

robot. Any good storyteller uses more than their voice in order to tell a tale. To

give their stories more colour, a visual dimension can elevate the user experience.

Thus, being able to express actions and emotions in the form of gestures sets one

apart from those limited to a single medium. In more general terms, gestures occur

spontaneously during speech production and may convey underlying information

about what is being said. It has been suggested that representational gestures are

formed simultaneously with speech, making them parallel but interrelated (Kita and

Özyürek 2003). Here, an implemented Action Generator mechanism is responsible

for the generation of coherent gestures during communication. Embedding such a

model within a robot could support a more realistic, human-like performance.
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Pelachaud et al. describe an approach using Niewiadomski’s et al. Greta platform

(Niewiadomski et al. 2009) in order to control their robot’s behavior and gestures

during storytelling (Pelachaud et al. 2010). Also utilizing a Nao, their system is

based on a video corpus analysis extracting necessary animations and feeding them

into the system using a Behavior Markup Language. In a similar fashion, Salem et

al. implemented a gesture generating system for a robot, that was not limited to

pre-defined sets of animations (Salem et al. 2010). Instead, these researchers made

use of their previously created Articulated Communicator Engine (Kopp, Bergmann,

and Wachsmuth 2008) that allows for flexible access to embodied "planned multi-

modal behavior representations". Although it appears promising, no evaluation has

been done to interpret either of the two systems’ quality any further3. This leaves

the field of robotic gestures with many possibilities yet to explore in the space of

automated story-telling.

2.2 Interactive Storytelling

The earliest research on interactive storytelling was conducted simultaneously with

that on story creation. When looking at the ELIZA system from 1966, it may be

considered one of the earlier predecessors of this domain, although it was not

described a storytelling or a creating system by its author (Weizenbaum 1966). With

it, the interest in AI systems as daily companions grew rapidly. Although ELIZA

resembles an early version of today’s chat bots more than the previously described

storytelling systems, it offers an interesting approach for interactive narratives. The

system is chiefly limited to asking questions based on the user’s input. However, this

simple technique already is enough to present users with the illusion of a human-like

conversation. A similar approach by Colby gave his system characteristic features.

In the case of PARRY (Colby 1974; Colby 1981), the system would imitate the

behaviour of a paranoid person. Both systems represent early approaches and

may appear limited, when compared to state-of-the-art models. Nevertheless, they

3This is as of writing this thesis.
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present interactive systems never seen before. In terms of interactive storytelling,

they can be seen as a guideline for creating efficient illusions that captivate their

audience.

While former approaches implemented mostly linear narratives, interactive sto-

rytelling moves towards diverging plots based on the decisions of a user (Riedl

and Young 2006). This can be achieved using intent-driven plans that generate

stories based on a specific goal (Riedl and Young 2004; Young 1999) or by creating

crowd-sourced plot graphs in advance, which form deterministic guides to navigate

users through a story (Guzdial et al. 2015; Li, Lee-Urban, et al. 2013). There are

many ways a narrator can invite an audience to participate in the narrative. As

we know from chose your own adventure books, a very common technique is to

give audience options to chose from whenever the hero faces a critical situation.

The hero’s decision will have an impact on the immediate development of the story.

In order for this technique to work, authors from this category invent fictions with

multiple endings and various story strands. Readers navigate through this web of

possibilities but follow only one of many narrative at a time. A modern variation

can be seen in the generation of different plots from a well trained neural network

model. However, in the end the narrative spaces have the structure of decision

trees. A survey of interactive narrative systems based on different AI techniques

was conducted by Riedl and Bultiko in 2013 (Riedl and Bulitko 2013).

In its interactive mode, Scéalability gives its audience the perception of having

some control over the story. Interactive drama has been explored for some time now.

The Oz Project included projects such as MOE (Weyhrauch 1997) and FACADE

(Mateas and Stern 2003). Designed for the narration of interactive drama, MOE

simulates complex worlds populated by autonomous characters. Throughout the

narration, the user is guided through this fictional world to maintain the quality of the

story while leaving most choices to the user. FACADE presents a similar approach,

even though its focus is on gaming. For this reason, this system will be described in

further detail in the upcoming section Storytelling in Games.

Focusing on the narrative part of storytelling, Callaway and Lester proposed a

system, which is called STORYBOOK, for automated prose generation (Callaway and
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Lester 2002). This system’s architecture creates a narrative in five steps. It begins by

initializing a Narrative Planner that generates the necessary attributes for a complete

story (i.e. characters, places, and events). Afterwards, a Narrative Organizer module

takes these attributes and arranges them for the Sentence Planner to create a

linguistic representation of the narrative. A Revision Component continues by fine-

tuning the outcome of the previous module, which is lastly converted by the Surface

Realizer into a sequence of surface strings based on a simple generative grammar.

Although STORYBOOK is designed to generate fairy tales, the authors describe the

system as a step closer towards expressive narration.

After TALE-SPIN ’s first attempt at developing interactive narratives, interactive

fiction (IF) has become an important segment of related research. Ever since,

various attempts have been made in order make narratives more or less interactive.

Using a set of individual modules, Montfort walked one step closer towards interactive

storytelling, when designing the software Curveship (Montfort 2007; Montfort 2011).

The system is developed as a pipeline of various modules. At the end stands The

Presenter, which provides the current narrative to its audience. Each state is derived

from the user’s interaction with each module. In a joint collaboration, the modules

produce a relevant output that is finally narrated by The Presenter.

For a similar result, plot graphs can be used. Serving as a frequent represen-

tation by story generating systems, they comprise the logical if-else elements of

an author’s plot. Every action and event is contained and can be retraced through

the model. In SCHEHERAZADE, Li et al. make use of plot graphs (Guzdial et al.

2015; Li, Lee-Urban, et al. 2013; Li and Riedl 2015). In contrast to other research,

SCHEHERAZADE learns the model of a plot graph from a given story context4 and

then generates stories using stochastic sampling to find sequences fulfilling the

system’s constraints. Not limited to a specific knowledge base, Li at al. created a

system that can easily be scaled through crowd-sourcing.

4The given contexts are examples obtained by using using crowd sourcing.
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2.2.1 Storytelling in Games & Interactive Fiction

Taking the experience of a narration one step further, much research has been

done in the field of IF to bring automated narration to game-like environments. The

difference in experience between this kind of narration and automated storytelling

systems lies in the role the audience takes during the narration: While in interactive

storytelling systems the audience maintains a relatively passive observer’s role,

game-like settings try to immerse them into the narration (Jenkins, Wardrip-Fruin,

and Harrigan 2004; Ryan 2009). Nevertheless, game-like systems still obey to

most storytelling rules. The way the narrative takes place is mostly determined by

a game’s genre. However, narratives still follow a plot, often setup in advance, by

revealing elements of the story through the player’s actions (Lindley 2005).

Sgouros argues, that swift progress in technology is the reason for this field

to gain ground (Sgouros 1999). Sgouros’ system DEFACTO was one-of-a-kind

when developed. It describes a dynamic plot generator whose user experience was

seemingly inspired by text-based games. Giving these limited interfaces some more

detail, while still staying with a simple interface, DEFACTO provided its audience

with the current story section and the option to make alterations to the general plot.

Nevertheless, the total range of interactivity was quite narrow due to its inflexible

plot-graph architecture.

FACADE (Mateas and Stern 2003) solved one issue that users had often reported

with DEFACTO, namely the interface’s overly simple graphical structure (Sgouros

1999). Sgouros reports that some participants suggested this issue could be solved

by giving the story agents a three dimensional appearance and space for interactions

to take place, instead of being limited to a two dimensional plot-graph. The resulting

program is reminiscent of common point-and-click-adventures where the player tries

to reach a goal by using a computer mouse-like input device to interact with virtual

objects within a setup environment. In FACADE, the user jumps into the role of the

protagonist trying to fix the relationship of two artificial agents, which are presented

as their friends. Using text-input the user’s interaction will change the course of

action leading to various endings with a wide range of possible outcomes.
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A similar approach was taken by Cavazza et al. around the same time (Cavazza,

Charles, and Mead 2001; Cavazza, Charles, and Mead 2002). Inspired by the

American sitcom Friends, Cavazza et al. developed a system for generating and

telling character-based stories in a similar setting. Cavazza developed a character

named Ross, who’s goal is to get a successful date with another character named

Rachel. Other friendly characters may help or disturb Ross and his desperate

intentions. Two of these characters, Pheobe and Monica, are implemented to

interact with Ross in various ways. Each character is defined with a set of personal

characteristics that determine their individual behaviour. Depending on the way

Ross interacts with them either Pheobe or Monica, Ross either increases or lowers

his chances to get the desired date with Rachel. In other words, his relationship to

Rachel’s friends has a direct impact on how Rachel perceives him. Each character

is programmed to act autonomously. In order to create a dynamic and interactive

storytelling system, however, Cavazza grants users the option to take control over

any character to influence the outcome of this play, making each a unique experience.

Not worrying about the visual appearance of their system, the developers of

MIMESIS describe a software architecture designed to connect conventional game

engines with the development of their AI components (Young et al. 2004). Going

as far as to provide an API for game developers to use, the software was a richly

functional system when published. Implementing everything necessary for its inte-

gration on mobile platforms such as personal digital assistants (PDAs) this project

was ahead of its time when Young et al. released it in 2004. Nonetheless, the core

idea of this architecture still focuses on investigating interactive narrative models in

games. Its AI components follow the user’s choices and predict future plans and

goals based on previous actions. Thus, any system built upon the MIMESIS API

may alter the narrative to be flexible in its outcome.

Aiming for generally higher levels of interactivity, Magerko and Laird’s interactive

drama architecture IDA proposes a state-based model to generate plots (Magerko

and Laird 2003). In contrast to plan-based systems, a story is subdivided into

narrative states linked through certain transitions. The system is in control of

each transition and develops the ensuing plot by evaluating users’ behaviour and
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activity. This way, every decision the user makes has possible effects on later events

throughout the story.

Though narration is a key element in telling a story, visualized stories heavily

depend on the frames authors present them in. For game-like environments, a

virtual camera renders a visual scene and dictates what a user gets to see - and

what the user does not get to see also. The camera planning system Darshak

presents a solution for automatic cinematic visuals (Jhala and Young 2010). When

thinking about storytelling as a multi-module act of narration, such systems provide

interesting approaches adding new dimensions to the narrative. Visual storytelling

grants the author a new set of options for how to tell their story. For example, the

same plot may differ in the way it is being perceived by its audience, whenever

the perspective changes. Following the same story strands through the eyes of a

hero character results in a completely different narrative than when it is told through

the antagonist’s eyes, while an omniscient narrator provides a less personal and

therefore more objective view on story actions. Although the Darshak system has

little impact on the research presented here, it presents interesting possibilities for

designing storytelling systems outside more conventional boundaries.

2.2.2 Application Studies

To gain insight into the perceptions of users and listeners, every storytelling system

needs testing. A story is only as good as its narrative presentation to an audience.

To test the quality of a system, all experiment setups are highly dependant on a

system’s task: Automatic story generating systems lay their focus on the quality

of their outputs in comparison with human level story writing (Pérez y Pérez and

Sharples 2001), interactive storytelling looks at narrative constraints and possibilities

that encourage users to suggest changes to the plot (Ontañón et al. 2008; Sgouros

1999), and IF is concerned with the interaction between story and audience while

still aiming for good plot generation in general (Guzdial et al. 2015; Li and Riedl

2015). In all cases, an audience was asked to evaluate these systems empirically.

Pérez y Pérez and Sharples evaluated MEXICA by presenting a questionnaire

to fifty participants from twelve different countries during an online survey. The task
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was straightforward focusing entirely on the quality of the stories. Given five different

stories generated by the MEXICA system, the participants were asked to rate each

story using a Likert-Scale scheme from one to five, where one stands for "very poor"

and five for "very good". The questionnaire included questions about "the narrative

flow, narrative structure, content, suspense, and overall quality". In comparison to

earlier published story generating systems, MEXICA could show better results in all

categories.

When also evaluated using anonymous crowd-sourcing, SCHEHERAZADE

demonstrates that automated story generation can result in narratives comparable

to those "written by untrained humans". Rating on the entertainment value of the

generated stories, participants compared their experience as more like watching a

movie than reading a human-crafted story. Participants had trouble recognizing the

type of each story, which led to higher reports on a Randomness scale.

That plot is not the only responsible factor for good story generation is further

shown by Veale and Valitutti (Veale and Valitutti 2017). Using the Scéalextric

knowledge base, those authors describe an architecture for including metaphors in

stories. Giving participants stories generated using the NOC list, they were asked to

evaluate each in terms of laughter, entertainment, imagination, curiosity, vividness,

silliness, and drama. The results hint at the effects that metaphoric elements had on

readers. The metaphors grounded the plot in vividly detailed world descriptions and

made the plot appear more eventful as a result.

When it comes to interactive storytelling, additional dimensions are relevant for

the quality of narration. Using common principles of HCI, Sharma et al. evaluated

their system using qualitative methods such as think-alouds and interviews with test

subjects in order to evaluate their system’s usability (Sharma et al. 2007). To get

some quantitative feedback, they asked each user to score their experience. In the

end, they observed that this more complex form of storytelling demanded at least

some basic knowledge about the system in advance, before users enjoyed their

system to the fullest. Though no clear evidence can be drawn from the presented

results, this may have to do with the chosen interface design and the way the story
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is presented. In fact, the results do suggest that user scores appear to be aligned

with their reported confidence while playing.

The importance of a well-designed and implemented interface is illustrated by

Sgouros’ evaluation of the game-like DEFACTO system. Sgouros used a crowd

sourcing approach by uploading DEFACTO to the web and making it accessible to

everyone who wished to try it. Although this approach comes with a drawback in

overall data quality, it allows for a fast and large scale evaluation of the system. Each

participant received a questionnaire asking about various elements of the system,

from clarity of the player’s goals and general enjoyment of the interactive system as

such, to the design of interfaces and the display of relevant details. The results of the

study show that many criticized the interface for its two dimensional representation,

which eschewed the three dimensional models of commercial games. This shows

how good design aspects of a system can affect the users’ overall impression of it

and thus overshadow even flawless technical implementations. This sets a good

example for the importance of design decisions and how such choices affect the

general perception, even if everything else is done well.

2.3 Interacting with Voice User Interfaces

The studies described above highlight how visual representations, and especially

user interfaces, can greatly influence the enjoyment of any storytelling system. When

it comes to the narration of a story (whether machine-generated or not), developers

have to think about the way they wish to present the plot to an audience, especially

if the plot is interactive. In the latter case, the story needs to invite its audience

to participate. With the exception of the few described cases above, related work

shows a lack of focus on the user when it comes to testing their systems. Common

experimental setups known from user-centered design (Norman and Draper 1986)

were chosen only in Sharma’s et al. studies (Sharma et al. 2007). Others were

more concerned with the quality of their generated stories, but rather less with the

experience of their participants while perceiving them.
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2.3.1 A Brief Introduction to Human-Computer Interaction

Researchers in HCI have developed specific evaluation methodologies, such as

quantitative questionnaires and qualitative interviews, in order to understand how

users interact with and experience the design of things. These methodologies allow

us to measure the features and effects of a design while helping to improve its

functionality or to compare it to others.

Practical examples of usability research have shown that interactive systems

can be successfully evaluated by a small number of users. Eight to ten participants

already are sufficient for detecting up to 95% of a system’s design flaws when

comparing the results to the ones of larger sample sizes (Nielsen and Molich 1990).

Additionally, HCI researchers use qualitative methods like data collection through

post-use interviews (Kvale 1996) and so-called think-alouds (Nielsen 1993; Nielsen

1994). Although these methods are relatively time consuming they belong to the

best practises of HCI because of their high quality results.

Today, the System Usability Scale (SUS) by Brooke 1996 (Brooke 1996) has

become a common tool for many HCI researchers. The SUS is a questionnaire

which comprises only ten questions and is thus the successful result of shortening

the previously used and much longer questionnaires. The general wording of the

questions makes it easy to apply the SUS on various systems of different kinds. In

2013, Brooke reviewed his earlier research to check its validity with more modern

technology (Brooke 2013). The result was simple: it was in fact still relevant.

However, voice-activated user interfaces are relatively new and were not in the

scope of Brooke’s review. In order to verify the effect of the SUS on VUIs, a study

by Ghosh et al. has been conducted, letting participants complete tasks using

Amazon’s Alexa and Apple’s Siri (Ghosh et al. 2018). The findings suggest that the

SUS is a valid evaluation tool for further research with these devices. Because the

study was conducted with only twelve participants, its results however are tentative

and should be taken with caution.
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2.3.2 Emotional Design

In his book The Design of Everyday Things Norman presents a range of approaches

in user-centered design (Norman 2013). His process of human-centered design

(HCD) describes a cycle of how to achieve good design over various iterations5.

Since this research focuses both on creating enjoyable narratives and novel ways of

interactive storytelling many adaptations and revisions were needed throughout the

course of this project. This model, however, is not a guarantee for successful design

just by itself. Norman reminds readers of his book Emotional Design: Why we love

(or hate) everyday things of the importance that emotional aspects of good design

have on their users (Norman 2004). It appears that more often than not humans

create an emotional bond to the things they use instead of evaluating them purely

rational in terms of their functionality. Hence, part of the effort should be to foster

such a link between users and the object itself.

Consumer researchers were able to demonstrate the power of designing for

emotions by studying the success of exciting products over those that were not so

designed (Millard 2006; Terninko 1997). Shortly after, Desmet et. al. proposed a

research-based approach that would help designers to control and increase this

effect (Desmet, Porcelijn, and Van Dijk 2007). In their research, they identified three

main ingredients that seemed to have a direct impact on the emotional perception:

(1) A ’wow-appraisal’ which makes unfamiliar products seem promising and fit for

possession, (2) reliance on qualitative and quantitative research to form its design

parameters, and (3) the product concept to give the product character for a long

lasting impact.

This approach might help to improve the narrative presentation for complex

storytelling systems and how they are perceived by their listeners. Although it

may not be as easy to measure the effects of emotional design in a product when

5Norman’s HCD process is a circular model, each round describing an iterative process. It begins
with the generation of an idea by perceiving one’s surroundings. This step sets the design goal and
leads to the second step: prototyping. Thirdly, the prototype needs to be tested by users followed
by the fourth step, observation. In this fourth step, developers analyze user’s reactions and their
observations using the prototype to start over with a new idea generation of an improved version.
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compared to other HCI methodologies, possible improvements should be taken into

account when aiming for best results.

2.3.3 Interaction Design with Virtual Assistants

Studies have shown that most developers and interface designers have been trained

with traditional user-centered design models and are thus used to dealing mainly

with challenges specific to Graphical User Interfaces (GUIs) (Murad and Munteanu

2020a; Murad and Munteanu 2020b). When it comes to Voice User Interfaces (VUIs),

they now have to face new design obstacles as not everything that applies to GUIs

also applies to VUIs (Sherwani et al. 2007; Yankelovich, Levow, and Marx 1995).

However, smart home devices such as Amazon Alexa (Amazon 2019), Apple’s Siri

(Apple 2019), and Google Home (Google 2019) are mostly controlled via voice.

And while affordances 6, as e.g. mentioned by Norman, still persist, their nature

shifts from visual keys in GUIs to auditory elements in VUIs. So far, a considerably

smaller amount of research has focused on interface design for virtual assistants.

This motivates us to look for novel implementations that solve the same problems

GUIs have long since overcome.

Fortunately, the developers of virtual assistants worked towards this issue. It

already has been shown that the general usability of voice-activated smart home

devices are designed to be friendly and easy to understand for users right out of the

box (Pyae and Joelsson 2018). However, this only goes as far as the development

6In his book "The Design of Everyday Things" Don Norman assigns specific meaning to the words
signifiers, feedback, constraints, and affordances for the domain of interactive design. They determine
the communication between a product and its user. Norman describes a good design as something,
that reveals its functionality by its appearance alone. Signifiers show the user, as their name suggests,
what components do without the need of using them. E.g. a button that has the word "printer" spelled
out on it will tell the user that something can be printed here. In order to communicate an active
process, feedback highlights the current state of a system or product. Once the printer button has
been pressed, something should pop up on screen telling the user whether the process succeeds
or fails. Constraints can be described as limitations of a design. A hammer is not a screw driver, no
matter how much a user tries, they will not have an easy time screwing something using a hammer.
Affordances are somewhat like signifiers but then again, they are not. Affordances declare their
functionality through their design. A slider, for example, contains an affordance to be moved one way
or another on a rail. Nothing will happen until it has been dragged in either direction, but the design
determines the possibilities of its usage.
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of major companies, such as Amazon, Apple, and Google. Amazon, for example,

presents developers with best practises and guidelines to successfully use their

framework and create easy to understand user interaction. This, however, restricts

developers to stay inside Amazon’s ecosystem, limiting potential interactions.

One option to design otherwise impossible functionalities is, for example in the

case of Amazon Alexa, to unbind the device from Amazon’s services and host the

application elsewhere. An example for this can be seen in a voice-based robot control

system that allows for an Amazon Echo to control a Kinova Jaco (Kinova 2019)

robot (Fischer, Menon, and Khatib 2016). Simple spoken commands allow the Echo

via Alexa to animate the robot to perform desired tasks. The direct communication

between both systems is achieved, because they use a privately shared network

instead of Amazon’s services. A drawback of this architecture is its restricted access

from anywhere outside of the system. This might be the reason why no user testing

was conducted to support any of the author’s claims.

Synchronizing a similar robot with Amazon Alexa, Kapadia et al. introduce a

system to program the robot using voice-based commands (Kapadia et al. 2017). A

common technique in programming industrial robots is to transfer key positions of

joints and motors into a table manually. The entered coordinates can then be used

in order to have the robot move into this specific pose on demand. The developers

of EchoBot imparted this procedure to a semi-automated Alexa skill, where the user

moves the robot into a desired position and then tells Alexa to record it afterwards.

While this still requires a human to move the robot’s joints step-wise, it presents a

more efficient approach. In a related study, Kapadia et al. were able to demonstrate

the effect of asking users to move and stack rings like the well-known Towers of

Hanoi task.
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From the seventies onwards, research on storytelling systems has developed simul-

taneously and in parallel to research in HCI. However, both followed their separate

paths, not worrying too much about the other. This suggests there is a certain need

to explore the intersection of both fields. While a considerable body of research can

be found on interactive storytelling and IF, such systems need to be evaluated in

further studies focusing on their usability as systems.

In her book, Hamlet on the Holodeck, Murray announces a new era of storytelling

through growing popularity of multimedia (Murray 2017). What film did to traditional

storytelling in the beginning of the 20th century, modern technology will accelerate in

the future. To some degree, this has already happened: Virtual reality similar to the

imagined holodecks in Star Trek (Roddenberry 1988) have been researched as early

as the sixties (Sutherland 1965)7. However, any system tells stories only as well as

their algorithms can generate them. Thus, aiming for human-like stories remains

the target that research in CC aims for. Whether generated by trained models or

knowledge bases, it will still need the work of a James Joyce of the electronic age to

tell good stories with this new technology. However, the presentation of the stories

becomes just as important. The new technology introduces new dimensions with

which narratives can capture their audience in. As McLuhan already wrote, it is the

medium that is the message (McLuhan and Fiore 1967).

7Interestingly, this has not been the first time Star Trek created fictional technology that found its
way into everyday live. Motorola adapted the show’s idea of foldable communication devices and
realized it in their first flip-phones (Baguley 2013).
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System Architecture

The variety of devices that Scéalability can use for storytelling enables multiple

forms of possible narratives. In some cases, it is a single device alone that tells a

story, in others two agents share the stage playing their own part. Sometimes it is a

passive narrative that the audience perceives, and other times they interact with the

device directly. A series of applications has been developed that all share the same

functionalities of the Scéalability system.

The major components of the system architecture can be seen in Figure 3.1. At

its core lies the multi-agent storytelling system Scéalability, that contains a story

generating system relying on Veale’s Scéalextric knowledge-base modules (Veale

2017b) and utilizes a blackboard architecture (Hayes-Roth 1985; Hayes-Roth 1995)

for various agents to interact with. Both theatricality and interactivity scenarios are

connected to it. Through them, different performances are enabled that include

Alexa, a NAO robot, and a web-application.

As part of the theatricality scenario three types of agents can be identified:

narrative agents, commentary agents, and enacting agents. Although active devices

can be either narrators or commentators, but not both, they can also be actors in

both cases. This is not the case in the interactive scenario, where users interact with

a single device only which remains a narrator. The Scéalability scenarios have been

tested in a series of four studies each. As can be seen in Figure 3.2, each study

addresses a different configuration of the Scéalability framework.

40



System Architecture

Fig. 3.1 The Multi-Agent System

This system describes a core element implemented by each condition and their sub-
conditions. Two scenarios (Theatricality and Interactivity) each comprise several storytelling
modes. The former permits an evaluation of stories as performances, while the latter allows
us to evaluate the perceived usability of settings that allow for more or less interactivity. Also
three types of agents are described (narrative, commentary, and enacting) that allow for
specific roles for partner-acts.

The theatricality scenario branches into multiple sub-scenarios. An audience can

thus perceive a narration as a solo-act told by one Alexa or one NAO robot, or as

a partner-act shared by two Alexas, or one Alexa and one NAO. Both partner-acts

make use of the blackboard’s communication features in order to inform each other

of their current states. Although this kind of communication is redundant in the

context of solo-acts, the blackboard still serves as director in those cases.

This chapter will describe all components of the system in detail including the

communication they share. Firstly, a conceptual view of the system’s architecture will

be elaborated, which includes underlying models used to derive actions and speech

parts from the blackboard. Then follows the implementation of the blackboard

architecture and its directive structures. This chapter will also offer a complete

description of the Alexa Skill and chosen dialogue model as part of the theatricality

scenario. Afterwards, the interactivity scenario is going to be explained in a section

that further contains the description of a web-based application. Finally, a summary
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Fig. 3.2 Study Overview

A total of eight studies tests the different story-telling aspects of Scéalability. While the
studies of the theatricality scenario are concerned with the perception of multi-agent story-
telling in different configurations, the studies of the interactivity scenario are concerned with
the difference between interactive and non-interactive storytelling and the respective user
experience.

of all the Amazon Web-Services (AWS) that are used follows with a listing of all

cloud based computing systems used within Scéalability.

3.1 A Conceptual View

Telling machine-crafted stories through multiple digital devices draws a new horizon

for how narrative experiences can be created. This, however, presents some

difficulties which need to be taken into account. Before an enjoyable, autonomous

narration can take place, the coordination of devices and their timing will have to

be precisely clocked. The same coordination that applies for real life theatre plays

needs to be considered in digital storytelling: Actors who speak too late or too early

spoil the credibility of their performances.

In regards to artificial agents, coordination requires algorithmic control over

each and every action in order to time them precisely. The blackboard architecture

becomes the director that keeps a close eye to the timing of events. It observes

their every step and informs each agent whenever it is their turn to act. The data

sent out by the blackboard needs to be interpreted by its receiving agents. Although

there is not much to process when acting alone, during partner-acts both devices

talk to each other. To give them each individual characteristics, they are equipped

with a specific model that guides their behaviour within a performance. As can be

seen in Figure 3.3, an agent’s behaviour and output is managed by an underlying
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meta-model. This presents both actors with a certain freedom within the range of

their models and the blackboard’s directive.

3.1.1 Using Meta-Models to Determine Agent’s Behaviour

While on stage, actors are limited in the way they can communicate with others.

Silent links via the blackboard architecture preserve some form of connectivity

between devices, and keep track of all actions. The blackboard constantly updates

both agents while storing an overall view of their progress. Communicative links

and dependencies shared by Alexa and NAO are visualized in Figure 3.3, including

evaluative steps taken in order to formulate their next steps.

This conjoined meta-model consists of two parts, each describing a sub-model

for a particular agent. Within these sub-models, agents derive their behaviour

and responses depending on the current state of the story. Received story-items -

elements of the narration that contain the necessary data for agents - are processed

according to a set of common rules. The general idea of these items is to divide the

story into smaller sections that include specific meta information. Each item can

be considered as a package that contains a sentence to be uttered, possibly new

characters to be introduced, actions that take place between story characters, and

boolean flags, which can be set by agents once they have successfully processed

their current item. Although items are assigned to only one agent, every agent has

access to every item at all times. This makes the blackboard structure a shared

board of information.

At the beginning of any performance is the initialization of a new story and with

it the breakdown into individual items. This step varies throughout the different

performances of the theatricality scenario1. During solo-acts, the narrative is started

manually by the user, with an activating command. The connected device reads each

item from the blackboard, and in case of enactment, the section contains embodied

1For example, in the performance describing the partner-act between Alexa and NAO, the initial-
ization happens through NAO. After the robot has prompted Alexa to begin the narration of the first
section, the blackboard is set up and the performance starts.
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actions (gestures, movements) to be performed. Throughout non-interactive partner-

acts, this initialization is always done by the commentary agent. After writing all

items to the backboard, the narrative agent tells the first section of the story. From

there on, similar to a game of ping-pong, each agent waits for the other to finish their

part to continue with their own. Once an agent stops, it informs the other by marking

their item on the blackboard accordingly.

When receiving their current item, the currently active agent goes into evaluation

mode while the other waits in silence. During this evaluation, their sub-model

determines their response depending on the last action and the current state of

the system. Each agent thus interprets the whole performance resulting in their

upcoming utterance every time the stage is theirs. Even though both agents do

this, the actual results differ according to their roles, and depends on whether they

are narrative, commentary, and/or enacting agents. Each role features set steps in

which an item is going to be processed.

Figure 3.3 illustrates these steps as a sequence of queries that conclude with

the corresponding replies. In addition to its speech part, the enacting agent gen-

erates matching gestures for the actions in the current story events. This circle of

evaluations repeats until all item flags have been processed, leaving no unfinished

item on the blackboard. This signals the end of the story and therefore calls the

termination procedure. The agents end their performance by thanking each other

and their audience, turning off afterwards.

3.1.2 Individual Models for Narrators, Commentators, & Actors

Partner-acts consist of a narrative agent, responsible for the general utterance of

the story (mostly represented by Alexa) and a commentary agent (either NAO or a

second Echo device with Alexa), which adds humour to the performance by judging

every action and giving orders to the narrator. The latter can also be an enacting
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Fig. 3.3 Blackboard Logic for the System’s
Meta-Models

Alexa and NAO communicate using a black-
board architecture. This supplies both sys-
tems with current story items and tracks fo-
cus and progress in the joint narrative. Once
an item has been processed by either Alexa
or NAO, it will not be processed again.

agent, if it is portrayed by NAO. In any of these instances, it is the commentary agent

which prompts the narrator to begin the performance2.

The narrative agent mostly focuses on the utterance of the story. Otherwise,

especially with a commentary agent as its partner, it would distract too much from

the performance. Instead, the device divides its focus between two other things. On

the one side, the introduction of new characters who enter the story. On the other,

2Since solo-acts cannot rely on a secondary commentator, they have to be initialized by a user. In
their cases, the story is being uttered without interruptions by any other agent. Thus, they are in no
need for a meta-model and do not need further description in this section.
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reacting to what the commentary agent does. In case it could not understand a

prompt from its partner, the narrator asks them to repeat for another chance.

This behavior begins with reception of the current item from the blackboard.

The narrative agent then parses the narrative text contained within it, and checks

whether new characters are presented and need to be introduced by the actors. If

so, a module will generate a fitting introduction which is perfectly tailored using a

character’s entry in the NOC list. The introduction is always in the form of a question

towards the commentary agent, who has to "guess"3 the intended name. After the

answer has been given, the narrative agent continues with the current story section,

following its meta-model. It may happen that the narrating agent fails to understand

the commentary agent’s prompt to begin. To counter a sudden termination of the

performance, it then requests a repetition of the last order, adding one of Dr. Smith’s

Insults as part of its meta-model4.

Since the narrative agent is occupied with storytelling, the purpose of the com-

mentator is to add performative elements that bring colour to the act. It is first of all

responsible for adding witty humour to the performance and to prompt the narrative

agent to continue the tale. When the NAO acts as a commentator, it also adds fitting

gestures alongside its act. As for the narrator, each reaction prompts an evaluation

by its meta-model. In doing so, the agent looks at all features contained within the

past items. The result is a response that fits the situation.

In order to simplify this process, it is divided into different stages as can be seen

in Figure 3.3. First, the commentator examines the current actions and uses them to

find a fitting gesture. If the narrator has just prompted it with an introductory question,

it will also respond accordingly. If, however, this is not the case, the commentary

agent moves on to consider the emotional content of the last story section and tries

to catch the current mood in its response towards the narrative agent.

Sometimes none of the previous actions result in any response, especially if

the story is in any way repetitive. In such an eventuality, the commentary agent will

3This is at no time a guess, since the answer is contained within the item.
4Dr. Smith is a fictional character from the series Lost in Space by Irwin Allen in 1965 (Allen 1965).

Throughout the series, he frequently insults a robot with witty word plays.
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answer with a structural response by pantomiming bored gestures. Throughout the

entire performance, the commentator keeps track of the fulfillment of any of these

levels by filling a sentiment bucket. This container represents the general mood of

the presentation.

3.1.3 Actions & Comments

In any case, each agent’s acts are compositions of a story item’s narrative text

(typically a sentence) and a response derived from its meta-model. As for the

narrative agent, possible actions and comments come in the form of introductions and

prompts towards the commentary agent as mentioned above. They are unhooked

from the general storytelling and add to the entertainment as part of the overall

narrative. In terms of the commentary agent, however, its responses have more

variations. Although the main purpose of the commentary agent is to nudge the

narrative agent to continue telling the story, from the audience’s point of view it

appears that its sole role lies in handing out witty comments and statements.

As previously described, such responses are the result of a cascade of conditions

checked upon parsing new items. But this is a little more for NAO to do when it

also takes the role of an actor. It adds gestures to the performance, linked to

character actions. Instead of presenting a story using speech alone, this adds

a visual representation for the audience to perceive. The robot has access to a

custom dictionary, which contains translations from story actions (that is, actions that

characters carry out in the story) to physical gestures. Whenever an item includes

explicit story actions, the robot looks up the corresponding gesture and performs it.

Gestures at the meta-level indicate the robot’s attitude to the story itself, or to other

agents. If the narrative agent ignores a remark from the robot, the robot will repeat

it, but with a gesture of annoyance or frustration. The relevant gestures in this case

include shaking of the head, or moving the hand flat in front of its eyes.
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3.2 One Blackboard to Bind Them All

Multi-agent storytelling requires coordination in order to establish stable commu-

nication between connected systems. However, this communication needs to be

silent from the audience’s perspective. While presenting, only the story being told

and performed should be perceived by an audience, not what is happening behind

the curtain. Hayes-Roth resolved this issue by introducing her idea of blackboard

architectures (Hayes-Roth 1985; Hayes-Roth 1995). Like an office whiteboard that

colleagues can collaborate on, every agent connected may read from listed ele-

ments and make certain alterations available to others. Utilizing such a system

presents great advantages for coordinating storytelling agents. It further gives room

for possible expansions in the future. Different agents can be developed with access

to the same data in order to perform their specific version of the story.

The blackboard implemented here contains a story in the form of itemized story

fragments, each consisting of the following: (1) a unique identifier for each item; (2)

a contextual sentence to be spoken; (3) a list of story characters referenced in the

sentence; (4) all actions contained within the sentence; (5) a boolean flag indicating

whether the item has been executed by the narrative agent; (6) a boolean flag

indicating whether the item has been executed by the commentary agent. Together,

all items create a complete story.

Some additional data alongside the text to be spoken allows for the agents to

generate their individual performances. Within the performance, each item will

be accessed individually. This is justified by the fact that time is a key factor. As

described above, each agent waits for the others to finish their act before starting

their own. In order to achieve this, a data structure featuring quick read and write

access to individual elements is needed. It was thus decided to implement the

blackboard as a NoSQL database using Amazon’s web service DynamoDB.

Scéalability is set up such that it is the Alexa skill that takes care of initializing the

blackboard and filling it with content once a performance has been started. Every

system that needs access is given the necessary credentials in order to gain it.
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Afterwards, each performing agent can receive their story-specific data. From there

on, the data structure becomes a shared resource among all devices.

3.2.1 One File, Thousands of Stories

The stories Alexa uses in order to initialize the blackboard are created with the

Scéalextric knowledge base modules developed by Veale (Veale 2017b; Veale,

Wicke, and Mildner 2019). Each generated story fulfills certain criteria that enable

Scéalability’s various agents to perform their personal acts. During the initialization

phase, the meta-data for a story (which is needed for coordinated action) is separated

from the textual content (which is spoken directly). Bundles of each are then

uploaded to the blackboard as itemized sections in chronological order.

The idea here is to chose an appropriate story for a performance which can

happen either randomly or based on attributes given by a user. The corpus of pre-

generated stories contains tales about more than one thousand distinct characters,

which each have their own origins, activities, and points of interests. All characters

are defined in the Non Official Characterization (NOC) list, which is one of the many

modules that comprise Scéalextric. In order to find a matching story, the system

takes the user’s request, parses it, and uses it to search for the story that best

matches the request.

Since this search needs to be efficient for the presentation not to get slowed

down, one file of stories for each NOC character was created and uploaded to a

web-server. Each file contains every generated story that mentions the character it

is associated with. Using the interlinked modules from Scéalextric, places, attributes,

and other terms can be traced back to a fitting character. The only thing Alexa needs

to download is the specific character file that matches the user’s request, in order to

find the best story within it.

3.2.2 Adding Custom Voices for Characters

As a voice-based system, Alexa offers developers the means to alter the voice that

it uses for its speech synthesis. This is an interesting feature for a system telling
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multi-character stories. The single differentiation between female and male voices

may already present audiences with a more vivid experience. Overall, Alexa gives

developers access to various ranges, tones, and genders for its spoken voice. They

can help to give a Scéalabilty performance a more characterful quality.

Before saying a sentence out loud, Alexa parses it to look for specific tags that

tell it how the sentence is to be synthesized. Scéalability is able to attach individual

character tags to items from the blackboard before a performance. To make the

most of this option, future stories might use a custom extensible markup language

(XML) with its own tags for the agents to recognize. As this functionality is a late

result of previous studies, it has not been evaluated yet.

3.3 Alexa’s Dialogue Model

The main contribution of this research concerns the integration of Alexa into Scéal-

ability. By offering high-quality speech synthesis and the possibility of including

the audience in the storytelling, the smart-home device supports some important

features of the overall system. To enable these features, Alexa Skills have to be

created, which describe dialogue models between the application and its user. The

purpose of a dialogue model is to guide users through its functionality while offering

assistance when needed. As shown in this work, that user can also be a robot.

During the course of this project, a range of new Alexa Skills have been created,

each aiming to explore individual directions for Scéalability. At the root of them all

lies a master skill, which contains all the necessary modules that each minor skill

makes use of. This master skill enables Alexa to set up the blackboard, begin a

narrative by reading from it, and communicate through its channels. It further allows

Alexa to read required data from the Scéalextric knowledge bases in order to create

and introduce new characters, and the meta-model to react to a possible partner.

The master skill is foundational to each of Scéalability ’s two main scenarios.

The dialogue model that relates the user to Alexa has similar requirements

to graphical user interfaces, although certain visual keys have to find auditory

representations. Overall, a voice-based interface offers less obvious interactions
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Fig. 3.4 Graphical Representation of a Basic Dialogue Model Between a User and Alexa

The green fields represent user input, red represents Alexa’s interface choices. After the
user opens the skill, Alexa will begin with an introduction of the skill. From there on, the user
has a set of options, which Alexa will execute on demand.

than a visual one and care needs to be taken to keep its users informed of its state

and its affordances. Since interactions usually rely on auditory feedback5 we must

design Alexa’s outputs to be inviting while also pointing the audience in a definite

narrative direction. This design needs to keep its users informed of what the system

expects, because it can only handle what it is programmed to do.

If a user tries to request something which does not match an already programmed

field, the skill will end with the explanation that it could not handle the demand. This

presents a huge limitation from a developers’ point of view. It thus becomes crucial

to design every system output carefully, so that users know what kind of input is

possible. For each request the user might make, specific action handlers need to be

implemented that are able to take care of them.

Reprompts allow Alexa to ask its users for clarification whenever it cannot

comprehend their input. This, however, can only be done once. The Amazon

5The Echo also has a coloured ring to communicate initialization, etc., but this lacks precision as a
communication tool.
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developers behind Alexa chose to limit the device’s attention span to eight seconds.

This time can be doubled by issuing an automatic reprompt after the first eight

seconds have passed. After this extra time has also passed, the device terminates

the skill and loses all temporary data. Although annoying, this design secures Alexa

against specific attacks from hackers.

3.3.1 User Request

The master skill covers all of the possible scenarios within Scéalability. The first

step to start the interaction is always the same, by asking Alexa to open the desired

application through its invocation name. The skill begins the dialogue by starting off

with a brief introduction that explains its functionality. The user subsequently learns

which options they have and what they can expect the system to do.

Nonetheless, the skill contains a help function which elaborates the skill’s details

more thoroughly. This is part of the standard procedure and helps users to appreciate

interactivity with the skill. Here, Alexa gives examples for the user to try, in case

they need further assistance. From this point on, the user should be aware of

the skill’s environment and be able to formulate manageable requests. As can be

seen in Figure 3.1, a few options are given. In case a theatrical performance is

desired, the system can tell a story depending on how many devices are connected

to Scéalability. Alternatively, the user might want to listen to a story interactively. In

all cases, they can chose between a random story, or give the system a topic. Alexa

will then use this cue to find a suitable story from its large corpus of pre-generated

Scéalextric stories.

3.3.2 Alexa Replies

As a voice-based interface, Alexa needs to have an answer to everything the device

is asked to do. Otherwise, its audience would be left in the dark not knowing what

they can do. The dialogue model that Alexa is given by the skill works much like

a manual that provides the right thing to say in response to different contexts and
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requests. For each possible state, this model is designed to present its client with a

desired output or to give them further options.

Depending on the scenario and individual performance, Alexa is given different

options as regards how to reply. In the context of solo-acts, Alexa does not have to

add much more to the dialogue than telling its story. During partner-acts, however,

Alexa makes use of its additional meta-model to generate appropriately timed

speech-acts. Because it speaks to a second device instead of a human, these kinds

of performances can be somewhat freer in their dialogue, because the commentator

knows what input to give.

When telling a story interactively, Alexa also needs to engage its users more

carefully. When asking questions, users need to be precise and on point. The

system can only handle what it is programmed for. Simple questions that can be

answered with a yes or a no are the easiest to work with, and should be encouraged

by the application. Adding characters to a story, on the other hand, is more complex.

Since the system needs to know what kind of input it receives, it is provided with a

large list of possible options. Names in particular are tricky, because they are not

always distinct words. With names such as ’West’, ’Hill’, or even ’Christian’, that also

have a common-noun meaning assigned to them, text-processing programs do not

always know how to treat such ambiguous terms.

3.4 The Theatricality Scenario

In Scéalability’s passive performances, the theatricality scenario is either executed

as a single device working alone, or as a partner-act of two devices. The focus of this

scenario lies on the theatre of devices-as-agents. Able to tell the same story through

different performances, the system can work with either one Alexa, or one NAO,

or two Echo devices for Alexa, or one Alexa and one NAO. Through this variation

of storytelling agents, Scéalability allows the exploration of emergent phenomena.

Humour, for example, often arises from the interaction between devices when their

own characteristics and foibles come together.
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3.4.1 The Solo-Act

In this condition, a single narrative agent tells a story that has been generated using

Scéalextric. This condition represents the most typical consumer interaction with

a smart-home device. Once initialized, the device tells a story from start to finish

while the audience can enjoy it as they might would an audio-book. Although it

does not add much to more traditional storytelling, the solo-acts create a contrast

to the partner-acts on two fronts: an Alexa working alone is a voice without a body,

while NAO acting alone emphasizes physical embodiment. When Alexa works alone,

the story is simply read aloud; when NAO works alone, it speaks and gestures as

the plot dictates. Figure 3.5 demonstrates the communication between device and

blackboard in the case of Alexa the narrating component. The same would apply for

NAO as teller.

Fig. 3.5 Example of a Single Alexa Telling
a Story

After initialization, it updates the black-
board and immediately starts the narra-
tion uninterrupted.
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Fig. 3.6 Example of The Communication
Between Alexa and NAO via a Black-
board

The communication between Alexa (nar-
rative agent) and NAO (commentary
agent) happens via a blackboard archi-
tecture. This way, every state of the sys-
tem can be easily tracked and used in
the performance in real time.

3.4.2 The Partner-Act

Certainly more complex than solo-acts, the partner-act condition consists of two

agents telling a story together. While narrative agents advance the plot, commentary

agents react to its development and specific incidents. They are also in charge of

keeping the narrative agent going. Since Alexa can rely on strong speech capabilities,

it works mainly as a narrator. NAO can further use its body to emphasize elements

extracted from the story, which makes the robot a suitable commentator. Its meta-

model is designed to let it gesture actions as an enacting agent, or pantomime a

current event, or reflect emotions that are raised by a story, or ask Alexa to continue

the performance, or use its voice to comment on the entertainment value of the

narrative so far. Together, Alexa and NAO create a duo with comedic dimensions

that neither could achieve on its own. Figure 3.6 visualizes the communication

between Alexa as narrating agent and NAO as a commentary agent, sharing the

blackboard structure to coordinate their efforts.

One of the comedic aspects arises from a purely technical issue on Alexa’s side.

The fact that the device has a limited attention span makes the performance prone

to errors and presents frustrating difficulties created by Alexa’s intent model that, for

example, exits the narration skill prematurely. This problem can ultimately harm the
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experience, and because it cannot be fixed outright, it has to be managed instead.

The solution is to give NAO the functionality to "revive" Alexa in case it detects a

failure, since it is not directly affected by the error. Instead of doing this politely, and

covering the mistake of its partner, NAO is programmed to be mocking, as though

part of a bickering couple. A second technical source of comedic value arises from

the opposite side. NAO might miss its entry delaying the performance noticeably.

Aware of its apparent short temper, Alexa can recognize such a delay and tries to

remind NAO to keep going before the passing of its eight-second response window.

In another variant of the partner-act, the NAO robot is swapped for a second

Echo device with Alexa. For obvious reasons, this form of storytelling foregoes all

of the gestural and pantomime elements of the first. The remaining act is a back-

and-forth of two devices of similar tone and temperament. Some of the comedic

values NAO features as a commentator are thus lost in this presentation. What

remains is the generated interaction via the blackboard. Furthermore, performances

of the interactive scenario could also be considered a partner-act, because the

audience replaces the commentary agent in some respects. The separation of the

two scenarios reflects a need to emphasize different aspects of the story-telling

experience. The first is primarily concerned with a passive, theater-like narrative,

whereas the latter is concerned with the interaction between a user and a device.

Although the effect of each storytelling mode varies, execution and implementa-

tion relies on the same structure underneath. In addition to creating itemized objects

on the blackboard, Scéalability generates entities for every character in the story.

Using the Scéalextric knowledge base, relevant information from the NOC list is

appended to each character object. These objects are mainly used for generating

suitable introductions, however, the information can further be used in the future to

allow more interactivity and to add more meta-information to the performances.

As Guerrero et al. have shown, the NOC list is well-suited to the generation

of riddles (Guerrero et al. 2015). In Scéalability, Alexa introduces a character

in a similar fashion, but instead of addressing Twitter users, it turns towards the

commentary agent in expectation of an answer. Once a new character has been

received from the blackboard, Scéalability uses the character’s entry in the NOC list
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to construct a riddle from topical elements an audience is expected to know. The

system allows for two kinds of riddles to be formulated, according to the nature of

the available information.

The first kind of riddle is based on a characters’ favourable weapon and its

affordance (which is, to say, how the weapon is used). A riddle for Disney’s fictional

character Donald Duck would, for example, be: "Get ready to be beaten black-and-

blue with Quack Fu!". The question here is to find a character that ’Quack Fu’ has

as its weapon of choice in order to beat somebody or something ’black-and-blue’,

as described by the NOC list. Note that “weapon of choice” is an affordance of a

character, and “beaten black-and-blue” is an affordance of a specific weapon. Such

fitting couplings can be created for almost any Scéalextric character.

The second kind of riddle makes use of the thematic counterparts of a character.

When using this pattern, Alexa asks its partner to find the crossover of two well-

known figures that differ in some obvious respect. In order for this to happen, the

knowledge base includes positive and negative talking points for each character.

These talking points can be used in order to find a counterpart for each quality, by

finding its negation. An example riddle using this approach for the fictional character

Hermione Granger from the Harry Potter books would be: "What do you get if

you cross Euclid and Daenerys Targaryen?". Both referenced characters share

key qualities with Hermione Granger. While she is described in the NOC list as

logical and rational (qualities that she shares with Euclid), she is also controlling and

arrogant (qualities that she shares with Daenerys Targaryen).

When either form of introduction is generated, their correct answer is going to

be uploaded to the blackboard structure for the commentary agent to find without

guessing. In rare cases, however, featured characters do not include any necessary

information to generate an introduction. To sidestep the creation of a faulty riddle,

the system is equipped with a back-up solution that formulates a basic rhetorical

question that asks NAO to introduce a new character. In every event, the answer

is pushed to the blackboard for NAO to read. This happens each time the Alexa

skill receives an item from the blackboard containing a character that is yet to be

introduced.
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3.5 The Interactivity Scenario

This scenario has been developed to permit an evaluation of automated storytelling

that allows for certain user experiences from a HCI perspective. The system works

with the choices that are elicited from its users, according to the mode of interaction.

Two kinds of interactive storytelling modes have been developed: the first is a simple

question and answer mode which asks its users carefully framed yes or no questions

and gives them the option to add a new character to the story (true interactivity), the

second, while also asking yes or no questions, continues to tell the story in the same

way regardless of the user’s actual input (apparent interactivity). Both modes have

been implemented with Alexa and a web-based mode as a control setup. While

Alexa is a voice-based interface, the web-application allows the user to give answers

in the form of text input. Nonetheless, both systems use speech synthesis to tell the

resulting tale. This allows for four possible variations to be tested and compared.

All four variations need the audience to initiate the interaction. Just as in the

acts of the theatrical scenario, this sets up the blackboard and thus initializes the

performance. During the genuinely interactive modes, the speaking device begins

by telling chunks of the story as it receives them from the blackboard. Unlike the

theatricality scenario, the system does not ask its audience character-based riddles

as a means to introduce new characters. This is because the riddles are intended

more for their entertainment value than their actual solvability by an audience.

Instead, the user is given the option to name any character whenever the system

is on the verge of introducing someone new. The audience’s suggestion is then

integrated into the narrative by updating the blackboard, in place of the character

originally assigned by Scéalextric.

A second form of interactivity merely feeds the illusion of audience control. At

certain plot junctions, the system asks the audience whether they would like to

"shake things up". Their reaction is elicited but not actually used, although the reply

given by the system gives the impression that it is. The story, however, remains the

same. Because users do not know the prior plan of the story, they cannot know if

their advice has been heeded. Figure 3.7 provides a visual guide to this mode. As
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Fig. 3.7 Flow chart of the interactive
module

It appends the previously featured
diagram at figure 3.4 following the
three dots. Within the interactive
story mode, the user prompts the
speaking device to tell a story on a
chosen topic. After fetching a match-
ing story from the data set, the sys-
tem begins by uttering the first sec-
tion. The section ends with a deter-
ministic decision when either a plot
twist or new character is introduced.
The user then makes their decision
followed by the next section, which
may be altered by the user’s decision.
This process repeats until the story
is finished.

can be seen, each section that the speaker narrates is followed by a decision point,

except for the last. This decision concerns either a plot twist or new character to be

given by the user. Reacting to their decisions, the system continues with the next

section until another decision point is reached. This pattern repeats, until the story

is concluded.

Alexa and the web-based alternative follow the same logic so as to be comparable

in the following studies. A key motivator of the web-based delivery is the ability to

access a larger pool of participants via crowd-sourcing. Because it does not need

an Alexa device, which only supports single interactions at any one time, the web

mode can be accessed by many users simultaneously on a platform like Figure-8. In

contrast to any other module, a graphical user interface (GUI) has been implemented

for both web modes, interactive and non-interactive. The GUI provides users with

very basic input possibilities as it guides them through the story. Throughout their

usage, both applications prompt their users to interact only when necessary. This
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avoids unnecessary distractions for users, and keeps their focus on the narrative

only. Hence, affordances and feedback are only visualized if needed.

Figure 3.8 illustrates different system states of this mode on the web. The

system responds to users’ decisions in the same fashion as Alexa by following its

existing meta-model as shown in Figure 3.3. In addition to its speech-synthesis,

the application allows users to read along with the narrative, allowing them to

recognise newly-introduced character names and the system’s reactions. With

only one button present, the simple GUI of the non-interactive storytelling mode

presents its audience with the same limited options as the related Alexa mode. The

corresponding interface is visualised in Figure 3.9 showing what participants saw.

Fig. 3.8 Overview of the Interface of the Interactive Storytelling Mode of the Web Application

The three images demonstrate the states of the interaction. The first displays the starting
screen, the second contains buttons (’yes’ and ’no’) that the user can press, and the third
features a text input field to be used to enter the names of new characters.

3.6 Amazon Web Services

Alexa enables important functionalities of the Scéalability framework. The skill adds

interactivity to performances, utilizes strong speech capabilities for its narratives,

and sets up the blackboard structure used by every storytelling agent. Amazon also

offers developers various support tools, including a collection of cloud computing

utilities named Amazon Web Services (AWS) for the creation of skills.
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Fig. 3.9 Overview of the Non-Interactive Storytelling Mode of the Web Application

The first image visualizes the start screen. When the ’play’ button is pressed, the utterance
begins. The user will then receive the option to press a button in order to display current text.

Although valid alternatives are also offered by Google and Microsoft, staying

within Amazon’s ecosystem makes maintenance and accessibility easier and more

efficient. AWS is a natural fit for Alexa applications, and features an extensive library

of programmed functions, the Amazon Skill Kit (ASK), which can be used to define

a range of bespoke functions for the device. Aside from Alexa and its associated

Echo, Scéalability integrates three other systems from AWS: AWS Lambda, which it

uses to host a skill; DynamoDB for hosting the NoSQL database that is a key part

of the blackboard architecture; and Amazon Simple Storage Service (S3), a bucket

storage system that hosts specific files for quick access6.

3.6.1 Hosting an Alexa Skill

AWS Lambda is a service that permits developers to run code of various program-

ming languages on one of Amazon’s online servers. The cloud-based system

6Within the course of this research, only Amazon’s free tier was used. This restricts the available
options, but the free offering is sufficient for what Scéalability requires. As long as the system is not
made available for public use. Once the limits of the free tier are reached, a rather steep pricing model
comes into place. The charges consist of the total data usage across individual services and the total
user count when activating the skill. In addition to dealing with critical design restrictions around Alexa,
the decision was made to not publish any version of the skill. Instead, most parts of this project have
been uploaded to a Github. Please see Appendix B for further information
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maintains itself almost entirely and regulates the quantity of data streams depending

on usage. Each time a skill is opened a new instance of it is created here. This is

efficient for both company and developer, because it keeps costs low on both ends.

A drawback, however, is that the skill loses certain user data between sessions. If

this data needs to be retained for later processes it has to be stored elsewhere.

Although it is possible to host Alexa skills elsewhere, their functionality will be

limited since none of Amazon’s other web services can be used. In other terms,

only by staying within Amazon’s ecosystem are the practical benefits and exclusive

functionalities of AWS and ASK available for developers. AWS Lambda allows us

to use necessary services without exchanging device-specific credentials in order

to access certain functionality. Scéalability needs constant read and write access,

depending on the mode of story-telling that is used, in order to control what each

agent receives from the blackboard structure.

3.6.2 NoSQL - Amazon DynamoDB

Unlike relational databases, each element contained within a NoSQL table does

not have a specific link to any other. Instead, they exist as individual entities with

different values for the same parameters. Because Scéalability’s story sections

need to follow a chronological order, items are given unique identifiers in the form

of increasing integers. This identifier indicates a section’s position within the story

and can be accessed directly by any agent. In this way, each element retains

complete independence. The system, however, keeps an exact overview of which

story section has already been processed and refers agents to the current one.

Each agent only looks at certain parameters of an item needed for their perfor-

mance. The possibility to add new parameters without disturbing the current system

is a particular benefit of this database. New agent-specific data can be appended

while already existing structures may stay untouched. This enables the multi-agent

storytelling system to grow in the future by adding new agents to its performances.
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3.6.3 A Knowledge Base in a Bucket

As with most cloud storage options, Amazon’s S3 bucket system is a web-based

service that allows users to upload files of any kind onto a "bucket" for online access.

Just like directories of common file systems, these buckets store files as unrelated

objects with individual properties and access rights. They can be accessed via a

unique URL that allows for read and write authorization.

All necessary modules of the Scéalextric knowledge base are stored in an S3

bucket. Each part of the knowledge base is contained within the same bucket in the

form of a single text file that represents a specific module. Whenever Scéalability

needs character or event-related information, it looks up the specific file and retrieves

the necessary data. Introductions during partner-acts, for example, will need to

access the talking points of a new character, or an associated weapon and its

affordances, to generate a suitable riddle.
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Chapter 4

Study 1 – The Theatricality

Scenario

Storytelling seeks an audience. Any performance thus needs to get in front of a

curtain and present its act in front of a crowd. Before the premiere a play has to be

studied by its actors, while technical effects may have to be tested in front of smaller

audiences. Just as with real theatre plays, Scéalability ’s focus lies on perception and

experience of its audience while implementing humorous and entertaining elements.

Systems designed to be used require thorough testing in order give their audience

reliably good experiences. Whether they are to be perceived passively or interactively

does not matter here. During the design process, decisions may be based on

empirical knowledge gained over years of experience. This does not replace good

user studies, which are inevitably necessary for gaining relevant information so as to

find and fix flaws within a design

The related works section in chapter 2 described various storytelling systems.

However, only a minority of them feature evaluations of their research. In order to

fill this gap, Scéalability will be used to identify relevant criteria for good storytelling

through the theatricality and interactivity scenarios. Much as in the human-centered

design cycle as described by Norman, this research went through multiple iterations

of development. Each time, strengths and weaknesses could be identified, and were

then addressed.
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This chapter will describe the studies concerned with the theatricality scenario,

including their analysis. In order to test this scenario, four study cases were designed

in order to isolate humorous factors and elements that enhance enjoyment of

a machine-crafted performance. For their assessment, quantitative evaluation

methods were used.

Participants of this scenario were presented with one of four possible kinds of

passive (observation only) performances: one Alexa as a solo-act, one NAO robot as

a solo-act, one Alexa and one NAO as a conjoined partner-act, and two Alexas as an

alternative partner-act. The target of these passive performances is the audience’s

perception of various aspects of the act: a general understanding of the scene

and the agents, the perceived entertainment value, and the humour of the overall

performance and individual actors (namely, the narrative agent, commentary agent,

and enacting agent). Prior to the design of the study, four research questions (RQs)

were formulated. Together, they ask about performative elements of the system to

identify strengths and weaknesses of all agents:

RQ1.1 Does the pairing of two or more devices enhance the user’s

experience of storytelling?

RQ1.2 Does a contrast of embodied and non-embodied agents en-

hance a performance?

RQ1.3 To what extent do different devices contribute to the perceived

humour of a performance?

RQ1.4 Does one device contribute significantly more than another to

a performance?

While designing the study and each individual storytelling performance, the

consideration of four hypotheses aim to find answers for these RQs:

H1.1 Partner-acts are perceived more entertaining than their solo-act

counterparts.

H1.2 The NAO robot enhances the perception of humour in a story.

H1.3 Alexa’s speech synthesis is superior to NAO’s, making it easier

to understand the device when narrating a story.
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Support for H1.1 would clearly help to explain RQ1.1. If it can be shown that

users prefer watching a partner-act over its solo-act counterpart, it can be stated that

the pairing of two devices does indeed enhance the user’s experience. Evidence

for H1.2 would allow us to answer RQ1.2, RQ1.3, and RQ1.4. If a NAO robot adds

more humorous elements to a story than Alexa, not only would a contrast between

the robot and an Alexa device be shown, it would also highlight differences in which

the devices contribute humour to a performance. Further analysis and comparisons

of the three hypotheses may provide additional answers for RQ1.4, if the acquired

knowledge identifies differences between the performances.

To find evidence that supports any of the named hypotheses, the best features

of all agents were utilized while four storytelling performances were developed. The

following describes each demonstration in more detail:

1. Alexa - Solo-Act : The Alexa device alone presents the story, using

spoken narration.

2. NAO - Solo-Act : The robot alone presents the story, using voice

and gesture.

3. NAO & Alexa - Partner-Act : The Alexa device uses speech to

narrate the story, and the NAO reacts accordingly with speech and

gestures of its own.

4. Alexa & Alexa - Partner-Act : One Alexa leads the narration and

another responds accordingly.

4.1 Preparation and Pilot Study

The stories used by Scéalability have been generated using the Scéalextric knowl-

edge bases. To test whether these stories actually provide suitable content for any

performance, a sample of 136,787 Scéalextric stories was used in order to simulate

NAO’s reactions in a partner-act situation. This simulation provided a distribution of

average reactions that show that the generated stories contain enough actions to

create vivid presentations for solo-acts as well as partner-acts.
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A pilot study with fifteen participants was run to test a first version of the previously

described conditions. At the time of this pilot study, only three of the four conditions

existed. The combination concerned with two Alexas as a partner-act came as

a result of this pilot study and was thus developed afterwards. All participants

were part of a course on HCI, which was attended by students from the fields of

cognitive science, computer science, engineering, and psychology. No further data

on them was elicited or stored, since other information would not add meaningfully

information for the following evaluation.

For practicability, video recordings of the three existing performances were

created and shown to multiple groups, consisting of two to four participants, at the

same time. An early version of the questionnaire elicited responses for the same

questions as the questionnaire used in later studies. Results of this pilot study led to

a redesign of some of the conditions of the questionnaire that was used later on. In

addition to the custom-made questionnaire, later studies also included the PANAS

to observe further effects that performances may have had on their audiences.

Possibly the most important outcome of the pilot study was that showing multiple

presentations to the same group of participants lowered the scores for the ones

perceived last. In order to avoid this behaviour, participants were divided into groups

for each condition.

4.2 Study Design

After making minor changes to the modules and addressing issues from the previous

pilot study, all cases were shown to groups of students within the field of computer

science in a between-subjects fashion. A total of 61 English speaking students

participated in the experiments. To prevent possible biases within students evaluating

two or more systems, the entire group was divided into four subgroups, each

assigned to one condition. For the first condition (Alexa as a solo-act), 13 students

participated in the experiment while one participant had to be removed from the

evaluation, because their results were incomplete. The second (NAO as a solo-

act) was conducted with 14 students. 20 students took part in the third condition
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(Alexa and NAO as conjoined partner-act; the results of one student had to be

removed). For the fourth condition (two Alexas using two Amazon Echo devices as

a partner-act) 14 students were part of the experiment.

During the testing scenarios the sampled story (see Appendix A, Sample Story)

was kept identical and thus describes the controlled variable that is consistent

throughout all experiments. It was sampled from the complete data set of previously

generated Scéalextric stories under the condition that it affords each device as many

opportunities as possible to showcase its abilities. A simulator for Scéalextric stories

was built to choose the one whose simulation most utilizes the device’s abilities.

Each experiment was conducted in a closed room setup with the particular test

group. The presentation took place in the front of the room while participants were

seated opposite of it. At the beginning of each presentation, the talking devices

greeted their audience and, at the end, thanked them for listening before turning off.

A custom questionnaire was designed (see Appendix C, Custom Questionnaire),

to study the effects of humour and performance of each presentation using N-point

Likert-Scales. In addition to this questionnaire, the Positive and Negative Affect

Schedule (PANAS) (Watson, Clark, and Tellegen 1988) questionnaire was handed

out to participants in order gain insights on the emotional affects. As a psychological

test to evaluate the emotional state of people, the PANAS has been validated as

a measurement tool for research in HCI (Brave and Nass 2009) and was used in

similar studies (Costa et al. 2018). The agent telling the story was the independent

variable. Thus, it was either a NAO robot, or an Echo with Alexa, or a combination

of both who told the story. The dependent variables are the humour of the story, the

presentation of the story, the perceived entertainment during the experiment, and

the PANAS scores.

4.2.1 Study-Case 1: Alexa as a Solo-Act

The 13 students from the first subgroup were presented with a plain narration of the

story by Alexa. For this study, Scéalability was setup to tell a specific story without

any interruptions. This performance does not contain any form of meta-model, as

Alexa does not need to engage with observers or other agents. The idea behind
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this setup, which is reminiscent of narrative audio-books, is to observe the effect

that both the story and speech have on participants while providing a base-line for

further experiments.

As a device that has to rely on its speech qualities alone, Alexa may highlight

those features detached from embodiment, when compared to a NAO robot. It

further helps us to find possible support for the hypothesis H1.4 to find answers for

research questions RQ1.2 and RQ1.4.

4.2.2 Study-Case 2: NAO as a Solo-Act

As in the first condition, the 14 students of subgroup two were presented with another

single act. This time, however, the NAO served as both narrator and performer.

Unlike Alexa, the robot can make use of its body. The device is programmed to

perform actions contained within each story item, and to use gestures to underline

certain moods of the presentation following its meta-model. This enables an addi-

tional dimension for storytelling, aside from the plain narration of the plot. NAO as

a single storyteller was chosen to explore the general relevance of embodiment in

storytelling and the possibilities of enhancing the effect of humour through gestures.

Because NAO’s built-in speech synthesis caused problems when used together

with an Alexa device, IBM Watson’s web service for speech synthesis was imple-

mented to replacing it for the duration of the studies. After receiving a string from

the blackboard, NAO generates a high quality audio file using this service and plays

it. This condition helps to identify the role that embodiment plays in storytelling to

find evidence for hypotheses H1.2 and H1.3, while addressing research questions

RQ1.2 and RQ1.4.

4.2.3 Study-Case 3: Alexa & NAO as a Partner-Act

This performance is designed to utilize the best features of each device, Alexa and

NAO. Therefore, Alexa was given the role of the narrative agent, while the robot

was assigned both commentary and enacting roles. Here, the story is not told as

a single narrative - as it was the case in previous setups - but instead in the form

69



Study 1 – The Theatricality Scenario

of a partner-act which enables both agents to act with each other. The context is

provided by the blackboard and their individual meta-models. The 20 participants

for this condition observed a performance of two devices that co-dependently told a

story while interacting with each other.

The additional features employed in this setup must be evaluated. The cus-

tom questionnaire thus posed a significant number of individual questions asking

about each device independently. This allows us to address the hypotheses listed

previously, with a direct focus on finding explanations for RQ1.1.

4.2.4 Study-Case 4: Alexa & Alexa as a Partner-Act

As a counterpart to the previous case, two Amazon Echo devices - using Alexa

- present the same interaction between devices while telling a story. Obviously,

the lack of a body prohibits the devices from performing embodied actions and

gestures. This limits the audience to only appreciating the speech dimensions of

a performance. This study was designed to demonstrate the quality of storytelling

as a partner-act versus storytelling as a solo-act. The system’s goal is thus similar

to the first condition of the theatricality scenario, but emphasising speech alone

because of the lack of embodiment. Aiming to support the hypotheses H1.1 and

H1.4, this condition with two Alexas help to find possible answers especially for

research questions RQ1.1 and RQ1.2.

4.3 Results of the Theatricality Scenario

Although designed for the purpose of multi-agent storytelling, the four studies of

Scéalability’s theatricality scenario do not reveal any significant advantages of

partner-acts over narratives performed by a single device. Nonetheless, the results

of the custom-made questionnaire and the PANAS present interesting findings

that leave room for interpretation and allow us to explore answers for the research

questions of this chapter.
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Fig. 4.1 Comparison between the Ratings for Story and Performance

This bar graph shows the difference between ratings of story (as a textual artifact) and ratings
of performance within the four conditions of the first experimental group. A Likert-Scale
rating from 1 - 6 was used to evaluate the variables ’I like the story’ (green) and ’I like the
performance’ (red).

4.3.1 Results of the Custom Questionnaire

The results of the custom-made questionnaire do not identify any clear preferences

of the audiences. Instead, participants evaluated fields of both kinds of presentation

rather similarly. Overall, means range from µ = 4.6 to µ = 5.0 on a Likert-Scale

from 1 to 6 (strongly disagree to strongly agree) indicating a positive reception

overall. Other than NAO’s ability to add humour to a performance, most of the scores

lie within comparable ranges. Nonetheless, individual result imply strengths and

weaknesses of specific conditions, even if no significant differences were found.

To address the first research question, a comparison between the aggregate

ratings across all four conditions for the items ’I like the story/performance’, ’The

story/performance as a whole was humorous’, and "The story/performance as a

whole was entertaining" was made. This allowed to assess differences in user

perception across the four performances. Using the Kruskal-Wallis H-test for inde-

pendent samples, the results produce a p-value = 0.00094 (test statistics = 10.945).

There is thus a significant difference in how participants appreciate the story itself
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Fig. 4.2 Comparison of Performance and Humorous Dimensions between Alexa and NAO

This box-plot graph shows a comparison of the items ’. . . greatly contributed to the perfor-
mance’ (upper fields) and ’. . . added a humorous dimension to the performance’ (lower
field) with respect to Alexa (orange) and NAO (blue). The generated plots for each Alexa
and NAO combine the conditions in which they were tested. Both comparisons show box
plots in a Likert-Scale scoring from 1 to 6.

and its performance. Comparing measures µStory = 4.1170 and σstory = 1.1334 for

the story with µperformance = 4.5029 and σperformance = 1.1717 for the performance

likeability ratings, participants prefer the performance over the story itself. This can

be seen in figure 4.1 for a visual comparison of these values.

To test the extent to which the devices contribute to the humorous and entertain-

ment levels within their performances, focus was placed on the two items ’The robot

added a humorous dimension to the performance’ and ’The speaking device added

a humorous dimension to the performance’ within the third study condition (partner-

act of Alexa and NAO). Using the Wilcoxon signed-rank test, NAO demonstrates

significant advantages over Alexa when it comes to fostering humour, with a p-value

= 0.002098 (statistics = 16.0). Audiences considered the robot to be more capable

of adding humour to a performance than Alexa.
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Fig. 4.3 Results of the PANAS for the
Theatricality Scenario

This graph visualizes the resulted
positive and negative affect scores
measured within experiments of the
Theatricality Scenario.

Moreover, NAO was perceived as the greater contributor overall (p-value =

0.018996, statistics = 19.5) with hindsight on the items ’The robot greatly contributed

to the performance’ and ’The speaking device greatly contributed to the performance’.

These findings are further visualized in figure 4.2.

4.3.2 Results of the PANAS

The PANAS, a psychological test for capturing emotional snapshots of its participants,

is used here to learn more about the joy participants may experience while perceiving

the storytelling modes. In their published research of the PANAS, its creators provide

users of the schedule with mean values to indicate a positive or a negative affect

for momentary recordings. The given mean score for a positive affect is µ = 29.7

(SD ± 7.9). A negative affect can be observed with a score of µ = 14.8 (SD ± 5.4)

(Watson, Clark, and Tellegen 1988).

The results of each study-case are shown in Figure 4.3. While no significant

differences between each performance were observed, the measures show positive

affect scores close to or higher than the provided mean score and mostly low

negative affects. The clearly positive affect is presented in the Alexa solo-act

condition (µp1 = 31.50 SD ± 0.4). All conditions, except for the Alexa/Alexa partner-

act (µn4 = 15.5 SD ± 0.4), were measured with lower negative affects than the

means as provided by the PANAS creators.
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4.4 Analysis of the Theatricality Scenario

Studies of the theatricality scenario suggest that participants favored those per-

formances in which a NAO robot added embodiment to the narrative. The device

further appears to increase the perception of humour while contributing more to a

performance when compared to a plain voice-based system.

Scéalability’s performances of Scéalextric stories focuses on the audience’s

perception in four narrative dimensions: (1) delivery of the plot; (2) the performance

oriented act used to present it; (3) audience’s recognition of humour; (4) the overall

entertainment experienced during the presentation. The four conditions of the

theatricality scenario utilize these aspects as far as their technical specifications

allow them to. The aim is to identify answers to the research questions given

previously in this chapter.

4.4.1 Narrations & Comments

The qualities of each device, as part of the Scéalability framework, can be tested

empirically. Comparing the four conditions of the first study set, participants generally

rated all performances as satisfying. However, no single act is perceived as being

significantly better than any other. While the general trend is mostly positive, it does

make interpretation of the data difficult. When no single performance shows clear

advantages over others, no certain knowledge is gained. An explanation may be

that partner-acts are not distinct enough in comparison to solo-acts.

The back-and-forth between two devices might appear tedious, perhaps caused

by delayed replies and a generally slow exchange. The responsibility for these issues

do not just reside with the agents but also with the system itself, which enforces

synchrony between them. These behaviours might distract the audience from the

actual performance as a partner-act. Comparing the duration of the solo-act of Alexa

to the partner-act shared by Alexa and NAO, the latter is more than twice as long.

While aiming for a more natural conversation between two agents, changes in the

rhythm of the dialogue may enhance the overall experience.
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Aside from this, single features can be observed that enhance the user’s percep-

tion. Foremost among these is NAO’s capacity to bring humour to a performance. In

addition, performances are generally ranked higher than the textual stories on which

they are based (see Figure 4.1).

4.4.2 Positive & Negative Affect

The results of the PANAS questionnaire have not shown any significant differences

between the study-cases of this scenario in regards to the emotional affect of any

performance. While only one performance (Alexa as a single device) has affected

its audience positively, except for the Alexa/Alexa partner-act, the performances did

not show negative affects either. The identification of statistical differences between

the performances was only one reason to include the PANAS. The other was to gain

insights into the emotional bonds between any performance and its audience.

When looking at the results of the PANAS and those of the custom questionnaire

together, similar differences between each tested condition can be seen. Participants

have evaluated both questionnaires with a positive trend that is, however, not very

strong in all cases. This may indicate that participants were not fully convinced by

each performance. As Scéalability bridges the gap between technical research

and an entertainment system, the difference between those two domains may have

confused participants and their evaluation.

Furthermore, all participants have experienced the performances for the very

first time. As with many unfamiliar things, this might have presented participants

with uncanny feelings. The achieved scores thus allow for optimistic interpretation,

especially when compared to the the results of the interactivity scenario, which will

be discussed in chapter 5.

4.5 Review of the Hypotheses and Research Questions

Thorough testing of the system with respect to story, humour, and entertainment

can now be used to address the hypotheses and research questions of this chapter

individually. First of all, the studies of the theatricality scenario indicate no significant
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differences between solo-acts and partner acts. H1.1 (Partner-acts are perceived

more entertaining than their solo-act counterparts) has thus to be rejected which

further means that RQ1.1 must for now be answered negatively. The notably positive

trending results do, however, motivate future research with a refined system that

focuses on clarifying differences.

The second hypothesis of this scenario could be confirmed. The robot agent

adds significantly to the perceived humour of performances, and we expect this

contribution to carry over to any partner-act involving one or more robots. This

further provides answers for the second (RQ1.2: Does a contrast of embodied and

non-embodied agents enhance a performance?), third (RQ1.3: To what extend

do different devices contribute to the perceived humor of a performance?), and

fourth (RQ1.4: Does one device contribute significantly more than another to a

performance?) research question. Further testing is needed in order to tell what

specific advantages NAO has that affect audience perception, although it seems

clear that its embodied role plays an important part here.

The use of Alexa, on the other hand, does not contribute significantly more to

any performance while studies reject H1.3. Nonetheless, this knowledge adds a

new understanding of the scenario while asking for alternative angles from which

the research questions could be answered. In most other cases, for example,

participants of the different study-cases rated both devices similarly. The overall

approach of projecting narratives through devices like Echo/Alexa and/or NAO is

supported by consistent measured scores of all performances.
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Chapter 5

Study 2 - The Interactivity

Scenario

The results of the theatricality scenario lead to the integration of interactive elements

to the Scéalability system. As a usable HCI system, the interactivity scenario helps

us to better understand the effects of interactive storytelling. More precisely, the

interest lies within the question how interactive storytelling adds to the experience

while using VUIs compared to other media. There is an obvious difference between

interactive systems and observation-only presentations. This restricts experiments

to common features in order to counter possible biases. All studies were thus

designed to gain information about a general understanding of the perceived act,

humorous levels of the storytelling system or the presented plot, and the enjoyment

experienced by users while listening or participating.

While participants of the theatricality scenario observed the embodied perfor-

mances, participants of the interactivity scenario were invited to give personalized

input. There is a clear difference between the first and the second setting. The

test group of the theatricality scenario can best be described as an audience. They

are passive observers of a scene and have no influence over any actions that take

place. The group of the interactivity scenario are users of a system that engage in

a given form of interaction. They are allowed to manipulate current states through

their actions.
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In this study, two conditions are explored. The first is a voice-based condition that

allows users to interact with Alexa. The second concerns web-based story delivery.

Both conditions provide two sub-conditions that follow the same logic. The first offers

users an interactive experience by asking them simple questions. This allows the

elicited input to alter the story to a certain degree. The second describes a trivial

baseline. Either via voice commands or the click of a button, the user continues

the story manually. Each click presents the user with a new section told by the

storytelling system.

Immersing users into a narrative presents different opportunities to advance

digital storytelling experiences. It also describes yet another form for partner-acts.

While the narrative agent continues to follow its already existing meta-model, the

user takes the role of the commentary agent. The system is only slightly altered in

order to grant more flexibility for user input while offering more precise guidance.

Thus, a second set of research questions (RQs) can be posed:

RQ2.1 Does interactive storytelling enhance the perceived enjoyment

of a story when compared to the same story told non-interactively?

RQ2.2 How do different devices or modalities contribute to the per-

ceived usability of the system?

To find answers to the RQs two hypotheses were defined:

H2.1 Users enjoy the same story more, when given the possibility to

alter its course interactively.

H2.2 Smart-home devices that utilize VUIs (e.g. Amazon Alexa)

enhance a perceived narrative performance when compared to

GUIs.

H2.1 is set to explain RQ2.1. Here, the observation of a difference between

interactive and non-interactive storytelling would offer an answer to whether users

prefer one condition over the other. If it can be shown that users find smart-home

devices with VUIs more suitable for storytelling than comparable GUIs, it could be

argued that VUIs offer better usability for such tasks.
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To find support for these hypotheses, the already existing Alexa module was

expanded with interactive features. Additionally, an alternative web-application was

developed in order to create a contrasting experience for observing device-specific

features in storytelling. Each setup was furthermore presented interactively and

non-interactively. The individual performances are listed in detail below:

1. Alexa - Interactive: Alexa tells the story while giving users the

perception of interactivity.

2. Alexa - Non-Interactive: Alexa tells the story while disregarding any

input of users leading to a non-interactive narrative.

3. Web-Based - Interactive: A web-application tells the story while

giving users the perception of interactivity.

4. Web-Based - Non-Interactive: A web-application tells the story

while disregarding any input of users leading to a non-interactive

narrative.

5.1 Study Design

The experiments considered the two components of the interactivity scenario sepa-

rately and was tested in a within-subjects fashion. The part considering Alexa was

tested with 14 English speaking participants from the domain of computer science.

The part considering the web-application was conducted in a larger online study of

60 English speaking participants with mixed backgrounds. The task participants

were given was the same content for each component. Each participant was pre-

sented with two versions of the same story which presented more or less possibilities

to interact with the system. While tasks followed the same structure, the way users

could interact with each system varied considerably. Alexa integrates a voice-based

interface with no visual feedback whereas the web-based implementation uses a

more common GUI.

Because the study of the interactivity scenario expands on the findings of the

theatricality scenario, much of the study design was retained for reasons of compa-
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rability. This includes the chosen story (see appendix A), which therefore did not

allow for drastic changes to its core content. Also, the custom questionnaire and

the PANAS (see appendix C) were added to each study-case. To include interac-

tive dimensions of the system, the custom questionnaire was extended with items

asking about the perceived interactivity in particular. Also, the widely used System

Usability Scale (SUS) was further appended to compare the usability of each tested

study-case.

While participants for the conditions using an Echo device were from a school of

computer science, participants of the conditions utilizing the web-application were

sampled using an online platform named Figure-8. This platform allowed us to set

parameters for the selection of participants and helped us to reach a larger sample

size. It was ensured that all participants were fluent in the English language.

The order in which participants received each version was chosen randomly in

order to counter any learning bias. The entire experiment was then again split into

two sections, one considering Alexa as a storyteller, the other presenting the story

without Alexa, in the form of a web-application. Using Scéalability’s functionality,

the logic behind each implementation remained the same, so that the focus could

remain on the study of voice-based versus graphical user interfaces, and interactive

storytelling versus non-interactive storytelling. This design makes it possible to

compare the results of this study across both experimental setups. On the one hand,

it permits the analysis of usability across interfaces, and, on the other, the difference

between both storytelling modes.

Throughout all study-cases, the story remained the controlled variable. The

narrative media, a single Echo device with Alexa or the web-application implementing

speech synthesis, set the independent variables while the dependent variables

remained mostly identical to the ones of the theatricality scenario: humour of

the story, the presentation of the story, the perceived entertainment during the

experiment, and the PANAS score. The results of the SUS come as an additional

dependent variable of this study.
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5.1.1 Study-Case 5: Interactivity Scenario with Alexa

This first experiment of the interactivity scenario (and fifth study-case of this research)

was conducted with 14 English speaking students from a department of computer

science. The order in which participants were presented with a task was randomized.

Each part of the experiment was then followed by a questionnaire before going on.

During the experiment, participants were not allowed to ask questions of the study

operator. Once they had invoked the Alexa skill it needed to provide all necessary

feedback guiding the participant through its dialogue model without disturbances.

In case something stopped the interaction, the skill should be designed to handle

errors by itself, and to inform its users of necessary steps to continue regardless.

Fortunately, no such errors occurred during the experiments.

The purpose of this setup is to gather new data on the effects that interactive

storytelling may present for its audience. While inviting users to participate in

the narrative, the study permits evaluation of isolated interactive elements. The

comparison between an interactive and a non-interactive scenario helps us to learn

about the difference in the qualities brought by Alexa by testing previously stated

hypotheses H2.1 and H2.2 and thus aims to find answers for RQ2.1 and RQ2.2.

5.1.2 Study-Case 6: Interactivity Scenario with a Web-Application

This experimental condition is designed to find possible explanations for how inter-

active storytelling impacts user experience. It also creates a necessary contrast to

the previous condition using Alexa. To run the experiment, the web-based system

(see chapter 3, Figure 3.8 and Figure 3.9) was hosted online. The online platform

Figure-8 provided trustworthy participants who werw fluent in the English language.

A total of 60 participants were asked to evaluate both conditions of this web-

application. Since each participant would have to understand their tasks without

further guidance, the experiment began with a brief introduction of the setup. This

was then followed by the first condition. Once started, participants are asked to not

leave the browser window, since this would disturb the experience and invalidate the

data that is collected. If they did so, for any reason, their data would be excluded
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from the following evaluation. After each condition, participants were presented

with the same questionnaire as used in study case 5. The same procedure was

then continued in the second narrative, concluding this experimental condition. The

results again help to understand the effects of interactive story telling and provide

data for H2.1 and H2.2 that allow to revisit RQ2.1 and RQ2.2.

5.2 Results of the Interactivity Scenario

A total of 74 English speaking participants took part in the experiments for the

interactivity scenario. The first 14 tested the interactive Alexa Skill whereas 60

participated in the web-based experiment. After a first look at the data, the data

of 14 participants had to be discarded from the subsequent evaluation, because it

showed some form of invalidity1. The remaining 46 data sets, however, still provide

sufficient information to present reliable results. The results of both experiments yield

interesting findings regarding the effects of interactive storytelling and the perceived

enjoyment. In both cases, the more interactive version of the story demonstrates

significant differences when compared to its non-interactive storytelling counterpart.

5.2.1 Results of the Custom Questionnaire

The custom questionnaire features 13 items that ask about the perception of the

story, interactivity, humour, and performance of both study-cases. The results of

each condition were compared with their respective counterpart - which means the

interactive with the non-interactive condition within each study-case. These results

can be seen in Figure 5.1 and Figure 5.2.

Using the Wilcoxon signed-ranked test, significant differences (p-value < 0.005)

can be observed for 9 out of the 13 cases, with respect to the Alexa-based condition.

1Several data-sets showed that the same IP address was assigned to multiple participants. More-
over, these users gave identical responses to each question item. This led to the implication that one
participant reentered the same experiment multiple times. Because it was not possible to verify or
rebut this presumption, it was decided to remove their data-sets altogether. In other cases, participants
could not answer a specific question item that was designed to verify their understanding of the story
content, questioning their fluency in using the English language.
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Fig. 5.1 Comparison of the Interactive and Non-Interactive Alexa Skill

This diagram provides an overview of the shared 13 questions of the Interactivity Scenario.
Here, the Alexa condition is shown with its interactive narrative in dark blue and the non-
interactive narrative in light blue. Green dots below each item’s number show significant
differences in user perception. For evaluation, a 5 point Likert-Scale was used (ranging from
strongly disagree to strongly agree). The diagram on the right side shows the mean and
standard deviations for both conditions (interactive in dark blue (mean µ = 3.9066, standard
deviation σ = 0.9502); non-interactive in light blue (mean µ = 2.7692, standard deviation
σ = 1.2038)).
Items 1 - 13 are as follows: (1) I liked the story; (2) I liked the interaction; (3) I had no problem
understanding the story; (4) The story as a whole was humorous; (5) The performance
as a whole was humorous: (6) The story as a whole was entertaining; (7) The interaction
as a whole was entertaining; (8) The interaction hindered the understanding of the story
(reversed score); (9) The speaking device added a humorous dimension to the performance;
(10) I felt that I contributed to the performance; (11) I felt immersed into the story; (12) I felt
invited to interact with the story; (13) I enjoyed the interaction.

These differences strongly indicate, that participants preferred the interactive mode

over the non-interactive mode (see Figure 5.1 for reference). Items 3 (I had no

problem understanding the story ), 6 (The story as a whole was entertaining), 8 (The

interaction hindered the understanding of the story), and 9 (The speaking device

added a humorous dimension to the performance) do not show any significant

differences. The largest margin between values can be observed regarding the

items 10, 11, 12, and 13, which specifically target the interactive dimensions.

As for the Alexa condition, each participant of the web-based study was pre-

sented with both storytelling modes. Instead of ordering a device to continue, users

of the non-interactive storytelling mode were provided with a button that allowed
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Fig. 5.2 Comparison of the Interactive and Non-Interactive Web-Application

As in figure 5.1, this diagram shows a comparison of the shared 13 questions of the inter-
activity scenario in regards to the web-based interface. The interactive mode is visualized
in dark red, the non-interactive mode is shown in light red. Again, green dots indicate
significant differences between results in both conditions, while a 5 point Likert-Scale was
used for evaluation. The diagram on the right shows the standard deviation in both cases,
again interactive mode in dark red (mean µ = 3.3161, standard deviation σ = 1.2834) and
non-interactive mode in light red (mean µ = 2.5167, standard deviation σ = 1.3194).
Items 1 - 13 are as follows: (1) I liked the story; (2) I liked the interaction; (3) I had no problem
understanding the story; (4) The story as a whole was humorous; (5) The performance
as a whole was humorous: (6) The story as a whole was entertaining; (7) The interaction
as a whole was entertaining; (8) The interaction hindered the understanding of the story
(reversed score); (9) The speaking device added a humorous dimension to the performance;
(10) I felt that I contributed to the performance; (11) I felt immersed into the story; (12) I felt
invited to interact with the story; (13) I enjoyed the interaction.

them to continue the narration (as can be seen in chapter 3, Figure 3.9). The

apparent interactivity of this mode can thus be considered severely limited.

When looking at the results of both modes of the web-application, significant

differences (p-value< 0.005) in 11 out of the 13 items can be seen when using

the Wilcoxon signed-rank test. The two non-significant results refer to the items

asking about the appreciation of the story and the design choices of the interaction.

Compared to the Alexa condition, question 8, which asks whether the interaction

hinders the understanding of the story, was rated considerably higher, even though

the same logic is applied in both cases. This leaves us to ask whether people actually

preferred GUIs over VUIs. This estimation, however, appears to be countered in the

upcoming results of the SUS questionnaire.
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Fig. 5.3 Comparison of the SUS
Scores

This graph shows the results of
the 10 item System Usability Scale
(SUS) used on the interactive
(dark blue) and non-interactive
(light blue) version of the Alexa
Skill and both the interactive (dark
red) and non-interactive mode
(light red) of the web-application.
The SUS uses a 5 point Likert-
Scale (strongly disagree to strongly
agree) in order to calculate a usabil-
ity score of a tested device. To be
seen is the total score of each of
the tested modules.

5.2.2 Results of the SUS

To learn more about the quality and conformity of different user interfaces, the SUS

test was part of all four experiments. Looking at the results, the scores achieved

within each study condition (Alexa and web-application) lie noticeably close to each

other. The aggregate usability of the Alexa variants shows significantly higher

usability compared to the aggregate of the web-interface cases (p-value < 2.2E − 16,

statistics = 16.212). This can be seen in figure 5.3. The Alexa condition has a mean

system usability score of µ1 = 80.80 (both cases combined), while the mean of

the web-based condition is µ2 = 32.50. The voice-based user interface of Alexa

demonstrates higher usability than the graphical-user interface of the web-application

even though both use the same logic to present a story.

5.2.3 Results of the PANAS

The PANAS shows similarly close measurements between the tested conditions.

The resulting positive and negative affect scores of each condition were therefore

accumulated and their mean scores were compared. According to its creators, a

positive affect in instantaneous recordings occurs with a mean score of 29.7 (SD ±

7.9) while a negative affect is measured with a mean score of 14.8 (SD±5.4) (Watson,

Clark, and Tellegen 1988). While no significant differences can be observed within
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any study-case, the scores of the interactive and non-interactive versions of each

module again appear close to each other. Alexa’s interactive mode demonstrates a

positive affect with µp1 = 27.52 (SD ± 0.3) whereas its non-interactive mode scored

only slightly lower with its mean value of µp2 = 26.54 (SD ± 0.4). The negative

affect scores were µn1 = 35.52 (SD ± 0.1) for the interactive mode and µn = 41.11

(SD ± 0.1) for the non-interactive mode.

With respect to the web-application, the positive affect score for the interactive

mode was measured with µp3 = 31.89 (SD ± 0.4) whereas its non-interactive

counterpart scored µp4 = 28.15 (SD ± 0.4). The measured negative affect scores

are µn3 = 42.00 (SD ± 0.2) for the interactive and µn4 = 42.57 (SD ± 0.2) for the

non-interactive version of the web-application.

5.3 Analysis of the Interactivity Scenario

The introduction of interactivity to Scéalability’s repertoire permits alternative ap-

proaches to digital storytelling to be studied. The conditions tested the perception

of interactive storytelling versus a heavily limited version while further looking at

the differences between VUIs and GUIs. The studies provide insights into how

users experience interactive storytelling. The comparison of two modes telling the

same story more or less interactively shows that users prefer the version in which

they could contribute more. Also, no significant differences between the achieved

PANAS scores can be observed. Since the less interactive condition only allows

users to request continuation of a given narrative, while alterations or pauses are not

supported, this condition is considered a non-interactive mode of narration here. Be-

cause unequal demographics participated in each condition, results are distributed

separately.

5.3.1 The Alexa-Based Condition

The Alexa condition of the interactivity scenario yields further information about the

users’ perception. Aggregates for the items asking about performance, story, and

interaction were generated to identify their individual contribution to the experience.
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Fig. 5.4 Comparison between the Interactive and Non-Interactive Alexa Conditions

This box-plot describes the difference of aggregated performance, story, and interaction be-
tween the interactive and non-interactive Alexa modes of the interactivity scenario. From the
custom-made questionnaire, the four items (1) I liked the performance/story/interaction,
(2) I had no problem understanding the performance/story/interaction, (3) The perfor-
mance/story/interaction as a whole was humorous, and (4) The performance/story/interaction
as a whole was entertaining were aggregated here. The interactive condition of Alexa is
shown here in dark blue, the non-interactive condition is shown in light blue.

As visualized in figure 5.4, in all three conditions the more interactive mode performs

significantly better than its rather non-interactive counterpart. Although these results

seem reasonable when considering interactivity in a less interactive environment,

similar differences can be observed for the performance aggregate and the story

aggregate. Here, the performance describes the perception of an Alexa device

telling a story including the reactions of its meta-model. The stories remain almost

the same, with only certain names being individualized.

With a mean of µ1p = 3.91, participants prefer the performance of the interactive

condition over the non-interactive condition (mean µ2p = 3.02; p-value = 1.328E−05;

statistics = 4.5706). Comparing measures µ1s = 3.86 and µ2s = 3.41, the interactive

mode further achieves a better perception of the story (p-value = 0.0224, statistics

= 2.3163). Users also liked the interaction of the interactive mode better when

compared to a less interactive mode (p-value = 4.272E − 05, statistics = 4.2917).
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5.3.2 The Web-Based Condition

All but two items demonstrate significantly higher scores compared to non-interactive

storytelling. However, these two items still yield important information about the

storytelling modes, and are suggestive when it comes to designing future improve-

ments. Regarding the interactive mode, the mean score of the item ’I had no problem

understanding the story’ was µ = 2.7. It is thus only slightly higher than its non-

interactive counterpart (with a mean µ = 2.5). In order to find an answer as to why

the story might have been difficult to understand, the second non-significant item

(’The interaction hindered the understanding of the story’) offers a suggestion: The

interactive mode has a mean score of µ = 3.5 while the non-interactive alternative

shows a mean µ = 3.4. Although the data is not sufficient to show a correlation (Pear-

son’s product-moment correlation presents the following ratings: when perceiving

interactive storytelling r = −0.21, looking at non-interactive storytelling: r = −0.38),

the framing of the question suggests an interpretation. If the designed interaction

causes a lack in understanding the story, it needs to be adapted in a way that allows

for better comprehension while engaging the audience.

In addition to the questionnaire, participants of this study were given the option

to provide brief feedback in textual form. Although it has no direct impact on the

results of this study, it provides possible insight into the perceptions of participants.

The feedback variously described the story as being "confusing", "complicated", or

"absurd". Since all stories are pre-generated, changes at this level would need to be

made in Scéalextric itself. This does not counter assumptions previously made. It

does, however, demonstrate a scope for further improvement.

With regards to both applications, we expect the more interactive version to

score higher on those questions that focus on interactivity. Higher scores, however,

were not only given for items considering interactivity but to a majority of questions

relating to story, humour, and performance. Item 1, for example, asks whether users

generally like the presented story, which remains the same throughout all conditions.

It is therefore interesting to note that interactivity within storytelling significantly

improves user perceptions of a performance overall (Alexa: p-value = 0, 035422664;

Web-application: p-value = 0, 049595899).
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5.3.3 Comparison between Alexa and the Web-Application

Both interactive modes of Scéalability show strong indications that interactivity

enhances the audience’s experiences of the story. Although different demographics

participated in each study, the results point in the same direction. As participants

rated the interactive modes as more enjoyable in both conditions, performance

and humour also experience noteworthy increases of their scores compared to the

non-interactive mode.

Using Pearson’s product moment correlation test, the two items I like the story

and I like the interaction are correlated with a p-value r = 0.0363 and statistics

= 2.3562. The same seems to be true for the web-based condition (p-value =

r = 3.931E − 07, statistics = 5.9549). An almost negating effect can be observed

with regards to the same two items of the non-interactive modes, which can be seen

when comparing Figures 5.1 and 5.2.

Findings of these studies suggest that Alexa exhibits some advantages over

a web interface. Items 3 (I had no problem understanding the story) and 8 (The

interaction hindered the understanding of the story) of the custom-made question-

naire are both concerned with the understanding of the story and both demonstrate

satisfying results. In regards to the two Alexa studies, it can be seen that participants

gave quite similar evaluations for item 3. Although scores could be improved, they

average almost one Likert-Scale point higher than scores of the web-based studies.

The reason, however, why Alexa performs better than the alternative, cannot be

determined exactly. It seems almost certain that interactivity itself is not the reason

for possible problems of understanding.

Similar enhancements can be observed in terms of usability. To compare the

ease with which both systems can be used, the SUS was part of their evaluation.

Comparing graphic a) and b) of figure 5.5, significant advantages2 of Alexa are

demonstrated. Two interesting similarities between both graphical modes can be

observed here: (1) In both cases, interactive and non-interactive versions were

2This is only the case if two comparable demographics can be assumed.
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Fig. 5.5 Comparison of the SUS Scores Between Conditions of the Interactivity Scenario

Graphic a) shows a comparison of Alexa’s interactive (dark blue) and non-interactive mode
(light blue) in a Likert-Scale scheme from 1 (strongly disagree) to 5 (strongly agree). Graphic
b) shows the same comparison for the interactive web-based condition (dark red) and
non-interactive web-based condition (light red).
Items 1 to 10 are as follows: (1) I think I would like to use this system frequently ; (2) I found
the system unnecessarily complex ; (3) I thought the system was easy to use; (4) I think
that I would need the support of a technical person; (5) I found the various functions in this
system to be well integrated ; (6) I thought there was too much inconsistency in this system;
(7) I imagine that most people would learn this system very quickly ; (8) I found the system
cumbersome to use; (9) I felt very confident using the system; (10) I’d need to learn a lot of
things before I could get going with this system

evaluated with very similar scores. This can be explained by the very similar

interfaces offered to users. (2) The first score for the item (I think I would like to

use this system frequently) is proportionally lower than most other ratings. This is
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especially interesting for graphic a). Alexa performs very well, achieving a system

usability score of µ1i = 82, 3214 (standard deviation σ1i = 9.7302) and µ1p = 79, 2857

(standard deviation σ1p = 10.4435). It is difficult to make assumptions to explain

these findings. But again it appears that the implementation of interaction may not

be the reason.

Considerably higher scores in graphic a) demonstrate strong usability for all

but the first item. The web-based application, on the other hand, does not show

such high scores with measured means of µ2i = 35.7065 (standard deviation σ2i =

21.2045) and µ2p = 29.2934 (standard deviation σ2p = 22.6547). The high standard

deviations indicate the participants’ indecisiveness in regards to the usability. The

generated pattern of scores in b) is almost the mirror of the Alexa condition. Yet, the

ratings of the first item are quite similar, with the interactive version being slightly

higher in both conditions. This leads us to think that participants evaluated the

usability of a system independently from the first item.

Aggregating these scores (mean µAlexa = 80.80357), people would rather use

Alexa as an interactive narrator than the web-based interface (aggregated mean

µW eb = 32.5000) with a certainty of p-value < 2.2E − 16 (statistics = 16.212). Positive

results in terms of usability have already been described for smart-home devices

(Ghosh et al. 2018). These results for Alexa were thus expected. Both systems,

however, follow the same logic and meta-model in each condition. Yet, strong

preferences of users towards the Alexa device are demonstrated. Users might find it

more convenient to speak their input than to type it out.

As previously mentioned, the results gathered by the PANAS questionnaire show

no obvious differences between the Alexa and the web-based conditions. This was

however not the only goal of its usage. More interesting is the study of the emotional

affect between each condition and its users.

While one clear positive affect could be measured for the interactive web-

application, the other positive affect scores are close to the given mean score

of the authors. Their slightly lower values indicate a rather neutral impact of the

storytelling modes. The overall high negative affect scores, on the other hand, imply

a weak emotional connection between users and the system. This is not necessarily
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surprising as participants had no former experience with the system. This may

have put them in an uneasy position magnified by the test-like environment of the

experiments.

Nonetheless, the relatively high negative affects do not seem to affect the rest of

the studies. On the contrary: these results stand in conflict with the others. Although

showing a lower positive affect in comparison to the web-application, the Alexa

based conditions got significantly higher results from the SUS implying that users

are more likely to use these systems again. The results of the custom questionnaire

give a similar impression. With overall positive perceptions of the system, users of

the Alexa conditions found these conditions more humorous and enjoyed the story

and the performance more than users of the web-application.

5.4 Review of the Hypotheses and Research Questions

In order to find answers for the research questions concerning Scéalability ’s interac-

tivity scenario, two study-cases containing two conditions each were compared with

each other in terms of likeability, performance, and usability of the system.

Results suggest that participants enjoyed interactive storytelling more than the

non-interactive alternative which presents strong support fop the hypothesis H2.1.

These results further allow an answer for the first research question (RQ2.1: Does

interactive storytelling enhance the perceived enjoyment of a story when compared

to the same story told non-interactively?). As participants experienced interactivity

and the possibility to contribute to a story, their appreciation of the story increases.

Interactivity in a storytelling system clearly affects how users perceive the nar-

ratives. This is confirmed by the results of the custom-made questionnaire and

the SUS. While no immediate difference between interactive and non-interactive

storytelling can be noticed, Alexa’s aggregated usability scores are significantly

higher when compared to those of the alternative web application. It seems as

if participants of the interactivity scenario clearly preferred VUIs over GUIs. This

confirms hypothesis H2.2 and offers an explanation for research question RQ2.2.
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Chapter 6

Discussion of both Scenarios

Both scenarios of Scéalability have been evaluated entirely independently, yet

they were designed to allow for certain comparisons. Throughout all study-cases,

the custom questionnaire and the PANAS were used in the experiments of all

conditions for consistent measurements. Also, each study case has been evaluated

by participants with similar backgrounds. This chapter compares all results from a

broader perspective to discover traits that are invisible when looking at the data of

each scenario separately. As not all designs of the study-cases allow for statistical

comparisons between each other, the following discussions are presumptions and

are considered from a non-statistical perspective only.

6.1 Discussion of the Custom-Questionnaire

All studies shared a core of seven items when evaluating the custom questionnaire

(for reasons of readability, a subset of four items including their results can be seen

in Figure 6.1). The ratings of the individual items for each condition indicate that

participants rather enjoyed the performances in general. It could be argued that

some of the lower ratings are due to misunderstanding of the narrative performances.

However, when comparing the mean scores of all conditions the overall highest

ratings were given to the item ’I had no problem understanding the performance’

(µ = 3.71, SD ± 0.38). Meanwhile, the lowest mean score can be seen in Alexa’s
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Fig. 6.1 Overview of all Tested Conditions of the Theatricality and the Interactivity Scenarios

This box-plot graph provides an overview of all conditions of the theatricality scenario and
the interactivity scenario and their performance of the custom questionnaire. A focus is set
on only four of the seven shared questions for the sake of readability. Notably, the conditions
of the theatricality scenario (Alexa, NAO, Alexa / NAO, Alexa / Alexa, and Alexa / User) were
rescaled in order to match the better suited five-point Likert-Scale that is used for interactivity
scenario conditions.

non-interactive mode in regards to whether the performance was perceived as

humorous (µ = 2.36, SD ±0.93). Interestingly, this condition’s interactive counterpart

scored considerably higher with a mean of µ = 3.64 (SD ± 0.84); furthermore it

received the best overall ratings with a mean of µ = 3.96, SD ± 0.31. The interactive

Alexa mode also was perceived as the most humorous condition, even more so

than the NAO solo-act, which was perceived most humorous within conditions of

the theatricality scenario. This is especially interesting, as the Alexa solo-act of the

theatricality scenario was also evaluated noticeably lower.

6.2 Discussion of the PANAS

The PANAS asks its users to score twenty items in respect of their emotional

states with a 5-point Likert-Scale. The measured emotional affects, positive and

negative, are then represented with mean scores of the ten positive and ten negative

items. The result lies between 0 and 50 where a mean of 50 would denote the
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Fig. 6.2 Scores of the Positive and Negative Affect Schedule (PANAS) Questionnaire

This graph shows the results of the PANAS questionnaire. In blue, the positive affect and in
red, the negative affect that can be measured for each of the eight study cases.

highest positive or negative affect achievable. In respect to the positive affect for

instantaneous recordings, an average score of 29.7 (SD ± 7.9) can be considered a

positive attitude overall. A negative affect can be observed, if its score is higher than

14.8 (SD ± 5.4) (Watson, Clark, and Tellegen 1988). A system that demonstrates

generally high positive affects can be expected to present a low negative affect

as well. This, however, does not always need to be the case. Looking at the four

cases of the interactivity scenario in Figure 6.2, results present high negative scores.

Interestingly, it is the interactive version of the web-based condition which had the

greatest positive affect on its users (31.89) while also achieving the second greatest

negative affect (42.00).

Moreover, an obvious difference can be noted between the conditions of the

theatricality and the interactivity scenario. If aggregates of positive and negative

scores in both scenarios are measured, the mean positive affects for each condition

lie quite close together (theatricality scenario: µTp = 27, 6081, interactivity scenario:

µIp = 28, 5264). Yet, if one looks at the negative affect a contrasting image can

be observed. The conditions of the theatricality scenario were rated with fairly low

negative scores with a mean of µTn = 13, 1720. The interactive conditions, on the
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other hand, demonstrate a rather high mean of µIn = 40, 2988. This is surprising,

since these conditions were evaluated quite well in all other studies. This disparity

frustrates further interpretation when trying to connect the different pieces.

Interactivity, while it aims for joyful experiences, demands that users fully engage

with a system to exploit its affordances. The fact that this is a demand and not an

offer might lead to a less comfortable position compared to the plain observance

of a storytelling performance. Even though they have been asked to pay attention,

participants of the theatricality scenario may well choose not to care, and the

performance would continue regardless. A second possible explanation may lie

in the study design. During experiments with the theatricality scenario, people

participated in groups of 13 to 20 whereas the interactivity scenario could only be

tested with one person at a time. This might explain why results in both scenarios

present similar findings.
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Chapter 7

Conclusion & Limitations

This thesis introduced Scéalability, a multi-agent storytelling system built around a

blackboard architecture. The system is capable of both story generation and story

telling. For the creation of its stories, Scéalability utilizes Veale’s Scéalextric (Veale

2017b; Veale, Wicke, and Mildner 2019), a system of knowledge base modules

that enable the generation of vivid stories. Stories can then be presented in the

form of theatrical acts or interactive narratives. Instead of merely narrating its own

stories, the system enacts them by exploiting the affordances of different devices.

Combined in a multi-agent storytelling act or deployed individually, each device

makes different contributions in different environments. Increasing the perceived

humour and enjoyment, a NAO robot brings notable differences to any performance

it is part of. Alexa also makes the most of its contribution by enabling interactivity

and allowing the audience to participate in Scéalability ’s narratives.

The name Scéalability is suggestive of its purpose. It is designed to grow,

by being scalable and extensible. This thesis has described a framework that

accommodates agents working alone as solo-acts, as well as duets of devices as

partner-acts. The blackboard architecture, at its core, allows as many storytelling

agents - narrators, commentators, and actors - as a story requires to be told and

performed well. In principle, a performance may use as many devices as there are

characters in a story - and more if a narrator is needed to orchestrate the entire play.
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In practice, extensibility needs to be balanced with parsimony. The more charac-

ters are added to a story the greater the logistical problems become when managing

movement and synchronisation. Robustness demands that as one device stutters

or fails, the others step in to fill the gap. The stories used by Scéalability typically

consist of three to five characters, but are portrayed by one narrator and one actor

(NAO). As a next step, multiple enacting agents can take the roles of individual

characters from a single story. At the same time, the interactivity scenario suggests

a new branch of possible research. With it, Scéalability is not only able to tell stories,

but also to create storytelling experiences in collaboration with its audience. Now, it

is not only Scéalextric that provides the characters but also the user. This creates

a more personalized experience and allows for research into more improvisational

story-telling.

7.1 Summary of the Research Question and Findings

Scéalability is designed to explore two major fields of interest: Storytelling as a

theatrical act and storytelling as an interactive experience. Two scenarios and a

series of eight studies (for an overview of the key findings see Figure 7.1) have been

developed in order to find answers for two primary research questions: ’Can robotic

partner-acts be used in order to enhance the user’s experience during storytelling?’

and ’How do users perceive interactive storytelling in terms of user experience and

enjoyment?’

In order to answer these questions, the findings of the studies present novel

information on the perception of automated storytelling. Unfortunately, the studies

could not find certain differences in performances as partner-acts compared to

narratives as solo-acts. This leaves the first research question open. The results did

yield information that allows us to answer more refined research questions.

Evaluation of these studies suggests that people enjoy performances more than

the general plot of a story. They further find NAO an advantageous contributor

of humorous dimensions. The device able to utilize embodiment increases the

perception in performances it is part of more than a complementary Echo/Alexa
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Fig. 7.1 Keyresults of all Studies

This table presents an overview of the eight studies of both the theatricality and interactivity
scenarios. Each condition is described with the configuration used to test it, the total number
of valid participants that have participated in the experiment, the results for both the positive
and negative affect schedule (PANAS) and the system usability scale (SUS), and a brief
summary of the key findings.

device. These answers offer a different view on the original research question. As

partner-acts cannot be used to enhance experience in itself, agents make enhancing

contributions to a performance. Recognising the strengths and weaknesses, as

provided by the studies, permits future development to make use of only the best

features of each device.

To address the second research question, the interactivity scenario evaluated

not only the entertainment value of a story, but also the usability of the two interfaces

chosen for this task. The studies indicate a strong preference towards interactive

storytelling over a non-interactive alternative that allowed for only insignificant input

from a user. They further suggest that participants could easily follow Alexa’s

dialogue model in an interactive environment. This makes Alexa a well-suited

companion for interactive storytelling. To answer this research question, it seems

that users enjoyed interactive narratives more than the non-interactive alternative.

Although the same story is used in both cases, interactivity appears to increase the

user’s appreciation of the experience. A counter study using a web-based interface
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demonstrated similar findings. Participants of a different demographic saw Alexa as

an easier to use interface, even though both systems relied on the same logic.

7.2 Limitations of the Studies

As all studies, the conducted experiments presented in this thesis have faced

limitations that need to be expressed. Scéalability has continuously been described

as a multi-agent story-telling system. Yet, studies only tested the system with one or

two devices. While the blackboard architecture permits more agents to be added,

stories contain enough characters to be enacted. Each implementation of a new

agent needs time and care. The benefit of the blackboard is that once devices are

connected in the right way, it establishes a reliable back-end. The upside of it lies in

the integration of new data fields. Each new device needs precise instructions that

do not hinder the existing environment. It was thus decided to maintain a system of

only two devices at a time. Although this makes testing easier, further studies need

to investigate possible performances of three or more devices.

Related to this limitation, one partner-act has yet to be tested: a NAO-NAO duet

in which one robot replaces Alexa as the narrative agent while the other remains

a commentary agent. Both devices could be enacting performers in this condition

to provide further insights into the advantages of embodied storytelling. Since two

Alexa devices have been studied in a non-embodied performance, this missing

condition creates a lack of data for the comparison. At the time of these studies, a

second NAO was not available for this condition to be tested. Once a second robot

is available, with the existing framework, this could be done without further ado.

The interactivity scenario focuses on the perception of interactive storytelling and

the interfaces used in doing so. Comparing interactivity enabled in one condition

to its absence in another causes a bias around the missing elements. Despite this

issue, an alternative mode asked users to press a button (or ask Alexa to continue)

so as to move the narration forward without affecting the plot. It was also not possible

to stop the narrative. This allowed users to realise that none of the interactions

would alter the experience, making them passive bystanders.
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In respect to the more interactive mode, even here users had relative few options

to alter the story’s plot. Their decisions were limited to choosing the new character

to be introduced. When asked if they wanted the story to change course, the

system would respond to their input but only present users with the illusion of

change, while the story continues as normal. The measured effects are thus not

truly between interactivity and non-interactivity but rather between illusions of more

or less interactive storytelling. Since part of the studies was designed to gain

knowledge about the perception of story and performance, allowing participants

to make meaningful alterations to a narrative would introduce another bias. If the

interaction would cause the stories to be too distinct, a comparison between the

systems would become hardly possible.

To solve these issues would require a very different study design with a different

focus. This would allow us to identify more specific elements that enhance the

experience of interactive storytelling. In hindsight to the results, an open think-aloud

might provide interesting ideas to improve the system. Arranging interviews with

precise questions could further allow for comparable studies. This would, however,

change the entire nature of the previous studies. The development of Scéalability

would become even more of an iterative process with multiple studies for each

scenario. The conducted experiments, however, were designed to be comparable to

the former studies of the theatricality scenario. For this reason, we leave the new

studies for future work.

One tool to compare the different performances was the inclusion of the PANAS.

Although it was shown that this questionnaire was validated for HCI and has found

application in similar studies, it has its origins in psychology. Studies there are

usually designed for much larger groups of participants which could not be provided

when evaluating Scéalability. Although this does not necessarily speak against

our findings, the results presented should be considered with this origin in mind.

Furthermore, it might be interesting to study changes of the emotional affect in long-

terms studies. Once users learn and understand the system better, their enjoyment

of the narratives may increase. Since this would require participants to continuously
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use and evaluate the system over a longer period of time, this kind of experiment

has to be moved to future works as it would be out of the scope of this thesis.

Comparability of the studies was perhaps the dominant criterion in their design.

The demographic bias between web-based and Alexa-based condition, however,

adds uncertainty to any comparison between the two studies. While one demo-

graphic consists of English-speaking students from the department of computer

science, the other was sampled with the sole condition that participants must be

fluent in English. The service used to select the participants did not allow for further

conditions. The design of the web-based condition is rooted in a desire to reach a

larger user base for testing. Alexa can only be used by one person at a time if the

skill is not published in exchange for high fees on a monthly basis. A new setup for

this design could counter this bias when only accepting the same demographic.

The number of participants for each study presents the last, but certainly not

the least, limitation of this research. While a total of 136 people participated in the

studies giving valid data, the number of people assessing each condition varied

between 12 and 19 whereas 46 took part in the web-based study. Although heuristic

evaluation techniques provide fair assumptions to identify problems within a system,

larger sample sizes would strengthen the impact of the findings.

It should also be noted that the demographics within the experimental groups

were not always consistent. While students from a school of computer science

attended the experiments in all other cases, the web-based condition was presented

to a wider audience. To participate, the crowd-sourcing service was only asked to

select users who were fluent in the English language. Unfortunately, selecting users

by their career or study disciplines was not possible. Therefore, comparisons need

to be tentative and taken with caution. Getting access to people of a similar demo-

graphic proves to be difficult when testing systems live before sizable audiences.

It would need more time and possibly financial aid in order to increase the sample

sizes to be representative of larger populations.
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7.3 Future Work

Designing and conducting experiments to assess the performance, usability and

interactivity of a design is an iterative process. Scéalability has been adapted

continuously throughout the course of its development. In each of the studies,

participants were presented with novel storytelling performances for the first time,

whether in a physical (and embodied) setting or online. The ELIZA and TALE-SPIN

effects, as mentioned in the introduction, conspire to make the system difficult

to assess in a way that is true to its actual workings (Wardrip-Fruin 2009). As

Sharma et. al have demonstrated, basic-knowledge about a system is needed

before enjoying it to its fullest potential (Sharma et al. 2007).

In addition to the questionnaire, participants of the web-based studies were

encouraged to provide optional feedback on their experiences. While this did not

impact on the findings of these studies, some commented that the story’s plot

was "confusing", "complicated", or even "absurd". This is reflected in our findings

that audiences tend to appreciate the enactment of a story more than its textual

content. Scéalability is an architecture designed for squeezing more value out of

machine-generated stories, even ones with obvious weaknesses.

Future research and development is needed to address the perception of the

stories and give them a more natural feel. Neither plot nor performance should

prevent the other. Since both are inseparably connected in Scéalability, improving

one will have some impact on the other cause an increase on the other overall

perception of an act. Once the story generation has been adapted, future studies

could focus more on embodiment and speech alterations.

Further development should establish more interactive storytelling experiences.

Together with the findings of this research, it would be interesting to create a multi-

agent performance that allows its audience to collectively participate or that invites

single individuals to enter a partner-act scenario. As a late contribution to this

research, a XML based story structure was designed that allows for individual

assignments of custom voices for each character. Since this feature has yet to be

tested, it would be interesting to see how different voices affect the user’s experience
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of a story. What difference would it make if each character were assigned to a single

performing agent compared to a single device portraying them all?

As more smart-home devices make their way into our homes and become an integral

part of our daily lives, new avenues for interaction with technology become possible.

But more than this, new avenues for interaction between smart devices become

possible too. Scéalability may one day draw upon the imagination of devices that

self organize so as to entertain as a collective, to, for instance, tell a tale in a way

that brings a story to life. While providing novel findings, this thesis may have taken

only a few tentative steps towards the goal of fully automated storytelling that can

be both interactive and passive. But those first few steps have shown that this goal

is a viable one.
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Sampled Scéalextric Story

The story below was used as the controlled variable throughout all study cases of

the theatricality and the interactivity scenario. It was sampled from a large data set

of generated stories using the Scéalextric knowledge base.

»What if Edna Krabappel fell in love with Homer Simpson? So at

first, Edna fell deeper in love with Homer than she ever had with

Matt Groening. But Homer was bored almost to death by Edna. Yet

Edna charmed Homer with a sly smile. So Homer started an illicit

affair with Marge Simpson. Well, Edna viciously sliced Homer with

her sharp-edged ruler. So Homer reported Edna to the police. Well,

Edna begged for Homer’s forgiveness. So Homer lowered the boom

on Edna. Then Marge Simpson went down on bended knee and proposed

to Homer. So Homer introduced Marge Simpson to his social circle.

But Marge Simpson invited Barney Gumble for a romantic meal. Yet

Barney Gumble turned a cold eye to Marge Simpson’s entreaties. But

Marge Simpson harassed Barney Gumble continuously. So Barney Gumble

passed information to Homer. "We’re no longer an item" said Homer

to Marge Simpson. "Forgive Me" begged Homer of Edna. Then Edna

forgave all of Homer’s transgressions. After this, Edna went down

on bended knee and proposed to Homer. Then Homer forged a bond

with Edna. So in the end Edna married Homer in Springfield and they

honeymooned in Springfield. Thereafter Edna and Homer were utterly

inseparable; wherever Homer went Edna was sure to follow. The End.«

105



Appendix B

Alexa Skills Git Repository

This appendix describes the Github repository of the Scéalability Alexa skills. The

repository contains three projects: the master-skill, the interactive storytelling skill,

and the non-interactive storytelling skill. It was decided to not make any parts of this

research publicly available through Amazon’s Alexa application store. Instead, the

source code is uploaded to a public Github repository, which can be used to create

custom Alexa skills that can be run on personal devices as developer projects.

The Master-Skill: The master-skill contains the entire functionality of the Alexa

modules as part of the Scéalability framework. This includes the initialization of the

blackboard architecture as a DynamoDB table and the different storytelling modes

as described in this thesis. As the master-skill rather provides a tool-box for both the

theatricality and the interactivity scenarios, handlers of the desired functionality have

to be selected first. Amazon’s back-end section of the skill requires these handlers

to make them usable on an Echo device.

The Interactive and the Non-Interactive Skill: Both the interactive and the non-

interactive skill perform the same tasks as the study-cases 5 and 6.

Link to the Github repository: https://github.com/ThomasMildner/Scealability

Digital Object Identifier (DOI): 10.5281/zenodo.3601005
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Appendix C

Questionnaires

This appendix contains all tests that were used throughout the scenarios of chapter

4 and 5. Though not every test was part of each study, this appendix serves as an

overview. However, all studies share a large part of the custom questionnaire and

the full Positive and Negative Affect Schedule. The System Usability Scale was only

part of the interactive studies.

Custom Questionnaire: A custom-made questionnaire was created that allows

us to compare the different conditions directly to one another while leaving room for

additional, condition-specific questions. It asks participants about their perception

of both the performance and the content of the story. Its questions further target

individual agents as part of a specific performance in regards to its apparent humour

and understandability, as well as the overall act as such. Depending on the setup,

minor changes were made to match the current condition. For example, if agents

told the story alone, no questions about a second device were included, while such

questions were obviously crucial to the evaluation of the partner-acts.

Participants were provided with this custom questionnaire in a Likert-Scale layout.

The first studies would provide ratings ranging from one to six (from strongly disagree

to strongly agree), with an additional 7th option (cannot reply) in case individuals

did not understand the requested field, causing their data to be removed from the

data set entirely. An understanding of the story and presentation is clearly needed
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in order to confirm the legitimacy of a participant’s answers. Even though all of the

chosen participants are part of an English speaking study program, this is to ensure

similar language competencies. For the interactive experiments, a five stage layout

(still from strongly disagree to strongly agree) of the Likert-Scale was chosen. The

main reason for this change is that a six stage Likert-Scale may force a choice when

the participant is undecided, whereas a five step Likert-Scale opens the option for

neutrality. A core of seven statements was shared by all conditions:

1. I like the story.

2. I like the performance.

3. I had no problem understanding the performance.

4. The story as a whole was humorous.

5. The performance as a whole was humorous.

6. The story as a whole was entertaining.

7. The performance as a whole was entertaining.

As can be seen in the above list, these statements ask about a participant’s

perception of three aspects of a performance, namely their liking, understanding, and

enjoyment. These aspects have two general scopes: the story itself and its actual

performance. While the story consists of plot and speech as such, performances

extend this in the way that one or two devices present the story using their own

technological affordances.
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Table C.1 Custom Questionnaire

Strongly
disagree

Strongly
agree

1. I like the story.
1 2 3 4 5

2. I like the performance.
1 2 3 4 5

3. I had no problem understanding the performance.
1 2 3 4 5

4. The story as a whole was humorous.
1 2 3 4 5

5. The performance as a whole was humorous.
1 2 3 4 5

6. The story as a whole was entertaining.
1 2 3 4 5

7. The performance as a whole was entertaining.
1 2 3 4 5

8. The robot added a humorous dimension to the
performance. 1 2 3 4 5

9. The speaking device added a humorous
dimension to the performance. 1 2 3 4 5

10.
The performance hindered the understanding of
the story. 1 2 3 4 5

11.
The performance enhanced the understanding of
the story. 1 2 3 4 5

12.
The robot greatly contributed to the performance

1 2 3 4 5

13.
The speaking device greatly contributed to the
performance 1 2 3 4 5

14.
The interaction as a whole was entertaining.

1 2 3 4 5

15.
The interaction hindered the understanding of the
story. 1 2 3 4 5

16.
I felt invited to interact with the story.

1 2 3 4 5

17.
I felt immersed into the story.

1 2 3 4 5

18.
I felt that I contributed to the story.

1 2 3 4 5

19.
I enjoyed the interaction.

1 2 3 4 5

20.
I liked the interaction.

1 2 3 4 5
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Positive Negative Affect Schedule (PANAS): Part of this work’s interest is the

emotional link that users have towards narrative performances. The PANAS is

designed to capture an emotional snapshot of the feelings of a participant. It

consists of twenty questions, which ask about the current emotional state of its

participants. The twenty questions cover subjects such as motivation, mood, and

interest, and can be used in order to quantify the affect a system has on its users.

The cumulative score for all items should fall between 0 and 50, where 0 is the

lowest affective score and 50 is the strongest affect that can be achieved.

As can be seen below, participants give scores for individual fields from 1 – 5

(very slightly or not at all - Extremely). The scorecard consists of 20 items, 10

regarding the positive affect (items 1, 3, 5, 9, 10, 12, 14, 16, 17, and 19) the other

and 10 regarding negative (items 2, 4, 6, 7, 8, 11, 13, 15, 18, and 20). Thus, scores

for each affect lie between 0 and 50.

Table C.2 Scale

1 2 3 4 5
Very slightly
or not at all

A little Moderately Quite a bit Extremely

Table C.3 Scorecard

# Score Feelings / Emotions Score Feelings / Emotions
1 Interested 11 Irritable
2 Distressed 12 Alert
3 Excited 13 Ashamed
4 Upset 14 Inspired
5 Strong 15 Nervous
6 Guilty 16 Determined
7 Scared 17 Attentive
8 Hostile 18 Jittery
9 Enthusiastic 19 Active
10 Proud 20 Afraid
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System Usability Scale (SUS): The SUS is a widely used questionnaire of ten

items within the field of user-centered design and HCI. It aims to gain information

in terms of the interface design and usability of a system. Its results represent a

quantitative understanding of the experience a system grants to its users in form of

a numerical score. To achieve this, questions ask about the positive as well as the

negative factors a system might contain. Although the SUS was developed before

voice-based interfaces became widespread, and has been chiefly used for graphical

user interfaces, it yields qualitative results that are just as meaningful (Bangor,

Kortum, and Miller 2008). Regarding this research, the interactive storytelling

systems should neither hinder the performance nor the quality of narration. Since

the theatricality scenario is observed passively, only the interactive parts of the

system have been evaluated using the SUS.

The questionnaire consists of 10 items to be ranked in a Likert-Scale from 1 -

5 (strongly disagree to strongly agree). To counter potential bias, half of the items

are formulated negatively, meaning answers require low scores for a positive result.

Results can be evaluated using the t-test evaluation method. The scale thus offers

a simple but effective test with access to fast results.
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Table C.4 System Usability Scale

Strongly
disagree

Strongly
agree

1. I think that I would like to use this system
frequently 1 2 3 4 5

2. I found the system unnecessarily complex
1 2 3 4 5

3. I thought the system was easy to use
1 2 3 4 5

4. I think that I would need the support of a technical
person to be able to use this system 1 2 3 4 5

5. I found the various functions in this system were
well integrated 1 2 3 4 5

6. I thought there was too much inconsistency in this
system 1 2 3 4 5

7. I would imagine that most people would learn to
use this system very quickly 1 2 3 4 5

8. I found the system very cumbersome to use
1 2 3 4 5

9. I felt very confident using the system
1 2 3 4 5

10. I needed to learn a lot of things before I could get
going with this system 1 2 3 4 5
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