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Summary  

In order to generate the rich experience that is visual perception, the brain must accomplish 

the impressive feat of transforming a continuous stream of light that arrives at the two-dimensional 

retinal surface into a coherent three-dimensional representation of the objects, colours and scenes 

that surround us. Although this appears to us to happen quite automatically and effortlessly, a highly 

evolved and complex system of neural processes are involved in generating it. We are also not simple 

passive receivers of visual information but rather actively combine visual input with our past 

experience to create our perception. This interplay between visual input and past experience can 

provide a great deal of flexibility to calibrate our perceptual processing in line with our surroundings. 

In some cases, this can have important implications for our survival as when we mistake a tree root 

for a dangerous snake on a jungle path whereas we wouldn’t give a second’s notice to the garden hose 

in our back yard (assuming we are fortunate enough to live in a place where garden snakes are 

uncommon!). Other times, this flexibility can be used for purely leisurely purposes as when we stare 

at the sky and pick out images of dogs and elephants in the clouds. Yet while there is clearly a great 

deal of flexibility in our perceptual apparatus, unfettered flexibility would likely not be very adaptive; 

while we were caught up in our mind’s eye with whatever fantasy we might wish to behold, we might 

not notice that we were about to become somebody’s dinner. Therefore, the balance between 

flexibility and rigidity in our visual system is likely to lie at a point that allows for the generality to 

recognize objects from many different vantage points and in many different environments without 

permitting us to get carried away with our imaginations.  

One proposition has been that there is a certain extent of visual processing that proceeds 

rigidly, without being amenable to top-down influences, and that lays the foundations and sets the 

limits for our perception. Anatomically, the visual system is divided up into a large number of distinct 

processing areas and so one candidate area that could provide such veridical processing of information 

is area V1, the entry point of visual information to the cortical processing suite. However, 

investigations of the impact of one avenue of top-down influence (spatially directed attention) have 

yielded mixed results. Results from animal neurophysiology have demonstrated that V1 responses can 

be modulated by spatial attention under some circumstances but non-invasive 

electroencephalography (EEG) in humans has most often failed to detect modulation of V1 responses 

by spatial attention. By contrast, this thesis will argue that V1 responses in humans are amenable to 

modulation by spatial attention but that these modulations are nuanced and in order to detect them, 

careful consideration needs to be given to the choice of task paradigm to account for both V1 response 
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properties and the flexibility of visual attention. It will further argue that V1 responses can directly 

drive visual perceptions that make use of the visual features that V1 extracts. Finally, EEG 

measurements are coarse and while there is widespread belief that a particular signal, the C1, reflects 

activity originating in V1, there have also been challenges to this claim. Thus, this thesis will also 

provide new evidence in support of the claim that V1 activity is reflected in the C1.  

Taken together, these findings contend that V1 does not simply extract basic visual features 

to be passed on to cognitive processes further downstream. Rather, cognitive processes are already 

at play at the level of V1, which facilitates goal-driven attentional processes and even directly drives 

perceptual decisions that rely on its sensory output. This challenges the notion that attentional 

mechanisms are restrained from altering the earliest stages of visual processing. 
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1. General Introduction 

By way of background, this introductory chapter will provide an overview of the visual system 

and its neural substrates. It will begin with a consideration of the many challenges that the visual 

system must overcome to generate perceptions of the world around us. It will then proceed to outline 

the passage of visual information through the anatomy of the visual system, starting at the retina, 

proceeding through the lateral geniculate nucleus of the thalamus on route to the start of its cortical 

journey in area V1, and extending on to two large branches of cortical visual processing. It will then 

divert from this purely feedforward view of the visual system to consider the central role of feedback 

connections in the visual system, which carry the rich contextual information that help to shape our 

visual perception in light of our past experiences, current goals, and contextual factors in the 

environment. It will then highlight the key role of V1 in this visual pathway, acting as starting point 

and re-entry point for cortical visual processing. Finally, since the main topics of this thesis will be the 

use of the C1 component of the visual evoked potential as an index of V1 processing, its modulation 

by spatial attention and its use for perceptual decisions, background literature in each of these areas 

will also be surveyed. 

 

1.1 What is Visual Perception? 

Consider the rather challenging task of driving on a busy road in the heart of a city centre. In 

order to do so safely, we must be fully aware of what is happening in our environment and what 

events are likely to take place, such as a driver changing lanes or a pedestrian crossing the road. This 

is a complex task that requires us to assimilate a vast amount of visual information on a rapid and 

continuous basis in order to make split-second decisions that might be necessary to avoid catastrophic 

outcomes. However, the visual information that we receive at our retinas arrives in a rather crude 

form. It is simply an array of light particles, travelling at varying intensities and wavelengths, that meet 

photo-receptors on the retina that are arranged on a 2-dimensional sheet. Somehow, the visual 

system must rapidly translate this raw physical information into a coherent representation of the 3-

dimensional world. It must identify shape and colour, and attribute these to distinct objects in the 

environment in order to identify people, other cars and traffic signals. It must locate the positions of 

these ‘objects’ in the environment in relation to the observer. And it must integrate the direction and 

speed of movement with the distance of these objects from us in order to understand when our own 

position might coincide with theirs in order to avoid a crash. This scenario of driving a car on a busy 

street is an example of when our visual system is particularly highly challenged, and also when the 
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need for accurate visual representation of the environment is particularly consequential. However, 

most tasks that we carry out on a daily basis require visual input to a greater or lesser extent. The 

formidable challenge of generating these visual representations across a dynamic range of contexts is 

what is referred to as visual perception. Given the centrality of this perceptual modality to our lives as 

humans, understanding the mechanisms underlying this process has been a longstanding goal of 

Psychology and Neuroscience. 

To appreciate the challenge faced by the visual system it is helpful to consider some of the 

obstacles that it must overcome. For example, the task of recognizing objects must be very flexible in 

order to accommodate the vastly different retinal inputs that the same object might provide 

depending on the angle it has been viewed from. As illustrated in Figure 1-1, a cup of coffee viewed 

from the side provides a very different set of visual features than it does when viewed from above, 

yet we nevertheless have no difficulty in identifying it as a cup of coffee. What’s more, we can often 

still identify objects even if they are partially occluded from view by another object, even though the 

available set of visual features is different in that context. The task of object recognition cannot 

therefore be a simple one-to-one mapping between object features and object identity, but rather 

must incorporate cues from different sources of information, such as the position of ourselves in 

relation to the object. By contrast, while the above example shows how a clear percept can arise from 

very different visual features, it is also possible to arrive at ambiguous, alternating percepts from the 

very same retinal input. Two examples of this phenomenon are shown in Figure 1-2. The image on the 

left can be identified either as a rabbit or as a duck and observers often fluctuate between the two 

percepts while looking at the image. The image on the right shows a slightly different type of example 

where the ambiguity lies not in what percept should arise from the same object features, but rather 

which elements of the image should be construed as the object (figure) and which should be labelled 

as the background. This image is known as Rubin’s vase and if the white section of the image is taken 

as figure then the image portrays a vase but if the black sections are taken as figure then it portrays 

two side profiles that are facing one another. These examples demonstrate that the correspondence 

between the representations of basic visual features (e.g. oriented lines, colours) and the 

representation of objects needs to be flexible. The identification of objects is, however, only one 

aspect of the visual scene that must be treated contextually by the visual system. Another example is 

maintaining constancy of size with varying distance, as exemplified by the canoers in Figure 1-3. In this 

scenario, although the two canoers appear to have different sizes, our visual system effortlessly 

accounts for this, giving us the percept of two equally sized canoers at different distances rather than 

one giant and one tiny canoer. Another example comes in the presence of shading where the visual 

system endeavours to preserve equivalent colour perception under the different illumination 



3 
 

conditions. This can be seen in the checkerboard image in Figure 1-3 where the two checks labelled 

‘A’ and ‘B’ appear to be different shades of grey even though they are in fact the same shade (as shown 

to the right of the image). This is because our visual system places higher priority on maintaining the 

checkerboard pattern than it does on providing a precise representation of the colour of each 

individual check. These perceptual phenomena demonstrate that the visual system does not simply 

reconstruct the retinal image photon for photon, but rather integrates all of the visual information in 

ways that highlight the structure of the environment.  

 

 

Figure 1-1: Different viewpoint angles yield different object features. 

 

 
Figure 1-2: Ambiguous percepts can arise from identical visual input. 
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Figure 1-3: The visual system uses contextual cues to inform perception.  

 

 

Early attempts to describe the principles underlying how the visual system organizes visual 

information began in the early 1900s with the principles of Gestalt (Koffka 2013), which proposed a 

number of heuristics that the visual system uses to group different elements of the visual scene 

together. Some of these include the principle of proximity (nearby elements tend to be grouped 

together), the principle of continuity (groupings that yield smooth contours are favoured over those 

that produce irregular discontinuities) and the principle of closure (distinct elements that could be 

joined by extrapolating between them are grouped together as singular elements). The emergence of 

these principles at a high level are readily demonstrable (see the letter ‘Y’ traced by letters ‘X’ and the 

occluded triangle in Figure 1-4) and they remain influential in our understanding of the operation of 

visual perception. However, they do not provide clear predictions for how the mechanisms 

underpinning visual perception should operate. To understand these underlying mechanisms, 

contemporary research has sought to break the process of visual perception down into many different 

sub-processes and correlate the operation of these sub-processes with the activity of different parts 

of the visual system at a biological level. This endeavour has identified a system that is both 

hierarchical and interconnected, with simple processes such as the identification of simple shapes and 

lines taking place at low levels of the hierarchy and more complex processes taking place at higher 

levels (such as the viewpoint invariance portrayed earlier by the cup of coffee). The next section will 

elaborate on this hierarchical layout of the visual system, starting at the retina and progressing 

upwards to the visual cortex and beyond. 
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Figure 1-4: Principles of Gestalt – Principles of proximity and closure 

 

 

1.2 The Visual System – From Photon to Grandmother Cell 

A “Grandmother Cell” is a hypothetical cell that would respond exclusively to the presentation 

of a specific meaningful stimulus (such as one’s grandmother), regardless of viewpoint, illumination 

or any other factor (Gross 2002). It is conceptualized as a logical extreme of the hierarchical nature of 

stimulus representation in the cortex where neurons at the lower levels respond to specific basic 

features of the stimulus at a local spatial scale while neurons at higher levels respond to more complex 

features at the level of whole objects. Although most investigators do not seriously consider the 

extreme case of a one-to-one mapping between final experiences and individual neurons, it is widely 

accepted that neural coding becomes increasingly sparse and codes for increasingly complex features 

of the environment at higher levels of the visual cortical hierarchy (Quiroga et al. 2008; Plaut and 

McClelland 2010; Quian Quiroga and Kreiman 2010; Bowers 2017).  

To arrive at these higher level representations, visual information passes through a number 

of different processing stages where increasingly more complex features are extracted. A general 

outline of this processing pipeline is shown in Figure 1-5. Light from the environment arrives at the 

retina of both eyes where it is transduced into electrical impulses. These impulses travel along the 

optic nerve on route to the cortex and as they pass through the optic chiasm the fibres cross such that 

the left side of the visual field is represented in the right hemisphere and vice-versa. Information is 

then relayed by the lateral geniculate nucleus of the thalamus to the primary visual cortex (V1), where 

basic visual features such as orientation of lines and spatial frequency are extracted (Hubel and Wiesel 
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1969) and from here information passes down two functional pathways broadly speaking: the ventral 

stream terminating in the temporal lobe and the dorsal stream terminating in the parietal lobe 

(Mishkin et al. 1983; Milner and Goodale 2006). Each stream consists of a number of extrastriate (i.e. 

outside V1) visual areas that respond to increasingly complex visual features and while our 

understanding of the functional specialization of these pathways is continually evolving, the ventral 

pathway is thought to carry out object recognition while the dorsal pathway is thought to represent 

vision in spatial terms and inform actions (Nassi and Callaway 2009).  

 

 
Figure 1-5: Overview of the visual system 

 

1.2.1 The Retina: Construction of Centre-Surround Receptive Fields 

While the primary function of the retina is to house the photo-receptors that transduce light 

to electrical impulses, a considerable amount of neural processing takes place right away before 

impulses even arrive at the optic nerve (Rodieck 1973). A diagram of the eye is shown in Figure 1-6. 

Two types of photoreceptors are present in the retina: rods and cones. Cones require a high intensity 

of light and, being sensitive to wavelength, provide the foundations for colour vision. Rods require 

much less intensity of light but are not sensitive to colour and dominate our vision in darkness. These 

photoreceptors are spread across the retina but there is a small site, the fovea, at which they are 

particularly dense, with a greater ratio of cones to rods than elsewhere on the retina (Curcio et al. 

1990). This corresponds to the centre of our vision where acuity is highest. Beyond this layer of 

photoreceptors are a number of cell layers prior to the optic nerve. These are Horizontal cells, Bipolar 

cells and Amacrine cells, with the final layer of Ganglion cells feeding directly into the optic nerve. The 

Bipolar cells connect photoreceptors to Ganglion cells while the Horizontal and Amacrine cells 

integrate multiple synaptic transmission sites at the photoreceptor-Bipolar interface and the Bipolar-

Ganglion interface, respectively. Integrating response patterns across multiple photoreceptors and 
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Bipolar cells allows the Ganglion cells to hold particular receptive field properties. For example, 

Ganglion cells with centre-surround receptive fields respond maximally to circles of illumination that 

are surrounded by a ring of darkness (Werblin 1972; Cook and McReynolds 1998). Furthermore, by 

taking input from varying numbers of Bipolar cells, Ganglion cells can further differentiate the spatial 

scale of their receptive fields. Indeed, there are many different categories of Ganglion cell but most of 

them fall into two categories, parasol cells and midget cells, which are the starting points of two 

processing streams that remain segregated in the visual system as far up as extrastriate areas (Nassi 

and Callaway 2009). Parasol cells are so called due to their expansive dentritic trees that give them 

broad receptive fields while midget cells are much smaller and have more restricted receptive fields. 

These two Ganglion cell types give rise to the magnocellular and parvocellular visual pathways, which 

differ in their response properties along a number of dimensions (Schiller and Logothetis 1990; Schiller 

2010). While magnocellular neuronal responses saturate at low illumination levels and respond well 

to low spatial frequencies and high temporal frequencies, parvocellular neuronal responses are weak 

at low illumination levels but increase as illumination brightens and they respond well to high spatial 

frequencies and low temporal frequencies. These two processing streams remain segregated as far as 

V1 at which point they converge to some extent, though magnocellular projections tend towards the 

dorsal stream while parvocellular projections tend towards the ventral stream (Sanes and Zipursky 

2010).  

 

1.2.2 The Lateral Geniculate Nucleus 

The first arrival point after the retina for the vast majority of fibres is the lateral geniculate 

nucleus (LGN) of the thalamus, receiving approximately 90% of retinal afferents, with the remainder 

projecting to the superior colliculus. The primary function of the LGN within the visual system has 

often been characterized as a relay station between the retina and the cortex (Wilson et al. 1976; 

Gupta et al. 2009), though its role in cognition more generally has been stipulated to be a coordinating 

role between various functional systems (Mitchell et al. 2014).  

As part of its role as a relay station, the LGN serves to organize input from the retina. There 

are two copies of it, one in both hemispheres, which receive input from either the left or right half of 

the visual field in mirror-image fashion. Each nucleus consists of 6 layers and the inputs to each layer 

are quite homogenous, with the eye of origin and the type of Ganglion cell of origin (e.g. Parasol cells, 

Midget cells) kept segregated across different layers (Perry et al. 1984). In particular, parasol and 

midget cells terminate at magnocellular and parvocellular layers of the LGN (so called due to the 

relatively large and small size of the constituent neurons), maintaining the segregation of these 
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functionally divergent pathways (Livingstone and Hubel 1988). Since the majority of input to the LGN 

in fact comes from the cortex rather than from the retina (Van Horn et al. 2000) and its output to the 

cortex is weaker than either input, it has been postulated that a primary function of the LGN is to 

modulate visual input (Goldstein 2009: 75). However, the receptive field properties of LGN neurons 

do not differ appreciably from those of retinal Ganglion cells, contributing to its characterization as a 

relay station within the visual system (Sherman and Koch 1986). 

 

 

Figure 1-6: Processing layers of the retina 

 

1.2.3 Primary Visual Cortex (V1) 

1.2.3.1 Simple and Complex Cells 

The primary visual cortex (V1) is the first arrival point of visual information in the cerebral 

cortex. Our understanding of the fundamental functional properties of this area was provided in the 

late fifties through the early sixties by Hubel and Wiesel. In their seminal paper they recorded from 

neuronal responses from the striate cortex (V1) in response to various patterns of light and found that 

these cells were highly selective, requiring bars of light of specific widths and orientation as well as 

specific visual field locations in order to fire (Hubel and Wiesel 1959). They subsequently 

demonstrated that V1 organizes its cells along such featural properties (Hubel and Wiesel 1963). By 

inserting needle electrodes perpendicularly through the cortical surface they found that the preferred 

features did not vary appreciably along the depth of such ‘columns’ but rather varied systematically 

between columns. These columns were further found to be organized into so-called ‘hypercolumns’ 
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in which orientation varied systematically within a hypercolumn while visual field location varied 

between hypercolumns.  

Hubel and Wiesel referred to these orientation-tuned neurons as simple cells and in their later 

work, they found that some cells imposed yet more constraints on their firing such as requiring that 

bars of light move in specific directions (Hubel and Wiesel 1962) or requiring the bars to be of specific 

lengths as well as widths (Hubel and Wiesel 1965). They labelled such cells as complex cells since they 

required the combination of multiple visual features in order to respond strongly. Thus, a picture was 

beginning to emerge whereby increasingly complex features of the visual input were extracted by 

subsequent stages of analysis within a visual hierarchy. Hubel and Wiesel proposed a model of 

neuronal connectivity in which simple cells received converging input from LGN-originating centre-

surround cells with adjacent on-centres while complex cells received converging input from different 

simple cells. Indeed, within each column of V1 there lies another dimension of organization into 

distinct cortical layers (O’Kusky and Colonnier 1982) and simple and complex cells are largely 

separated between different layers with the direction of information flow projecting from simple to 

complex cells (Alonso and Martinez 1998). Thus, the concept of a visual hierarchy of increasing 

complex visual features already begins to emerge within V1.  

 

1.2.3.2 Contrast Response Functions and Feature Tuning Curves 

There are a couple of core concepts that characterize neural responses to stimulus features 

such as orientation or spatial frequency (the width of a cell’s preferred bar of light). One such concept 

is the contrast response function. In responding selectively to bars of light, V1 neurons are essentially 

selecting for a particular boundary between bright and dark, but this can just as easily be a boundary 

between bright and less bright. The relative magnitude of illumination difference between the bright 

and dark patches is what is referred to as contrast and in general, neurons fire more vigorously to high 

contrast stimuli (Albrecht and Hamilton 1982). The minimum contrast to elicit any response is referred 

to as the neuron’s contrast threshold and the cell will usually saturate at some higher contrast with 

the range between threshold and saturation varying greatly among neurons (Albrecht and Hamilton 

1982). Another fundamental concept is that of the feature tuning curve. While Hubel and Wiesel found 

that neurons had preferences for bars of particular orientations and widths, these preferences are not 

absolute and cells vary in the extent to which they respond to slight deviations from the preferred 

orientation or spatial frequency. By recording the neuron’s response to lots of different orientations 

we can observe how sharply or flatly the neuron’s response falls with deviations from the preferred 

orientation. This would outline what is known as its orientation tuning curve and a narrow tuning 
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curve corresponds to a highly selective neuron while a flatter curve corresponds to a less selective 

neuron. 

 

1.2.3.3 The Magnocellular and Parvocellular Subsystems 

In keeping with the segregation of the magnocellular and parvocellular pathways in the LGN, 

these two pathways project to different sub-layers of layer 4 in the primary visual cortex (Leventhal 

1979). Neurons in these two pathways have strikingly different response properties. For example, 

while Magnocellular contrast response functions tend to have low thresholds and saturation points, 

Parvocellular neurons tend to have higher thresholds and saturate at much higher contrasts, if at all 

(Kaplan and Shapley 1986; Sclar et al. 1990). Compared with Parvocellular neurons, Magnocellular 

neurons also tend to prefer lower spatial frequencies (Kaplan and Shapley 1982), higher temporal 

frequencies (Levitt et al. 2001), i.e. faster disappearance upon appearance of stimuli, and respond 

poorly to colour-based isoluminant stimuli (de Valois et al. 1977). The striking divergence between 

these neural types have led to proposals that they underpin distinct processing systems, with the 

Parvocellular pathway specializing in form and the Magnocellular pathway specializing in motion 

(Maunsell 1987). However, while the dichotomy between the two systems remains prominent, their 

distinction is made unclear by the fact that after arriving segregated at V1, they converge to a great 

extent within V1 and exhibit a considerable amount of cross talk thereafter (Merigan et al. 1993). 

 

1.2.4 Beyond V1: The ‘What’ and ‘Where/How’ Pathways 

Beyond V1 there are many more visual areas that identify more complex visual characteristics. 

Early reports identified 32 visual areas (Felleman and Essen 1991) and the parcellations of cortical 

areas continues to be an active area of research (Van Essen et al. 2012; Glasser et al. 2016). Despite 

this complexity, the broad categorization of visual processing into two channels has stood the test of 

time (Mishkin et al. 1983; Goodale et al. 1991; Nassi and Callaway 2009; Milner 2017). Broadly 

speaking, information proceeds through a unitary channel from V1 through to V2 and V3 but after this 

stage processing splits into the ‘what’ pathway, starting at V4 and proceeding towards the anterior 

temporal lobe, and the ‘where/how’ pathway starting at V5/MT and proceeding towards parietal 

cortex (Maunsell and Newsome 1987). The characterization of these processing channels has been 

largely informed by a patient, named D.F., who suffered temporal lobe damage and subsequently had 

difficulty in identifying objects and forms but had no difficulty in carrying out actions with objects that 

required an implicit understanding of their form. For example, when the patient was given a card to 
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hold and asked to rotate it so that its orientation matched a slit in a wall she was unable to do so but 

when asked to put the card through the slit she then proceeded to orient it correctly and complete 

the task (Goodale and Milner 1992). This dissociation suggested that the temporal lobe was 

responsible for generating perceptions of orientation but was not necessary for informing actions that 

required knowledge of object orientation. Further neuropsychological findings have produced double 

dissociations that have reaffirmed the role of perceiver in the temporal lobe and the role of action 

informer in the parietal lobe (Milner and Goodale 2008) while neuroimaging has demonstrated that 

ventral stream sites activate when various aspects of object form are required to be perceived but not 

acted upon while dorsal stream areas activate when reaching, grasping or eye pursuit actions are 

required (Nassi and Callaway 2009). Processing along these streams progresses in stages of increased 

complexity. For example, consider the fact that our perception of a cyclist moving across our visual 

field is not much affected by the fact that their limbs move in many different directions and that the 

peddles and wheel spokes turn. While V1 neurons tend to have specific preferences for local motion 

of small bars, many neurons in V5/MT respond to global motion without regard to local motion 

(Britten et al. 1992). An example in the ventral stream is the challenge of achieving a consistent 

perception of colour under varying illumination conditions, which can differ greatly in terms of their 

spectral content across geographical locations and at different times of day (Foster 2011). Consistent 

with this goal, while many colour-sensitive neurons in V1 respond to specific preferred wavelengths 

regardless of illumination context, V4 contains many neurons that correspond more closely with 

colour judgements despite variability in stimulus wavelength (Zeki 1983). In both examples, the 

representation of the higher level area (MT and V4) accounted for a more general representation than 

did the lower area, continuing the trend of increased representational complexity along the visual 

hierarchy.  

 

1.3 Feedback Connections 

Up to now, we have mostly been considering a feedforward framework in which visual 

information is passed through a sequence of processing steps, finally arriving at a high-level perceptual 

representation at the end of the hierarchy. However, this feedforward picture is only a small part of 

the full visual system, which consists of extensive anatomical connections that project backwards 

down the hierarchy (Felleman and Van Essen 1991). Indeed, such feedback connections are more 

pervasive than feedforward connections (Markov et al. 2014), can sometimes skip levels of the 

hierarchy (Rockland and Van Hoesen 1994) and extend back as early as the LGN (Briggs and Usrey 

2011) where they in fact constitute the majority of inputs. Loops of feedforward and feedback 

information flow are found throughout the brain (Douglas and Martin 2004) and these countercurrent 
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directions of information flow operate along largely distinct laminar distributions to the extent that 

the ratio of connections from one area to another that stem from superficial versus deep cortical 

layers can be used as an index of their relative hierarchical position (Barone et al. 2000; Markov et al. 

2014). Inter-areal communication has been proposed to be conducted by phase-locking oscillations 

between the two areas in order to co-ordinate periods of high and low excitability (Fries 2015) and 

such communication operates at very different oscillatory frequencies depending on whether the 

information is being transmitted in a feedforward or feedback direction (Bastos et al. 2015; 

Michalareas et al. 2016). Thus, the brain has gone to great lengths to house two separate streams of 

processing that operate in countercurrent directions. Given the strong anatomical prominence and 

functional evidence of feedback connections, it would seem likely that they should play an important 

role in visual processing. Although our understanding of feedforward processes is much greater than 

that of feedback processes (due to the relative ease of identifying the inputs to feedforward 

processes), there has nevertheless been a wealth of research highlighting the role of feedback 

connections in attentional modulation, in integrating basic visual representations with contextual 

factors, and even in generating awareness (Lamme and Roelfsema 2000). 

 

1.3.1 Feedback and Attention 

One of the principal functions of feedback connections is to modulate the responses of earlier 

visual areas in line with ongoing behavioural goals. Given the overwhelming amount of sensory 

information that we receive through the retina on a moment to moment basis, it is necessary to filter 

this information in order to devote limited processing resources to the most relevant aspects of our 

environment. This process of modulating visual responses in line with our behavioural goals is known 

as visual attention. A common mode of modulation, known as gain modulation, is to increase the 

magnitude of a neuronal response (i.e. spike rate) to a given stimulus (Salinas and Thier 2000). 

Neurons compete with one another for access to awareness and so this modulation biases the 

competition in favour of the target neurons (Desimone and Duncan 1995). Gain modulation applies to 

the contrast response curve described in Section 1.2.3.2 in one of two ways: contrast gain or response 

gain. With contrast gain, the modulation increases the effective contrast of the stimulus by eliciting 

the response of a higher contrast stimulus, an effect that does not change the response much when 

the stimulus is already at high contrast. With response gain, the response is multiplicatively increased, 

an effect that has its greatest effect for responses to high contrast stimuli. Both styles of modulation 

have been found on numerous occasions in different contexts (Carrasco 2011), and the determining 

factor for which style of modulation applies is well accounted for by positioning attentional 
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modulation within the context of a divisive normalization procedure that is applied to neurons in order 

to normalize their responses based on the statistics of the environment (Carandini and Heeger 2011).  

 

1.3.1.1 Domains of Attention: Space, Features and Objects 

Attentional modulation can be delineated by the domain in which it is used and perhaps the 

most studied domain is that of spatial attention. Observers can covertly direct their attention to 

locations in the periphery of vision without directing their eye gaze towards that location and this 

covert attention incurs improvements in the processing of stimuli that appear at that location relative 

to other locations (Posner 1980). Neural responses across the visual cortex to stimuli that appear at 

the attended location are also typically boosted compared with when attention is directed elsewhere, 

both in non-human primates (Moran and Desimone 1985; Luck et al. 1997; Humphreys et al. 1998; 

Reynolds et al. 2000) and in humans (Hillyard and Anllo-Vento 1998; Martínez et al. 1999; Luck et al. 

2000; Jack et al. 2006; Buracas and Boynton 2007). 

As well as directing attention to specific regions of space, attention can also be directed to 

specific stimulus features, regardless of where they might appear in space (Rossi and Paradiso 1995). 

The effect of this style of attention is perhaps most prominent in the context of visual search tasks 

where a target stimulus needs to be found amid an array of distractors. In this context, fully processing 

each stimulus in the search array in turn would be much too time consuming and so feature-based 

attention allows the visual system to select putative target items at an early stage of processing based 

on their possession of target-specific features (Treue and Trujillo 1999; Maunsell and Treue 2006; 

Wolfe 2015). This strategy dramatically improves response times in visual search tasks, a feat that is 

highlighted by the comparatively slow search process incurred when targets are not uniquely 

identifiable by a single feature but rather by a conjunction of features (Juan and Walsh 2003). As with 

spatial attention, neural modulation by feature-based attention has been found in feature-selective 

neurons across the visual cortex (Treue and Trujillo 1999; Maunsell and Treue 2006; Zhou and 

Desimone 2011). 

A third prominent domain for attentional allocation is individual objects in a scene. In this style 

of attention, all of the features of an attended object are grouped and collectively attended while 

competing objects are ignored, even if they overlap spatially (Duncan 1984). Our visual system appears 

to be highly object-focused. For one thing, spatial attention, when initially directed to a particular 

location in space, migrates to neighbouring locations that are connected by an object more readily 

than to those that are not (Egly et al. 1994). Objects also have the ability to capture attention in a 

stimulus-driven manner even when they are not task-relevant (Kimchi et al. 2007). As with other forms 
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of attention, object-based attention boosts neural responses to the various components of an 

attended object (Roelfsema et al. 1998; Ciaramitaro et al. 2011; Cohen and Tong 2015). Attentional 

modulation of V1 may be especially important in this context since the horizontal and feedback 

connections that facilitate contour integration in V1 may form an integral part of object representation 

(Grossberg and Raizada 2000; Li et al. 2006). 

 

1.3.1.2 Attention: Mechanisms Other than Gain  

The literature of the neural underpinnings of attention is dominated by demonstrations of 

gain-like neural modulations but this is not the only way that attention can influence visual processing. 

Neurons are inherently noisy and one way to bias visual processing in favour of a particular location 

or feature is to increase the signal-to-noise ratio of the neuron by reducing the variability of its 

response. Indeed, many authors have found this type of effect (Briggs et al. 2013; Maunsell 2015). 

Another possible strategy is to sharpen neural tuning curves so that neurons respond to a more 

restrictive range of stimuli and this pattern of effect has been found in both the spatial domain 

(Carrasco 2011) and the feature domain (Ling et al. 2015) but typically spatial attention does not alter 

the width of feature tuning curves while feature attention does not alter the size of receptive fields 

(Ling et al. 2015). Yet another strategy is to alter the connectivity profile of neurons in order to 

facilitate the transfer of task-relevant information. For example, attention can reduce the correlation 

of noise that typically exists among neurons, a feat that may increase the informational content of 

task-relevant neural ensembles (Cohen and Maunsell 2009; Mitchell et al. 2009). However, increases 

in such noise correlations have also been found, suggesting that the strategy is more nuanced and 

serves to amplify useful correlations while suppressing task-irrelevant ones (Ruff and Cohen 2014). 

Finally, there is also evidence that attention facilitates the information transfer between visual areas 

by ensuring that targeted neural ensembles respond at times of higher downstream excitability (Fries 

et al. 2001; Fries 2005; Fries 2015).  

 

1.3.2 Feedback and Perceptual Refinement 

As well as facilitating input selection via attentional modulation, feedback connections also 

play a more active role in refining the representation of visual information and in generating percepts 

(Markov and Kennedy 2013). One of the most valuable tools in probing the importance of feedback 

inputs for perception has been TMS, which allows neural activity in a targeted area to be disrupted. 

By timing this disruption to take place at various points in time after the delivery of a stimulus, the 
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capacity for stimulus representation up to that point can be isolated, with the ultimate conclusion that 

subsequent processing is necessary for the remainder of the percept.  

For example, this method has been used to highlight the importance of feedback for figure-

ground segregation where texture-defined objects are isolated from backgrounds that are defined by 

a different texture (Hupé et al. 1998; Fahrenfort et al. 2007). The representation of both textures and 

even the edge between figure and ground is achieved during the initial feedforward sweep but full 

identification of the figure and the ground as separate objects in the environment appears to require 

feedback processing (Lamme and Roelfsema 2000). Another example is contour completion, such as 

in the famous Kanizsa triangle where the presence of an illusory triangle is implied by various 

environmental cues (as shown in Figure 1-7). In scenarios such as these, neurons whose receptive 

fields are centred on the illusory edges of the triangle (i.e. the segments that are not, in fact, physically 

present) respond despite the absence of any incoming sensory stimulation from the retina at those 

locations (Lee and Nguyen 2001); such responses are driven by feedback connections from higher 

cortical areas (Wokke et al. 2013). Feedback activity also appears to be important for conjunction 

search tasks where more than one feature dimension needs to be examined to identify a target amid 

distractors (Juan and Walsh 2003), for determining the direction of motion stimuli (Koivisto et al 2010), 

recognizing complex natural scenes (Camprodon et al. 2010) and in facilitating conscious awareness 

(Tapia and Beck 2014). 

 

 

Figure 1-7: In the Kanizsa triangle a white triangle can be perceived despite, the physical absence 
of the majority of its edges, due to contour completion. 
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Given the prominent position that feedback connections hold in the visual system, it is not 

surprising that they are central to theories about how visual perception – and indeed the brain more 

generally – works. The brain has been characterized as a “prediction machine” (Clark 2013) and in this 

spirit, the task of visual perception has been cast as an inference problem whereby incoming noisy 

sensory evidence is combined with contextual cues and prior information about the environment in 

order to formulate a percept (Rao and Ballard 1999; Knill and Pouget 2004; Friston 2005; Bar 2007; 

Clark 2013; Walsh et al. 2020). Manifestations of this idea have ranged from theories that the visual 

system performs Bayesian inference, whereby raw sensory signals and prior beliefs are combined in a 

statistically optimal way (Knill and Pouget 2004; Bar 2007), to more general implementational 

propositions such as predictive coding, which posits that sensory neurons encode an error signal 

between the sensed and expected stimulus (Rao and Ballard 1999; Clark 2013; Walsh et al 2020), to 

overarching principles of cortical functioning such as the free energy principle, which asserts that the 

fundamental goal of the brain is to generate a model of the environment and minimize its uncertainty 

about that model (Friston 2005; Friston 2010).  

Whatever the precise implementation, all of these frameworks propose that feedback from 

higher to lower visual processing stages is integral to perception, and indeed, influences of prior 

expectation on low level visual processing abound with influences of expectation on the tuning 

properties as well as the connectivity profiles of low level visual neurons (Lee and Mumford 2003; Kok, 

Jehee, et al. 2012; Summerfield and de Lange 2014). Such feedback mechanisms have been implicated 

in a variety of perceptual phenomena including visual hallucinations (Grossberg 2000), assessments 

of 3D object shape and lighting source from shading information (Stone et al. 2009), phantom limb 

pain (Ramachandran and Hirstein 1998; De Ridder et al. 2014), combining prior experience with 

sensory input while tracking objects in space during sensorimotor tasks (Körding and Wolpert 2004), 

as well as a myriad of unconscious priming effects (Lucas 2000) including detection facilitation (Bar 

and Biederman 1998), semantic priming of words with similar meaning (Dehaene et al. 1998; Draine 

and Greenwald 1998) and associative priming of objects that are conceptually related (Alario et al. 

2000). As well as its integral role in generating a variety of different aspects of our perceptual 

experience, feedback activity has also been implicated as an important precursor to conscious 

awareness. Evidence of this comes from both visual masking and disruption of visual responses by 

TMS. Masking a stimulus by presenting an additional stimulus shortly afterwards can render the first 

stimulus undetected (Di Lollo et al. 2000; Fahrenfort et al. 2007; Jannati et al. 2013; Tapia and Beck 

2014). This mask need not spatially overlap with the original stimulus and can be effective even when 

presented for as little time as 10 ms provided it is presented approximately 100 ms following the 

original stimulus (Jannati et al. 2013). This suggests that the mask eliminates conscious awareness by 
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disrupting a sensory feedback loop. This conclusion is also suggested by TMS experiments where low-

level visual areas are disrupted at similar latencies following stimulus onset in which conscious 

detection is also disrupted, a phenomenon known as TMS-induced blindsight (Allen et al. 2014; Koenig 

and Ro 2019).  

To summarise, although our initial understanding of the visual system was dominated by 

feedforward principles of ever-increasing representational complexity along a visual hierarchy, the 

role of feedback conditions has been found to be just as important. These feedback conditions appear 

to play an especially important role in representing aspects of the visual environment that require the 

integration of multiple cues to arrive at a percept. In some ways, one can imagine that the principle 

of ever-increasing complexity is indeed correct but that it does not necessarily end at the top of the 

hierarchy and can instead carry on beyond this stage through feedback loops. In either case, area V1, 

which is the starting point of the cortical visual hierarchy, likely plays an important role both in its 

extraction of the basic visual features that make up the more complex representations that ultimately 

emerge, and as a re-entrant point for feedback processes that carry contextual cues. The next section 

will consider in a little more detail the central role that V1 likely plays in the visual system. 

 

1.4 V1 – The “Grand Central” of the Visual Network 

The vast complexity of the circuitry that feedback connections can facilitate makes the 

challenge of understanding the visual system seem all the more difficult. The sheer number of inter-

areal connections that are available to study and the apparent dependence of the functional 

properties of neurons on feedback from higher levels make the problem seem almost intractable. 

However, a good starting point in the process of unravelling this complexity is to focus on some 

important nodes in the network. There is good reason to believe that V1 holds a special role in 

recurrent processing pathways and therefore constitutes such a node.  

1.4.1 V1 is an Anatomical Hub 

Anatomically, V1 is a central hub in the visual system. As discussed earlier, higher-level 

processing can largely be divided into two pathways: the ventral and the dorsal pathway. Both 

pathways, however, have V1 as their starting point and therefore rely on its input. Although almost all 

visual inputs pass through V1 – excepting the sparse connections that bypass V1 (Warner et al. 2010) 

– the total inputs into V1 are dominated by feedback connections (Muckli and Petro 2013) and many 

of these feedback connections come from higher level areas to which V1 itself does not project directly 

(Kravitz et al. 2013). What’s more, extensive feedback from across the visual system projects back to 
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the LGN, constituting approximately 60% of its input (Van Horn et al. 2000). However, cortico-

geniculate output is limited to V1 and so this feedback ultimately funnels through V1. Thus, V1 is a 

prominent hub of information flow making it an important area to understand in order to characterize 

the larger visual system. 

 

1.4.2 V1 is Functionally Heterogenous 

Although it is generally thought that the role of V1 is one of a simple feature filter, extracting 

such basic features as line orientation and spatial frequency, it also plays an integral role in many of 

the more complex functions generally ascribed to areas further downstream (Lee et al. 1998). Many 

examples of this have already come up in the previous section. V1 plays a role in figure-ground 

segregation (Self et al. 2013), a function that is primarily ascribed to V2 (Qiu and von der Heydt 2005). 

V1 also has an important role in motion perception (Koivisto et al. 2010), although this function is 

most closely associated with V5 (Rees et al. 2000). V1 and V4 have been found to play a co-operative 

role in incrementally integrating local contours into more global contours and ultimately into complex 

forms and shapes (Chen et al. 2014). At late latencies, V1 activity is even crucial for the perception of 

complex natural scenes (Camprodon et al. 2010), a process that would usually be ascribed to the 

lateral occipital cortex (Kourtzi and Kanwisher 2001; Eger et al. 2008), the parahippocampal place area 

(Epstein and Kanwisher 1998) or the fusiform face area (Kanwisher and Yovel 2006), depending on the 

content of the scene. This property of V1 to be involved in such a variety of different perceptual 

processes demonstrates that its unique position as the beginning of most anatomical visual pathways 

is mirrored in its functional role in the visual system. In fact, V1 often plays a co-operative role with 

higher visual areas in constructing perceptual phenomena, a dynamic role that is only beginning to 

become elucidated through the dynamic changes that V1 neural responses incur in tandem with 

feedback connections when viewing complex visual displays (Petro et al. 2014). 

 

1.4.3 V1 and Consciousness 

The central role that V1 plays in the visual system is perhaps most acutely demonstrated by 

the fact that it is required for conscious perception. When V1 functionality is lost through lesioning, 

very little visual capability is retained and none of it enters into conscious awareness (Weiskrantz et 

al. 1974). The remarkable survival of some non-conscious visual capabilities is referred to as blindsight 

(Leopold 2012) and is subserved by pathways that bypass V1 (Tamietto et al. 2009), which may 

undergo extensive repurposing following V1 loss in order to produce blindsight (Perez and Chokron 
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2014). Nevertheless, even in cases of dramatically capable visuospatial navigation in blindsight (de 

Gelder et al. 2008) as demonstrated in patient TN who could navigate a hallway filled with obstacles 

without bumping into them, the patient still remains totally unaware of any visual experience and 

when asked how they knew which way to move they usually respond with some variant of “I just 

somehow knew what to do”. By contrast, while lesions suffered in other visual areas produce specific 

deficits in visual processing, most visual function is usually retained and, for the most part, conscious 

vision is retained (Tong 2003) – though visuospatial neglect, resulting from parietal lesions, is a stark 

counterexample (Mesulam 1981). Thus, V1 appears to be particularly important for conscious vision 

and while the loss of conscious vision with the loss of V1 does not imply that V1 is involved in 

generating consciousness, a point that many make in argument against the role of V1 in generating 

consciousness (Stoerig 2006; Cowey 2010; Leopold 2012), it nevertheless demonstrates the necessity 

of V1 (if perhaps indirectly) for conscious vision. Either way, it demonstrates the central role of V1 in 

the visual system, underscoring the notion that understanding its dynamics will be central to 

understanding they dynamics of the visual system at large. 

  

1.5 Modulating Visual Processing – Theories of Selective Visual Attention 

Section 1.3.1 discussed some of the ways that feedback connections facilitate visual attention. 

This section will expand on that discussion by addressing some of the theoretical frameworks in which 

visual attention has been conceptualized. The topic of attention is vast. It can be directed to external 

stimuli corresponding to each of the five principal sensory domains but can also be directed inwardly 

to memories, actions and thoughts. Across the range of external stimuli, it can further be directed to 

specific locations in space (spatial attention), particular stimulus features (feature-based attention) 

and particular objects in a scene (object based attention). On top of all this, attention can also be 

attracted automatically by salient events such as a bright flash or a loud noise (exogenous or ‘bottom-

up’ attention) or it can be directed voluntarily in line with an ongoing goal (endogenous or ‘top-down’ 

attention) (Chun et al. 2011).  As such, an exhaustive overview of the attentional literature is beyond 

the scope here and the present overview will therefore be limited to voluntary selective attention to 

spatial and feature domains in vision, as this is the domain of greatest relevant to the work that will 

be presented in this thesis. The section will start with an overview of the early theories of attention, 

which were predominantly based on behavioural phenomena and predated neural recordings. It will 

follow on to discuss how subsequent findings at the neural level relate to these early theories and 

finish with an overview of the prominent contemporary theories of visual attention. 
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1.5.1 A Brief History of Early Theories of Attention 

The earliest models of attention tended to focus on the auditory modality as they were largely 

inspired by an experimental finding of (Cherry 1953) that came to be known as the ‘Cocktail Party’ 

effect, though they were quickly followed by experiments in the visual domain. In these original 

experiments, participants heard two streams of speech in either ear of a pair of headphones and were 

instructed to attend to one of these streams with the view to undertaking a recall test afterwards. 

Cherry found that despite the physical stimuli being identically salient, respondents were able to recall 

little of the unattended stream. This dichotic listening task was a pioneering paradigm that came to 

be used extensively in selective attention research. One of the first theories of attention, developed 

by (Broadbent 1958) was based on these and similar findings, and proposed that attention acted as 

an early selection filter, allowing all incoming stimuli to be processed to a very rudimentary level to 

extract basic stimulus features but allowing only attended items to be fully processed to extract 

meaning, bring them into conscious awareness, and encode them into memory. However, subsequent 

experiments revealed that unattended items could in fact sometimes be recalled, particularly when 

they were salient items such as the participant’s name, and many authors ruled out the early selection 

model on this basis, arguing that unattended processing must proceed to some level of semantic 

representation. One such author, (Treisman 1960), proposed an attenuating model of attention 

whereby rather than filter out unattended items, attention merely attenuates them so that they are 

not represented as prominently as attended items but are still nonetheless analysed for high level 

content. Such unattended items could then spark a shift of attention if they were salient, such as a 

person’s own name. (Deutsch and Deutsch 1963), and later (Mackay 1973), took an even more 

extreme deviation from the standpoint of Broadbent, proposing a late-selection model. Their view 

was that all stimuli are processed fully to the point of activating memory traces and it is only after this 

stage that attention selects goal-relevant items for conscious deliberation for the purpose of action 

selection. For example, MacKay (1973) found in a dichotic listening task that when the attended 

channel read an ambiguous sentence that could be interpreted in one of two ways, the choice of 

interpretation could be biased if the unattended message was conceptually linked to one or the other 

option. This indicates a much deeper level of analysis of the unattended message than suggested by 

Broadbent. Although these seminal theories of attention were developed in the auditory domain, they 

apply equally well in the visual domain and subsequent empirical scrutiny proceeded in both domains. 

For example, using a visual task analogous to the dichotic listening task in which two overlapping video 

screens presented two different sets of video footage to participants, (Neisser and Becklen 1975) 

found that participants rarely noticed what was happening in the unattended footage, supporting 

early selection. (Francolini and Egeth 1980) found that when an array of red and black shapes were 
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presented and participants were asked to count the number of red items, response time grew with 

the number of red items but was unaffected by the number of black items, supporting the conclusion 

that colour identification did not demand attentional resources and non-target colours could be 

dismissed early in visual processing. By contrast, in a target word detection task in which target and 

distractor words were presented simultaneously, response time suffered when two simultaneous 

targets were presented but did not differ appreciably by the number of non-targets, suggesting that 

unattended words were processed semantically and rejected before the capacity limited attentional 

system was engaged (Duncan 1980). (Miller 1987) found, in a letter-classification flanker task in which 

the flanking distractor letters bore a statistical relationship with correct responses to the central 

target, that although participants were unaware of this statistical relationship their response times 

were nevertheless influenced by the response congruity of the distractors, again suggesting that the 

unattended letters were processed semantically and even activated memory retrieval. 

The attenuation model (Triesman 1960) stands at a midpoint between the rather extreme 

accounts of both Broadbent’s (1958) and Deutsch and Deutsch’s (1963) models and it is the most 

consistent with the neural effects of attention discussed in section 1.3.1, which routinely find that 

neural responses are diminished but not eliminated when unattended, though the full elimination of 

a neural response may not necessarily be required to filter out an unattended item if the downstream 

decision rule is such that mere signal attenuation would suffice to prevent its propagation (Lachter et 

al. 2004). In any case, Triesman’s attenuation model does not offer a specific account of just how 

attenuated an unattended item should be and how dramatically this should change at different stages 

of processing. In fact, (Johnston and Heinz 1978) argued that the locus of attention (i.e. whether it 

operates early or late in the processing hierarchy) is flexible and depends on the nature of the task at 

hand. Furthermore, they argue that attention is a capacity resource and that processing items to 

higher levels requires greater attentional capacity. In particular, they found that the task of attending 

to a target list of words among a number of concurrent word lists demanded more attention (as 

determined by the response time to a secondary light detection task) when the lists were read in the 

same voice than when they were read in different voices of the opposite sex, thus facilitating an early 

selection of the attended list. This concept of capacity limitations was also adopted by (Lavie and Tsal 

1994) as an explanation for the divergent empirical findings that had emerged in the meantime, some 

supporting early selection (Moray 1959; Neisser and Becklen 1975; Francolini and Egeth 1980; 

Johnston and Wilson 1980) and some supporting late selection (Eriksen and Eriksen 1974; Duncan 

1980; Miller 1987). Lavie and Tsal (1994) reviewed the empirical findings that had emanated from 

these divergent viewpoints and found that the discrepancies could be explained by the perceptual 

load imposed by the task, i.e. the overall quantity of stimulation that the perceptual system had to 
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accommodate. They reasoned that tasks with a high perceptual load required early selection as to do 

otherwise would exceed attentional capacity. A similar concept of capacity limitations was also 

proposed by (Kahneman 1973) but in the context of multi-task performance rather than as a 

determinant of the locus of attention. 

While these theories have largely concerned themselves with the locus of attention along the 

perceptual hierarchy and the impact that perceptual load and capacity limitations have on this locus, 

they do not offer accounts of how attentional selection operates. This issue has been addressed in the 

spatial domain where this form of attention has been described as a ‘spotlight’ (LaBerge 1983) or a 

‘zoom lens’ (Eriksen and St James 1986). LaBerge presented participants with 5-letter words and asked 

them either to categorize the word or the middle letter (task trials). By intermittently delivering trials 

in which the digit ‘7’ appeared in any of the five positions (probe trials to which participants also 

responded), the spatial extent of attention could be determined between the two types of task trial. 

The finding of a U-shaped response time function of digit-7 position in the letter-task condition with 

a flat function in the word-task condition indicated that the spatial extent of attention could be 

adjusted to suit the task at hand. Eriksen and St James (1986) used a spatially cued letter 

discrimination task in which a circular configuration of 8 letters was presented and participants were 

instructed to detect targets (either an ‘S’ or a ‘C’ on different trials) that may be displayed at any one 

of a number of cued positions (but to ignore targets at uncued positions). They found that altering the 

number of adjacent positions that were cued increased response time, which again suggests that 

attention was spread over larger regions of space and was correspondingly less potent. Although the 

authors used different analogies to describe these attention effects, both are in line with a zooming 

lens analogy whereby attention can be directed to particular locations in space of larger or smaller 

area depending on task conditions.  

Another function of visual attention was proposed in (Treisman and Gelade 1980) feature-

integration theory of attention. They reasoned that while individual stimulus features could be 

extracted in parallel without the need of attention, focal attention was needed to combine features 

together and allocate them to separate objects. For example, they found that visual search tasks in 

which the target was defined by a conjunction of features, both of which were individually shared by 

distractors, that response time was greatly lengthened and depended on the total number of items to 

search. By contrast, single-feature searches where the target contained a unique feature could be 

performed quickly regardless of the search array size. They also found that when an unattended array 

contained multiple items with various combinations of features that illusory feature conjunctions 

could be formed that were not in fact present in any one item in the array. Thus, they theorized that 
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the focus of attention is required to organize the fundamental featural units of a visual scene into 

coherent objects that are positioned in various locations in space.  

Another central function of visual attention is to increase sensitivity to stimulus contrast, a 

function that improves visual performance when stimuli are at near threshold contrast (Carrasco 

2011), but can also increase the perceived contrast of suprathreshold stimuli (Carrasco et al. 2004) 

and increase spatial resolution (Yeshurun and Carrasco 1998) at the cost of spatial resolution at 

unattended locations (Montagna et al. 2009). This is in keeping with the classic conceptualization of 

attention as an allocator of a limited capacity of processing resources (Kahneman 1973). Two broad 

ways by which this can be done have been proposed. Either the signal-carrying channel can be 

enhanced or the noise/distractor-carrying channels can be suppressed or excluded (filtered out). (Lu 

and Dosher 1998) proposed a perceptual template model (PTM) of a human observer to which 

attention can be applied in such a way as to either enhance the signal or exclude noise. Formal analysis 

of this model indicates that these two attentional strategies can be differentiated by how the 

behavioural effects of attention change when target stimuli are embedded in low versus high levels 

of external noise. In particular, signal enhancement is expected to result in improvements when 

environmental noise is low but not when it is high whereas the reverse trend is expected of a noise 

exclusion strategy. By conducting orientation discrimination tasks in which Gabor stimuli were 

embedded in various levels of environmental noise they found that signal enhancement operates 

when stimuli appear at few locations but that noise exclusion dominates in scenarios where a larger 

number of locations are stimulated (Lu and Dosher 1998; Dosher and Lu 2000). Similarly to this 

exclusion of noise, others have found that anticipated distractor stimuli can be suppressed and that 

the performance gains of selective attention to target stimuli is enhanced when distractors can be 

anticipated and suppressed (Caputo and Guerra 1998; Awh et al. 2003; Geng 2014).  

To summarise, early theories of attention were largely concerned with capacity limitations of 

the perceptual system and how these limitations were variably challenged at early and late stages of 

processing. Within this framework, attention was thought to be a gateway mechanism that 

determines which stimuli should be processed fully and which should be processed only up to a certain 

level of detail. The mode of operation of attention has been described as a spatial spotlight, selecting 

stimuli at locations that are known in advance to be task relevant, as a feature integrator, combining 

features into distinct coherent objects around the visual scene, and as a signal-to-noise optimiser 

enhancing selected signals while suppressing distractors. Whether the locus of attention as it pertains 

to these modes of operation is early or late likely depends on the complexity of the stimuli presented. 

To enhance signal and suppress noise requires that the relevant features that define stimuli as targets 

or non-targets be extracted and therefore the locus of attention ought to be determined by the 
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complexity of these features. By contrast, the spatial spotlight analogy is a mode of operation that can 

likely operate at any stage in the hierarchy as retinotopic mapping is present throughout the visual 

hierarchy (Wandell et al. 2007). However, feature integration is an operation that is likely to tend to 

be placed late in the hierarchy as it requires the output of earlier feature filters as input. The next 

section will give an overview of some of the neural underpinnings of attention and how some of these 

neural findings have expanded and deepened our understanding of these early theories.  

 

1.5.2 Attention and Sensory Responses 

The main themes that arose in the previous section are the factors that determine whether 

attentional selection takes place at an early or late stage of perceptual processing, and whether or not 

perceptual facilitation is achieved by signal enhancement or noise exclusion. In the early days of 

attention research these themes were largely addressed using behavioural approaches but with the 

advent of sophisticated neurophysiological methods the opportunity to address these questions at 

the neural level became available. This has been an effective avenue of research to address some of 

the questions that earlier work had posed and has revealed a diverse range of attention effects that 

have been found to be both flexible and dependent on task demands. 

From the point of view of whether attention facilitates perception via signal enhancement or 

noise exclusion, the neural data provides evidence of both strategies but evidence of signal 

enhancement is more consistently observed. Using behavioural paradigms similar to that pioneered 

by (Posner 1980) in which observers attend to one of a number of visual field locations and stimuli 

appear either at the attended location or elsewhere, investigators have probed the effects of attention 

on neural responses to stimuli within their receptive fields. This has demonstrated signal 

enhancement for neurons in early visual areas, V1-V4 (Motter 1993; Luck et al. 1997; Vidyasagar 1998; 

McAdams and Maunsell 1999; McAdams and Reid 2005; Gilbert and Sigman 2007), as well as higher 

level areas along the ventral pathway such as inferotemporal cortex (Moran and Desimone 1985; Sato 

1988 Jul 1; Chelazzi 1995; Humphreys et al. 1998) and these spatial attention enhancements appear 

to be controlled in the parietal cortex (Bisley and Goldberg 2003; Saalmann et al. 2007; Corbetta et al. 

2008; Ganguli et al. 2008; Siegel et al. 2008), the prefrontal cortex (Moore and Fallah 2004; Thompson 

et al. 2005; Thompson and Bichot 2005) and the thalamus (Saalmann and Kastner 2009; Halassa and 

Kastner 2017; Schmitt et al. 2017). This is not only confined to spatial attention but also to feature-

based attention (Hayden and Gallant 2005; Maunsell and Treue 2006; Koida and Komatsu 2007; 

Hayden and Gallant 2009; Zhou and Desimone 2011; Eimer 2014; Bichot et al. 2015; Finsterwalder et 
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al. 2017) and object-based attention as well (Roelfsema et al. 1998; Arrington et al. 2000; Yantis and 

Serences 2003; Pooresmaeili et al. 2014). 

Although signal enhancement is an important part of attentional selection, distractor 

suppression (Geng 2014) and noise exclusion (Lu and Dosher 2008) also play an important role. For 

example, Briggs et al (2013) stimulated LGN neurons while recording connected V1 neuron pairs and 

found that synaptic efficacy was increased for information-increasing connections but decreased for 

information-limiting connections, thus improving the signal-to-noise ratio of neuronal 

communication. In the cortex more generally, inter-areal communication has been proposed to utilize 

neural entrainment to allow two areas to oscillate synchronously between states of high and low 

excitability to facilitate transmission through attention-selected information channels while limiting 

the opportunity for unselected channels to affect post-synaptic targets (Fries 2005; Fries 2015). This 

arrangement naturally increases the signal to noise ratio of information transfer.  

While such strategies of noise exclusion dampen the impact of non-specific sources of noise, 

distractor suppression can also selectively inhibit more salient and predictable distractors. For 

example, Moran and Desimone (1985) found in a spatially cued match-to-sample task that when two 

stimuli were presented within the receptive field of V4 neurons, the response to the unattended 

stimulus was diminished. Later, (Desimone and Duncan 1995) proposed a biased competition model 

for selective attention in which attended stimuli are enhanced while ignored stimuli are suppressed. 

This model has enjoyed ample empirical support with findings that attentional effects of neural 

responses are generally increased when two stimuli compete for attention (Luck et al. 1997; Kastner 

and Ungerleider 2001; Gazzaley et al. 2005; Hopf et al. 2006; Couperus and Mangun 2010; Seidl et al. 

2012). As well as filtering out task irrelevant spatial locations, distractor suppression can also be 

achieved by shifting feature tuning curves away from distractor-typical features so that the ratio of 

responses of targets to distractors is maximized (Navalpakkam and Itti 2007). This strategy can even 

involve boosting “off-target” neurons so that the response to targets is actually diminished but the 

response to distractors is diminished to a greater extent. While Navalpakkam and Itti (2007) provided 

behavioural evidence for this type of strategy, there has since been ample neural evidence that it can 

be deployed when appropriate (David et al. 2008; Bravo and Farid 2012; Scolari et al. 2012; Verghese 

et al. 2012; Becker et al. 2013; Kozyrev et al. 2019; Yu and Geng 2019). However, the utility of this 

strategy is restricted to scenarios where fine feature discriminations are required. In fact, more 

generally, targeted distractor suppression is likely a less common strategy than target facilitation since 

distractor suppression can only be achieved in scenarios where distractors are relatively homogenous 

and their characteristics can be learned over time (Noonan et al. 2018; Geng et al. 2019; van 

Moorselaar and Slagter 2020). 
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In addition to attention, another top-down influence on visual perception that is prominent 

in the literature and ought to be mentioned is that of expectation. Expectation forms a crucial part of 

an influential theory of visual processing known as predictive coding, which holds that visual 

perception is a hierarchical inference process whereby low level sensory neurons encode prediction 

errors that represent the difference between an observed stimulus and the stimulus that was 

expected by higher level visual areas (Rao and Ballard 1999). Thus, under this framework when a 

stimulus is predictive its neural response is attenuated. This prediction that expectation should reduce 

the amplitude of neural responses has received empirical support (see (Summerfield and Egner 2009) 

for a review). However, it stands in contrast to the recurring effect of spatial attention discussed above 

to boost neural responses (despite prediction and spatial attention often being conflated). This is more 

surprising again since the behavioural effect of both attention and expectation is one of improvement. 

Yet, the interaction between expectation and attention is not straightforward. Some empirical reports 

show independent and opposite effects with attention boosting and expectation attenuating neural 

responses (Kok, Jehee, et al. 2012). Others find that attention reverses the direction of the effect of 

expectation (Kok, Rahnev, et al. 2012), or equivalently that expectation augments the effect of 

attention. Some accounts of predictive coding propose two functionally distinct populations of 

neurons, one of which represents prediction errors and the other of which represents stimulus 

characteristics (Friston 2005). Under such a framework, expectation could attenuate neural responses 

either by attenuating the prediction error neurons or by sharpening feature representation (thereby 

attenuating the responses of neurons that do not code for precisely the presented stimulus). Indeed, 

it is possible that both of these processes occur. Crucially, while attention may boost the response of 

target-coding neurons, expectation may principally operate on distractor neurons or prediction error 

neurons. In other words, the neural targets of attention and expectation may not be the same. 

Unfortunately, human neuroimaging methods lack the resolution to reveal differential neural targets 

of distinct cognitive operations and therefore the multitude of conjoint effects of attention and 

expectation may reflect multiple simultaneous cognitive operations operating on distinct neurons 

(possibly all in a context-dependent manner), which result in a conjoined effect of attention and 

expectation on neural responses that may differ from one perceptual task to another. Thus, rather 

than viewing attention and expectation as having opposing effects on sensory responses it may be 

better to think of these processes as operating in parallel on distinct neural targets. 

We have seen that a common strategy of attention that pervades the visual cortex is to 

enhance the neural responses of signal carrying neurons and that the concomitant inhibition of 

distractors is also often observed. However, signal enhancement by attention is not seen universally. 

In particular, such effects of attention are often diminished and sometimes eliminated altogether 
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when targets are presented in isolation without distractors (Motter 1993; Luck et al 1997; McAdams 

and Maunsell 1999; McAdams and Reid 2005). This appears to be particularly true of the earliest stage 

of visual processing, V1, where the presence of distractors seems to be necessary for modulatory 

effects of attention to be observed (McAdams and Maunsell 1999; Gilbert and Sigman 2007). 

Generally speaking, the effects of attention appear to be highly task dependent, with variations due 

to task difficulty (Chen et al. 2007), the contextual relevance of surrounding stimuli (Ito and Gilbert 

1999; Li et al. 2006) and the degree to which the task is suited to the visual area being measured 

(Gilbert and Sigman 2007), as well as the existence of competing distractors as mentioned above. 

These dynamics are largely consistent with early theories that characterized attention as a necessary 

selective process to allow detailed processing of important stimuli in light of capacity limitations 

(Broadbent 1958; Treisman 1960; Deutsch and Deutsch 1963; Kahneman 1973; Lavie 1995). In 

particular, the finding that attentional modulations of neural responses are strengthened when 

competing stimuli are presented is indicative of a process that is most needed when capacity is 

stretched. What’s more, the overarching trend for attentional modulations to be stronger in 

hierarchically later visual areas (Treue 2001) is in keeping with the prediction of early theories of 

attention that later stages of processing demand more resources and reach capacity limitation more 

easily. However, with modulations occurring in some scenarios at as early a stage as in V1 simple cells 

(McAdams and Reid 2005) and even the lateral geniculate nucleus (O’Connor et al. 2002), the locus of 

attention appears to extend flexibly, when task demands require it, to stages earlier than that 

imagined by any of the early theorists. This flexibility also extends to the effects of attention on neural 

response properties. We have outlined that in some instances, attention acts as a gain modulator, 

increasing a neuron’s response to the same stimulus (Gilbert and Sigman 2007), but in others it 

modulates the contextual influence of surrounding stimuli such as in the case of contour completion 

in V1 (Ito and Gilbert 1999). Attention can also narrow the tuning curves of neurons in both the spatial 

and feature domains but typically only one without the other and with the choice of which depending 

on whether fine inter-stimulus distinctions lie in the spatial or feature domain (Ling et al. 2015). 

Further to this, modulations of spatial resolution can sometimes manifest as increases in resolution 

but other times as decreases, with the determining factor being task demands as certain tasks such as 

texture discrimination benefit more from a global than a local spatial perspective (Carrasco and 

Yeshurun 2009; Barbot and Carrasco 2017). In addition to these flexible modulations of local neural 

response properties, as discussed above attention can also select certain channels of information flow 

to be facilitated while others impeded (Fries 2015). Thus, attention appears capable of flexibly altering 

the nature of sensory representations as well as the transfer of these representations between areas.  
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Given all of this flexibility, the question arises as to whether a stage of sensory processing 

devoid of attentional involvement (or at least the need for it), as assumed in the early theories of 

attention, exists at all. The role of rudimentary extraction of basic visual features as is often described 

by these models as proceeding prior to attentional selection would be filled, at the latest, by V1 but 

we have seen in the above that even V1 can be modulated by attention under certain circumstances. 

Although this modulation can be highly context dependent, it nevertheless demonstrates the ability 

of attention to modulate the earliest stages of visual processing that lay the foundation for our 

perception, suggesting that there is no stage of obligatory visual processing that is not potentially 

subject to top-down influence. What, then, are the limits on attention’s capacity to influence our 

perception if even the foundational stage of visual processing in V1 can be modulated by attention? 

One possibility is that these limits emerge naturally from the nature of stimulus competition as 

competing stimulus representations inhibit one another and thus the enhancement of the attended 

representation is inhibited by competing stimulus representations that are unattended (Dieter and 

Tadin 2011). On the other hand, the brain is also capable of exhibiting winner-take-all dynamics that 

could in theory overcome this competition (Lee et al. 1999; Oleksiak et al. 2010; Montijn et al. 2012). 

In terms of phenomenology, an interesting distinction exists between the sleeping and wakeful states. 

In the sleeping state, vivid sensory experiences in the absence of external stimulation (dreams) are 

commonplace, while in the wakeful state, one cannot simply close one’s eyes and experience 

whatever they like, visual imagery notwithstanding (Lee et al. 2012). This stark distinction suggests 

that there is likely a great divide between what attention potentially could do and what it does do. 

Part of the reason for this limitation may be that the exertion of attention requires energy resources 

and its overuse may simply be too costly (Warm et al. 2008; Thomson et al. 2015). However, a more 

fundamental reason may be to preserve the veridical perception of the world around us. Maintaining 

the stability of cortical systems has been highlighted as an important constraint on plasticity (Wandell 

and Smirnakis 2009) and a prominent theory of cortical function (the ‘Free-energy Principle’) 

highlights the importance of maintaining accurate models of the environment (Friston 2010). It may 

therefore be important that limits to the capacity of attention be in place in order to maintain veridical 

perception. Indeed, visual hallucinations are a symptom in many psychiatric and neurological 

disorders including schizophrenia (Bracha et al. 1989), Parkinson’s disease (Barnes and David 2001), 

Charles Bonnet syndrome (Menon et al. 2003) but can also sometimes appear in non-clinical 

populations (Johns 2005). Some have suggested that disorder of attentional networks may underlie 

visual hallucinations (Grossberg 2000; Collerton et al. 2005; Shine et al. 2014) while others have 

argued that visual hallucinations result from more distributed disruption to the visual system and that 

attentional impairment is merely a risk factor for visual hallucination (Collerton and et al 2016; Corlett 
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et al. 2019). Nevertheless, maintaining the balance between veridical perception on the one hand and 

the detection of faint but possibly salient stimuli on the other likely requires some boundaries on the 

capacity for attention to modulate visual cortical activity. Therefore, understanding these limits and 

the contexts in which visual attention operates may be key to understanding visual cognition more 

generally. 

 

1.5.3 Modern Models of Attention 

So far we have discussed some of the early theoretical and empirical work on attention and 

the various ways in which attention can modulate sensory processing. We have seen that the empirical 

work in animal electrophysiology has in many cases been consistent with early theoretical accounts 

of attention but has also extended these theories by highlighting the mechanisms of neural 

competition that underpin attentional selection. What’s more, as theorized by Lavie and Tsal (1994), 

how and when attentional selection operates has proven to be flexible and behave quite differently 

depending on task demands (Gilbert and Sigman 2007). To provide a landscape of current 

conceptualizations of attention, the present section will give a brief overview of some of the more 

modern models of attention that have been developed. 

 

1.5.3.1 Attention as an Optimal Feature Tuner 

Treue and Trujillo (1999) independently manipulated attention to locations in space and 

specific directions of motion in a random dot motion task and found that both styles of attention 

boosted the response of MT neurons, and when both types of attention were deployed 

simultaneously that their effects were added. Based on these findings they put forward a Feature 

Similarity Gain model of attention in which attention boosts neurons commensurately with how well 

they match a target stimulus template along multiple feature dimensions, including space. More 

recently, this model has been developed to highlight the goal-driven nature of determining which 

features should be selected by attention (Navalpakkam and Itti 2007). The principle underlying this 

development is that for the purpose of distinguishing target stimuli from non-target stimuli, the best 

strategy can sometimes be to increase the gain of neurons whose preferred feature is slightly different 

from that held by the target, so called “off-target” boosting. This strategy applies when targets and 

non-targets are very close to one another along a particular feature dimension and therefore, given 

the width of tuning curves, neurons whose preferred feature corresponds perfectly with the target 

would respond well to both the target and the non-target stimulus. However, those that prefer 
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features that deviate from the target in the opposite direction of the non-target would have a greater 

ratio of response strength for targets versus non-targets and therefore provide better diagnostic 

information. More generally, the model posits that feature-based attention can be deployed optimally 

to suit the demands of a given task. This model has garnered considerable empirical support in recent 

years with demonstrations of off-target modulation at the neural level in orientation discrimination 

with fMRI (Scolari et al 2012) and EEG (Verghese et al 2012) and dot motion direction in MT neurons 

(Kozyrev et al 2019). There has also been considerable behavioural evidence of flexibility in setting the 

target template. For example, in an object search-in-scene task, if subjects were trained to find a 

particular class of object, they developed a search template that lead to a broader range of benefits 

in a later cued-search testing session than if they were trained to find a particular instance of the class 

of object (Bravo and Farid 2012). Yu and Geng (2019) show that for colour discriminations, the 

attended tuning curve can either be shifted or sharpened depending on whether distractors lie to one 

side of the colour spectrum relative to targets or whether they flank from both sides. Indeed, when it 

suits task demands, feature-based attention can even be directed to a direction along a feature 

dimension of the relationship between targets and distractors rather than to any specific feature value 

on that dimension (Becker et al 2013). These findings portray an attentional system that is highly 

flexible to respond to task demands rather than one that simply modulates the veridical target 

features regardless of context.  

 

1.5.3.2 Attention as a Broad Feature Filter 

(Wolfe 1994) proposed a model (‘Guided Search 2.0’) of attention designed to explain various 

findings in visual search tasks. This model is reminiscent of some of the earlier theories of attention 

that focused on the locus of attentional selection. The basic tenet of the model is that efficient parallel 

search (that is, where the speed of target retrieval does not grow with increasing numbers of 

distractors) can be accomplished by a two-stage model where the first stage is carried out in parallel 

and gives a rough guide as to where attention should be allocated by the second stage, which is carried 

out serially and aided by attention. The first stage combines bottom up stimulus-saliency cues with 

top-down target feature search criteria to generate a priority map of stimulus locations that determine 

the order in which locations are inspected at the second stage for the presence of a target. Not unlike 

the optimal feature gain theory proposed by Navalpakkam and Itti (2007), this model asserts that the 

mapping of stimulus feature values to attentional priority should be dictated by the demands of the 

task and the relationship between targets and distractors in terms of their constituent features. Thus, 

it advocates a flexible operation of top down attentional selection. However, contrary to Navalpakkam 
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and Itti (2007), it considers the initial allocation of attention to be broadly tuned to feature values (e.g. 

selecting for steep versus shallow orientations). Wolfe (1994) highlights that this principle is 

underpinned by the routine finding that efficient parallel search is only achieved when targets are 

distinguished from distractors by a large margin along a feature dimension (Foster and Ward 1991). 

This is in keeping with a recent theoretical account of attention by (Buschman and Kastner 2015), 

which holds that attention is initially abstract and non-specific but is then refined by the local circuitry 

of the relevant sensory area in accordance with a presented stimulus once one is presented. This idea 

is supported by the observation in a spatially cued change detection task that the order of modulation 

onset latencies among areas V1, V2 and V4 were such that V4 was modulated earliest with V1 

modulated last (Buffalo et al. 2010). What’s more, such refinement of attentional allocation by local 

circuits could be aided by noradrenaline release, which as (Mather et al. 2016) argue, serves to drive 

winner-take-all dynamics and generate local ‘hot-spots’ of gain modulation. This account has the 

advantage of not requiring a detailed network of feedback connections that can specifically select 

particular neurons to modulate, however it may restrict the flexibility of attention and it is not clear 

how consistent it is with the strategy of off-target modulations where neurons are modulated that 

correspond to a stimulus that is never presented.  

Buschman and Kastner (2015) also sought to integrate into a single framework two prominent 

models of attention that will be described in more detail below: The normalization model of attention 

(Reynolds and Heeger 2009) and the Communication Through Coherence theory of attention (Fries 

2015). In so doing, it represents a growing trend in attentional modelling of integrating existing 

theories into a unified framework (Beuth and Hamker 2015; Buschman and Kastner 2015; Smith et al. 

2015), with the ultimate goal of achieving a detailed systems level account of attention.  

 

1.5.3.3 Communication Through Coherence 

Fries (2015) proposed a model of how attention facilitates the transfer of information from 

sensory cortical areas to higher level areas. The proposition is anchored in the widespread existence 

of neural oscillations across the cortex. Fries argues that a non-linear oscillation of neural excitability 

– controlled by a balancing dynamic between excitatory and inhibitory neurons – could present a 

narrow window of opportunity where a neuron is highly excitable with much larger windows of low 

excitability. The model of communication through coherence therefore proposes that attention could 

synchronize oscillations between different cortical areas such that these small windows of opportunity 

are temporally aligned for selected inputs, giving them an advantage in terms of signal propagation 

over unselected (and therefore temporally unaligned) inputs. This model of attention is in some sense 
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orthogonal to other models as it does not make predictions about the nature of the content that is 

selected by attention but merely the temporal dynamics of how content that has been selected is 

transmitted throughout the cortex. As such, this model is readily adopted by other frameworks 

(Buschman and Kastner 2015; Beuth and Hamker 2015).  

 

1.5.3.4 Attention Within the Context of Contrast Normalization 

Reynolds and Heeger (2009) developed a model of attention that aimed to unify the various 

different manifestations of attention, such as response gain and contrast gain, stimulus competition, 

and the feature similarity gain principle, into a single framework. Their model employs a process 

known as divisive normalization where the stimulus-driven response of neurons is accompanied by 

widespread inhibition from neurons in a broad neighbourhood encompassing the stimulated location 

and stimulus features. The model has three main components: the stimulus drive, attention field, and 

suppressive drive. The stimulus drive refers to the strength of response to a stimulus at each location 

and feature value. The attention field is similarly a location by feature field of values but can be smaller 

or greater in extent than the stimulus drive and is implemented by simple multiplication with the 

stimulus drive point by point. Finally, the suppressive drive is a neighbourhood in the spatial and 

feature domains around a given neuron and is implemented by convolving this neighbourhood with 

the stimulus drive after attentional modulation. Thus, attention serves to amplify the response of 

neurons to stimuli but also the inhibition it receives from surrounding neurons. This means that the 

balance of excitation and inhibition in the model is determined by the relative extents of the attention 

field and the stimulus and suppressive drives. These dynamics are what Reynolds and Heeger (2009) 

propose to explain the various types of attention effect that exist in the literature, particularly 

response gain and contrast gain. In essence, the model proposes that when the attention field is small 

relative to the size of the stimulus, the stimulated neurons receive a greater proportion of the 

attentional modulation, which tips the excitation/inhibition balance in favour of excitation leading to 

response gain. On the other hand, when the attention field is large then it boosts excitation and 

inhibition more evenly and so these large gains cannot be achieved. However, if stimulus contrast is 

low then so too is the suppressive drive and so higher gain can be achieved at lower contrasts, 

resulting in contrast gain. This model is also capable of explaining attentional effects of feature tuning 

curves, which are multiplicative when spatial attention is applied but can result in narrower tuning 

curves when attention is directed to features. Thus, this model is successful in explaining a diverse 

range of attentional modulation phenomena and more recent models have taken normalization as a 

core ingredient, seeking to extend it to account for more attentional effects and to implement it in 
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more biologically mechanistic ways (Montijn et al. 2012; Ni et al. 2012; Beuth and Hamker 2015; 

Buschman and Kastner 2015; Verhoef and Maunsell 2017). 

 

1.5.4 Summary 

The above is, of course, a limited selection of modern models of attention. For example, others 

have focused on the microcircuits that might underly some of these attentional processes such as the 

role of interneurons in normalization and the role of cortical layers in spatial pooling that may be 

needed for some neural effects of biased competition (Beuth and Hamker 2015). Others have focused 

on the effects of attention downstream from sensory areas such as how spatial attention might 

facilitate the encoding of items into visual short term memory primarily by making the process of 

memory trace formation more efficient (Smith and Ratcliff 2009; Smith and Sewell 2013). Still others 

have emphasized the role that neurotransmitters might play in mediating or accelerating winner-take-

all dynamics and normalization (Mather et al. 2016; Schmitz and Duncan 2018). There is no shortage 

of models and theories of how attention might operate but there are some clear themes that emerge 

from these models and from the neurophysiological and behavioural effects of attention that have 

been outlined. One is that competition between sensory stimuli for response dominance is an 

important part of visual processing due to the capacity limits of perception, and that a central role for 

attention is to bias that competition in favour of selected stimuli. This dynamic can be seen for 

example in the process of response normalization (Reynolds and Heeger 2009), the increased effect 

of attention on neural responses in the context of competing stimuli (Luck et al 1997), and in the phase 

alignment of oscillations to facilitate the transmission of selected but not unselected stimuli (Fries 

2015), not to mention the many behavioural effects of attention (Carrasco 2011). Another is that 

attention is highly adaptable to specific task scenarios. This can be seen in the differential strength of 

attention effects between different visual areas depending on the properties of stimuli and the 

contextual effects of task demands (Gilbert and Sigman 2007) as well as the flexible modulation of 

feature filters to suit task demands (Navalpakkam and Itti 2007).  

 

1.6 The role of the Visual System in Perceptual Decisions 

So far, this introduction has mostly discussed the visual system as one of generating 

perceptions to reflect the reality that exists in the world. Although this is undoubtedly the primary 

goal of the visual system, it ignores the stochasticity that can often influence this process. It may seem 

to us on a day-to-day basis that we easily and automatically perceive our environment but every so 
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often we are offered an example to the contrary, such as when we momentarily mistake a bundle of 

blankets on a chair for the cat, a prime example of the effect of prior expectation on our perception 

formation (Kahneman 2011). Examples of visual illusions that were overviewed at the beginning of 

this introduction are cases where visual perception can reliably be misled. Bistable percepts can be 

produced by presenting two separate images to each of our two eyes (Brascamp et al. 2015). Indeed, 

when making difficult visual categorizations of stimuli, our choices can vary from one trial to the next 

even if the physical stimuli do not. All of these examples demonstrate that the process of generating 

visual perception is full of uncertainty. The uncertainty may arise because the physical stimuli are 

consistent with a number of different percepts (a bundle of brownish grey blankets roughly resemble 

a cat sprawled over a chair) or because the physical stimuli are unclear (noisy) perhaps due to limited 

visibility (consider driving at night or in dense fog) or due to sheer complexity and randomness (when 

the wind blows the leaves and branches of a tree they move in lots of different directions at random 

but we perceive the aggregate direction). As well as these external sources of noise, the perceptual 

system must also account for internal noise, which can stem from stochasticity at the biochemical 

level at synapses, at the electrical level on dendrites and at the inter-neuronal level as a corollary of 

these (Faisal et al. 2008). Given all of this uncertainty, many have addressed the process of forming 

visual percepts as one of perceptual decision making (Schall 2001; Shadlen and Newsome 2001; 

Heekeren et al. 2004; Ratcliff and Smith 2004; Gold and Shadlen 2007; Ratcliff and McKoon 2007; 

Siegel et al. 2011; Kelly and O’Connell 2015; Forstmann et al. 2016; Hanks and Summerfield 2017; de 

Lange et al. 2018).  

The basic premise of the perceptual decision making framework is that the visual system takes 

in noisy visual information and sensory neurons represent various visual features of this information, 

with noise inherent in the representations possibly due to a combination of external and internal 

stochastic factors. These representations are then taken by a higher level decision making mechanism 

as sensory evidence in favour or opposition to some hypothesis about what might be out there in the 

environment. Since the sensory evidence is noisy however, some form of decision rule is needed. One 

widely adopted decision rule has its origins in signal detection theory (Green and Swets 1966). Given 

a random variable that may be an example of a signal of interest or may be an example of 

uninteresting noise, one can consider the distributions of some feature value that the stimulus would 

take when it is signal compared with when it is noise. These distributions can be used to assign two 

likelihood values to the observation based on it being an example of signal or noise. A simple decision 

rule is then given by the ratio of these likelihood examples; in essence, does the observation look 

closer to signal or closer to noise given the observer’s knowledge of the statistics of their variability? 

This basic framework has been extended to scenarios where sensory evidence is presented 
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continuously over time and multiple ‘snapshots’ of evidence are available to be accumulated. In such 

scenarios, (Gold and Shadlen 2001) argued that a process of evidence accumulation could be 

conducted by neurons by reformulating the likelihood ratio as a log likelihood ratio, which 

mathematically transforms the process of combining multiple pieces of evidence from a product of 

terms into a sum of terms. Thus, if each sample of evidence produces a response in two populations 

of sensory neurons (which encode the two choice outcomes to be discerned), then the difference in 

their response strengths can represent the log likelihood ratio comparing signal to noise (or indeed 

comparing two possible targets to be discerned) and can be accumulated over time (in a summation 

fashion) by an evidence accumulator. This process has been conceptualized mechanistically by 

sequential sampling models in which noisy sensory evidence is accumulated over time by a decision 

variable until it reaches one of two boundaries (one positive and one negative, representing the two 

choice alternatives), at which point the relevant decision is made and a response is given (Ratcliff and 

McKoon 2008). The growth of these signals is driven by a combination of a signal drive (modelled by 

a ‘drift rate’ parameter that adds consistently to the decision variable over time) and a noise 

parameter that simply increases or decreases the decision variable at random. Although these models 

are often given in abstract mathematical terms that do not specify the underlying circuitry, it is not 

difficult to imagine that a circuit with a self-reinforcing loop mechanism could receive input from two 

competing populations of sensory neurons and maintain a firing level that reflects the sum of inputs 

over an extended period of time, such as that outlined by Wong and Wang (Wong and Wang 2006). 

These sequential sampling models have been successful at explaining not only response variability in 

many decision making paradigms but also the different distributions of response times that are 

associated with correct and incorrect responses (Gold and Shadlen 2007). 

Evidence for this process of evidence accumulation has been found at the neural level too. 

(Shadlen and Newsome 2001) conducted a random dot motion paradigm in which a field of randomly 

moving dots includes some portion of dots moving coherently in one direction that the participant 

seeks to identify. They found neurons in the lateral intraparietal area (LIP) that built up firing rates 

gradually as the coherent motion was presented and did so at a rate that was proportional to the 

coherence of the motion (i.e. strength of the evidence), exhibiting precisely the dynamics that are 

expected of an evidence accumulator. This “ramp-like” accumulation in LIP reaches a stereotyped 

height just before response execution regardless of response time (Roitman and Shadlen 2002) and 

exhibits sustained steps in firing rate following brief bursts of strong sensory evidence (Huk and 

Shadlen 2005), exhibiting more key characteristics of the theoretical decision variable. In humans, a 

signal that similarly resembles the theoretical decision variable has been found using EEG (O’Connell 

et al. 2012). By presenting a flickering annular contrast pattern that underwent brief but gradual 
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reductions in contrast at unpredictable moments in time, they generated a steady-state visual evoked 

potential (SSVEP) whose magnitude declined linearly with falling stimulus contrast but they also found 

a centro-parietal positivity (CPP) that rose quadratically with falling contrast and reached a set 

threshold magnitude prior to response regardless of response time, thus also demonstrating key 

characteristics of a decision variable.  

Thus, there is converging behavioural and neural support for the characterization of visual 

percept formation as a process of perceptual decision making. This framework has prompted the 

investigation of speed-accuracy trade-off dynamics in perception (Heitz and Schall 2012), the role of 

prior belief in biasing perceptions (Summerfield and de Lange 2014) and response urgency in 

expediting decision formation (Hanks et al. 2014), and recent work is beginning to highlight the 

cooperative roles of feedforward and feedback information flow during the emergence of perceptual 

decisions (Haefner et al. 2016; Talluri et al. 2018; Wilming et al. 2020) with feedback signals potentially 

biasing new incoming information in the direction of an emerging decision.  

 

1.7 Sensory Evidence – Decision Read-out and Choice Probability 

A central issue that exists within the perceptual decision making framework is the question of 

which neural signals that emerge during decision formation are directly involved in the decision. This 

is because some signals may be involved in extra-decisional activities such as response generation, 

meta-cognitive processes such as performance monitoring, or the encoding of stimulus features that 

are not used as evidence for the decision at hand. One approach to this problem was pioneered by an 

experimental result found by (Britten et al. 1996). In this experiment, a random dot motion paradigm 

was used with motion coherence varied to span the threshold of the measured MT neurons. They 

found that variability in choices to identical coherence levels and directions of motion could be 

predicted by the firing rates of individual neurons with an accuracy of approximately 55%. This choice 

relationship was taken as evidence of a relationship between the neuron and the choice behaviour. 

The relationship also disappeared if the dot motion was placed outside the neuron’s receptive field 

and so the relationship is unlikely to stem from meta-cognitive processes that are associated with the 

choice. Thus, the relationship was taken as evidence that the measured MT neurons were being read 

out for the decision and this ability to predict choices from the response of individual neurons came 

to be known as choice probability. 

It wasn’t long however before the existence of choice probabilities puzzled theorists. On the 

one hand, single neurons can be found whose sensitivity to the relevant stimulus discrimination is 

equal to that of the observer (Newsome et al. 1989) and the observer’s decision could therefore, in 
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principle, be driven by that individual neuron. On the other hand, choice probability experiments often 

measure a couple of hundred neurons many of which demonstrate choice probability and therefore 

their pooling to inform the decision ought to lead to choice sensitivity that is beyond that of any 

individual neuron (unless all neurons other than the most sensitive one are redundant). What’s more, 

the relative ease with which neurons that demonstrate choice probability are found by experimenters 

suggests that a large pool of such neurons is available to be found. However, any moderately sized 

pool of independent neurons should yield vanishingly small choice probabilities in any individual 

neuron (Parker and Newsome 1998). Though puzzling, this convergence of observations can be 

accounted for if noise is correlated among individual neurons, which would limit the independent 

information that each neuron carries (Shadlen et al. 1996; Parker and Newsome 1998), and such 

correlations do indeed exist (Zohary et al. 1994). In fact, simulations show that pools of neurons that 

are weakly positively correlated with one another have a finite information capacity even as the pools 

become arbitrarily large (Sompolinsky et al. 2001). Since this early work, a greater understanding of 

the relationship between choice probability and noise correlations has developed. Indeed, the choice 

probability exhibited by an individual neuron is likely to be more strongly driven by its aggregate noise 

correlation with other neurons that are read out for a given decision than by the strength of its own 

weighting in the decision (Nienborg et al. 2012). This is because with a large enough pool of neurons, 

a neuron’s own correlation with choice is more influenced by its correlation with the net activity of 

the neuronal pool as a whole than by its own individual contribution in driving the decision. Thus, the 

emerging picture is that decisions are based on large pools of correlated neurons since typical choice 

probability values are low but not undetectable and a large number of neurons typically exhibit choice 

probability in a given experiment (Nienborg et al. 2012).  

However, the relationship between noise correlations and choice probability is yet more 

complicated. Although noise correlations are generally thought to be information limiting and 

therefore their reduction should incur improvements in encoding accuracy, this is not necessarily 

always the case. In some simulations of heterogenous pools of neurons, increasing the level of short 

range noise correlations can actually improve encoding accuracy rather than limit it (Ecker et al. 2011). 

In fact, (Moreno-Bote et al. 2014) found that noise correlations are only information-limiting when 

the slopes of the tuning curves of the two neurons are similar at the stimulus feature value being 

presented. This contextual dependency of the information-limiting nature of noise correlations on the 

feature-tuning of the neurons in question may explain why some studies have found that attention 

decreases noise correlations (Cohen and Maunsell 2009) while other have found that it can both 

increase or decrease noise correlations (Ruff and Cohen 2014); whether an increase or decrease in 
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noise correlations is perceptually beneficial can depend on the functional relationship between 

neurons. 

Given the central role of noise correlations in driving choice probability, a great deal of 

attention has been given to trying to understand the underlying source of this shared variability. This 

is especially true since the existence of noise correlations means that a neuron that exhibits choice 

probability need not contribute to the decision at all as its relationship with the decision could be 

entirely mediated by its correlation with a pool of neurons that contribute to the decision. This is 

disconcerting because choice probability was originally heralded as a means of determining which 

neurons are involved in the decision making process. The two main propositions about the source of 

correlated variability are that it results from shared noise from afferent inputs and that it results from 

noise from top-down inputs (Crapse and Basso 2015). The first of these implies that shared afferent 

noise results in shared variability amongst sensory neurons, which in turn generates variability in the 

committed choice, a feedforward account of choice probability. The second proposition is somewhat 

more heterogenous as it could entail pre-stimulus top-down influences such as attention or 

expectation, or post-decision feedback mechanisms whereby hierarchically later areas provide 

feedback to earlier areas to bias sensory representations in favour of a committed (or perhaps nearly 

committed) decision. Evidence in favour of this latter proposition tends to support post-stimulus 

feedback as it manifests as a growth in the strength of choice probability over the course of a trial 

while the impact of stimulus variation on choice outcome falls over the course of the trial (Nienborg 

and Cumming 2009; Nienborg et al. 2012; Crapse and Basso 2015; Cumming and Nienborg 2016). Thus, 

this latter account supports a feedback-mediated account of choice probability suggesting that choice 

probability need not implicate a neuron as an input to decision formation. Further to this, the 

observation that attention can change noise correlations (Cohen and Maunsell 2009; Ruff and Cohen 

2014) and that the structure of pairwise correlations (with respect to feature tuning) can change when 

different tasks are conducted using the same stimuli (Cohen and Newsome 2008; Bondy et al. 2018) 

give a strong indication that feedback influences determine the structure of noise correlation and 

thereby generate choice probability. 

The above considerations appear to favour a top-down origin of choice probabilities. 

However, the finding that noise correlation structure is flexible to task demands may simply indicate 

that choice probability in long latency neural responses is driven by feedback processes but does not 

necessarily imply that choice probability at earlier response latencies is feedback driven. Indeed, while 

choice probability rose gradually over the course of a trial in the experiment of Nienborg and Cumming 

(2009), it was present from the very beginning of the trial presumably before any feedback signals 

(emerging post-decision or just before decision commitment) had begun. In general, the tendency for 



39 
 

choice probability to gradually rise throughout a trial may mask two fundamentally different stages of 

its genesis, one that is feedforward driven and the other feedback driven, especially if these stages 

seamlessly flow from one to the next. In other words, choice probability can emerge both from the 

direct influence on choice behaviour of feedforward, sensory-evoked responses (feedforward-driven 

choice probability) and also from the biasing of low-level sensory neurons by feedback projections 

from higher areas to respond congruently with an emerging or committed decision (feedback-driven 

choice probability). The latter of these two sources of choice probability clearly should follow the 

former (in time) but when this transition happens (and the degree to which the sources of choice 

probability overlap) is not clear. The preponderance of decision paradigms that exists in the choice 

probability literature in which the behavioural response is given at a fixed interval following stimulus 

onset (Britten et al. 1996; Dodd et al. 2001; Romo et al. 2002; Uka and DeAngelis 2004; Liu and 

Newsome 2005; Nienborg and Cumming 2006; Nienborg and Cumming 2009; Bondy et al. 2018; Jasper 

et al. 2019) may tend to favour feedback-driven choice probabilities since it is not clear when the 

decision was really made and thus while the period of time prior to response is likely to be dominated 

by feedback-driven choice probability it is not clear when feedforward-driven choice probability 

should manifest (as it likely covaries with decision latency). Some notable exceptions where response-

time (RT) versions of tasks have been used instead lend some support to the view that fixed-interval 

decision paradigms may mask feedforward-driven choice probability. As previously mentioned, a 

remarkable finding from the original choice probability experiments (Britten et al. 1996) was that the 

neurometric curves of some neurons were as sensitive as the observer’s psychometric curve. 

However, using a response-time version of the task, Cohen and Newsome (2009) demonstrated that 

neurometric curves are in fact much less sensitive at earlier latencies of the neuron’s response, 

suggesting that later feedback influences may align neuronal firing rate patterns with the observer’s 

choice, making them artificially more sensitive. Absent these feedback influences, neurons’ responses 

at earlier latencies were less sensitive but notably still exhibited some degree of choice probability, 

suggesting that this early latency choice probability may be more feedforward-driven than feedback-

driven. Price and Born (Price and Born 2010) analysed false alarm trials in a task in which observers 

had to detect a change in motion speed and determine whether the speed increased or decreased, 

finding that choices could be predicted from (sensory) neural responses in a time window that was 

locked to responses. This implies that the emergence of choice probability in these pre-response 

windows was response triggering in RT tasks, which in turn suggests that feedforward-driven choice 

probabilities are likely diluted across time in the fixed-duration decision paradigms that have 

dominated choice probability research, since the time of decision commitment is likely variable in 

these tasks but unknown.  



40 
 

A recent study demonstrated that choice probability strengths across different sensory areas 

can change in response to varying task demands. Kang and Maunsell (Kang and Maunsell 2020) carried 

out a direction discrimination task using drifting gratings and implemented two task conditions in 

which the reliability of V1 neurons for the task, relative to MT and VIP neurons, was changed. They 

found that choice probability did not change in MT or VIP in response to the change but that it 

increased in V1, suggesting that the read-out weighting of V1 neurons was increased when they 

became more reliable for the task. What’s more, the fact that choice probability did not change in the 

other two areas makes it unlikely that this change could be explained by a change in feedback-

mediated choice probability as it is difficulty to explain why this would be true of V1 but not MT or VIP 

whose choice probability was in fact stronger than that of V1. Interestingly, these results raise the 

question of whether feedforward-driven choice probability may be more prevalent in hierarchically 

earlier areas. This contention is consistent with the results of Yu and Gu (Yu and Gu 2018) who used 

microstimulation to demonstrate that some, but not all, incidences of choice probability are linked 

with a causal relationship between the neuron and the choice behaviour and that causal relationships 

are more prevalent in hierarchically earlier areas. 

The field of choice probability remains an active area of investigation and the insights that 

choice probabilities can provide about how perceptual decisions are formed are still being uncovered. 

Overall, it has emerged that the original promise that choice probabilities could indicate which 

neurons are causally related to decision formation has not been realised. However, there is good 

evidence that both feedforward and feedback driven choice probabilities exist. Determining the 

factors that determine when these different sources of choice probability dominate decision 

formation will be vital in furthering our understanding of the decision-making process.  

 

 

1.8 Measuring Visual Activity in Humans: Neuroimaging and Electrophysiology 

While much of the neurophysiological work on the visual system has been conducted with 

animals where detailed measurements can be obtained from individual neurons, ultimately there is a 

need to translate these findings to the human visual system. Unfortunately, due to the invasive nature 

of single-cell recordings (SU), multi-unit recordings (MU) and local field potentials (LFP), these cannot 

be carried out with humans. The best measurements that can be obtained from humans come from a 

technique called electrocorticography (ECoG), which can record from regions of cortex with a spatial 

resolution that is not much worse than that of LFPs (Dubey and Ray 2019). However, while it is less 

invasive than SU, MU and LFPs, which entail penetrating cortical tissue with electrode cylinders, ECoG 
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is nevertheless too invasive for routine use as it involves placing electrodes on top of the cortical 

surface below the skull. As such, this technique is only used with patients undergoing neurosurgery 

and the sites that can be recorded from are limited to those made available by penetrations of the 

skull that are necessary as part of the surgical procedure. Thus, the vast majority of neural 

measurements in humans are carried out using non-invasive methods, which yield much coarser 

measurements. Many such techniques are available, such as electroencephalography (EEG) which 

involves measuring voltage fluctuations on the scalp that result from neural activity and 

magnetoencephalography (MEG) which involves measuring magnetic field fluctuations that also result 

from neural activity, functional magnetic resonance imaging (fMRI) which measures changes in the 

concentration of oxygen in blood vessels that accompany neural activity and positron emission 

tomography (PET) which also measures blood flow using radioactively labelled tracers in the blood, 

and optical imaging techniques that can also measure neurally-related blood flow (functional near-

infrared spectroscopy) and even directly measure neural activity itself (the event-related optical 

signal). Each has advantages and disadvantage, which include spatial resolution, temporal resolution, 

penetration depth and financial cost. Here, I will focus on EEG and fMRI since these are common 

recording techniques and they clearly demonstrate the complementary strengths and weaknesses of 

spatial and temporal resolution. 

 

1.8.1 Functional Magnetic Resonance Imaging (fMRI) 

Functional magnetic resonance imaging (fMRI) relies on magnetic properties of ions in the 

blood that change as a function of oxygen concentration. By applying a strong magnetic field, it can 

cause these ions to orient themselves along a magnetic gradient and to spin around this axis (precess). 

A radio frequency (RF) pulse is then sent at a specific frequency, which temporarily shifts this 

alignment for ions spinning at that same frequency, an event that induces a voltage oscillation that 

can be measured in a coil. By varying the strength of the magnetic field across space, the ions can be 

made to precess at different frequencies and thus ions at different locations can be disturbed 

sequentially by delivering RF pulses of different frequencies, allowing for precise localization of tissue. 

While this process offers very high spatial resolution (sub-millimetre resolution with strong enough 

magnets), there are two factors that limit its temporal resolution. One of these is a product of the 

measurement procedure since the process of delivering RF pulses sequentially means that a large 

number of pulses need to be delivered in order to generate a 3D volume. However, while in principle 

this limitation could be overcome with novel measurement strategies, the second factor is a 

fundamental biological limitation that cannot be overcome. This is the sheer sluggishness of the 



42 
 

haemodynamic response that fMRI measures compared with the neural activity it corresponds to. 

Thus, even the most sophisticated fMRI scanners are limited to 1-2 samples per second, a time frame 

that is equal to participant response times in some paradigms.  

 

1.8.2 Electroencephalography (EEG) 

Electroencephalography (EEG) involves measuring voltage fluctuations on the scalp with an 

array of electrodes arranged across the scalp (Nunez et al. 2006). When individual neurons are at rest, 

a membrane potential is maintained such that the inside of the cell is negatively charged with respect 

to the extracellular space. However, when the dendrite of a neuron receives an excitatory input, some 

of this negative charge flows outside the cell creating a current sink just outside the cell membrane at 

that location. This generates a small dipole along the length of the cell, which creates a voltage 

potential. However, a single neuron’s dipole is not strong enough to be detected on the scalp. Scalp 

potential fluctuations require the simultaneous generation of such extracellular dipoles in a large 

number of neurons simultaneously. Thus, EEG provides an aggregate measure of neural activity 

operating at a macroscale level. However, since voltage fluctuations travel almost instantaneously, 

these macroscale events are detected on the scalp immediately and therefore EEG provides excellent 

temporal resolution, limited only by the sampling rate of the recording electrodes, which can sample 

at rates that greatly exceed the frequency of neural activity that is typically observed at these 

macroscale levels. This very high temporal resolution is accompanied by very poor spatial resolution 

however. Current flow from dipole sources can be visualized as a widening cone such that a small local 

source of activity can produce a potential difference at a wide range of scalp locations. What’s more, 

due to the poorer conductivity of the skull compared with brain tissue, the passage through the skull 

incurs a spread of the signal to surrounding regions, worsening the spatial precision of the signal even 

further. Thus, overall, while fMRI has excellent spatial resolution but very poor temporal resolution, 

EEG provides the complementary scenario of very poor spatial resolution with excellent temporal 

resolution. 

 

1.8.3 Visual Signals in EEG 

Given the limited spatial resolution of EEG, recording from specific visual areas as is done in 

animal electrophysiology is not feasible because voltage fluctuations that originate from multiple 

sources become inextricably summated on the scalp. The voltage fluctuations measured following a 

single presentation of a stimulus are also highly noisy since the signal measured on the scalp is a 
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typically a combination of the evoked potential produced by the stimulus presented and a much larger 

amount of background activity stemming from various sources. However, by presenting a large 

number of trials, this background activity can be averaged out, leaving what is known as a visual 

evoked potential (VEP). This VEP contains a sequence of peaks and troughs appearing at different 

latencies, and over the years electroencephalographers have identified and labelled these as 

‘components’ based on their timing, polarity (positive or negative) and position on the scalp (Luck 

2012). The earliest component has been labelled the C1, which peaks approximately 80 ms after 

stimulus onset and whose polarity inverts depending on whether stimuli are placed in the lower or 

upper visual field. In fact, the dependency of C1 polarity and scalp distribution (topography) on 

stimulus location is more detailed (Jeffreys and Axford 1972; Clark et al. 1994) and this is a topic that 

will be addressed at length in Chapter 4 of this thesis. The next component that typically emerges is 

the P1 or P100 component (see Figure 1-8), so-called because it peaks slightly more than 100 ms after 

stimulus onset and is a positive voltage deflection. It appears occipitally and laterally on the side of 

the scalp contralateral to the stimulus location and is accompanied by a slightly later peaking 

ipsilateral counterpart (approximately 130 ms post-stimulus). The next prominent visual components 

are an anterior and posterior N1, which appear as negative troughs over frontal and parietal regions 

respectively and peak at approximately 140 ms and 180 ms post-stimulus respectively. These 

components have been assigned labels due to their consistent appearance across many different 

experimental paradigms. However, these formal labels somewhat mask the possibility that these 

components may represent rather different visual processes from one paradigm to the next as such 

differences may not result in substantial changes in the topography or timing of the components. This 

problem that the source (or most likely sources) of a given topography is/are uncertain is an issue that 

has always plagued EEG research (Grech et al. 2008). Thus, it may not be reasonable to expect a one-

to-one mapping between these visual components and specific visual areas. However, algorithms 

have been developed to make use of anatomical data from MRI to constrain the possible sources that 

may underpin a given EEG topography (Michel and Brunet 2019). Di Russo et al (2002) conducted such 

source analyses on the major early visual components, finding that the central loci of activity are likely 

in V1 for the C1 component, dorsal and ventral temporal cortical sites for the P1 component, and 

parietal sites for the N1. However, these algorithms can be used to find one, two or any number of 

dipole locations to correspond with a given EEG topography, and may find different locations 

depending on the number of dipoles that are modelled. Thus, the cortical underpinnings of visual 

activity measured with EEG remain rather uncertain. Nevertheless, the localization of the C1 

component to area V1 has been made consistently across many studies (Di Russo et al. 2002; Hillyard 

and Picton 2011) suggesting that the C1 component may present the opportunity to use EEG to study 
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visual responses in an unusually exclusive set of visual areas in humans and the topic of how isolated 

V1 activity might be in the C1 component will be addressed in chapter 4.  

 

 

Figure 1-8: Example of a visual evoked potential showing the C1 and P1 components. 

 

1.9 Goals of this Thesis 

This introductory chapter has given a general outline of how the visual system works, with a 

particular emphasis on how feedback connections can give the visual system a great deal of flexibility 

to alter its response dynamics to suit specific task demands. In particular, we have seen that the visual 

system can use attentional modulation of neuronal gain to boost the responses of selected stimuli 

while also suppressing the responses of unselected stimuli. We have also seen that attentional 

modulation of neuronal responses can depend crucially on task demands and that attention can deftly 

modulate the response to particular stimulus features in ways that are optimal for the task at hand. 

Much of the literature discussed in this introduction came from animal neurophysiology. However, 

parallel to this, a large literature about the effects of spatial attention on EEG measures of visual 

processing has also emerged. The overarching trend of this literature is that while spatial attention 

modulates visual responses early (from as early as 80 ms in some cases), the initial round of processing 

in V1 – as indexed by the C1 component of the visual evoked potential (VEP) – is not modulated by 

spatial attention (Luck et al. 2000). Given the central role of V1 as the basis from which all conscious 
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visual processing begins, the question of whether or not it is amenable to attention during the initial 

volley of information processing holds great importance for our understanding of the visual system. 

Indeed, limiting attentional modulation in V1 may play an important role in maintaining veridical 

perception (Wandell and Smirnakis 2009). However, while the vast majority of experiments that have 

assessed modulation of the C1 component by spatial attention have found null results (Heinze et al. 

1994; Johannes et al. 1995; Mangun 1995; Clark and Hillyard 1996; Bruin et al. 1998; Hopfinger and 

Mangun 1998; Lange et al. 1998; Martínez et al. 1999; Di Russo et al. 2003; Fu et al. 2005; Schuller and 

Rossion 2005; Hopfinger and West 2006; Yoshor et al. 2007; Di Russo et al. 2012; Ding et al. 2014), 

this is not true of all such experiments (Proverbio et al. 2007; Kelly et al. 2008; Poghosyan and 

Ioannides 2008; Fu et al. 2009; Fu et al. 2010; Rauss et al. 2012; Dassanayake et al. 2016). Those that 

have not found attentional modulations have tended to use simple stimuli such as geometric shapes 

or checkerboard patches in a target detection paradigm defined by slight deviations in a feature of the 

stimulus (such as size or spatial frequency). Those that have found attentional modulations have either 

used complex stimuli such as drawings of objects (Proverbio et al. 2007), multiple types of stimulus 

presented unpredictably (Poghosyan and Ioannides 2008), large salient distractors (Rauss et al. 2012), 

or stimulus compounds in which multiple stimuli are superimposed (Kelly et al. 2008; Fu et al. 2009; 

Fu et al. 2010; Dassanayake et al. 2016). This is in keeping with the general finding in animal 

neurophysiology that attention effects are strongest when stimuli must compete with one another 

(Gilbert and Sigman 2007). Curiously, the paradigm used by Fu et al. (2009) and Dassanayake et al. 

(2016) that found C1 modulations, in which a diagonal line was presented amid an array of vertical 

and horizontal lines superimposed on array of smaller crosses and participants were required to report 

whether the diagonal line was forward or backward tilted, appears quite similar to a paradigm that 

did not find C1 modulations used by Martinez et al. (1999) and Noesselt et al. (2002) in which a letter 

T amid a grid of plus signs was presented atop a 2 x 2 grid of lines and participants were required to 

report whether or not the letter T was inverted. The distinction here may lie in whether or not a visual 

feature of the target was present that was also absent from distractors, as the optimal feature gain 

theory of Navalpakkam and Itti (Navalpakkam and Itti 2007) holds that attention could modulate “off-

target” neurons in such cases. Indeed, the morphology of the letter T does contain an end-stopped 

feature – to which specific hypercomplex cells in V1 may respond (Hubel and Wiesel 1965) – that is 

not shared by the surrounding stimuli. By contrast, in the paradigm of Fu et al. (2009) and Dassanayake 

et al. (2016) only the conjunction of large size and diagonal orientation uniquely determines a target. 

Likewise, the paradigm employed Kelly et al. (2008) has been recently followed by replication attempts 

(Baumgartner et al. 2018; Alilović et al. 2019) that did not replicate the result. However, as will be 

outlined in detail in chapter 2, there are subtle differences between these experiments that allow for 
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a similar explanation for these discrepancies as that outlined above. Thus, the first goal of this thesis, 

addressed in chapter 2, will be to investigate whether the correspondence of stimulus features 

between targets and non-targets in spatially cued target detection paradigms is critical for the 

observation of modulations of the C1 by spatial attention. 

In keeping with the theme of flexible visual processing, this introductory chapter has also 

highlighted the framework of perceptual decision making in the visual system. Particularly in scenarios 

where the visual information presented is noisy or unclear in some way, another critical aspect of the 

visual system’s role in cognition is the relationship its activity bears with perceptual choices. Within 

this framework, we saw that one way to adjudicate whether or not a neural response is involved in 

driving a decision is to look at a phenomenon known as choice probability in which the same stimulus 

leads to different decisions from one trial to the next and this variability can be predicted by the neural 

response. However, we also saw that this reasoning is hampered by the possibility that the link 

between neural responses and behaviour could be entirely mediated by their mutual correlation with 

other processes, making choice probability an insufficient criterion to determine that neural activity 

is involved in a given perceptual decision. One example of such a mutual correlation that has been 

discussed prominently in the literature is the modulation of low level sensory areas by feedback from 

higher areas at late stages of the decision formation process, which allows choice probability to reflect 

post-decision feedback rather than a feedforward decision-driving relationship between the low level 

areas and the behavioural choice. Both of these sources of choice probability are likely to manifest in 

a given decision and which source dominates probably changes from early to late latencies in decision 

formation. However, the choice probability literature has not focused on the initial feedforward sweep 

of sensory processing but rather has typically taken aggregate sensory responses over longer time 

intervals. As such, the second goal of this thesis – addressed in chapter 3 – was to investigate whether 

the initial sweep of visual processing in V1 (as measured in the C1 component of the visual evoked 

potential) exhibits choice probability. Despite the resolution limits of EEG when compared to animal 

neurophysiology, the C1 component of the VEP provides a relatively pure measure of the initial 

feedforward sweep of V1 responses and can therefore make a valuable contribution to this question 

of whether such early responses can exhibit choice probability. What’s more, given the global nature 

of EEG measurement, it facilitates the measurement of potential ‘third party’ processes that may have 

a mutual correlation with the C1 and with choice behaviour, allowing these processes to be controlled 

for in choice probability analyses.  

Finally, it is a common assumption in the literature that the C1 component reflects activity 

originating in area V1 due to the reversal of its polarity between the upper and lower visual field, 

reflecting the cortical morphology of V1 whose cortical surface lies within the Calcarine sulcus and 
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whose retinotopic mapping is laid out such that the upper and lower visual fields lie on opposite banks 

of this sulcus (Jeffreys and Axford 1972; Clark et al. 1994; Kelly, Vanegas, et al. 2013). However, this 

assumption has not gone unchallenged (Edwards and Drasdo 1987; Maier et al. 1987; J. Ales et al. 

2010; J.M. Ales et al. 2010; Ales et al. 2013) since areas V2 and V3 also have opposed cortical surfaces 

for the upper and lower visual fields. Thus, in principle, the C1 component could be dominated by 

activity originating in any one of these areas or could reflect an even mixture of all three. 

Understanding the cortical underpinnings of this signal is crucially important for making accurate 

interpretations of its response dynamics in visual tasks. Given that the C1 is the only VEP component 

that could plausibly reflect activity from a single visual area, determining whether or not this is so is 

greatly important as such a signal would be a very valuable resource for visual cognitive neuroscience. 

In addition to the C1, another signal that is often purported to (at least partly) reflect V1 activity is the 

steady state VEP (SSVEP). These two signals reflect rather different types of visual response, with the 

C1 reflecting the initial sweep of feedforward processing of a discrete stimulus and the SSVEP 

reflecting a settled recurrent response to an ongoing flickering stimulus. As such, they provide 

complimentary uses to cognitive neuroscience as the signal that is most useful for a given paradigm 

would typically depend on the research question. Therefore, characterizing the cortical sources of 

both signals is of great interest to cognitive neuroscience. Previous arguments about the cortical 

underpinnings of these signal have largely relied on EEG source analysis (Di Russo et al. 2002; Di Russo 

et al. 2007), which is not sufficiently precise to rule out areas neighbouring V1 and which can yield 

different results depending on the choice of how many dipoles to model. For the C1, further 

considerations have been made of the cortical geometry of V1 in relation to the observed topography 

of the C1 as a function of visual field location, but in the absence of accompanying MRI data (Jeffreys 

and Axford 1972; Edwards and Drasdo 1987; Clark et al. 1994; Kelly et al. 2013), or on the predicted 

topographies from MRI recordings but without accompanying EEG data (Ales et al. 2010). However, 

no study to date has directly compared MRI-predicted topographies with observed C1 topography and 

no study has assessed SSVEP topography as a function of visual field location in terms of its 

correspondence with V1 geometry. Thus, the final aim of this thesis – addressed in chapter 4 – will be 

to compare observed C1 and SSVEP topographies with EEG topographies predicted from MRI data 

from the MNI-152 average brain to shed further light on the strengths of contributions to the C1 from 

areas V1, V2 and V3. 

The overarching goal of this thesis is to highlight the flexible and task-dependent nature of 

visual processing in the human brain and to investigate some of the principles underlying its dynamic 

responses to visual stimuli in different visual tasks. Furthermore, since the visual system of greatest 

interest to us is that of humans, the availability of clear visual signals from non-invasive imaging 
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techniques is of paramount importance. Thus, a secondary overall goal of this thesis is to improve our 

understanding of the cortical underpinnings of the C1 component of the visual evoked EEG potential, 

since this signal is likely to play a central role in probing the computational principles underpinning 

visual processing in the human brain. Indeed, as will be seen throughout this thesis, the response 

properties of the C1 are quite dynamic and task-dependent, demonstrating its prime use as a method 

to probe the human visual system. 
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2. Modulation of the C1 Component by Spatial Attention – An 

Investigation of Task Demands. Adapted from (Mohr et al. 

2020). 

2.1 Introduction 

Spatial attention - the enhancement of perception at certain relevant locations in space - has 

been studied particularly intensively over decades of psychophysical and human and animal 

neurophysiology research (Posner 1980; Hillyard et al. 1998; Gilbert and Sigman 2007; Carrasco 2011; 

Posner 2016). As outlined in section 1.5.1, a pervasive debate has centred on whether attention 

modulates neural activity early or late in the visual processing hierarchy. Animal neurophysiology has 

provided ample evidence that spatial attention can enhance visual evoked neural responses of 

spatially-tuned neurons in the primary visual cortex (V1) (Vidyasagar 1998; McAdams and Maunsell 

1999; McAdams and Reid 2005; Li et al. 2006; Briggs et al. 2013), though with significant variations 

depending on task-demand factors (Chen et al. 2008; Briggs et al. 2013) and stimulus contextual 

factors (Motter 1993; Luck et al. 1997; Ito and Gilbert 1999; Gilbert and Sigman 2007). There is also 

ample human fMRI evidence that spatial attention modulates BOLD activity in V1 (Martínez et al. 

1999; Martıńez et al. 2001). However, whether V1 activity is modulated specifically during the initial 

feedforward sweep of visual processing has remained unclear and controversial, partly because 

human fMRI lacks the temporal resolution to distinguish initial afferent from longer latency re-entrant 

or preparatory activity. EEG and MEG, which have much higher temporal resolution, have been used 

to measure initial afferent V1 activity via the C1 component of the VEP, which exhibits variations in 

topography across stimulus locations that are uniquely consistent with the geometry of human V1 

(Jeffreys and Axford 1972; Clark et al. 1994; Di Russo et al. 2002; Kelly, Vanegas, et al. 2013; Kelly, 

Schroeder, et al. 2013). Investigations of spatial attention modulation of the human C1 have yielded 

mixed results, with some reporting modulations (Proverbio et al. 2007; Kelly et al. 2008; Poghosyan 

and Ioannides 2008; Fu et al. 2010; Rauss et al. 2012; Dassanayake et al. 2016) but most failing to find 

a modulation (Heinze et al. 1994; Johannes et al. 1995; Mangun 1995; Clark and Hillyard 1996; Bruin 

et al. 1998; Hopfinger and Mangun 1998; Lange et al. 1998; Martínez et al. 1999; Di Russo et al. 2003; 

Fu et al. 2005; Schuller and Rossion 2005; Hopfinger and West 2006; Yoshor et al. 2007; Di Russo et 

al. 2012; Ding et al. 2014). This is in spite of the fact that these studies routinely find modulations of 

later components such as the P1 (~ 100-140 ms post-stimulus) and N1 (~ 140-160 ms post-stimulus). 

The inconsistency of C1 modulations recently became yet more puzzling when two studies conducted 

rigorous, well-powered tests of C1 modulation using the same spatially-cued target detection task as 

was used in a previous study reporting a robust modulation (Kelly et al. 2008), yet did not replicate 
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the effect (Baumgartner et al. 2018; Mohr and Kelly 2018; Slotnick 2018; Alilović et al. 2019). In the 

original study by Kelly et al. (2008), leftward or rightward tilted gratings appeared in every trial and 

participants monitored these for the presence of rare, superimposed targets, which were faint rings 

whose arc width was comparable to the spatial frequency of the gratings. As was recently pointed out 

(Kelly and Mohr 2018), there were subtle differences between the original experiment of Kelly et al. 

(2008) and the replication experiments of Baumgartner et al. (2018) and Alilovic et al. (2019) that may 

explain the discrepancy, opening up a valuable opportunity to gain new insights into the principles of 

operation of spatial attention, and most importantly, how modulation patterns are tailored to specific 

task demands. Details of two such discrepancies are given below. 

 

One difference was the level of performance feedback provided to participants. In all cases, 

task difficulty was adjusted online based on participant behaviour by moving through 11 different 

difficulty levels (determined by the extent of the luminance reduction of the ring). However, in the 

replication experiments, participants did not know their current difficulty level and were simply given 

their hit, miss and false alarm rates at the end of each block. By contrast, in the original experiment, 

participants were additionally told their difficulty level and were encouraged to try to make it to the 

hardest level. This difference could be vital as the participant’s knowledge of their attained difficulty 

level may have instilled motivation to use potentially costly attentional resources (Warm et al. 2008) 

in order to maximize their achieved difficulty level. By contrast, the provision of hit, miss and false 

alarm rates as the only feedback may not strongly motivate subjects to make their best effort because 

the adaptive staircasing allows a given set of such rates to be achievable at any difficulty level.  

 

Another discrepancy between the experiments was that the background in the original 

experiment was dark relative to the grating stimuli, and thus grating onset incurred a net increment 

in luminance at the location where the grating appeared. This meant that gratings contained both 

high- and low-spatial frequency content (Kelly and Mohr 2018). By contrast, both replications used 

pure-contrast gratings, which had a high-spatial frequency component only, and thus low-spatial 

frequencies were unique to the target stimuli where the superimposed ring induced a net luminance 

reduction. Thus, a viable strategy for task performance in the replication experiments would have 

been to focus on low spatial frequency-coding neurons (bypassing the neurons that code for the non-

target probe stimulus), a feature-selective strategy that may not be beneficial in the original 

experiment since low-spatial frequencies were not unique to the targets in that case. By this account, 

low-spatial frequency-tuned neurons in V1 may have been modulated in the experiments of 

Baumgartner et al. (2018) and Alilovic et al. (2019) but not reflected in the measured C1 component 
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because it probed only high spatial frequencies. This account is consistent with the optimal feature 

gain model discussed earlier (Navalpakkam and Itti 2007). In general, feedback provision and target-

probe feature similarity form central components to any task used to probe the operations of 

attention, yet their impact has never before been systematically examined in any human VEP study of 

spatial attention. 

 

To examine the potential influence of these task factors, three experiments were conducted 

in which participants detected targets that were superimposed on gratings, similar to the study of 

Kelly et al. (2008). Experiment 1 sought to replicate the original experiment as closely as possible, 

albeit in a different lab. The second and third experiment used a version of the task in which the 

superimposed target was a second orthogonal grating to enable more direct matching of stimulus 

features between the target and the non-target stimulus used to probe attention effects. Experiment 

2 employed two different feedback regimes reflecting the original and repeat experiments, 

respectively, while holding the target stimulus constant. Spatial attention was anticipated to modulate 

the C1 when participants were given detailed performance feedback but diminished or potentially 

absent modulation was expected when this feedback was not provided. Experiment 3 compared the 

Gabor-on-Gabor task condition to a condition in which the superimposed target was defined by a 

uniform luminance disc (dissimilar features to the probe stimulus), with feedback regime held 

constant at its high level. The hypothesis was that when target and probe features were similar, 

attention would boost target and probe features alike and that a C1 modulation would be observed. 

By contrast, when target features were dissimilar to probe features, the expectation was instead that 

attention would focus on target features only and that a C1 modulation would therefore not be 

observed as it is probed by probe stimuli.  

 

Finally, although the prevailing view is that the C1 is generated in area V1, this has not gone 

unchallenged, with suggestions that neighbouring V2 and V3 contribute as well (Edwards and Drasdo 

1987; Maier et al. 1987; J. Ales et al. 2010; J.M. Ales et al. 2010; Ales et al. 2013), highlighting the need 

to consider signal overlap when interpreting the C1 (Qu and Ding 2018). For example, since V2 and V3 

oppose V1 anatomically for much of the visual field (and consequently in terms of scalp polarity) 

modulations of all three areas may tend to cancel out on the scalp, or at least become diminished to 

the point that they are difficult to detect. Another often cited source of signal overlap is the P1, which 

is difficult to distinguish from the C1 at lower visual field locations where they are alike in polarity and 

have similar topographies (Di Russo et al. 2003). Together, these considerations motivate efforts to 

attempt to mitigate signal overlap as much as possible. Thus, in all three experiments, analyses 
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proceeded both with and without a current source density (CSD) transformation applied to the EEG 

data, which attempts to improve the spatial resolution of EEG by converting raw voltages to their 

second spatial derivative and thus isolating activity more locally situated on the scalp (Kayser and 

Tenke 2006). The comparison of CSD- and non-CSD transformed data may offer some glimpse into the 

impact of signal overlap on C1 dynamics that may not be available from either version of the data 

alone. 

 

2.2 Method 

2.2.1 Multifocal Mapping 

The C1 component of the VEP is classically observed as a negative midline Occipital deflection  

for most upper visual field locations and a similar positive deflection for lower visual field locations. 

This characteristic feature of the C1 forms an important part of the cruciform model describing the 

changes in topography as a function of stimulus location that are uniquely consistent with V1 

morphology (Jeffreys and Axford 1972). However, the precise folding pattern of the cortical surface 

along the Calcarine banks that house area V1 varies considerably between individuals (Rademacher 

et al. 1993; Amunts et al. 2000). Consequently, the visual field locations that yield the strongest 

projections onto the scalp vary accordingly from person to person. Thus, prior to each experiment, 

the pattern pulse multifocal visual evoked potential (PPMVEP) paradigm was used to map early visual 

responses of individual participants in order to choose stimulus locations with strong early visual 

activity (James 2003; Vanegas et al. 2013). The stimulus for this procedure was a “dartboard” 

composed of a checkerboard annulus with an inner radius of 2.75o and an outer radius of 7.25o. This 

stimulus was divided angularly into 32 wedges of 11.5o polar angle, each containing a 2 x 4 check 

pattern (angle x eccentricity). The wedges followed independent rapid pulse onset presentation 

protocols that were governed by a 4095 frame m-sequence (Baseler et al. 1994). These are sequences 

of binary numbers that are orthogonal to time-lagged versions of themselves. Thus, from the original 

m-sequence, taking an additional 31 time lags produced 32 independent pulse streams for the 32 

wedges. Two-frame stimulus pulses (26.6 ms) occurred at transitions from -1 (the “off digit”) to 1 (the 

“on digit”) in the m-sequence. To limit the overall pulse speed, only every fourth pulse was kept, as 

has been done elsewhere (Vanegas et al. 2013). This yielded a protocol with 256 stimulus pulses for 

each location extending across a time period of 54.6 s, which was repeated 10 times with different m-

sequences yielding 2,560 pulses per location. Note that the use of a PPMVEP mapping procedure 

replaces the probe session that was utilized in previous renditions of this experiment (Kelly et al. 2008; 

Baumgartner et al. 2018; Alilović et al. 2019). The PPMVEP was favoured here due to its ability to cover 

a greater number of spatial locations and to yield a high signal to noise ratio in a much shorter 
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timeframe than the VEP-based probe sessions used in the previous experiments (10 minute protocol, 

carried out prior to the main experiment on the same day compared to a separate probe session of 

approximately 1 hour in duration on a prior day). 

To choose locations, average epochs were taken for each wedge position and the resulting 

scalp topographies were visualized (calculated from 12 ms windows shifted by 8 ms intervals from 50 

to 90 ms). First, the data were re-referenced to the average of scalp channels and band-pass filtered 

between 1 and 45 Hz with a 4th Order Butterworth filter. Epochs were baseline-corrected to the 

average activity between -26 and 40 ms post stimulus onset and average epochs were calculated for 

each wedge position by taking the average of 100 bootstrap samples of epochs, each containing 300 

epochs. Two stimulus locations were chosen by the experimenter through visual inspection of the 

topography, employing the following criteria: i) The locations included an upper field location and a 

lower field location at an angular distance of no less than 120o, chosen to strike a balance between 

the flexibility needed to find optimal locations on the one hand and mitigation of the risk that a single 

locus of attention could be spread between two nearby locations on the other (Müller et al. 2003). ii) 

The topography showed a strong negative polarity between 70-90 ms for the upper field location and 

a strong positive polarity for the lower field location. iii) Where possible, preference was given to 

locations with a midline or near-midline topography; this was because although lateral topographies 

are consistent with V1 anatomy both near the vertical meridians and in scenarios where the Calcarine 

sulcus is not perfectly horizontal, such lateral topographies are more likely to overlap with the P1 

component of the VEP (Di Russo et al. 2002). The chosen locations for each participant are displayed 

for all three experiments in Figure 2-1. 

 

 

Figure 2-1: Polar coordinates of the chosen stimulus locations for each participant across all three 
experiments. Lower-field coordinates are shown in red while upper-field coordinates are shown in 
blue. 
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2.2.2 Experiment 1 - Ring Experiment (Reproduction of Original) 

2.2.2.1 Participants 

Sixteen healthy young adults took part in this experiment (7 Females, 13 right handed) with a 

mean age of 23.2 years (SD=2.5). They were compensated for their participation with a lump sum of 

€30. All participants gave written informed consent, were over the age of 18, had normal or corrected 

to normal vision and reported no neurological or psychiatric conditions. All operations were approved 

by the Human Research Ethics for Sciences board of University College Dublin and adhered to the 

guidelines set out in the Declaration of Helsinki. One participant who did not exhibit a clear C1 signal 

was excluded from C1 analyses (leaving a sample of N=15) but was retained for other analyses. 

 

2.2.2.2 Stimuli 

Stimuli were identical to those used in the original experiment of Kelly et al (2008), even using 

the same bitmap files (albeit on a different monitor). They were presented in a dark, sound-attenuated 

chamber on a 1024 x 768 Dell E771p CRT monitor (32.5 X 24.5 cm) at a distance of 125 cm from the 

participant who was seated upright without a chin rest in order to mimic the original setup. The stimuli 

included a probe stimulus, a target stimulus, a fixation cross, and white squares to demarcate the 

corners of the regions of space in which probes and targets appeared (see Figure 2-2A). The latter 

were square regions of 2.75o diameter centred at an eccentricity of 4o from fixation at polar angles 

indicated by the PPMVEP mapping. The squares demarcating this region were 5 x 5 pixels each 

(approximately 0.07o x 0.07o). The probe stimulus was a full contrast saturated Gabor stimulus 

presented on a grey background of luminance 38.4 cd/m2. These original stimuli were constructed 

using the 0-255 brightness scale without gamma-correction, and therefore the middle brightness of 

127 would have corresponded to a physical luminance significantly below the midpoint between the 

white (255) and black (0) luminance levels, hence creating the net luminance component in the stimuli. 

Since no record of the physical luminance of the monitor used in the original experiment was available, 

it was necessary to assume that the typical luminance and gamma-curve properties of the monitor 

used here are representative of those of the original (also a CRT monitor). Importantly, the stimulus 

properties in this experiment differ from those of the failed C1 modulation replications (Baumgartner 

et al. 2018; Alilović et al. 2019) in the same qualitative ways as the original experiment (the replication 

experiments did apply gamma-correction and probe stimuli thereby had no net luminance 

component). The Gabors were oriented at 45o or 135o degrees (randomized on each trial) with a 

spatial frequency of 5.89 cycles per degree, a sigma value of 0.648o, and truncated such that its full 

diameter was 4o. Saturation was achieved by defining the Gabor on [-1,1] space, adding 0.5 to bring 
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this to [-0.5,1.5] space, and then enforcing a maximum and minimum of 1 and 0 respectively. The net 

luminance increase was achieved by linearly translating this [0,1] space to the brightness levels of the 

monitor, which followed a gamma function with respect to luminance such that the middle brightness 

level corresponded to one quarter of maximum luminance. Thus, the resulting Gabor stimulus was 

asymmetrical such that the brightest segments had approximately four times the luminance of the 

background with the dark segments having close to 0 luminance (see Figure 2-2B). Targets were rings 

of luminance reduction of the above Gabor stimulus with an outer radius of 0.45o and an inner radius 

of 0.4o. These rings were introduced by multiplying the Gabor stimulus, prior to saturation, by a 

fraction within the confines of the ring. This fraction varied among 11 equally spaced values between 

0.4 and 0.9, which defined 11 different difficulty levels of the target (see Figure 2-2C). Note that since 

these rings were calculated prior to saturation, the rings grew darker with increasing eccentricity in 

accordance with the Gaussian profile, but the reductions were also offset somewhat by the saturation 

itself. Thus, at the outer edge where reductions were greatest, the corrected fractions of maximum 

brightness level were equally spaced between 0.424 and 0.954. At the inner edge, where reductions 

were smallest, the corrected fractions were equally spaced between 0.498 and 1.122 (note that since 

the last two of these numbers are above 1, these rings are in fact clipped, becoming slightly narrower). 

Finally, the fixation cross was a 0.44o x 0.44o vertical white cross with an arm width of 0.04o. 
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Figure 2-2: Stimuli used in experiment 1. A) Screen layout with two example stimulus locations 
marked by the eight white dots B) A probe (top) and a diagonal slice of this image (bottom) showing 
the net luminance increment. C) Odd difficulty levels. D) An example of four consecutive trials 
showing the trial by trial cue and the random inter stimulus intervals. 

 

 

2.2.2.3 Procedure 

Prior to commencement of the experimental session, participants completed the PPMVEP 

mapping protocol described above and two spatial locations were chosen for use in the experimental 

task that yielded strong early visual responses. The experimental task was a spatially cued target 

detection task. Participants maintained fixation on the central cross and were cued on a trial by trial 

basis to covertly attend to one of the two chosen locations by means of a white arrow that appeared 

between 700 and 800 ms prior to stimulus onset (uniformly distributed) for a duration of 100 ms. The 

cue-stimulus interval was jittered in this way to dampen the impact of cue-induced alpha phase-reset 

on the stimulus evoked response through phase cancellation. The stimulus then appeared (also for 

100 ms) and participants responded by mouse click to targets at the attended location, while ignoring 
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all stimuli at the uncued location. A randomly selected interval of either 1533 or 1586 ms (see Figure 

2-2D) preceded the cue for the subsequent trial, again with the 50 ms separation designed to dampen 

the impact of alpha phase-reset. Difficulty fluctuated online among 11 levels based on the participant’s 

performance. Difficulty increased by one level following two correct detections and decreased by one 

level following two false alarms or a single miss. (All counters were reset to zero upon a level change 

so a single false alarm or a single hit would be negated if the level changed; see Figure 2-3). Participants 

were given feedback upon occurrence of all of these events by means of one of four auditory tones. 

A 150 ms tone at either 800 Hz or 400 Hz indicated either the first hit or the first false alarm, 

respectively; a seamless pair of 100-ms tones (800 hz to 1066.66 hz) indicated a level up (along with a 

text print of the new level); and similarly for a level down (400 hz to 266.66 hz). Between blocks, the 

difficulty level was adjusted by taking the average level of the second half of the preceding block minus 

2 in order to facilitate an upward progression in every block. Each trial had a 17.5% probability of 

containing a target, which appeared at the attended location only. Of the remaining 82.5% of trials, 

probes appeared at either location with equal probability. To ensure that comparisons between the 

attention conditions were made based on identical stimulation conditions, trials in which targets 

appeared were not included in analyses. Blocks comprising 102 trials were divided into quarters with 

short breaks between each one. At the end of each block, participants were shown a pie chart of their 

misses and false alarms on that block as well as a trial x difficulty level line plot depicting their level 

progression since the beginning of the experiment (see Figure 2-4 for an example of such a graphical 

display). After a practice block (or more if the participant requested), participants completed ten such 

blocks totalling 1,020 trials, of which 840 were probes, yielding 210 probes for each location and 

attention condition. 

 

 

Figure 2-3: Three examples of a 9 consecutive trial sequence are shown. The abbreviations are false 
alarm (F.A.), LV (level) and correct rejection (c.r.). The colours indicate the online feedback with grey 
indicating no feedback, green indicating a “first hit” tone, red indicating a “first false alarm” tone, 
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gold indicating a levelling up tone along with an on-screen print of the new level, and blue indicating 
a levelling down tone along with an on-screen print of the new level. 

 

 

 
Figure 2-4: An example of the end-of-block feedback received by participants in experiments 1 and 
3 and the motivated condition of experiment 2. On the top, blue and red line segments show 
difficulty levels when the upper and lower locations were attended respectively, with the current 
block shown in continuous line and previous blocks shown in dashed line. On the bottom, pie charts 
show the number and proportion of misses and false alarms in the present block only. 

 
 

 

2.2.3 Experiment 2 - Feedback Experiment 

2.2.3.1 Participants 

Seventeen healthy young adults took part in this experiment (10 Females, 14 right handed) 

with a mean age of 22.1 years (SD=5.8). They were compensated for their participation with either a 

lump sum of €20 or with research participation credit. Two participants completed only one condition 

of the experiment (see “Procedure” below), leaving 15 participants who completed the full 

experiment (9 Females, 13 right handed; mean age = 21.4, SD=4.8). All participants gave written 

informed consent, were over the age of 18, had normal or corrected to normal vision and reported no 

neurological or psychiatric conditions. All operations were approved by the Human Research Ethics 

for Sciences board of University College Dublin and adhered to the guidelines set out in the Declaration 

of Helsinki. 
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2.2.3.2 Stimuli 

Stimuli were again presented on a 1024 x 768 CRT monitor (32.5 X 24.5 cm) in a dark, sound 

attenuated chamber but this time at a distance of 57 cm from the participant who was seated at a 

chin rest. As before, stimuli included a probe and target stimulus, a fixation object, and location 

markers (white squares of approximately 0.1o x 0.1o). The stimulus region was wider in this experiment 

(4.5o diameter) and presented at greater eccentricity (6o), with precise locations again dictated by 

PPMVEP mapping. The probe stimulus remained a Gabor, but this time with no net luminance 

component and it was displayed at 60% contrast against a grey background of luminance 52 cd/m2. 

As before it was oriented at 45o or 135o randomly but its spatial frequency was slightly lower (4 cycles 

per degree) and it spanned a larger area (sigma value of 1.5o, truncated such that its full diameter was 

6o). A different target stimulus was chosen in this experiment (and experiment 3) in order to facilitate 

more direct matching of stimulus features while also enabling an exploration of whether the original 

result was specific to a ring-detection task. This target was a second Gabor stimulus (superimposed 

onto the probe by arithmetic addition), which was identical to the probe but oriented orthogonally. 

Importantly, since the orientation of the probe was random, so too was the orientation of the target, 

so participants could not carry out the task by focusing selectively on either orientation. Also, since 

both target and probe were pure-contrast stimuli, their combination by arithmetic addition is also 

pure-contrast and so low frequency coding neurons that might respond to a net luminance increase 

could not discriminate between target and probe in this task. Since the probe and target shared spatial 

frequencies and since the target was the arithmetic sum of both possible probe orientations (left or 

right tilted), it was anticipated that any attentional modulation of the neuronal population that 

responds to targets would be tantamount to modulation of both neural populations that respond to 

the two possible probe orientations. Therefore, it was anticipated that focusing attention on target 

features without also modulating probe features would be difficult in this task. The target Gabor’s 

contrast varied among 11 different levels (see Figure 2-5B), equally spaced between 3% and 40% 

inclusive (40% was the maximum given the 60% probe). These constituted 11 different difficulty levels, 

analogous to the range of ring-decrements in the previous experiment. Finally, a different fixation 

object was employed in this experiment that was designed to maximize gaze stability (Thaler et al. 

2013). This was a black circle of diameter 1o with a vertical white cross of equal diameter and arm 

width of 0.15o, and a second black circle in the intersection of the arms of diameter equal to the arm 

width (see Figure 2-5A). Note that the reason this fixation object was not used in the previous 

experiment was to conform to the protocol of the original experiment as closely as possible.  
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Figure 2-5: Stimuli used in experiments 2 and 3. A) Screen layout with two example stimulus 

locations each marked by four white dots. The arrow cue was displayed at the start of the block and 

following the three short breaks but was not present throughout the trials. The fixation cross and 
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location markers however were always present. B&C) The similar-features target (orthogonal 

Gabor) and dissimilar-features target (luminance disc) shown at three different difficulty levels. D) 

Example timeline of three consecutive trials showing the random inter stimulus interval. 

 

 

2.2.3.3 Procedure 

The goal of experiment 2 was to investigate the impact of performance feedback on C1 

modulation and therefore there were two conditions: High and Low Feedback. The procedure for the 

High Feedback condition was the same as that of the previous experiment except for the following 

differences. Rather than cue attention on a trial by trial basis, attention was cued at the beginning of 

each block (and after each of the short breaks within a block). The location cued at the beginning of 

the block was random but after each short break it was swapped so that each location was cued twice 

in every block. The reason for this was to give a faster stimulus presentation rate to offset the increase 

in testing time incurred by the addition of a new task condition. Cueing in this way removed the cue-

stimulus interval of the previous experiment and thus the stimulus presentation rate was faster by 

750 ms on average. Alpha phase reset was still mitigated through the random inter-stimulus interval 

of 1,533 ms or 1,586 ms (see Figure 2-5D). Another divergence from the previous experiment was that 

blocks included 12 null trials in which no stimulus was presented at either location. These were 

randomly interspersed among stimulus trials and their purpose was to allow measurement of any 

anticipatory processes that may overlap with stimulus evoked responses in order to subtract these 

out of the final ERP measurement. However, the number of null trials ultimately proved to be too few 

and therefore they were not included in any analysis. Excluding null trials, each Feedback condition 

contained the same number of trials as the previous experiment (210 probes per condition).  

 

In the Low Feedback condition, online feedback was removed. Participants were not told their 

difficulty level nor were they made aware of them at all. The end of block feedback was limited to 

their hit, miss and false alarm rates from that block (as in Baumgartner et al. 2018; Alilovic et al. 2019), 

displayed as simple text. In order to keep participants naive to the structure of difficulty level 

adjustment, all participants underwent the Low Feedback condition first followed by the High 

Feedback condition, at which point they were informed of the rules governing level adjustment. It was 

anticipated that participants may notice the changing difficulty levels even in the Low Feedback 

condition so they were told before starting that task difficulty may fluctuate throughout the 

experiment to match their performance but that this was not important to their task and they should 

ignore it.  
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2.2.4 Experiment 3 - Target-features Experiment 

2.2.4.1 Participants 

Seventeen healthy young adults took part in this experiment (9 Females, 14 right handed) 

with a mean age of 23.5 years (SD=3.3). They were compensated for their participation with either a 

lump sum of €20 or with research participation credit if this was required for their course. All 

participants gave written informed consent, were over the age of 18, had normal or corrected to 

normal vision and reported no neurological or psychiatric conditions. All operations were approved 

by the Human Research Ethics for Sciences board of University College Dublin and adhered to the 

guidelines set out in the Declaration of Helsinki. Two participants who did not exhibit clear C1 signals 

were removed from C1 analyses (leaving a sample of N=15), but they were retained for other 

analyses. 

 

2.2.4.2 Stimuli 

The goal of this experiment was to investigate whether C1 modulation in a target-detection 

task is dependent on matching target and probe stimulus features. Therefore, this experiment 

employed two different targets. The matched target was identical to that used in the previous 

experiment. The unmatched target was a circular luminance disc of radius 0.75o and contrast (with 

respect to the average luminance of the probe grating) that varied among 11 different difficulty levels 

equally spaced between 40% and 5%, inclusive (see Figure 2-5C). It was anticipated that such a target 

should be encoded primarily by low frequency-tuned neurons and therefore the strategy of selectively 

targeting low-frequency tuned neurons for attentional modulation was viable (hence, no modulation 

of the purely high-frequency probe was expected to take place in this condition). All other stimuli were 

identical to those of the previous experiment. 

 

For the first four participants, the disc stimulus was slightly different. In place of a uniform 

disc it was a symmetrical 2D Gaussian patch with a sigma value of 0.75o, with contrast ranging from 

40% to 17.5%. Although subjects reached reasonable performance levels during recordings, they 

reported difficulty catching on to the task during initial training, hence the transition to a well-defined, 

more intuitively describable uniform disc target. Since the Gaussian/uniform disc stimuli similarly met 

the critical design feature of having lower spatial frequency content, it was assumed that all subjects 

could be pooled. The hardest contrast level was changed from 17.5% to 5% for the sharp-edge disc in 

order to maintain overall difficulty and participants reached similar difficulty levels following the 
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change. These first four subjects also had a slightly different range of Gabor target contrasts across 

the 11 difficulty levels, extending from 40% to 3% instead of 40% to 5%, the change being made in 

order to make the highest difficulty levels more attainable. Importantly, the nontarget probe stimuli 

to which the VEP responses were measured remained identical. 

  

2.2.4.3 Procedure 

The procedure was identical to the High Feedback condition of the previous experiment. Since 

the expectation was that participants would deploy different neural strategies for the two types of 

target, the Target-type conditions were carried out in separate sets of consecutive blocks (with 

condition order counterbalanced across participants) to avoid carry-over of strategy. A practice block 

was done before starting each Target-type condition. 

 

Again, for the first four participants there were some slight procedural deviations. Participants 

completed 8 blocks of 120 trials per target type (with no null trials). Targets made up 30% of the block 

and appeared at both locations with equal probability, rather than only at the attended location. The 

reason for this change was to get a higher proportion of probe trials since target trials were not 

analysed. There were also no short breaks during the blocks and the attended location remained the 

same throughout the block. Finally, the difficulty level was always set to 7 at the beginning of each 

block (which was changed to reduce the number of trials that participants spent at easier difficulty 

levels). These discrepancies were considered sufficiently minor to pool across all participants. 

 

2.2.5 Data Acquisition (all experiments) 

EEG data was recorded at 512 Hz by an ActiveTwo Biosemi system with 128 scalp electrodes 

following the Biosemi ABC layout (Biosemi, The Netherlands) and six external flat-faced electrodes 

placed above and below the left eye, on the left and right outer canthi, and on the left and right 

mastoids. Eye gaze and blinks were monitored via the four electrooculograms mentioned above and 

using an Eyelink Plus 1000 Tower system (SR Research, ON, Canada) recording at 1000 Hz. 

  

2.2.6 Data Processing 

EEG processing was carried out using a combination of inhouse Matlab scripts (Mathworks, 

The United Kingdom) and EEGLAB routines (Delorme and Makeig 2004). Continuous data were low 

pass filtered by convolution with a 77-tap hanning-windowed sinc function that provided a 3-dB corner 

frequency of 35.3 Hz and 83.5 dB of attenuation at 50 Hz (the mains frequency). Subsequently, long 
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segments of persistently high noise in individual channels were identified and interpolated. To identify 

these, the data were partitioned into short segments of 5 seconds and for each segment, low 

frequency standard deviation (following a 5 Hz low pass filter) and high frequency standard deviation 

(following subtraction of the low pass filtered data) were calculated and subjected to thresholds of 20 

V and 10 V respectively. Only long segments with a consistent sequence of 7 or more such segments 

were interpolated. If a short gap of 2 or fewer segments remained between such long segments, they 

too were interpolated. 

 

Following this, the data were re-referenced to the average of the scalp channels and low 

frequency trends were removed. To avoid distortions that can result from typical high pass filters 

(Acunzo et al. 2012), a linear detrending approach was taken instead. This entailed partitioning the 

data into 4-second segments and detrending each segment by subtracting the line of best fit from 

every electrode. The partition edges were positioned so as not to coincide with any epoch window so 

that the introduced discontinuities would not disrupt epochs. (Therefore, the segments were not 

always exactly 4 seconds in duration, but some small deviation from this). The continuous data were 

then subjected to in-house artifact detection routines to identify and label time points with electrode 

“pops”, slow drift, muscle activity and blinks. Pops were identified by the absolute value of a 20ms-lag 

amplitude difference exceeding 50V. Slow drift and muscle activity artifacts were detected using 

discrete Fourier transforms of successive one-second partitions. Slow drift was identified if a ratio 

exceeding 5:1 was found between the maximal frequency-domain amplitudes in the 0-3 Hz and the 3-

7 Hz ranges, and muscle activity was identified if a similar ratio in the 3-7 Hz and 20-40 Hz ranges fell 

below 1:2. Blinks were identified both with the eye-tracking data (for full blinks) and via the difference 

between the upper and lower vertical electrooculograms (for partial blinks), which was transformed 

by taking its first derivative (to remove any slow baseline shifts) and applying a 200 ms moving average 

(to extend blink detection to the periods immediately before and after the main blink where 

EEG/behaviour may still be affected). Data points where this signal exceeded 1V were labelled as 

blinks. Eye tracking data was used to identify saccades, which were defined as gaze displacements 

over a 10 ms period in excess of 15 times the median across all continuous data. This rather high 

threshold was chosen due to the strongly skewed nature of these measurements given that these 10 

ms intervals frequently contained little to no gaze displacement. The obtained thresholds were 0.66o 

(SD = 0.16o) in experiment 1, 0.55o (SD = 0.24o) in experiment 2, and 0.65o (SD = 0.33o) in experiment 

3. Average trial-loss rates across participants were between 17.2% and 18.8% among all conditions, 

with a maximum of 52.3% (leaving a minimum of 100 trials per participant per condition). These rates 

were between 18.8% and 21.4% with a maximum of 52.7% in experiment 2 and between 5.5% and 
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6.6% with a maximum of 18.6% in experiment 3. Following artefact detection, a copy of the data was 

subjected to a Laplace transform using the CSD toolbox (Kayser and Tenke 2006), leaving another copy 

untransformed. (Note that this means that the same data were rejected for artifacts in both raw and 

CSD-transformed data). 

 

Finally, the EEG data were segmented into stimulus-locked epochs and baseline corrected to 

a window of -50ms to 30ms. This window was chosen to take into account any potential preparatory 

activity that may extend beyond initial stimulus presentation. Since the C1 waveform onsets at 

approximately 50 ms, this baseline window is at a safe distance and should not interfere with the 

signal. Epochs were rejected if there was a blink during stimulus presentation or if within 100 ms 

before/after stimulus onset either a saccade took place or median gaze deviation exceeded 1o of visual 

angle (1.5o in experiment 1 to account for reduced eye tracking precision in the free sitting position). 

If a blink did not coincide with stimulus presentation, the epoch was retained but the period containing 

the blink was excluded from analysis. Similarly, if an EEG pop, slow-wave drift or EMG activity took 

place within a window of -100 to 150 ms centred on stimulus onset, the epoch was retained but the 

offending channel was excluded.  

 

2.2.7 Data Analysis 

2.2.7.1 Behaviour 

Behavioural analyses compared Target-type conditions in experiment 3 (Gabor/Disc target), 

Feedback conditions in experiment 2 (High/Low feedback), and visual field location for all three 

experiments (upper/lower field). In addition, since the Gabor-target condition in experiment 3 was 

identical to the High Feedback condition of experiment 2, a specific between-groups comparison of 

these conditions was also conducted (Figure 2-12). The measures of interest were response time, 

difficulty level achieved, accuracy (target hit rates), and d’. For response time and difficulty level 

analyses, each participant’s data were divided into quintile bins on each respective measure and then 

averaged across subjects, in order to provide richer behavioural data that allows examination of 

distributional differences. Accuracy and d’ were computed for the trials of each individual difficulty 

level from level 7 upwards, excluding the lower difficulty levels due to low trial counts and ceiling 

performance. Within-subjects ANOVA were used for all comparisons, except for those that included 

between experiments comparisons in which case mixed within- and between-groups ANOVA were 

used. Greenhouse-Geisser corrected p-values were used when the assumption of sphericity was 

violated.  
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2.2.7.2 C1 Measurement 

In order to account for variability in C1 topography, which may differ as a function of cortical 

geometry, electrodes were chosen individually for each participant. To do this, epochs corresponding 

to probes were separated by visual field location (upper/lower) and CSD transformation (on/off) and 

averaged across all other conditions. Thus, four electrode choices were made per participant. Butterfly 

plots and topographies were generated for each of these waveforms and the electrode that 

demonstrated the strongest C1 component with as little influence from neighbouring components as 

possible was chosen (see Figure 2-6 for a visualization of electrode choices across all three 

experiments). C1 topographies were also cross-referenced with the topographies obtained from the 

PPMVEP procedure to ensure consistency. The reader may notice a greater level of variability in 

chosen electrode positions for the lower compared with the upper visual field, with lateral choices 

made more frequently for the lower field. This is likely due to the tendency for lower-field stimuli to 

produce C1 components that are slightly contralateral in topography (Clark et al. 1994; Di Russo et al. 

2002; J.M. Ales et al. 2010; Ales et al. 2013; Kelly, Vanegas, et al. 2013). Once an electrode was chosen, 

average C1 amplitude was measured between 80 and 90 ms and upper-field amplitudes were 

multiplied by -1 to account for the flip in polarity between the upper and lower fields. This time 

window was chosen to align with the peak latency of the C1 waveform in order to maximize the signal-

to-noise ratio of C1 amplitude measurements across experiments, and follows recent demonstrations 

that C1 topographies are uniquely consistent with a V1 source even at peak latency (Kelly, Vanegas, 

et al. 2013; Kelly, Schroeder, et al. 2013). However, one important objective of this study was to 

replicate the attentional modulation reported in Kelly et al (2008) where C1 amplitude was measured 

between 50 and 80 ms and baseline-corrected to a window between -80 and 0 ms. Therefore, 

additional analyses for experiment 1 were conducted using these measurement parameters. 
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Figure 2-6: Scalp map of electrode choices for C1 measurement. Electrode choices for C1 
measurement in experiment 1 (left), experiment 2 (middle) and experiment 3 (right) are shown for 
non-CSD (top) and CSD (bottom) transformed data. Electrode choices are shown relative to the 10-
20 electrode sites that are included in the Biosemi ABC layout. 

 

C1 amplitudes were assessed for probe trials in each experiment with respect to the factors 

attention (attended/unattended), stimulus location (upper/lower visual field), experimental condition 

(High/Low Feedback in experiment 2; Gabor/Disc target in experiment 3), and CSD transformation 

(on/off). To allow for meaningful observation of interactions between CSD transformation and other 

factors given the different units involved (V for non-CSD and V/m2 for CSD), CSD and non-CSD data 

were normalized separately by dividing all values by the mean amplitude collapsed across all other 
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factors. Furthermore, a specific comparison was made between the Gabor-target condition of 

experiment 3 and the High Feedback condition of experiment 2, since these conditions employed the 

same task demands (see Results Section). A final analysis aggregated all three experiments (collapsing 

the experimental conditions of experiments 2 and 3) to provide a more highly powered test of the 

remaining factors (attention, location and CSD). Statistical significance was measured by means of 

either within-subjects ANOVA or mixed within- and between-subjects ANOVA as appropriate.  

 

2.2.7.3 P1 Measurement 

Since there were no behavioural data in the unattended condition, the P1 component was 

used to gauge the strength of spatial attentional biasing since this component is routinely found to be 

boosted by spatial attention. Both an earlier peaking contralateral (peaking between 120 and 140 ms) 

and a later peaking ipsilateral (peaking between 130 and 150 ms) P1 were measured. Since stimulus 

location differed across subjects, electrodes were chosen for each quadrant of the visual field 

separately, based on grand average topographies of subjects that had a stimulus location in that 

quadrant (again, separately for CSD and non-CSD data). P1 amplitudes were then measured in 

individual subjects for each condition within a window of 120-140 ms for the contralateral P1, and 

130-150 ms for the ipsilateral P1. Statistical analysis and data normalization of both P1s were similar 

to that of the C1.  

 

An exception was made in the case of experiment 1, where the contralateral P1 latency was 

earlier (peaking at latencies between 90 and 110 ms for lower-field stimuli and between 100 and 120 

ms for upper-field stimuli), and had already returned to baseline level by the 120-140 ms range. Thus, 

in this experiment contralateral P1 amplitudes were measured by taking the average in the 90-110 ms 

range for lower-field stimuli and in the 100-120 ms range for upper-field stimuli. Although this change 

in P1 latency was not expected, variability in P1 latency across experiments is not uncommon and its 

modulation by spatial attention does not seem to be crucially dependent on its latency (Clark and 

Hillyard 1996; Hillyard et al. 1998; Di Russo et al. 2003; Fu, J.R. Fedota, et al. 2010; Di Russo et al. 

2012). Since P1 latency is not a primary concern for this thesis, an investigation of the underlying 

causes of this latency change is beyond the scope here. Instead, measurement windows were chosen 

to take account of these cross-experiment differences in latency simply to ensure that modulations of 

the contralateral P1 could be detected reliably in order to gauge the strength of spatial attention 

deployment. While both the early and late contralateral P1 window were evident in experiment 3, 

only the late window was evident in experiment 2. For ease of comparison therefore, the later window 

was chosen for both experiments.  
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2.3 Results 

This section begins by describing the results of each of the three individual experiments, 

providing all statistical test outcomes in Tables Table 2-1 to Table 2-3, and then describes additional 

analyses conducted across multiple experiments (Tables Table 2-4 to Table 2-6). Grand average 

waveforms in all experiments (including probe trials only as target trials were omitted from analyses) 

for the upper and lower field, and for CSD- and non CSD-transformed data are shown for the C1 

component (Figure 2-9), the contralateral P1 component (Figure 2-10) and the ipsilateral P1 

component (Figure 2-11).   

 

2.3.1 Experiment 1 - Ring Experiment (Reproduction of Original) 

2.3.1.1 Behaviour 

Participants were challenged during this task as indexed by the fact that the top 20% of 

participants’ trials fell below ceiling (which was level 11) at an average difficulty level of 9.4 (SD = 0.6). 

Responses were faster in the lower visual field (p=.01) but there was no effect of visual field on 

accuracy. 

 

2.3.1.2 C1 Component: 

One participant who did not show a clear C1 waveform in the lower visual field without CSD 

transformation was excluded from analysis, leaving a total of N=15 (they were, however, included for 

the later P1 analyses). A main effect of attention (p=.006) indicated that attention boosted the C1 

component. In order to take into account the unequal overlap with the P1 component for the upper 

and lower visual fields, this analysis was repeated for each visual field separately (see Table 2-1). This 

indicated that the effect was significant in the upper visual field but marginal in the lower visual field 

(p=.055)  It is unlikely that this effect was driven by deviations in eye gaze as, in addition to rejecting 

trials with gaze deviation beyond 1.5o, average gaze deviation was measured in the direction of the 

attended location across trials for each participant and the maximum such average was 0.26o, which 

is small compared with the eccentricity of the stimulus (4o). 

 

In order to directly test for a replication of the attentional modulation reported by Kelly et al 

(2008), this analysis was repeated using non-CSD transformed data only and using a C1 measurement 

window of 50-80 ms and a baseline window of -80-0 ms, as was done in the original study. In this 

window, the effect of attention was non-significant (F(1,14)=0.85, p=.37) here. However, directly 
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comparing the data of the original study to this new replication dataset in a single mixed ANOVA 

yielded no significant interaction between experiment and attention using either the 50-80 ms 

window (F(1,24)=3.28, p=.08) or the 80-90 ms window (F(1,24)=2.35, p=.14), while the main effect of 

attention remained significant (F(1,24)=10.19, p=.004). A comparison of the present waveforms with 

those of the original study is provided in Figure 2-7.   

 

 

Figure 2-7: Waveforms demonstrating C1 modulation in the original study by Kelly et al. (2008) (left), 
the present experiment 1 (middle), and with participants from both experiments combined (right). 
Note that in order to conform to the analysis protocol of the original study, these waveforms are 
baseline corrected to the range -80 to 0 ms rather than -50 to 30 ms. 

 

 

Since there was marginal evidence that might suggest a weaker effect in the new data in the 

earlier timeframe, a formal statistical comparison of the onset latency of the attention modulation in 

the two datasets was in order. The procedure to do this was to collapse upper and lower-field 

waveforms (multiplying the upper waveforms by -1 to account for polarity inversion), and take 

jackknife samples (leaving a single subject out in turn) to find the latency at which the mean 

attentional modulation reached 30% of its eventual maximum level. This modulation onset was 

estimated at 60 ms in the original dataset and at 66 ms in the present dataset, a difference that was 

not statistically significant (t(15.59)=0.6, p=.56). Collapsing experiments, the onset latency of 

modulation was between 58.7 ms and 72.3 ms with 95% confidence. 
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2.3.1.3 P1 Components: 

Attention boosted both the contralateral P1 (p=.0002) and the ipsilateral (p=1.4 X 10-5) P1 

components.  

 

Table 2-1: Results of statistical analyses pertaining to experiment 1. Effects are written in bold 
where p<.01, in standard text weight when p<.05, and in light grey when p<.1. For brevity, non-
significant effects of higher p-value are not given, except where the absence of the effect was 
important to convey. 

 

 

 

2.3.2 Experiment 2 - Feedback Experiment 

2.3.2.1 Behaviour: 

Two subjects were excluded from this analysis as they did not complete the second half of the 

experiment (the High Feedback condition), leaving a total of N=15. These participants were also 

excluded from the later VEP analyses. 

 

The task in this experiment was challenging too, with the top 20% of trials spent at an average 

level of 9.5 (SD = 0.8). Performance improved in the High Feedback condition overall: Responses 
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became faster (p=.003), higher difficulty levels were achieved (p=.01), and accuracy was improved 

(p=.04).  

 

Because the Low Feedback condition was always carried out first, it is possible that effects of 

Feedback may be driven by effects of learning. In an effort to disentangle the two possibilities, the 

experiment was divided into four quarters with the first two stemming from the Low Feedback 

condition (see Figure 2-8) in order to compare the jump in performance between the second and third 

quarters (which differ in terms of both feedback and time on task) to the jumps between the first two 

and the last two quarters (which differ in terms of time on task only). The rationale was that an effect 

of feedback itself should manifest as a large jump at the transition between low and high feedback 

with relatively smaller jumps between the other quarters. Indeed, the jump at transition for response 

time was significantly larger than the other two jumps (F(1,14)=11.72, p=.004), reflecting an effect of 

feedback. However, jumps in difficulty level between quarters did not differ significantly in their 

magnitude (F(1,14)=1.05, p=.32). 

 

 

Figure 2-8: Response time and average difficulty level across each quarter of experiment 2. The bar 
plots are colour-coded according to feedback condition but since the Low Feedback condition was 
always done first, the two halves of that condition correspond to the first two quarters of the 
experiment. 

 

2.3.2.2 C1 component: 

A main effect of attention indicated that attention boosted the C1 (p=.02). However, this 

effect did not interact with Feedback condition (p>.1), or indeed any other factor. Five participants in 

this experiment had average gaze deviations towards the attended location in excess of 0.3o, of which 
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one had already been excluded on the basis of not completing the High Feedback condition. To rule 

out a potential role of eye gaze deviation in generating this result the analysis was repeated with these 

additional four participants excluded, which retained the significant effect of attention on the C1 

(F(1,10)=7.22, p=.02). Moreover, there was no correlation between the magnitude of gaze deviation 

toward the cued location and attentional modulation of the C1, with the relationship in fact trending 

in the opposite direction (r=-.28, p=.31). 

 

Again, in order to take into account the unequal overlap with the P1 component for the upper 

and lower visual fields, this analysis was repeated for each visual field separately. Since exclusion of 

the four participants whose average gaze deviation exceeded 0.3o did not affect the above results, 

they were included in this analysis. In the upper visual field, the effect of attention was exhibited 

(F(1,14)=5.7, p=.03). However, in the lower visual field, the effect was marginal (F(1,14)=4.0, p=.06). 

 

2.3.2.3 P1 components: 

Both the contralateral (p=2.4 X 10-5) and ipsilateral (p=3.3 X 10-7) P1 components were 

boosted by attention. Furthermore, feedback level interacted with this effect, demonstrating that 

attention boosted both the contralateral P1 (p=.01) and the ipsilateral P1 (p=.03) more in the High 

feedback condition than in the Low feedback condition.   
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Table 2-2: Results of statistical analyses pertaining to experiment 2 (Feedback experiment). Where 
significant interactions are found across quintiles in the behaviour, follow-up contrasts are 
additionally stated to further indicate the nature of the interaction. 

 

 

 

2.3.3 Experiment 3 - Target-type Experiment 

2.3.3.1 Behaviour: 

In this experiment, participants achieved an average level in their top 20% of trials of 9.8 (SD 

= 0.6). As in experiment 1, responses were faster in the lower visual field (p=.01). Behaviour also 

differed by target type. Responses were slower when detecting a Gabor target than when detecting a 

disc target (p=.002).  

 

2.3.3.2 C1 Component: 

Two participants who did not show a clear C1 component in either or both visual fields were 

excluded from this analysis, leaving a total of 15. They were, however, retained for the subsequent P1 

analyses. 



75 
 

 

Attention did not significantly modulate the C1 component in this experiment overall (p=.85). 

However, there were significant interactions indicating that the impact of attention depended on 

Target-type, visual field location and CSD (see Table 2-3 and Figure 2-9). Follow-up analyses revealed 

that while attention did not modulate the C1 for either target type in either visual field when CSD 

transformation was applied, attention significantly suppressed the C1 in the upper visual field when 

the target was a Gabor (p=.005), but only when no CSD transformation was applied. Furthermore, a 

significant main effect of Target-type indicated that C1s were smaller when the target was a Gabor 

than when the target was a disc (p=.003).  

 

It is unlikely that this effect was driven by deviations in eye gaze as, in addition to rejecting 

trials with gaze deviation beyond 1o, average gaze deviation was measured in the direction of the 

attended location across trials for each participant and the maximum such average was 0.11o, which 

is small compared with the eccentricity of the stimulus (6o). 

 

2.3.3.3 P1 Component (contralateral) 

There was a main effect of attention on the contralateral P1 (p=.0009) but this was 

accompanied by an interaction with location (p=.047) and follow up analyses revealed that while the 

effect was significant in the upper field (p=.0002), it was non-significant in the lower field (p=.5). There 

was also a significant location by CSD interaction, reflecting a reduction of the upper-field P1 

amplitude by CSD transformation (p=.003). A three-way interaction between attention, location and 

CSD further indicated that CSD reduced the size of the attention effect in the upper field. Note that 

these results mirror the C1 suppression that was eliminated by CSD transformation, an observation 

that will be revisited in the discussion.  

 

2.3.3.4 An early onset of the contralateral P1 

Upon visual inspection of the contralateral P1 waveforms for experiment 3, it appeared that 

the P1 attention effect had a particularly early onset in the specific case of the Gabor target in the 

upper field, without CSD transformation (Figure 2-10, top of 3rd column) - the same condition that 

showed a paradoxical reverse C1 modulation. To explore the possibility that the latter effect may be 

driven by the overlapping P1 effect, an ANOVA was run on amplitudes measured from P1 electrodes 

but in the early 80-90 ms time range coinciding with the C1. This revealed an attention x Target-type 

interaction (F(1,16)=5.11, p=.04), which was followed by a Gabor target-specific interaction among 
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attention, location and CSD (F(1,16)=5.8, p=.03). This indicates that the P1 onset early in the upper 

visual field specifically for the Gabor target without CSD transformation. 

 

2.3.3.5 P1 Component (ipsilateral): 

The ipsilateral P1 was boosted by attention (p=7.2 X 10-9) and there were no accompanying 

interactions. 
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Table 2-3: Results of statistical analyses pertaining to experiment 3 (Target-type experiment) 
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Figure 2-9: Grand average C1 waveforms. C1 waveforms are shown for each experiment individually 
(left three columns) and for all experiments combined (right column), both with and without CSD 
transformation and for both the upper and lower visual field. The topographies on the right are 
based on all experiments combined and show the response to probes for attended and unattended 
trials collapsed. The left column corresponds to probes shown in the left visual field and the right 
column corresponds to probes shown in the right visual field. Note, however, that electrodes for C1 
measurement were chosen on an individual basis, and therefore these topographies do not 
precisely reflect the amplitudes of the individually measured C1s used in the waveform plots and 
statistical tests. For a depiction of the channels used for C1 measurement, the reader is directed to 

the electrode choices outlined in Figure 2-6. 
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Figure 2-10: Grand average P1 (contralateral) waveforms. Contralateral P1 waveforms are shown 
for each experiment individually (left three columns) and for all experiments combined (right 
column), both with and without CSD transformation and for both the upper and lower visual field. 
The topographies on the right are based on all experiments combined and show the response to 
probes for attended and unattended trials collapsed. The left column corresponds to probes shown 
in the left visual field and the right column corresponds to probes shown in the right visual field. 
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Figure 2-11: Grand average P1 (ipsilateral) waveforms. Contralateral P1 waveforms are shown for 
each experiment individually (left three columns) and for all experiments combined (right column), 
both with and without CSD transformation and for both the upper and lower visual field. The 
topographies on the right are based on all experiments combined and show the response to probes 
for attended and unattended trials collapsed. The left column corresponds to probes shown in the 
left visual field and the right column corresponds to probes shown in the right visual field. 

 

2.3.4 Comparing experiments 2 and 3 

The High Feedback condition of experiment 2 and the Gabor-target condition of experiment 

3 were in fact identical protocols, except that participants in experiment 2 had all previously 

completed the Low feedback condition whereas participants in experiment 3 had high feedback from 

the start. It was therefore surprising that these two conditions displayed different patterns of VEP 

effects. To establish whether this reflects a statistically reliable difference between the experiments, 

additional ANOVAs were conducted on the data of just those matching conditions with the between-

groups factor of experiment included.  
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2.3.4.1 Behaviour 

Overall, Gabor-target detection performance in experiment 3 was better than in experiment 

2 (see Figure 2-12). Note that this is despite the fact that the first four participants of experiment 3 

underwent a slightly more difficult version of the experiment (see Methods section 2.2.4.2). 

Participants spent more time at the highest difficulty levels (Quadratic contrast, p=.024), their target 

accuracy was superior especially at these higher levels (linear contrast p=.007), and target sensitivity 

(d’) was also higher (p=.02). Response time patterns appeared not to reliably differ across 

experiments, in that no main effect or interactions involving experiment reached significance. 

 

2.3.4.2 VEP Components 

As expected, there was a significant experiment x attention interaction (p=.02) due to the C1 

attention effect being present in the Feedback experiment but not in the Target-type experiment. This 

interaction was modified by further interactions with CSD and location (see Table 2-4), again reflecting 

the specificity of the reverse-modulation effect to the upper field, Gabor-target condition without CSD 

in experiment 3.  

 

For the contralateral P1, there was a significant attention by experiment interaction (p=.01) 

indicating a larger effect of attention on the P1 in the Feedback experiment. There was also a 

significant four-way interaction across all conditions, indicating two things: 1) CSD reduced the 

attention effect for the upper field in the Target-features experiment more so than in the Feedback 

experiment, mirroring the similar removal of C1 suppression, and 2) Attention boosted the P1 across 

the board except for the lower visual field in the Target-type experiment. 
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Table 2-4: Results of statistical analyses comparing the High-feedback condition of experiment 2 to 
the Gabor-target condition of experiment 3 
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Figure 2-12: Behaviour compared between the Gabor-target condition of experiment 3 and the High 
feedback condition of experiment 2. Response times (A), difficulty level (LV) achieved (B), target 
accuracy/hit rate (C) and d’ (D) are depicted, broken down by experiment and visual field location. 
Adjacent to each figure are difference plots showing the difference between the experiments (top) 
and between visual field locations (bottom).  

 

2.3.5 Collapsing across all experiments 

Although each experiment had a distinct goal, all three employed highly similar target 

detection tasks of comparable difficulty, presenting an opportunity for a highly-powered statistical 

test by pooling data across experiments. To do this, the High and Low Feedback conditions of 

experiment 2 were averaged and the Gabor and Disc target conditions of experiment 3 were averaged, 

leaving attention, visual field location and CSD transformation as within-subjects factors, and 

experiment as a between-groups factor. This yielded a sample size of N=45 for the C1 analysis and 

N=48 for the P1 analyses. 

 

2.3.5.1 C1 Component: 

A main effect of attention indicated that spatial attention boosted the C1 overall (p=.001). 

This was accompanied by no significant interaction, though a number of interactions approached 
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significance (see Table 2-5). In order to take into account the unequal overlap with the P1 component 

for the upper and lower visual fields, this analysis was repeated for each visual field separately. In this 

vein, the above main effect of attention was present both in the lower (F(1,42)=6.36, p=.02) and in 

the upper visual field (F(1,42)=9.52, p=.004). 

 

2.3.5.2 P1 Component (contralateral): 

Attention boosted the contralateral P1 overall (p=1.2 X 10-10), and this effect interacted with 

experiment, CSD transformation and visual field (see Table 2-5). Follow up analyses indicated that the 

attention effect was diminished by CSD and was smaller in the lower visual field. 

 

It is commonly stated that the overlap between the lower-field C1 component and the 

contralateral P1 component can make interpretation of lower-field C1 effects difficult (Di Russo et al. 

2003; Fu, J. Fedota, et al. 2010; Ding et al. 2014; Dassanayake et al. 2016). This issue was addressed in 

the present dataset by testing for amplitude effects at the P1 electrodes but during the same time 

window as that used to measure the C1 (80-90 ms). In this time window, a small but significant effect 

of attention on the P1 remained (F(1,45)=4.8, p=.03) but an interaction between attention and 

component indicated that the attention effect was stronger at the C1 than the P1 electrodes in this 

time range (F(1,42)=5.56, p=.02).  

 

2.3.5.3 P1 Component (ipsilateral): 

Attention boosted the ipsilateral P1 overall (p=6.0 X 10-18). 
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Table 2-5: Results of statistical tests collapsed across all three experiments. 

 

 

 

2.3.6 C1 by latency range 

One of the central questions relating to C1 modulation by attention pertains to the time-frame 

in which the modulation occurs. This was addressed by progressively moving the C1 measurement 

window back by 5 ms at a time until the effect was no longer significant when collapsed across 

experiments (see Table 2-6). Measured between 75 and 85 ms, the C1 remained stronger at attended 

locations (p<.05). However, the effect was lost between 70 and 80 ms (p>.1).  
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Table 2-6: Results of statistical tests comparing different latency windows for measurement of C1 
amplitudes 

 

 

 

2.4 Discussion 

Despite a robust past demonstration of C1 modulation by spatial attention (Kelly et al. 2008), 

two recent, well implemented replication attempts (Baumgartner et al. 2018; Alilović et al. 2019) 

failed to reproduce the result. This hints at the possibility that subtle differences between the 

experiments may shine light on fundamental principles of the operation of spatial attention during 

early visual processing. The aim here was to more closely replicate the original experiment, and hence 

potentially the effect, reported by Kelly et al. (2008) in experiment 1. Experiment 2 tested the 

hypothesis that the strength (or even presence at all) of a C1 spatial attention modulation is influenced 

by the extent of performance feedback that is given to participants. Finally, experiment 3 tested the 

hypothesis that a C1 modulation occurs in a spatially cued target detection task when the target and 

probe share stimulus features but that the effect is eliminated if the target is identifiable by stimulus 

features that are absent in the probe. To the author’s knowledge, this represents the first systematic 

examination of the impact that target stimulus-features have on the emergence of C1 modulations. 

Others have demonstrated that the C1 attention effect is moderated by perceptual load (e.g. Fu et al 

2009; Fu et al. 2010) and there have been mixed reports regarding the impact of attentional load 

(Rauss et al. 2012; Ding et al. 2014) but to date there has been no VEP investigation into the impact of 

the specific task demands imposed by the conjunction of stimulus features held by the target stimulus 

and by the probe stimulus used to measure the attentional effect.  

 

Collapsing across all three experiments, yielding a highly powered test (N=45), it emerged 

that, overall, spatial attention boosted the C1 by approximately 11%. This was accompanied by the 
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typically observed modulation of the P1 component (52% and 94% for the contralateral and ipsilateral 

components, respectively), thus validating that attention was indeed strongly deployed. Crucially, the 

C1 effect was also present individually in experiment 1, thereby replicating the original study (Kelly et 

al. 2008), though a later primary measurement window was used here. While the effect was non-

significant when using the original 50-80 ms window, directly comparing the original and new datasets 

in this window found no significant difference in magnitude, nor was there a difference in the onset 

latency of the attention modulation. Although this was necessarily a between-groups comparison and 

was thus underpowered to detect more subtle differences, the modulation onset latency was 

numerically similar (60 compared with 66 ms), and the 95% confidence interval for the modulation 

onset of the pooled data (N=26) spanned 58 ms to 72 ms, a range that is well within the rising phase 

of the initial afferent response reflected in C1 (Foxe and Simpson 2002). Finally, it is unlikely that this 

effect was driven by overlap with the P1 component as the effect was also present when considering 

the upper visual field alone (where the modulation runs counter to that of the P1).  

 

Attention boosted the C1 in experiment 2 as well. Again, this was also true when considering 

the upper visual field in isolation, arguing against the possibility that this was due to overlap with the 

P1 component. This effect represents a second reproduction of the C1’s modulation by spatial 

attention in a task condition that differed in several ways, including the different target stimuli 

employed, the different size and eccentricity of the stimuli, the different relative levels of background 

luminance, and different attentional cueing regimes (blocked rather than trial by trial). This suggests 

that such modulation is not confined to some specific, arbitrary set of task conditions. Although 

attention boosted the C1 in this experiment, the extent of performance feedback provided did not 

have any effect on the size of this modulation. This was despite the fact that high feedback increased 

the attention effect of both the contralateral and ipsilateral P1 components. Because the High 

Feedback condition was always carried out second, it is imperative to consider the possibility that an 

effect of feedback may in fact be an effect of learning. Indeed, an analysis of behavioural improvement 

throughout experiment 2 suggested that both learning and feedback had an influence. While response 

time improvements were driven mostly by feedback, the improvements in difficulty level were less 

clearly distinguishable from one arising from learning alone. It is difficult to disentangle the influence 

of feedback from learning since a primary effect of feedback is to enhance learning, and we do not 

know what the learning curve would have looked like in the absence of the change of feedback. Thus, 

it is not certain whether the effect of feedback condition on the P1 attention effect was driven by an 

improvement due merely to time and/or to the better feedback. It is interesting to note that the 

attention effect presented as a reduction in unattended P1 amplitude under high feedback without 
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any change in attended P1 size, which mirrors previous research in the perceptual learning domain 

that demonstrates improved suppression of the P1 to distractor stimuli (Berry et al. 2009) but no 

change in P1 amplitude to target stimuli (Pourtois et al. 2008).  

 

By contrast to the first two experiments, attention did not boost the C1 in experiment 3. In 

fact, it was actually suppressed in the upper visual field, but with no modulation in the lower visual 

field and no modulation at all for the condition in which the target was a disc. While this absence of a 

modulation for the disc-target condition was consistent with the hypothesis that modulation would 

not be observed when target features were not matched to the probe, the suppressive effect in the 

condition with overlaid Grating targets was unexpected. Although these data do not offer direct 

means to definitively resolve this, what follows is a discussion of several results that together point to 

one potential explanation, namely that the subjects of experiment 3 learned a superior strategy for 

performing this texture-based task involving early enhancement of area V2, whose polarity on the 

scalp opposes that of V1. 

 

The upper-field C1 suppression was accompanied by the conspicuous absence of a 

contralateral P1 modulation in the lower visual field, and both of these findings were unique to 

experiment 3, despite the fact that the matched-target condition in this experiment was ostensibly 

identical to the High Feedback condition of experiment 2. Although identical in physical stimulation, 

the participants encountered these conditions in different contexts. In experiment 2, they performed 

the condition straight after a set of blocks with no feedback, whereas in experiment 3 participants had 

feedback from the start of the experiment and these latter participants performed significantly better. 

There is evidence from the perceptual learning literature that while feedback-free learning does take 

place, it can be inferior to feedback-assisted learning in some contexts and this shortfall can 

sometimes fail to be corrected by the subsequent introduction of feedback (Mckee and Westhe 1978; 

Shiu and Pashler 1992; Crist et al. 1997; Herzog and Fahle 1997; Petrov et al. 2006). This suggests that 

the superior performance observed in experiment 3 is likely to be a result of improved learning that 

was facilitated by the richer feedback provided from the start. In particular, these subjects may have 

learned a superior strategy tailored to the properties of these stimuli and their encoding in the visual 

system. Although the initial assumption was that discrimination decisions in this task would be derived 

from low-level neurons tuned to either of the individual orientations, the superimposition of the two 

orientations within a target creates a texture pattern from its consistent sequence of local luminance 

variations (Beck 1983; Rosenholtz 1999). V2 has been shown to be more selective for textural 

information than V1 (Merigan et al. 1993; Freeman et al. 2013; Yu et al. 2015; Ziemba et al. 2016), and 
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thus may have been selectively utilized to distinguish targets from single-orientation probe stimuli. V2 

also opposes V1 geometrically for much of the visual field (and principally at the same spatial locations 

as were typically chosen in this study), and would therefore produce scalp potentials of opposite 

polarity to those originating in V1 (Schroeder et al. 1991; Schroeder et al. 1998; Wandell et al. 2009; 

Ales et al. 2013). Furthermore, while V1 is generally thought to be the primary source of the C1 

component, it is unlikely that it is the sole contributor and there are suggestions that V2 (and possibly 

V3) could make a comparably strong contribution (e.g. J.M. Ales et al. 2010). This raises the possibility 

that the observed suppression of the C1 by attention in this task could be explained by a spatial 

modulation of V2 rather than V1. There are a number of aspects of the results presented here that 

are consistent with such a view: 1) CSD transformation eliminated the C1 suppression effect but it did 

not eliminate any of the other attentional modulations. This suggests encroachment from an 

overlapping signal (itself modulated by attention), which was mitigated by the improved spatial 

resolution of CSD. Given that V2 and V1 produce potentials of reverse polarity and both are purported 

to contribute to the C1 (though to different extents), V2 is a good candidate source for such an 

overlapping signal. 2) C1 responses in experiment 3 were significantly larger when the target was a 

disc than when the target was a Gabor. Importantly, the stimulus eliciting the measured C1 responses 

was identical in both of these cases, suggesting an overall task-based modulation of the C1. Since the 

disc target is not amenable to the same texture-detection strategy as is the Gabor target, V2 may have 

been preferably boosted during the Gabor-detection task, thereby reducing overall C1 amplitude. 3) 

Attentional modulation of the P1 component in the upper visual field began at an early latency that 

coincided with the C1 time range and this early onset was eliminated by CSD transformation (which 

did not eliminate the modulation at its later latency). Again, this implies that the early portion of the 

modulation stemmed from a separate source to that of the P1. This early, positive-going modulation 

in the upper visual field is again consistent with a V2/V3 source. What’s more, upper-field P1s were 

larger than lower-field P1s, but CSD transformation brought them to an equal amplitude. The P1 would 

tend to be boosted by V2/V3 in the upper field but suppressed in the lower field so this finding is also 

consistent with V2 recruitment in this task. 4) Both the absence of a lower-field counterpart to the C1 

suppression effect and the conspicuous absence of a lower field P1 modulation (to mirror the strong, 

early, upper-field modulation) could be explained by the two modulations cancelling out since they 

would have had opposite polarity. Thus, V2 modulation offers a unifying explanation for a wide range 

of the peculiar VEP effects observed in this experiment. 

 

While the above considerations make V2 overlap a tantalizing explanation for the observed 

C1 suppression and contralateral P1 non-modulation, there are a number of caveats that need to be 
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taken into account. While the absence of a lower-field C1 suppression effect could be explained by a 

cancellation of V2 and P1 modulations, it is still surprising that the lower-field P1 modulation would 

not appear at any latency. What’s more, the lower-field P1 was not modulated in the disc detection 

task either, but in this case there was no accompanying upper-field C1 suppression. Also, while CSD 

transformation eliminated the C1 suppression effect, it did not introduce a lower-field P1 modulation, 

which is difficult to reconcile with the idea that the two effects are linked via overlap with V2. All of 

this suggests that the upper-field C1 suppression and lower-field P1 non-modulation may not actually 

be linked, with C1 suppression representing a target-specific effect and the separate P1 non-

modulation representing a target non-specific effect. This leaves us with a convincing suggestion that 

attention was allocated asymmetrically between the upper and lower visual field in this experiment. 

Indeed, performance in texture discrimination tasks varies considerably across the visual field, with 

performance maximal at intermediate eccentricities where spatial resolution is ideally suited to 

aggregate the local luminance fluctuations that constitute texture (Yeshurun and Carrasco 1998; 

Carrasco 2011). Furthermore, there is a performance discrepancy in these tasks between the upper 

and lower visual field whereby performance peaks at greater eccentricities in the lower visual field, 

due to its generally higher spatial resolution at all eccentricities (Talgar and Carrasco 2002; Carrasco 

2011). In fact, inspecting figure 2C in (Talgar and Carrasco 2002), it seems that the eccentricity of the 

stimuli used in the present experiment (6o) falls close to both cued and uncued peak performance for 

the lower visual field, but that for the upper visual field, uncued performance peaks at lower 

eccentricities (between 3o and 4o) while cued performance peaks between 4o and 5o. This suggests 

that the upper visual field may have elicited a greater need for attentional modulation than the lower 

visual field in the present task. While it may be difficult to draw a numerical parallel across these 

experiments in terms of the performance functions of eccentricity given that Talgar and Carrasco used 

different stimuli to ours and placed them along the vertical meridian, the idea is nevertheless 

supported by the fact that performance in the present task was inferior in the upper visual field 

(suggesting a greater need for attentional improvement). However, despite considerable performance 

variability across the visual field, sustained attention appears to improve performance comparably at 

all eccentricities (Yeshurun et al. 2008) and to the author’s knowledge there is no evidence of spatial 

attentional asymmetries between the upper and lower visual field in texture discrimination tasks. 

Nevertheless, given the striking asymmetry observed in VEP modulation dynamics in the present 

experiment, it is difficult to imagine that attention was not exerted asymmetrically between the two 

visual fields. Notably, this is not the first demonstration of a specifically upper-field reduction in C1 

amplitude in the context of a visual texture discrimination task (Pourtois et al. 2008). In that case the 

reduction was as a result of perceptual learning rather than spatial attention but the same arguments 
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in favour of V2 involvement could still apply. Similarly to the upper-field suppression effect evident in 

the present data, this effect also stands in contrast to reports of increased C1 amplitude by learning 

(Bao et al. 2010; Zhang et al. 2015), which were observed instead in the context of orientation 

judgement tasks. Thus, the unusual upper-field suppressive effect of the C1 observed here and its 

discrepancy with respect to other findings in the literature is strikingly mirrored in the perceptual 

learning domain where the discrepancy also aligns with the context of making textural versus non-

textural judgements. This lends support to the suggestion that differential emphasis on texture 

detection is a viable explanation for the discrepancy in the present experiment. It is therefore 

tempting to conclude that the divergent strategy between experiments 2 and 3 was that in experiment 

3, V2 was selectively boosted in the upper visual field in order to better detect a textural target (a 

strategy that was missed by participants in experiment 2 due to the less optimal learning conditions). 

While this idea provides a unified explanation for a number of the results presented here that would 

otherwise be difficult to link (C1 suppression by attention, C1 suppression under grating (as opposed 

to disc) target conditions, the early onset of the P1, the superior performance in experiment 3 

compared with experiment 2), it is nevertheless quite a speculative account and purpose-built 

experiments need to be conducted in the future to address the question. The V2 account does not 

address the absence of a lower-field P1 modulation for both target types in experiment 3 however. 

With this finding, it seems likely that attentional selectivity took place at a later latency for lower-field 

stimuli in this experiment, although the reason for this is unclear. Thus, the full gamut of unexpected, 

asymmetric attention patterns in this experiment clearly call for further dedicated investigation to 

fully resolve them. 

 

Whatever the neural underpinnings of the asymmetrical VEP effects in experiment 3, it seems 

quite likely that they correspond to an adaptive strategy that was suited to this particular target-

detection task, which participants tended not to learn without the aid of performance feedback. 

Therefore, it is difficult to say how representative the results of this experiment are to the wider 

context of target-detection tasks. Thus, while this experiment does not support the core hypothesis 

that C1 modulation by spatial attention relies on feature-matching of the target and probe stimuli, it 

is difficult to draw a strong conclusion on this question based on this experiment. In fact, one could 

contend that this question remains very much open for a number of reasons. Comparison between 

experiments continues to suggest that C1 modulations do depend on target feature matching as the 

experiments that showed the modulation matched target features - experiments 1 and 2 here and 

Kelly et al. (2008) - while the experiments that did not show the modulation did not match target 

features in that low spatial frequency components that were present in the target were absent in the 
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nontarget probes (Baumgartner et al. (2018), Alilovic et al. (2019); see introduction), and the disc-

detection condition of experiment 3 here, with the only anomaly being the Gabor-detection condition 

of experiment 3 discussed above. Indeed, the very fact that C1 modulation dynamics were different 

between experiments 2 and 3 and between the Gabor and disc-detection tasks suggests that early 

visual responses are amenable to top-down control and that this top-down control can be exerted 

flexibly depending on the nature of the task. Nevertheless, a clear and direct demonstration that C1 

modulation relies on feature similarity between the target and probe remains to be shown. Future 

research might compare, within subjects, the stimuli used in experiment 1 here and in Kelly et al. 

(2008) with those used by Baumgartner et al. (2018) and Alilovic et al. (2019) to test this hypothesis 

further. It will also be incumbent for future research to explore alternative feature-matched targets 

to clarify how general this C1 modulation is to different target-detection contexts. 

 

2.5 Conclusion 

The question of whether spatial attention modulates the C1 component of the visual evoked 

potential has been controversial for a number of decades. With a large number of subjects (N=45) the 

present data show that the C1 can be modulated by spatial attention, at least under some 

circumstances. Performance feedback did not affect the size of this effect and while the impact of 

target-probe feature similarity was not entirely clear, no modulation was observed when target and 

probe features were mismatched, as expected. One factor that may consistently bring difficulty to the 

detection of C1 modulations is that overlapping signals of opposite polarity, such as V1 and V2, may 

contribute to the component, each potentially exhibiting modulations of opposite polarity that cancel 

out on the scalp. Future research of the C1 component will benefit greatly from reliable methods of 

resolving distinct contributions from different sources. Another such factor is that the deployment of 

attention at this early processing stage may be flexible yet specific, making the observation of 

modulations particularly sensitive to the nature of the task. While the data presented here have not 

decisively demonstrated this factor, it remains an exciting avenue for future C1 research. Indeed, the 

very fact that the C1 seems more sensitive to particular aspects of the experimental paradigm than 

are later components such as the P1 and N1, make it an ideal component to probe the nuanced 

strategies that the human brain employs in the direction of its attentional resources.  

This chapter has demonstrated that the C1 component is amenable to top-down control by 

spatial attention but that these modulations are not always applied and that the particular demands 

of the task may determine when the C1 is or is not modulated by spatial attention. These findings are 

in keeping with the general theme from the animal literature discussed in chapter 1 that visual 

processing and its modulation by top-down factors is flexible and responsive to differing task 
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demands. The next chapter will look at this issue from another perspective by examining choice 

probability in the C1 and investigating whether any choice probability that the C1 might exhibit is 

dependent on task demands.  
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3. The C1 component displays choice probability in a contrast 

judgement task 

3.1 Introduction 

When an observer makes a difficult perceptual decision about a sensory stimulus, the decision 

can differ between multiple exposures of the same stimulus. A small but consistent proportion of this 

trial to trial variability in behaviour (typically between 51% and 55%) can be explained by trial to trial 

variability in the response of individual sensory neurons (Britten et al. 1996; Shadlen et al. 1996; Parker 

and Newsome 1998) - a phenomenon that has been termed ‘choice probability’. Choice probabilities 

have been observed across a wide variety of tasks and sensory domains, and are dependent on the 

utility of the sensory neuron for the task at hand, i.e. the neuron must represent the physical attribute 

of the stimulus to be discriminated (Britten et al. 1996; Shadlen et al. 1996; Parker and Newsome 

1998; Dodd et al. 2001; Romo et al. 2002; Uka and DeAngelis 2004; Liu and Newsome 2005; de 

Lafuente and Romo 2006; Nienborg and Cumming 2006; Cohen and Newsome 2009; Nienborg and 

Cumming 2009; Price and Born 2010; Wimmer et al. 2015; Michelson et al. 2017 Oct 22; Bondy et al. 

2018; Yu and Gu 2018; Jasper et al. 2019; Kang and Maunsell 2020). This literature demonstrates that 

choice probabilities often emerge early following stimulus onset (from approximately 100 ms based 

on observation of waveforms – onset time is seldom reported explicitly) and tend to grow throughout 

the remainder of the trial. The degree of choice probability is positively correlated with the sensitivity 

of the sensory neuron to the attribute being detected/discriminated (Nienborg et al. 2012), and to the 

higher positioning along the cortical hierarchy of the sensory area from which the neuron is recorded 

(de Lafuente and Romo 2006; Crapse and Basso 2015). These dynamics have lead many investigators 

to interpret choice probabilities within a feedforward framework whereby sensory information is 

passed up through a sensory pathway culminating in perceptual choices that are based mostly on the 

terminal stages of that pathway than on the earlier stages. 

This conclusion is complicated however by the classic difficulty in inferring causation from 

correlation. While a causal relationship between a neural response and the decision (a feedforward 

account) is one possible interpretation it is also possible that the relationship is driven by a mutual 

correlation from some third process (a feedback account). For instance, take the example of a random 

dot motion discrimination task in which participants determine whether coherent motion is in the 

leftward or rightward direction. Suppose that a corollary of choosing rightward motion is that we 

direct a greater amount of spatial attention to dots on the right side of the display. In such a scenario, 

greater neural responses might be expected for motion in any direction for dots in the right side of 
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the display, or even responses to an attribute of the dots that is unrelated to the decision such as their 

luminance. Such an attention-driven relationship could also stem from baseline fluctuations in 

attention, which might influence sensory neural responses and the decision outcome, allowing for a 

relationship between that neural response and the decision without requiring a causal relationship 

between the two. While these are just illustrative (and speculative) examples of how an acausal 

relationship between neural responses and decision outcomes might emerge, the general family of 

top-down influences on neural responses is considered to be the main alternative explanation for 

choice probabilities other than a causal feedforward account (Nienborg et al. 2012; Cumming and 

Nienborg 2016). A clear illustration of feedback-driven choice probability has been provided by 

paradigms in which a sequence of discrete stimuli that vary along some physical dimension are 

presented over time, which require the observer to aggregate across all stimuli to form a decision 

about the average stimulus state (Nienborg et al. 2012; Crapse and Basso 2015; Cumming and 

Nienborg 2016). In such paradigms, one can calculate a psychophysical kernel that quantifies the 

impact on the choice of each stimulus from the sequence, while simultaneously measuring the choice 

probabilities of sensory neurons responding at each step. Using such a paradigm, Nienborg and 

Cumming (2009) demonstrated that while choices were largely influenced by stimuli early in the 

stream, choice probability emerged later in the stream, suggesting that it was the result of feedback 

modulation rather than a causal relationship between the neurons and the choice. As mentioned 

earlier, this property of growing stronger at longer latencies in the trial is common of choice 

probabilities, consistent with their origin in feedback-related activity. In addition to this, micro-

stimulation studies have demonstrated that the perturbation of neural responses can bias perceptual 

choices for some, but not all, neurons that exhibit choice probability, underscoring the difficulty in 

using choice probabilities to determine the nature of the relationship between neural activity and 

choice behaviour (Yu and Gu 2018).  

Although Yu and Gu (2018) found that not all neurons directly affected decision outcomes, 

those that did tended to be situated in hierarchically lower sensory areas. What’s more, Michelson et 

al (2017) found that most independent choice related activity (i.e. independent of correlations among 

visual areas) in a visual detection task was found in V1, the earliest cortical stage for most visual 

pathways (Felleman and Essen 1991). Recently, Kang and Maunsell (2020) found that in an orientation 

judgement task, a manipulation of task parameters that improved average sensitivity across V1 

neurons while worsening sensitivity across MT and VIP neurons had the effect of increasing choice 

probability in V1 while leaving choice probability unaffected in MT and VIP. These findings are perhaps 

surprising given the general trend for choice probabilities to be stronger in hierarchically later areas 

(de Lafuente and Romo 2006; Crapse and Basso 2015). They suggest that despite the stronger choice 
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probability that tends to emerge from hierarchically later areas, feedforward-driven choice probability 

may be more prevalent at hierarchically earlier areas, at least in some tasks. However, this does not 

refute propositions that choice probabilities may be mediated by feedback modulations, which may 

operate by biasing ongoing sensory processing in favour of the system’s current ‘best guess’ at what 

the stimulus could be, an idea motivated by a Bayesian conceptualization of perceptual processing 

(Knill and Pouget 2004; Bastos et al. 2012; Clark 2013; Walsh et al. 2020). The circularity of this 

problem may stem to some extent from the frequent use of protracted decision paradigms in choice 

probability research where feedforward and feedback processes are coextensive in time. 

Notwithstanding the important question of whether decision making in such contexts is based on 

feedforward or feedback processing (Kelly and O’Connell 2015; Wimmer et al. 2015; Stine et al. 2020; 

Wilming et al. 2020), the use of such protracted paradigms obscures a potentially helpful prediction 

for the latency of choices that are directed by afferent feedforward processing. In contexts when a 

quick decision is made on a discrete piece of sensory evidence, one expects that when the decision is 

triggered by feedforward activity from a particular sensory area that the latency of the choice should 

be roughly determined by the latency of the neural response. This is because when choices are fast, 

they may be too early to be influenced by the afferent activity in question while when choices are 

slow, the influence of that particular afferent activity may be diluted by influences from other sources. 

This issue is addressed in the present experiment by focusing on choice probability in afferent 

V1 activity, since this is the least likely stage of visual processing to be influenced by feedback 

modulations emerging later in the decision formation process. Participants performed a contrast 

discrimination task in which they quickly discerned which of two simultaneously flashed (for 39 ms) 

arrays of gratings of varying contrast had higher mean contrast. While initial afferent V1 activity is 

unlikely to be affected by post-decisional feedback influences, it may still be subject to pre-stimulus 

top-down influences and choice probabilities may still be mediated by correlations with processing at 

later stages (for instance, V1 responses may indirectly influence the decision via its influence on 

processing in downstream areas that themselves directly drive the decision). These concerns highlight 

the need for a systems level approach when studying choice probability, an approach that is 

increasingly being embraced in cognitive neuroscience (Zavitz and Price 2019). There is a relatively 

large scope for accounting for such external influences with EEG due to the global nature of its 

measurement, a coverage that is more difficult to achieve with animal neurophysiology. Another 

benefit of the global nature of EEG measurement is that by virtue of aggregating responses across 

many neurons, there is less need to aggregate responses over time to achieve reliable measurements, 

providing a greater scope to focus on the initial afferent sweep of processing. Although EEG presents 

the complimentary problem of overlapping signals (Nunez et al. 2006), which limits the reliability of 
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measurements, its use in this study is nevertheless justified because the key processes to be measured 

(afferent V1 activity and pre-stimulus top-down biasing) are readily measured using the C1 component 

of the visual evoked potential (Jeffreys and Axford 1972; Clark et al. 1994; Di Russo et al. 2002; Kelly, 

Schroeder, et al. 2013; Kelly, Vanegas, et al. 2013) and pre-stimulus alpha lateralization (Kelly et al. 

2006; Thut et al. 2006; Dijk et al. 2008; Foxe and Snyder 2011; Klimesch 2012), respectively. To account 

for possibly choice-predictive processing at stages subsequent to the C1, one can also measure the P1 

and N1 components, which are routine elements of the discrete visual evoked potential (Di Russo et 

al 2002). Given that afferent V1 activity represents the first step in a larger feedforward visual 

hierarchy (Felleman and Essen 1991), the expectation was that if the C1 were to exhibit choice 

probability, it would be strongest when choices were fast and dissipate for slower responses as 

additional processes contribute to the decision. In order to fully capture a possible dependency of 

choice probability on response time, two response deadlines were used (400 ms and 600 ms) in order 

to broaden the range of response times that would emerge. It was also a secondary goal to investigate 

whether choice probability might differ between these two response time regimes as choice 

probability has recently been shown to adapt to task demands (Kang and Maunsell 2020). 

 

3.2 Method 

3.2.1 Participants 

Twenty healthy young adults took part in this experiment (10 Females, 17 right handed) with 

a mean age of 25.6 years (SD=3.9). After providing informed written consent on the first day, 

participants attended three sessions with the first EEG measurements taking place at the second 

session. If no clear C1 component was identifiable at the second session, the experiment was 

terminated and the participant did not attend the third session. Two participants were excluded for 

this reason (with one additional participant completing the remainder of the experiment nevertheless 

following a mistaken determination on the day of the experiment that a sufficiently clear C1 was 

present), leaving a final sample size of N=17. Participants were compensated for their participation 

with €20 for the first session and €30 for the other two sessions, bringing the total to €80 (or €50 for 

those who were excluded at session 2). All participants had normal or corrected to normal vision and 

reported no neurological or psychiatric conditions. All operations were approved by the Human 

Research Ethics for Sciences board of University College Dublin and adhered to the guidelines set out 

in the Declaration of Helsinki. 
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3.2.2 Stimuli 

Stimuli were presented in a dark, sound-attenuated chamber on a 1024 x 768 Dell E771p CRT 

monitor (32.5 X 24.5 cm) at a distance of 57 cm from the participant who was seated at a chin rest. 

Participants maintained stable gaze on a white fixation square (0.23o X 0.23o), which was displayed 

against a uniform grey field of 64 cd/m2. Stimuli consisted of two arrays of pure-contrast, circular 

gratings that appeared simultaneously in the upper left and lower right visual quadrants (see Figure 

3-1A). These arrays covered large regions of the visual field in order to stimulate high numbers of V1 

neurons and yield a strong signal to noise ratio. Each array subtended an annular segment of 70o of 

polar angle (ranging from 100o to 170o for the upper left array and 280o to 350o for the lower right 

array) and ranging from 6o to 13o of eccentricity.  

Displaying stimuli in these two quadrants achieved two things. 1) Since V1 responses produce 

scalp topographies of opposite polarity for the upper and lower visual fields, and since C1 amplitude 

scales with stimulus contrast (Gebodh et al. 2017), these arrays produced a composite signal of 

competing positive and negative polarity, which could be used as a differential signal with positive 

deflections corresponding to higher contrast in the lower visual field and negative deflections 

corresponding to higher contrast in the upper visual field (see Figure 3-2A). 2) Since baseline alpha-

band activity can be used to assess relative attentional engagement between the left and right visual 

hemifields (Kelly et al. 2006; Thut et al. 2006; Dijk et al. 2008; Foxe and Snyder 2011; Klimesch 2012), 

this allowed an assessment of any possible pre-stimulus attentional biasing between the two arrays.  

Each grating had a spatial frequency of 5 cpd, was oriented vertically, and had a radius of 

0.33o, with 0.79o separation between grating centres along the eccentricity axis. Grating centres also 

had 0.79o of separation along the polar angle axis at the most central arc of eccentricity, but this 

distance grew larger with increasing eccentricity as the same number of gratings were placed along 

each arc of eccentricity. This yielded a 9 X 9 grid (eccentricity by polar angle) of gratings within each 

array.  

The mean contrast of gratings differed between each array by a constant amount that 

determined task difficulty and this difference was titrated to each participant to achieve 

approximately 55% accuracy (see Difficulty Titration section below). Contrast also varied between 

gratings within an array to ensure that participants made use of the full array to inform their decisions. 

These contrast variations were determined in a balanced manner such that average contrast across 

all gratings was 60% on every trial and the net difference in contrast (C) between the two arrays was 

constant on every trial. The deviations of grating contrast from their array means took one of 9 equally 

spaced values in the range of ±20% (5% intervals), which sums to 0%. Nine random shuffles of these 
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contrast deviations were taken, yielding a 9x9 grid of uniformly distributed contrast deviations that 

summed to 0%. The final contrast deviations for a given trial were given by a random permutation of 

the columns of this grid (where column refers to an arm of polar angle). Thus, each arm of polar angle 

contained all possible deviations and therefore contrast did not differ as a function of polar angle. This 

constraint was not applied to eccentricity but since the same 9 columns were always shuffled, the 

fluctuation of contrast as a function of eccentricity was identical on each trial. These constraints were 

applied to ensure a roughly even distribution of contrast across the array while also ensuring that 

contrast did not vary randomly from trial to trial as a function of eccentricity or polar angle. Although 

participants could, in principle, perform the task accurately by focusing on any one arm of polar angle 

of their choosing (since each one contained the full information of the array), the arrays were 

presented simultaneously for a brief duration of 39 ms so it is unlikely that participants were able to 

notice this regularity. 
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Figure 3-1: Contrast discrimination task. A) Example of a stimulus that was presented to participants 
in which the upper-field array has higher mean contrast. Participants were required to press the 
“up” or “down” arrow on the keyboard with either their left or right hand (hand to visual hemifield 
mapping was counterbalanced across blocks) depending on whether they deemed the upper- or 
lower-field array to be of higher mean contrast. Grating contrast within each array was uniformly 
distributed with a range of ±20%. Task difficulty was titrated to each participant in order to achieve 
approximately 55% accuracy. B) Timeline between two consecutive trials. The stimulus arrays 
appeared for 39 ms and participants received auditory feedback at a latency of 800 ms to tell them 
whether or not they met the deadline (a tone of extended duration indicated that they were too 
late). Online feedback did not inform participants of their accuracy. C) Distribution of response 
times collapsed across all participants for the short deadline condition (400 ms; dark grey lines) and 
the long deadline condition (600 ms; light grey lines), separately for correct trials (solid lines) and 
incorrect trials (dashed lines). D) Histograms of participant accuracy in the short deadline condition 
(400 ms; left) and the long deadline condition (600 ms; right). E) Histogram of participant choices 
(percentage of trials in which they chose the upper-field array) for the short deadline condition (400 

ms; left) and the long deadline condition (600 ms; right). F) Schematic example of the C and bias 
parameters (top), illustrating how they determine the contrasts of the upper- and lower-field arrays. 

This example illustrates a bias of 4%, meaning that C is greater by 4% when the upper-field array 

has higher mean contrast (C=66%-54%=12%) than when the lower-field array has higher mean 

contrast (C=64%-56%=8%). A negative bias term would mean that C is greater when the lower-
field array has higher mean contrast. Below this diagram are histograms showing the values of these 
parameters across participants. 

 

3.2.3 Procedure 

Participants carried out a difficult contrast discrimination task while EEG and eye tracking 

were recorded. Two arrays of gratings appeared simultaneously in the upper left and lower right 

quadrants of the visual field for 39 ms, with an inter-trial interval of 1,920 ms (see Figure 3-1B), and 

participants determined which of the two had greater net contrast (see Stimuli section above for 

details). To investigate whether choice probability in the C1 may depend on time constraints that are 

imposed on the contrast judgement, participants carried out the task under two response deadlines 

(400 ms and 600 ms), which participants met on most trials (see Figure 3-1C). These regimes were 

implemented on separate days (with order counterbalanced between participants) in order to 

minimize any carry over of strategy between the two deadline conditions. At a latency of 800 ms 

following the onset of the arrays, an 800 Hz tone indicated to participants, by means of its duration, 

whether or not they had met the deadline (180 ms if they were on time; 380 ms if they were late). 

Participants were not provided with online accuracy feedback, which was instead provided summarily 

at the end of each block as a percent correct figure. Participants were also shown, at the end of each 

block, the percentage of trials in which they responded within the deadline, the proportion of trials 

that they chose the upper-left array, and their score for the block, which was calculated by awarding 

10 points for every trial with a correct response that was within the deadline and subtracting 7 points 
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for all other trials. In order to incentivize participants to respond within the deadline, they were 

instructed to try to attain as high a score as possible.  

Ten blocks of 120 trials were completed for each deadline condition, yielding approximately 

300 trials for each stimulus, choice and deadline condition. (The stimulus and choice conditions were 

defined by the array that had higher mean contrast and the array that participants chose). To ensure 

that trial numbers were roughly evenly spread between these conditions, the difference in contrast 

between arrays (C) was titrated for each participant to yield approximately 55% accuracy (see 

Difficulty Titration section below). Participants recorded their decisions by keyboard press (up or down 

arrow) using either their left or right hand. To cancel out lateralized motor preparation signals (across 

blocks) incurred by this two-effector response method, the mapping between response hand and 

array location was switched half way through each session (with order differing between the two 

sessions and the initial mapping on the first session counterbalanced across participants).  

Since the simultaneous presentation of upper- and lower-field arrays produces a signal 

composed of two superimposed C1 components of opposite polarity, it is difficult to identify since the 

two deflections cancel to yield a much smaller deflection. Therefore, two easy blocks of 160 trials each 

were administered prior to starting the main task in order to identify upper and lower field C1 

components. In the first such block, only one array appeared and the participant simply determined 

which array this was. In the second block, both arrays appeared but C was set to 60% and all 

participants achieved ceiling performance at this level. Upon completing these blocks, the 

experimenter inspected the EEG data to identify upper- and lower-field C1 components. If either of 

these were absent, the experiment did not continue, which was the case for two participants. 

Otherwise, the participant proceeded to the main task. 

 

3.2.4 Difficulty Titration 

Task difficulty was titrated to each participant in order to achieve approximately 55% 

accuracy. The primary reason for this was to ensure adequate trial numbers across the 2 x 2 set of 

conditions defined by true stimulus arrangement and participant choice. However, rather than target 

50% accuracy, slightly above chance performance was sought to encourage participants to remain 

sufficiently engaged in the task to maintain their performance level. Titration also included task 

parameters to account for any response biases (either perceptual or behavioural) between the upper 

and lower (or left and right) visual fields, again to ensure adequate trial numbers across all conditions. 

To do this, C was adjusted depending on which array was to be of higher mean contrast. To illustrate, 
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if a participant tended to judge the lower visual field as having higher mean contrast more often than 

the upper visual field, C was set to a greater magnitude when the upper-field array had higher mean 

contrast than when the lower-field array had higher mean contrast in order to offset the bias (see 

Figure 3-1F). It is worth noting that neither high task difficulty nor mitigation of response bias is strictly 

speaking necessary to obtain a valid choice probability measurement; choice probability is simply the 

correlation between fluctuations in choice and fluctuations in neural activity under consistent 

stimulation conditions and is independent of such parameters. The only reason to seek high difficulty 

and low response bias is to obtain the greatest number of trials in each condition from the fewest 

number of total trials.  

Titration of both parameters (difficulty and bias) was carried out in a separate behavioural 

session prior to the main experiment. Participants completed the same task as in the main experiment 

(under the short response deadline) in a sequence of short blocks (ranging from 10 to 80 trials) starting 

at low difficulty (high C) and gradually progressing to high difficulty (low C). The progression of 

difficulty and bias was determined by the experimenter on a block by block basis (who inspected 

behaviour after each block) but followed some rough guidelines. Participants started at C=60% in a 

block of 10 trials. C was then reduced by 10% after each block as long as accuracy remained above 

90%. Below this accuracy level, trials per block were increased and C decreased as accuracy fell, with 

smaller C changes being made at lower accuracies. Below 55% accuracy, the parameters of the 

previous block were repeated. Response biases often emerged at lower accuracies, at which stage the 

experimenter made adjustments to the bias parameter in order to restrict the bias to within a 4:6 

ratio. Many participants hit a saddle point in their difficulty progression where performance (and 

therefore difficulty) remained stagnant for a number of blocks with improvements resuming 

thereafter. Therefore, upon hitting such a period of stagnancy on the first occasion, the experimenter 

continued the titration process until a large number of blocks had elapsed and the likelihood of a 

second wave of difficulty progression became unlikely, at which point the titration process was 

concluded. If a second wave of difficulty progression emerged however, the titration process 

continued until a second saddle point was reached. 

 

3.2.5 Data Acquisition 

EEG and eye tracking data were recorded in the same way as outlined in section 2.2.5. 
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3.2.6 Data Processing 

The same pre-processing and artefact rejection routines were carried out here as outlined in 

section 2.2.6 except that saccades were defined here as deviations of a fixed threshold (of 0.2o) rather 

than a statistically determined threshold. Average trial-loss rates were 9.8% (SD = 4.3%). A comparison 

between CSD- and non-CSD-transformed data was not performed in the analyses for this experiment 

for the sake of simplicity since these analyses were somewhat more complicated than those of the 

previous study. All analyses were therefore performed on non-CSD-transformed data as the 

importance of increasing spatial resolution on the scalp was lower in this case since stimuli were 

diffusely spread across visual space.  

Following pre-processing and artefact rejection, the EEG data were segmented into stimulus 

locked epochs with an interval of -600 ms to 400 ms and baseline corrected to a window of -50 ms to 

30 ms. Epochs were rejected if there was a blink during stimulus presentation or if within 100 ms 

before/after stimulus onset either a saccade took place or median gaze deviation exceeded 1o of visual 

angle. If a blink did not coincide with stimulus presentation, the epoch was retained but the period 

containing the blink was excluded from analysis (those time points from those epochs were excluded 

from averages). Similarly, if an EEG pop, slow-wave drift or EMG activity took place within a window 

of -100 to 150 ms centred on stimulus onset, the epoch was retained but the offending channel was 

excluded. 

 

3.2.7 Data Analysis 

3.2.7.1 Differential C1 Signal 

To address the central hypothesis – that trial-to-trial fluctuations in the C1 response would 

correlate with fluctuations in participants’ choices of which array had higher mean contrast (upper- or 

lower-field) – required a signal that captured the C1 response to both visual field locations. To this 

end, plots of the topography of the C1 response to each array when presented in isolation (see 

Procedure section 3.2.3) were generated to find the set of electrodes that overlapped between these 

two topographies. In order to account for variability in C1 topography, this procedure was carried out 

for each participant individually. Grand average waveforms were then calculated by averaging across 

this set of electrodes for each participant and then averaging the resulting waveforms. The time 

window for measurement of the C1 was then chosen to reflect the grand average peaks for upper- 

and lower-field arrays (80 – 90 ms).  
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Having done this, a differential C1 signal (dC1) was defined for trials in which both arrays 

appeared simultaneously (see Figure 3-2A). This was calculated by averaging over the overlapping set 

of electrodes identified above within the 80 – 90 ms time window. Since the amplitude of the C1 

response to individual stimuli scales with their contrast (Gebodh et al. 2017), deflections of this dC1 

signal in the positive or negative direction should reflect stronger V1 responses to the lower- or upper-

field array, respectively. 

 

 

Figure 3-2: Differential C1 component (dC1). The upper- and lower-field arrays are depicted (left) 
with the corresponding single-array C1 responses (right) illustrated in blue (upper-field) and red 
(lower-field). The time-course of the dC1 is shown in darker shades of the same colours and 
corresponds to trials in which both arrays appear but either the upper (dark blue) or lower (dark 
red) has higher mean contrast.  

 

 

3.2.7.2 P1-N1 Complex 

To see if any choice probability effects in the C1 might relate to choice probability at later 

latencies (e.g. via an indirect influence of the C1 on choice via these signals), the P1 component was 

also measured (peaking between 100 – 150 ms). Since the stimulus arrays were presented in the left 

and right visual fields respectively, it was anticipated that any predictive value of this component 

would present as a lateralization effect, with the hemifield presenting the larger response 

corresponding to the chosen array. However, this component typically presents with two sub 

components, an earlier peaking contralateral component peaking at approximately 100 – 130 ms and 

a later peaking ipsilateral component peaking at approximately 120 – 150 ms (Di Russo et al. 2002), 

with peak times varying considerably between experiments (Clark and Hillyard 1996; Hillyard et al. 
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1998; Di Russo et al. 2003; Fu et al. 2010; Di Russo et al. 2012). Thus, to the extent that these sub 

components might overlap, this could present a confound, as the response in both the contralateral 

and ipsilateral hemifields may be boosted. Ideally, one would like to measure both the early and late 

phase of the P1 latency range in an attempt to isolate the two sub components. Unfortunately, this 

experiment was characterized by a strong N1 component (see Figure 3-3), which onset during the P1 

latency range and likely obscured much of the P1 component. As a result, the P1 was evident at a 

limited set of electrodes over a limited latency range (110 – 130 ms), which could reflect the 

combination of both sub components. However, in principle it is possible that a choice probability 

effect may emerge more strongly in one sub component than the other and so this P1 component was 

measured nevertheless. To do so, the grand average was taken across trials where either the left-field 

or right-field array had higher mean contrast and plotted the resulting topographies and waveforms 

(see Figure 3-3). The topographies were not greatly different from one another and so left-hemisphere 

and right-hemisphere channel-clusters were chosen based on both topographies considered together 

(near electrodes P7 and P9 for the left-hemisphere and near CP6 and TP8 for the right-hemifield). A 

time window of 110  – 130 ms was then chosen based on the peaks of the waveforms at these channels 

and the final P1 measurement was taken as the average across that time window and across the right-

hemisphere channels subtracted from a similar average taken over the left-hemisphere channels. The 

use of trials in which both arrays appeared to choose electrodes for the P1 component departs from 

the strategy used for the dC1 where trials in which only one array appeared were used. This is because 

the strong N1 component that obscured the P1 component was considerably smaller in single-array 

trials so both-array trials were used instead to choose electrodes that were minimally affected by 

overlap with the N1 component. 

 

The N1 component (peaking between 140 ms and 200 ms) was measured in a similar manner. 

Like the P1, its topography is dependent on whether stimuli appear in the left or right visual field 

(appearing contralaterally). In this case, a cluster of channels near O1, PO3 an PO7 were chosen for 

the left-hemisphere and a cluster near P6, P08 and P10 were chosen for the right-hemisphere (see 

Figure 3-3). Based on the troughs of the waveforms measured at these channels, a time window of 

160 ms to 180 ms was chosen for measurement. Similarly to the P1, the final measurement was taken 

as the average over this time window across right-hemisphere channels subtracted from the same 

average taken over left-hemisphere channels. 
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Figure 3-3: P1-N1 Complex. P1 and N1 measurement parameters were determined based on grand 
averages taken over trials where either the upper left array or the lower right array had higher mean 
contrast respectively. Topographies in the P1 time range (110 – 130 ms) along with corresponding 
P1 measurement channels are shown (top middle) and topographies in the N1 time range (160 – 
180 ms) along with corresponding N1 measurement channels are shown (bottom middle). The time 
plots corresponding to each of these electrode clusters are shown in the adjacent plots for trials 
where the upper left array was brighter (blue line) and trials where the lower right array was 
brighter (red line). 

 

3.2.7.3 Late Choice-predictive Component 

The search for components that displayed choice probability at later latencies took an 

exploratory approach. For each participant, averages were taken separately across trials where the 

participant chose the upper- and lower-field arrays and then the difference between the resulting 

time x electrode grids was taken. The resulting values differ significantly from zero wherever choice 

probability is exhibited. A nonparametric, cluster-based statistical procedure (Maris and Oostenveld 

2007) was applied to this grid to find components that display significant choice probability while 

controlling for multiple comparisons. In this procedure, a t-test is conducted for every electrode and 

time point, and clusters are identified where neighbouring electrodes and time points produce 

significant test statistics. The cluster-level test-statistic is then defined as the sum over all t-values 

within the cluster. These cluster-level statistics are compared to a null distribution that is generated 

by permuting condition labels a large number of times (1,000 permutations in this case), each time 

finding the largest valued cluster. To implement the clustering, a minimum number of neighbouring 
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channels and a minimum span of time points that are required to be significant need to be chosen; 

these values were set at four neighbours and five time points (approximately 10 ms) respectively. To 

define electrode neighbourhoods, the position coordinates available from the Biosemi website were 

used  (https://www.biosemi.com/download.htm), normalizing them to a unit space by dividing each 

of the X, Y Z dimensions by their maximum. Electrode neighbours were then defined as those lying 

within 0.37 units of one another in 3-dimensional Euclidean space. This yielded a set of 

neighbourhoods where each electrode had 6.6 neighbours on average with a minimum of 4 and a 

maximum of 8.  

This procedure identified one cluster that exhibited significant choice probability, which was 

a lateralized component, characterized by left-hemisphere relative increases and right-hemisphere 

relative decreases when choosing the upper-left array compared with the lower-right array (see Figure 

3-2C). This cluster onset after 215 ms and continued through to the end of the epoch (400 ms). To 

measure this component, the average over all time points and electrodes was taken for the two 

hemispheres (which exhibited a relative increase and decrease respectively), and then the difference 

between these averages was taken as the final measurement (left hemisphere channels minus right 

hemisphere channels). 

 

 

Figure 3-4: Grand average topography (left) of a late choice-predictive component derived from the 
difference between chose-left and chose-right trials. To measure this, the average across channels 
marked with white dots were subtracted from the average of channels marked with black dots over 
the time range 215 – 400 ms. The time courses of the left-hemisphere portion of the component 
averaged over black-dot channels (red line) and right hemisphere portion of the component 
averaged over white-dot channels (blue line) are shown (middle). The original waveforms from 
which the choice-difference signals were calculated are also shown (right). 
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3.2.7.4 Pre-stimulus choice predictive oscillations 

To investigate the extent to which any possible choice probability effect in the C1 may reflect 

a correlation between the C1 and choice-biasing processes prior to stimulus onset (attentional biasing 

for example), a measure of such choice-biasing processes was found in the frequency domain by 

performing a time-frequency analysis between -600 ms and -100 ms before stimulus onset. This was 

found by convolving single trials with 7-cycle Morlet wavelets ranging from 2 Hz to 30 Hz (inclusive) in 

integer increments. From the resulting complex numbers, one can calculate the magnitude of a given 

frequency by taking the two-norm, and its phase by taking the arctangent of the imaginary component 

divided by the real component. To calculate power, magnitudes were transformed by taking 10 times 

their logarithm with base 10. 

It is highly likely that choices may be biased by pre-stimulus alpha lateralization as alpha 

lateralization has been routinely found to correlate with spatial attention (Kelly et al. 2006; Thut et al. 

2006; Dijk et al. 2008; Foxe and Snyder 2011; Klimesch 2012). However, since the purpose of obtaining 

this signal was to characterize any baseline processes that might mediate choice probability in the C1, 

the decision was made not to restrict the measure to the alpha-band, and instead to aggregate across 

all choice-predictive frequencies between 2 Hz and 30 Hz in order to obtain a more robust measure of 

baseline choice-predictive activity. A two-step process was taken to construct this measure (see Figure 

3-2B). The first step was a search for electrodes at which choice-predictive oscillatory activity took 

place by carrying out a similar nonparametric clustering approach to that outlined above. These were 

found by averaging power across trials for chose-left and chose-right trials separately, taking the 

difference between the two to obtain a power-difference measure of choice biasing for each 

frequency. This electrode x time x frequency matrix was then averaged over all time points and the 

same permutation clustering technique was applied as described above, except with the dimension 

of frequency replacing that of time (a span of two frequencies was required to show a significant 

effect, replacing the span of 5 time points required above). After finding a cluster of electrodes, the 

second step was to find a time-frequency field that significantly predicted choice at these electrodes. 

This was achieved by averaging the above electrode x time x frequency matrix across the identified 

electrodes and performing t-tests against zero on the resulting time x frequency grid, correcting for 

multiple comparisons using the false discovery rate (FDR) approach outlined by Storey (Storey 2002).  

This procedure yielded a cluster of right-lateralized parietal channels (see Figure 3-2B) that 

produced choice-predictive oscillations in a time-frequency field that included the delta, alpha and 

beta ranges. To yield a singular measure, the average power over all significant (FDR-corrected) times 

and frequencies was taken. 
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Figure 3-5: Grand average topography (left) of choice-predictive frequency power averaged across 
integer frequencies from 2 – 30 Hz derived from the difference in power between chose-left and 
chose right trials, showing that participants were more likely to say the upper-left array had higher 
mean contrast when right-hemisphere power was lower. White dots illustrate the channels that 
were included in the calculation of a measure of choice-predictive pre-stimulus oscillatory power 
(see section 3.2.7.4 for details). A time-frequency plot is shown (right) of the same power difference, 
averaged across these channels. T-tests against zero were conducted and FDR-corrected (non-
significant time x frequency coordinates are shown in green). The remaining time x frequency 
coordinates entered into the pre-stimulus measure of choice-predictive oscillatory power. 

 

3.2.8 Statistical Analysis 

To take full advantage of the large number of trials collected for each participant, statistical 

analysis made use of generalized estimating equations (using an exchangeable correlation matrix). 

These are an extension of the general linear model, designed to account for intra-subject correlations 

(emerging from random effects) by separating these from fixed effects, providing parameter estimates 

for the latter only. These models are considered preferable to mixed effects models (which provide 

parameter estimates for both fixed and random effects) in scenarios where only the within-subject 

fixed effects are of interest (Hu et al. 1998; Hubbard et al. 2010). These general estimating equations 

(GEEs) were used to build logistic regression models of participant choice (coding upper-array choices 

as 1 and lower-array choices as 0) in order to assess choice probability.  

To assess the relationship between choice probability and other variables, a measure of signal-

choice congruency was calculated by multiplying signal amplitudes by 1 or -1 depending on whether 

the upper- or lower-field array was chosen on a given trial. The ordering of the sign was chosen such 

that the congruency measure would be positive when the signal favoured the choice. For example, 

the dC1 signal deflects negatively when the upper-field array is brighter and positively when the lower-

field is brighter. Therefore, multiplying chose-up trials by -1 inverts their deflection, yielding an overall 
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positive choice-congruency signal. By contrast, the late CP component (see Figure 3-2C) deflects 

positively when the upper-field is brighter and negatively when the lower-field is brighter and thus 

multiplying chose-down trials by -1 yields an overall positive choice-congruency signal. For the P1 and 

N1 lateralization signals, which were measured as left-hemisphere channels minus right hemisphere 

channels, the choice of sign depended on the topography of the component. As the N1 is a 

contralateral signal, upper-field choices were expected to incur decrements (since in this case, left 

minus right corresponds to ipsilateral minus contralateral), and as such negative sign was assigned to 

chose-upper trials. For the P1 signal, which has both contralateral and ipsilateral subcomponents, 

negative sign was assigned to chose-upper trials to yield a positive choice-congruency signal under the 

assumption of a contralateral P1 effect on choice. 

 

3.3 Results 

3.3.1 Behaviour 

Task difficulty remained high throughout the experiment with accuracy at 55.9% overall, 

53.3% in the short deadline condition and 58.5% in the long deadline condition (see Figure 1D), a 

difference that was significant (p=3 x 10-5). Among individual participants, the highest accuracy was 

60.5% in the short deadline condition and 68% in the long deadline condition and the lowest accuracy 

was 49.1% in the short deadline condition and 50.1% in the long deadline condition. Response times 

(RTs) also differed between the deadline conditions (see Figure 3-1C) with a mean of 267 ms in the 

short deadline and 341 ms in the long deadline condition (p=4.3 x 10-16). There was an overall tendency 

to favour the lower-field array, which was chosen in 52.6% of trials (p=.01), which corresponded with 

slightly better performance (58.5% accuracy compared with 53.4% accuracy when the upper-field 

array was brighter; p=.02). Thus, while there were some participants who exceeded the targeted 55% 

accuracy, were at chance performance, or retained a response bias, these deviations were not large. 

Given that the goal of this titration was purely to achieve a balanced number of trials across conditions, 

this indicates that the titration was largely successful. 

As is often found to be the case for perceptual decisions (Smith and Brewer 1995; Uchida and 

Mainen 2003; Steinemann et al. 2018), accuracy differed as a function of response time (see Figure 

3-6A). Above-chance performance first emerged at approximately 250 ms, peaking at approximately 

450 ms before beginning to decline again. This pattern was similar for both deadline conditions but 

with an overall higher accuracy under the long deadline regime (see Figure 3-6B). 
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Figure 3-6: Accuracy and C1-choice congruency as a function of response times (shading represents 
the 95% confidence interval). (A-B) Accuracy (percent correct) across 15 RT quantile bins for all trials 
(A) and separately for short deadline (darker curve) trials and long deadline (lighter curve) trials (B). 
(C-D) Choice congruency across RT sextiles for all trials (C) and separately for short deadline (darker 
curve) trials and long deadline (lighter curve) trials (D). Choice congruency was calculated by 
multiplying dC1 amplitudes by -1 on trials where the participant chose the upper-field array. When 
choice is influenced by C1 amplitude, chose-lower trials are characterized by strong positive 
deviations in dC1 while choose-upper trials are characterized by strong negative deviations. Thus, 
positive values of this choice congruency measure reflect periods of C1 choice probability. 

 

3.3.2 C1 exhibits choice probability at intermediate response times 

In order to test for C1 choice probability (C1-CP), logistic regression was run using generalized 

estimating equations to predict choice (coded as 1 for chose upper; 0 for chose lower) from differential 

C1 amplitude (dC1). A step-wise approach was taken to build this model, starting with dC1 and 

progressively adding more regressors. The full model including all regressors can be seen in Table 3-1. 

The initial model (including dC1 only) produced a marginally non-significant effect of dC1 amplitude, 

although it trended in the anticipated direction (Z=-1.9, p=.06). However, it was anticipated that C1-

CP would not be evident at all response times (RTs), as the fastest decisions may be too early to make 

use of C1 evidence while the slowest decisions may have emerged at a point in time when evidence 

from extrastriate areas was more readily available, diluting the impact of initial afferent V1 activity on 

choice outcome. In order to accommodate such a “goldilocks” range of response times, the logistic 
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model was updated to include additional interaction factors between dC1 amplitude and a quadratic 

polynomial of RT. This model indicated that there was a significant quadratic component (Z=2.7, 

p=.008) suggesting that C1-CP emerged only at intermediate response times (see Figure 3-6C-D and 

Figure 3-7). 

 

 

Figure 3-7: C1 waveforms in response to the upper- and lower-field arrays in isolation (light blue 

and light red curves, respectively), along with differential C1 waveforms (dC1) for chose-upper and 

chose-lower trials during the difficult contrast judgement task (dark blue and dark red curves, 

respectively). Each plot corresponds to a range of response-times and the dC1 exhibits choice 

congruent deflections at intermediate response times. 

 

3.3.3 C1 choice probability did not differ by response deadline 

To determine whether C1-CP differed across the two deadline conditions, an interaction term 

between dC1 and deadline condition was added to the above model. This interaction term was not 

significant (Z=-0.53, p=.6), indicating that C1-CP did not differ between the deadline conditions. 

However, since the C1-CP effect was evident only within a specific RT window, it is possible that this 

window may differ between deadline conditions. To assess this possibility, an additional three-way 

interaction term was added between dC1, deadline condition and RT. This term was also non-

significant (Z=-1.01, p=.31), indicating that C1-CP emerged similarly in both deadline conditions. Since 

deadline condition did not appear to influence the C1-CP effect, it was not included in subsequent 

model revisions. 
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3.3.4 C1 choice probability did not depend on true contrast differences 

Since choice probability pertains to choice variability under identical stimulus conditions, it is 

imperative to ensure that the above C1-CP effect was not driven by the relationship between the 

participant’s choice of array and the true contrast difference between them (C), especially since 

performance was above chance. Therefore, the above model was updated to include C as an 

additional regressor in order to ensure that dC1 accounts for choice variability independently of C 

(the results of this and subsequent model variants can be seen in Table 3-1). Unsurprisingly, C itself 

significantly predicted choice (Z=7.8, p=6.1 x 10-15). However, the quadratic (Z=2.6, p=.01) C1-CP 

functions of RT remained significant, indicating that it accounted for unique choice variation after 

taking true contrast difference into account.  

To rule out a mediating role of C for the C1-CP effect in a different way, the original C1-CP 

analysis was repeated using trials where C favoured the upper- and lower-field arrays separately. 

When C favoured the upper-field array, the results were identical to before (see Table 3-1). When 

C favoured the lower-field array, the linear function of RT remained significant (Z=-2.2, p=.03) but 

the quadratic effect became marginally non-significant (Z=1.8, p=.07). However, removing the 

function of RT from the model, there was an overall effect of dC1 on choice (Z=2.1, p=.03), indicating 

that C1-CP emerged over a broader range of responses when C favoured the lower-field array than 

when it favoured the upper-field array. 

 

Table 3-1: Results from each step of the step-wise logistic regression procedure, predicting choice 
outcome using differential C1 (dC1), response time (RT), the true contrast difference between 

arrays (C), pre-stimulus oscillatory power (TF), the lateralized P1 and N1 components, and the late 
choice-predictive component uncovered by permutation clustering analysis (LC). Note that for RT, 
the linear and quadratic term are added simultaneously (as it is the latter that is of principal 
concern) and the beta coefficients correspond to this quadratic term. Each column provides the 
updated results after adding each factor. Non-significant results are shown in grey font while those 
with a p-value less than 0.01 are shown in bold-face type. Note that from the second step onwards, 
the dC1 factor is marked with double asterisks (**) and is shown in grey font. This is because when 
its interaction with the quadratic function of RT is included and the quadratic term is significant, 
dC1 acts as an intercept term for the quadratic function and so the quadratic term should be 
interpreted rather than dC1 itself. For these models, it is the linear and quadratic RT components 
that reflect C1-CP. 
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3.3.5 C1 choice probability did not depend on contrast density within arrays 

Although contrast deviations within each array were constrained in such a way that the 

centrality of contrast did not differ across trials as a function of polar angle or eccentricity, it is possible 

that small clusters of high contrast could appear by chance and the net contrast of such small clusters 

could differ from trial to trial, potentially influencing participant choices. To rule this out, each 9x9 

array was filtered with a 2x2 uniform kernel (analogous to taking a moving average along a single 

dimension) in order to yield an 8x8 grid of local contrast clusters. The maximal such cluster for each 

upper- and lower-field array was then taken and included (along with their interaction) as additional 

regressors at each step in a repetition of the above step-wise logistic regression procedure (see 

Supplementary Table 7-1). This did not change the nature of the results, suggesting that the chance 

appearance of high contrast clusters did not have an impact on C1-CP. 

 

3.3.6 C1 choice probability did not depend on pre-stimulus oscillations 

A prominent issue in the choice probability (CP) literature is that CP effects need not reflect a 

direct influence of the specific neural activity measured on choice, but rather may reflect a relationship 
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with an external process that itself influences the decision. A key example of this that has been 

highlighted in the literature is attention (e.g. Nienborg and Cummings, 2011). This was addressed by 

investigating whether the C1-CP effect may be mediated by choice-predictive pre-stimulus activity. In 

particular, an aggregate measure of choice-predictive pre-stimulus oscillatory activity was calculated 

(see Methods section 3.2.7.4) and included as an additional regressor in the above logistic regression 

model (excluding the contrast-cluster regressors). This pre-stimulus activity did indeed significantly 

predict choice (Z=-2.5, p=.01) but including this term did not remove the significant effect of dC1 (see 

Table 3-1), indicating that dC1 predicted unique choice variability after accounting for baseline 

oscillations. 

 

3.3.7 C1 choice probability did not depend on later components 

To investigate whether the C1-CP effect may be mediated by later processing stages, the 

choice-predictive capacity of the P1 and N1 components was investigated, along with a later choice-

predictive component that presented as a left-right hemisphere lateralization, which was uncovered 

using an exploratory approach (see Methods Section 3.2.7; Figure 3-2C). Since the topographies of the 

P1 and N1 components depend on whether stimuli are presented in the left or right visual field, their 

lateralization was measured in order to probe possible CP effects (see Methods Section 3.2.7).  

The P1 and N1 lateralization components were entered first (step-wise in that order) as 

additional regressors in the choice regression model, indicating that neither significantly predicted 

choice (P1: Z=-1.4, p=.16; N1: Z=-0.9, p=.38). Including these additional regressors also had no impact 

on the C1-CP effect (see Table 3-1). The later component was added subsequently, which did 

significantly predict choice (Z=6.7, p=1.9 x 10-11) – unsurprisingly, since it was designed to do so. 

However, the C1-CP effect remained, again indicating that it predicted unique choice variability after 

including these later components.  

Interestingly, after including this later component in the model, choice probability effects 

emerged for both the P1 component (Z=-3.9, p=3 x 10-4) and the N1 component (Z=-2.3, p=.02), 

indicating that these components are choice predictive, but only after taking choice-variability due to 

the later component into account. This finding prompted an exploration of possible linear 

relationships among these signals. This was done using linear regression (again using GEEs), of which 

four were conducted (for the dC1, P1, N1 and late CP components, respectively), each time regressing 

against the other three components, entering them in a step-wise manner. The results of these tests 

are outlined in Table 3-2. As hinted by the late-component dependent choice probability of the P1 and 

N1 components reported above, both of these components had strong positive relationships with the 
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late component (see Table 3-2; Figure 3-8). They were also correlated with one another but this 

relationship could be explained by their shared correlation with the late component as the correlation 

was removed when the late component was included as an additional regressor (see Table 3-2). 

Finally, the dC1 was positively correlated with the N1 but not with either the P1 or the late component. 
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Table 3-2: Linear relationships among the differential C1 component (dC1), lateralized P1 and N1 

components, and the late choice-predictive component (LC) as indicated by a step-wise linear 

regression procedure. The results are organized in quadrants with the top-most label indicating the 

dependent variable (LC: top left; N1: top right; P1: bottom left; C1: bottom right). The labels below 

these indicate the newly added regressor at each step and the side labels indicate which factor the 

results correspond to. Non-significant results are shown in grey font while results with p<.01 are 

shown in bold-face type. Scatter plots corresponding to these test statistics are shown in Figure 3-8. 

 

 

 

 



118 
 

 

 

Figure 3-8: Scatter plots corresponding to the test statistics displayed in Table 2 (off-diagonal) as 
well as histograms of signal amplitude (diagonal) for the differential C1 component, lateralized P1 
and N1 components, and the late choice-predictive component. 

 

3.3.8 Signal-congruent choices were more accurate (except for the N1) 

Having found relationships between each of the measured visual signals on the one hand, and 

choice on the other, a follow-up line of inquiry was to assess their functional roles with respect to 

behavioural performance, since the finding of a relationship between a signal and choice need not 

imply that the signal was informative for the choice. However, demonstrating that accuracy is 

improved when choices are based on the decision provides some (though not definitive) confidence 
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that the signal was indeed informative for the decision. To do this, choice-congruency measures were 

computed for each signal by multiplying their values by 1 or -1 depending on the chosen array for each 

trial (see Methods Section 3.2.7). These were used to build a logistic regression model of accuracy 

(coded as 1 for correct; 0 for incorrect), entering the measures as regressors in a step-wise manner 

similarly to the choice-regression model above. The results of this step-wise procedure are outlined in 

Table 3-3.  

To begin with dC1 choice-congruency, this significantly predicted accuracy (Z=4.1, p=5.1 x 10-

5) such that trials with strong dC1 deflections in the choice congruent direction were more likely to be 

accurate. To rule out the possibility that this may simply reflect a relationship with response time (as 

both accuracy and C1-CP exhibited quadratic functions of response time), this regression was repeated 

with a quadratic function of RT included as an additional regressor, retaining the significant effect of 

choice congruency (Z=3.9, p=8.8 x 10-5). To rule out the possibility that the effect may emerge from a 

correlation with C, this was added as an additional regressor, after which choice congruency 

continued to predict superior behavioural performance (Z=3.9, p=9.1 x 10-5).  

The other signal-congruency measures were added to the model next. P1 choice-congruency 

had a marginally non-significant effect on accuracy (Z=1.8, p=.07) and its inclusion did not change the 

nature of the C1 choice-congruency effect. N1 choice-congruency was non-significant (Z=-0.8, p=.41) 

and finally, choice-congruency of the late CP component significantly predicted accuracy (Z=4.3, p=2 

x 10-5). What’s more, after inclusion of this factor, a significant P1 choice-congruency effect on 

accuracy emerged (Z=3.2, p=.001), indicating that this effect emerges only when the later 

component’s effect is already accounted for. However, no N1 choice-congruency effect emerged and 

the dC1 choice-congruency effect remained. 
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Table 3-3: Results from each step of the step-wise logistic regression procedure, predicting accuracy 
using C1 choice-congruency (dC1cc), response time (RT), the true contrast difference between 

arrays (C), choice congruency of the lateralized P1 (P1cc) and N1 (N1cc) components, and choice 
congruency of the late choice-predictive component uncovered by permutation clustering analysis 
(LCcc). Each column provides the updated results after adding each factor. Non-significant results 
are shown in grey font while those with a p-value less than 0.01 are shown in bold-face type. 

 

 

3.3.9 Choice probability as a function of response time 

As reported earlier, C1-CP emerged at intermediate response times (RTs) only (see Figure 

3-6C). In order to explore a possible RT-dependency of the other choice-probability effects, single trials 

were divided into six bins based on RT sextile (collapsing trials across all participants), and the full 

choice regression model (excluding RT but including all other regressors together) was applied to each 

bin, applying FDR-correction for multiple comparisons. The model coefficients along with the FDR-

corrected p-values are displayed in Figure 3-9.  

Corroborating the earlier model, C1-CP was evident only at an intermediate RT bin centred at 

347 ms. True C predicted choice from the second bin onwards, reflecting chance performance in the 

fastest responses. Pre-stimulus oscillatory power did not significantly predict choice in any bin, likely 

reflecting the loss of power incurred by RT-binning (which produces one fifth the number of trials of 

the original analyses). The late CP component was choice-predictive in all bins but the P1 and N1 

components exhibited a double dissociation whereby the P1 was choice predictive for fast responses 

while the N1 approached significant choice probability for slow responses. 
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Figure 3-9: Beta coefficients (right) along with their corresponding FDR-corrected p-values (left) for 
logistic regressions of choice conducted for trials from each of six RT bins defined by collapsing trials 
across all participants and dividing them into sextiles. The factors that these coefficients correspond 
to are (top to bottom) differential C1 amplitude (dC1), the true contrast difference between arrays 

(C), pre-stimulus oscillatory power (TF), lateralized P1 amplitude, lateralized N1 amplitude, and 
the late choice-predictive component (LC). Horizontal lines indicate thresholds at the p=.05 level 
(orange) and p=.01 level (green). 
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3.3.10 Choice probability is not mediated by choice history 

When considering the factors that may influence perceptual choices it is important to consider 

choices from preceding trials (Macke and Nienborg 2019). Therefore, the procedure of step-wise 

logistic regression for choice that was conducted earlier was repeated with the choice from the 

preceding trial included as an additional regressor at all steps. This did not alter the nature of these 

results (see Supplementary Table 7-2), although choice on the preceding trial was itself a significant 

predictor (B=-0.52, Z=-2.1, p=.035) in such a manner that participants tended to choose differently 

from the preceding trial. 

 

3.3.11 Choice probability is not mediated by eye gaze or saccades 

Although trials with saccades and deviations in gaze position were excluded from analyses, it 

is possible that smaller eye movements may have had an impact on the results. Therefore, to check 

whether C1-CP may have been influenced by such smaller eye movements, the step-wise logistic 

regression procedure was repeated (similarly as above) with the following additional regressors 

included at all steps: horizontal and vertical gaze position at stimulus onset, and a binary variable 

indicating whether a saccade had taken place within 100 ms of response (to ensure that the late CP 

component was not an ocular artefact). These additional regressors were not significant alone (p>.1 

across the board) and their inclusion did not change the previous results, with the exception of the 

pre-stimulus oscillatory measure and the N1 component, neither of which reached significance when 

these new regressors were included (see Supplementary Table 7-3). 

 

3.4 Discussion 

This experiment addressed the question of whether initial afferent activity in human V1 

exhibits choice probability in the context of a contrast discrimination task. To do this, EEG was 

recorded while participants discriminated the net contrast of two simultaneously presented arrays of 

contrast gratings. The use of EEG facilitated measurement of choice probability in initial afferent V1 

responses via the C1 component of the visual evoked potential (Jeffreys and Axford 1972; Clark et al. 

1994; Di Russo et al. 2002; Kelly, Schroeder, et al. 2013; Kelly, Vanegas, et al. 2013) while controlling 

for pre-stimulus attentional biasing as well as visual components at later latencies (the P1 and N1 

components, and a lateralized choice-predictive component that onset from approximately 215 ms). 

Although there was an a priori reason to expect that pre-stimulus attentional biasing would be 

exhibited in the alpha band (Kelly et al. 2006; Thut et al. 2006; Dijk et al. 2008; Foxe and Snyder 2011; 
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Klimesch 2012), a more robust measure was devised by additionally including choice-predictive 

frequencies from the delta- and beta-bands to create a composite measure of attentional biasing. It 

emerged that the C1 did predict participants’ choices, both with and without controlling for these 

external factors. This demonstrates that fluctuations in the aggregate response across V1 neurons 

covaried with fluctuations in participants’ choices over and above that which can be explained by 

variability in these external factors. What’s more, this relationship was not explained by the physical 

stimulus itself, choice history biases or eye movements. Choice probability did not differ between the 

response deadline conditions but rather emerged in a narrow range of response times in both 

conditions, ranging approximately from 300 ms to 400 ms. As outlined in the introduction, a narrow 

window of choice latencies (i.e. response times) is entirely expected if choices are triggered by an 

afferent signal because the latency of the choice is dependent on the latency of the signal. This 

particular response-time pattern of choice probabilities was not mirrored by any other predictor, 

corroborating the independence of C1 choice probability from external influences. Finally, choices that 

were congruent with C1 responses were more likely to be accurate, consistent with the 

informativeness of this signal for the task. Taken together, these results constitute good evidence that 

fluctuations of afferent V1 activity had a direct impact on choices in this task. 

It is somewhat surprising that C1 choice probability did not emerge at response times faster 

than 300 ms since the conditional accuracy function indicated that above-chance performance 

emerged from approximately 250 ms. While this could simply be a product of the noisiness of EEG 

recordings, it is nevertheless interesting to consider how C1 choice probability might have lagged 

above chance performance. One possibility is that the C1 might be dominated by activity along the 

slower of two processing streams that proceed at different transmission speeds. The existence of such 

“fast” and “slow” processing streams is well established to be provided by the magnocellular and 

parvocellular streams respectively (Kaplan and Shapley 1986; Bar 2003; Kveraga et al. 2007). These 

pathways also diverge, broadly speaking, in their preferences for stimulus features – though see 

(Skottun and Skoyles 2011; Skottun 2015) for a discussion of the nuances in these distinctions – with 

the magnocellular pathway preferring low contrasts and low spatial frequencies while the 

parvocellular pathway prefers high contrasts and high spatial frequencies (Kaplan and Shapley 1986). 

A number of authors have suggested that the role of the magnocellular pathway is to quickly provide 

a low-resolution picture of the visual scene in order to provide top-down modulation of the more 

detail-oriented parvocellular pathway (Bar 2003; Kveraga et al. 2007). It is interesting to note in light 

of this that by comparing C1 responses to stimuli designed to favour either the parvocellular or 

magnocellular pathway, Foxe et al (Foxe et al. 2008) found that the C1 was more likely to be 

dominated by parvocellular activity. If this is true, it may explain why C1 choice probability lagged 
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slightly behind above-chance performance as these early accurate responses may have been driven 

by the magnocellular pathway. The same group similarly inferred parvocellular dominance for a similar 

C1-like signal responding to a contrast fluctuation protocol (VESPA) designed to provide an impulse 

response for V1 (Lalor and Foxe 2009). They also found that while the VESPA C1 and the discrete-VEP 

C1 correlated with one another, neither correlated with the discrete-VEP P1 (Murphy et al. 2012), 

suggesting that the C1 and P1 reflect independent avenues of processing. These lines of evidence 

(functional vision and the possibility of continued P1 responses following V1 loss, the independence 

of the P1 and C1 components, the existence of parallel pathways operating at different time scales, 

and the possible dominance of the slower parvocellular pathway in generating the C1 component) 

point towards an account whereby C1 choice probability need not emerge at the same latency as 

above-chance performance, which may instead be explained by processing along a different pathway. 

In fact, that C1 choice probability lagged behind above-chance performance in this task (and was 

independent of components that did show choice probability at these earlier latencies), points to the 

operation of a fast, parallel pathway that did not include the C1. Such an account implies that the C1 

instead operates along the slower pathway, which is consistent with the conclusion of Foxe et al. 

(2008) that the C1 is dominated by the slower parvocellular pathway. 

While C1 choice probability seemed to lag behind above-chance performance, choice 

probability in the P1 component and the late lateralized component (LC) did not. Although these 

signals were strongly correlated with one another, it is likely that their functional role in the decision 

formation process is different because they predicted choices at different response times. While the 

P1 predicted choices predominantly for fast responses (which is consistent with its early latency as a 

signal), the LC predicted choices at all response times, even very fast choices that were at chance level, 

despite its emergence at late latencies. This suggests that this signal did not drive decisions but instead 

reflects some form of post-decision processing. Choice congruency of the LC was associated with 

better accuracy so it is likely that the post-decision processing that it represents is also associated with 

accuracy. However, in the absence of any indication of what process it may represent and further 

since the signal was found using exploratory methods, it would not be prudent to speculate about 

what this process might be. On the other hand, P1 latency is early enough that its association with 

choice behaviour may have been causal, particularly since P1 choice probability waned at long 

response times that were further in time from its latency. Although P1 choice probability was 

statistically dependent on the LC, recall that it was in fact P1 lateralization that was measured since it 

was composed of its two subcomponents given the bilateral stimulus display. Thus, one possible way 

that this statistical dependency might have emerged is that while one subcomponent predicted 

choices, the other predicted LC. If one subcomponent were positively correlated with the LC while the 
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other was positively correlated with choice, then this would have yielded two conflicting relationships 

with choice within the lateralized P1 (one indirect positive association via the LC and one negative 

association due to the subtraction of one subcomponent from the other). However, after controlling 

for LC then one would be left only with the direct association between the remaining P1 

subcomponent and choice. Thus, it may be that one of the two subcomponents of the P1 was directly 

associated with choice behaviour (though which component is difficult to disentangle as either may 

have been related with the LC with the other related with choice). However, since the P1 is a later 

latency signal than the C1 it is strange that it should predict choice for faster responses than did the 

C1. As discussed in the previous paragraph, it is possible that the C1 reflects activity along the slower 

parvocellular pathway. While the P1 typically follows the C1, some authors have found that a P1 

component can be elicited in patients with blindsight (Celesia et al. 1980; Benson et al. 1999; Rossion 

et al. 2000), indicating that P1 responses are not always dependent on V1 processing. The functional 

capacity for such a pathway that bypasses V1 is perhaps most strikingly exemplified in the condition 

of blindsight, where some degree of functional non-conscious vision remains despite the complete 

loss of V1 (Rossion et al. 2000; Stoerig 2006; Tamietto et al. 2009; Cowey 2010; Schmid et al. 2010; 

Leopold 2012; Kavcic et al. 2015). However, while some patients show a reduced P1 response 

following V1 loss, many show none at all (Kuroiwa and Celesia 1981; Celesia et al. 1983; Aldrich et al. 

1987; Biersdorf et al. 1992) and some have argued that the age at which the patient lost V1 function 

may be a confounding factor due to the plasticity that emerges following its loss (Kavcic et al. 2015). 

Nevertheless, when V1 is intact, evidence from monkeys indicates that parallel pathways emanate 

from V1 at different time scales (Schroeder et al. 1998; Chen et al. 2007). Thus, albeit rather 

speculative, it is possible that a P1 response may follow activity along the magnocellular stream 

allowing it to predict choice behaviour that is faster than that predicted by the C1 along the 

parvocellular stream.  

A secondary goal of this study was to identify whether the degree of choice probability in the 

C1 might differ across the two response deadline regimes since the tighter deadline of 400 ms might 

incur a greater need to rely on short latency V1 responses rather than rely on downstream 

computations. While no such impact of deadline regime was found in this study, this only purports to 

the specific deadline conditions of 400 ms and 600 ms that were used for this task. In hindsight, it is 

possible that these may not have been good choices of deadline to address any such effect on 

strategically greater weighting of V1 evidence in one regime over the other. Such a relationship 

between V1 weighting and deadline may not be a monotonic function across all deadlines. To take the 

extreme example of a deadline so early as to preclude the possibility of basing the decision on the 

response of any sensory neuron, in such a scenario one would not expect V1 to be weighted in the 
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decision at all (as the decision maker would be forced to simply guess). Thus, while V1 weighting might 

be expected to fall with long deadlines as the decision can be based on downstream computations, 

one might expect it to rise as deadline increases from very short latencies as the window of time 

between V1 responses and the deadline becomes more manageable. 

Another notable dynamic between visual components in this task was the functional 

dissociation between the P1 and N1 components. While the P1 displayed choice probability for fast 

response times the N1 did so at slower response times. What’s more, choice congruency with the P1 

was associated with higher accuracy while no such relationship was present for the N1. This suggests 

that the P1 was choice-informative in this task while the N1 was not. This functional distinction adds 

to a large literature highlighting functional differences between the P1 and N1 components in which 

the N1 component has been characterized as a facilitatory component that operates exclusively in 

discrimination tasks while the P1 component has been suggested to play a task-facilitating inhibitory 

role in both discrimination and non-discrimination tasks (Hillyard et al. 1998; Vogel and Luck 2000; 

Freunberger et al. 2008; Couperus and Mangun 2010; Klimesch 2012; Slagter et al. 2016; Lasaponara 

et al. 2017). While the present task was a discrimination one, it was not so in the usual sense. 

Ordinarily, these tasks require discrimination of either the colour of stimuli or some aspect of their 

morphology (e.g. spatial frequency, size, length, orientation). Here, by contrast, such morphological 

attributes were unvarying, with the discrimination being made with respect to contrast. This may 

indicate that discrimination of stimulus contrast is a special case that the brain treats differently to 

other discrimination tasks. To test this possibility, future research should investigate the task utility of 

N1 choice probability in a task where discriminations are made along a physical attribute other than 

contrast. 

To the best of the author’s knowledge, this study is one of only a few to have used non-

invasive neurophysiology to measure choice probability in a sensory signal. Amitay et al. (Amitay et al. 

2013) and Waschke et al. (Waschke et al. 2017) both used EEG to predict which of a sequence of 

identical auditory tones would be chosen as the “odd one out”, finding choice-related activity in the 

P1-N1 peak in the former study and stimulus induced theta-band activity in the latter. However, 

neither study controlled for external factors such as attention as was done here. Wilming et al. (2020) 

used MEG to disentangle feedforward from feedback processing in a contrast discrimination task, not 

unlike what was done here. Contrary to what was found in this experiment, they found no stimulus-

independent choice probability in V1 activity (as measured by visual evoked gamma activity). 

However, since their primary goal was to disentangle feedforward from feedback visual processing 

they employed a protracted decision paradigm, similar to that of Nienborg and Cumming (2009), that 

required participants to aggregate contrasts across a stream of stimuli (allowing them to calculate a 
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psychophysical kernel). Therefore, if one is to draw a comparison between their results and those 

presented here, the comparison ought to be made for slow response time trials, where C1 choice 

probability was not found here. Thus, these experiments are not in fact contradictory but rather serve 

to highlight the relative impacts of feedforward and feedback processing on perceptual choices in 

different contexts. The present experiment suggests that feedforward activity contributes to the 

choice when it is made quickly based on discrete evidence while the data of Wilming et al. (2020) 

suggest that feedback processing may be more important in scenarios where sensory evidence is 

accumulated over time. 

 

3.5 Conclusion 

The data here demonstrate, for the first time, that the C1 component of the visual evoked 

potential – an EEG measure of initial afferent V1 processing – exhibits choice probability in a contrast 

discrimination task. The use of EEG enabled a demonstration of the independence of this effect both 

from later visual components and from a pre-stimulus measure of choice bias that included the well 

established attentional biasing of the alpha band. C1 choice probability emerged in a narrow window 

of response times, consistent with the influence of an afferent signal on perceptual choices. This 

response-time window was later than the first emergence of above-chance performance, which 

instead coincided with choice probability in the P1 component and a late lateralized component. All 

three signals demonstrated task-utility as their choice congruency was associated with improved 

accuracy but the latter two showed statistical dependencies with one another that did not extend to 

the C1. This suggests that independent parallel pathways may have contributed to choices in this task. 

Finally, the N1 component did not show task utility here, which is reminiscent of its exclusive 

modulation by spatial attention in feature discrimination tasks. This may indicate that contrast 

discrimination is a special case of discrimination, a proposal that will require future dedicated 

investigation to clarify. 

This chapter of the thesis has addressed the dynamics of choice probability in initial afferent 

V1 – indexed by the C1 – finding that it is choice predictive for responses in which choice latency is 

consistent with a feedforward read-out of this activity but that choices are based on other processes 

when responses are either faster or slower than this range. This complements Chapter 2 in 

demonstrating that despite being such an early sensory signal, the C1 component exhibits patterns of 

amplitude modulation that reflect the operation of cognitive processes (in this case spatial attention 

and read-out for perceptual decisions). This in turn demonstrates that cognitive operations are already 

at play even at the earliest stages of visual processing. Both chapters have operated on the assumption 
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that initial afferent V1 activity can be indexed by the C1 component. The following chapter will address 

the degree to which this assumption is valid by relating the observed retinotopic mapping of C1 

topography to that predicted from MRI scalp projections.  
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4. The C1 component is best explained by a V1 source: retinotopic 

MRI-based prediction of EEG topography 

4.1 Introduction 

As outlined in section 1.8.3, when a perceiver observes a change in the visual field, a series of 

deflections known as a visual evoked potential (VEP) emerge from ongoing EEG activity. VEPs can be 

elicited in response to discrete events such as pattern onset or pattern reversal, or they can be elicited 

by periodic pattern onset/reversal (SSVEP) or rapid multifocal stimulation (mfVEP). Knowledge of the 

cortical generators of VEPs is a crucial step towards their use in the pursuit of understanding visual 

cognition more generally. Thus, identifying the cortical generators of VEPs has been the topic of 

intensive investigation (Jeffreys and Axford 1972; Edwards and Drasdo 1987; Maier et al. 1987; 

Schroeder et al. 1991; Clark et al. 1994; Hillyard et al. 1997; Müller et al. 1998; Slotnick et al. 1999; Di 

Russo et al. 2002; Tabuchi et al. 2002; James 2003; Pastor et al. 2003; Zhang and Hood 2004; Di Russo 

et al. 2005; Di Russo et al. 2007; Park et al. 2008); see Di Russo et al (2002; 2005) for reviews for the 

discrete pattern onset and pattern reversal VEPs, respectively. In particular, one question that has 

yielded mixed results pertains to the source of the earliest component of the VEP (the C1 for the 

pattern onset VEP and the N75 for the pattern reversal VEP). The prevailing view has been that this is 

located in the primary visual cortex, a conclusion that has been partly motivated by the inversion of 

its polarity between the upper and lower visual fields (Jeffreys et al. 1972; Clark et al. 1995) and partly 

informed by dipole modelling (Di Russo et al. 2002; Di Russo et al. 2005). The reason for the former is 

that the cortical geometry of V1, situated within the Calcarine sulcus, is such that much of the lower 

visual field is represented in the upper bank of the sulcus while much of the upper visual field is 

represented in the lower bank of the sulcus, thereby predicting an inversion of topography between 

these visual field positions.  

This purely geometric logic, predicting polarity inversion based on V1 morphology, is 

sometimes favoured over dipole modelling due to the ill-posed nature of inverse modelling. However, 

this geometric rationale has been challenged by some on the basis that V2 and V3 geometry also 

predict polarity inversions between the upper and lower visual fields as both areas are positioned such 

that the upper field is represented on the lower surface of the occipital lobe with the lower field 

represented on the upper surface (Halliday and Michael 1970; Edwards and Drasdo 1987; Maier et al. 

1987; J. Ales et al. 2010; J.M. Ales et al. 2010; Ales et al. 2013). For this reason, polarity inversion of a 

signal is an insufficient criterion to implicate a striate generator for it. What’s more, although dipole 

modelling has indicated a striate generator for the C1 component (Di Russo et al. 2002), there is 
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imprecision inherent in dipole modelling and so these results are not incompatible with a V2/V3 

source. One method to improve the precision of dipole modelling is to use fMRI retinotopic mapping 

to constrain dipole location and orientation (Hagler et al. 2009). Indeed, by taking this approach, Ales 

et al (2010); J.M. Ales et al 2010; Ales et al. (2013) concluded that MRI-predicted topographies for 

V2/V3 conformed more clearly to the polarity reversing criterion than did predicted V1 topographies. 

Critically however, these predicted topographies were not directly compared with empirical 

topographies measured with EEG. Thus, while these simulations have demonstrated that polarity 

reversal is an insufficient criterion to implicate V1 as the primary generator of the C1, they also do not 

conclusively establish that V1 is not the dominant generator. Resolving this question is of great 

importance for the investigation of visual cognitive processes in humans given the central role of V1 

as starting point for most visual processing (Felleman and Essen 1991) and given that the C1 

component is the only EEG component touted as reflecting predominantly V1 activity (Rauss et al. 

2009).  

In response to Ales et al (2010; 2013), Kelly et al (Kelly, Schroeder, et al. 2013; Kelly, Vanegas, 

et al. 2013) outlined a number of arguments in favour of V1 likely being the dominant contributor to 

the C1. Principal among these is that a full consideration of V1 and V2 morphology (Halliday and 

Michael 1970; Wandell et al. 2009; Benson et al. 2014) predicts sequences of topography shifts within 

each quadrant of the visual field that run counter to one another, with empirical C1 measurements 

favouring the V1 pattern (Clark et al. 1994). This full consideration of V1 topography has been dubbed 

the ‘cruciform model’ due to the cross-shaped appearance of V1 morphology as it extends out from 

the Calcarine sulcus onto the median wall. V2 also extends onto the median wall but from the opposite 

direction, hence the reverse patter of predicted topography shifts around the visual field. Another 

argument was that available local field potential (LFP) evidence, which is the most analogous among 

invasive neurophysiological measurements to scalp-recorded EEG (Kajikawa and Schroeder 2011), 

consistently demonstrates that the initial wave of evoked activity in V1 is surface-negative (Mitzdorf 

1987; Schroeder et al. 1991; Givre et al. 1994; Schroeder et al. 1998; Xing et al. 2009). This is congruent 

with a V1-generator of the C1 given the polarities it exhibits on the scalp. Thus, any V2/V3 

contributions would either supplement the V1 contribution (if surface positive) or act against it (if 

surface negative), in which case they would necessarily be weaker than the V1 contribution in order 

not to reverse the polarity trend. Unfortunately, to the best of the author’s knowledge there are no 

reports of LFP polarity for V2 or V3. 

The present study sought to expand on the simulations of Ales et al. (2010; 2013) by directly 

comparing the EEG topographies predicted by retinotopic MRI to empirically measured C1 

topographies. In particular, the Benson retinotopy atlas was used (Benson et al. 2014) to generate 
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predicted EEG topographies for V1, V2 and V3 sources and compare these to empirically measured 

topographies for the C1 component of the discrete pattern-onset VEP. The same exercise was also 

carried out for the pattern-pulse mfVEP and the pattern-onset SSVEP, the cortical generators for which 

have typically been investigated in isolation, in order to assess the topographical similarity among 

these three signals, and thereby the similarity of their cortical underpinnings. Furthermore, to the 

author’s best knowledge no study to date has compared the pattern of SSVEP topography shifts to the 

cruciform model. 

 

4.2 Method 

4.2.1 Participants 

Ten healthy young adults took part in this experiment (5 Females, 10 right handed) with a 

mean age of 23.5 years (SD=3.3). They were compensated for their participation with a lump sum of 

€20. All participants gave written informed consent, were over the age of 18, had normal or corrected 

to normal vision and reported no neurological or psychiatric conditions. All operations were approved 

by the Human Research Ethics for Sciences board of University College Dublin and adhered to the 

guidelines set out in the Declaration of Helsinki. 

 

4.2.2 Stimuli 

Stimuli were presented in a dark, sound-attenuated chamber on a 1024 x 768 Dell E771p CRT 

monitor (32.5 X 24.5 cm) operating at a refresh rate of 75 Hz. Participants were seated at a chin rest 

at a distance of 57 cm from the monitor. They maintained stable gaze on a white fixation cross, which 

was displayed against a uniform grey field of 64 cd/m2. Stimuli were constructed from an annular 

“dartboard” pattern with an inner radius of 2.75o and an outer radius of 7.25o (see Figure 4-1). This 

was divided angularly into 16 wedges of 22.5o polar angle, each containing a 4 x 4 check pattern (angle 

x eccentricity). Checks were alternating black (0 cd/m2) and white (128 cd/m2). 
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Figure 4-1: Stimuli used across all visual stimulation protocols. Every second of the 16 total locations 
are displayed with the eccentricity of the inner and outer radius of the overall annular region given by 
the two dashed lines. 

 

4.2.3 Procedure 

Participants observed a series of stimulation protocols designed to elicit three varieties of 

visual evoked potential. These were observed in a task-free context with the only instruction during 

stimulus presentation being to maintain steady eye gaze on a central fixation cross. The protocols 

included pattern-pulse multifocal stimulation to elicit a pattern-pulse multifocal visual evoked 

potential (PPMVEP), discrete stimulation to elicit a standard discrete visual evoked potential (dVEP), 

and a pattern flicker to elicit a steady-state visual evoked potential (SSVEP). The PPMVEP protocol was 

administered as described in section 2.2.1 where its use as a pre-mapping procedure for the 

experiments in chapter 2 was outlined. For the SSVEP protocol there was a fast (18.75 Hz) and a slow 

(7.5 Hz) subdivision. The 18.75 Hz flicker was produced by a sequence of four frames with two “on” 

and two “off”. The 7.5 Hz flicker was produced by a sequence of ten frames (5 on and 5 off). Each 

location was stimulated for six unbroken periods of 5 seconds each at both flicker frequencies. To 

reduce overall stimulation time for the SSVEP, two locations 180o apart from one another were 

stimulated at the same time, one at each frequency (with interference eliminated by the orthogonality 

of the two frequencies). The sequence of stimulated locations was random and each period of 5-

second stimulation was separated by a self-paced gap (the participant clicked the mouse to proceed 

to the next location). The overall duration of this protocol was approximately 15 minutes. Finally, the 

discrete protocol consisted of 200 trials for each location in which stimuli were presented at a random 

sequence of locations for 50 ms each, with an inter-stimulus interval of 500 ms. This was divided into 
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seven blocks of approximately seven minutes each. Thus, overall stimulation time was approximately 

70 minutes. 

 

4.2.4 Data Acquisition 

EEG and eye tracking data were recorded as per sections 2.2.5 and 3.2.5. 

 

4.2.5 Data Processing 

EEG processing was carried out using a combination of inhouse Matlab scripts (Mathworks, 

The United Kingdom) and EEGLAB routines (Delorme and Makeig 2004). These processes were similar 

across the three stimulation protocols, however not all measures that were applied to the dVEP were 

applied to the other two VEPs. In particular, trials containing artifacts were not rejected for the 

PPMVEP or the SSVEP. In the case of the SSVEP, this was because the signal was measured over a long 

time window relative to the duration of a blink (four second measurement window) and so the impact 

of a blink within this period would be diluted by the remainder of the window. In the case of the 

PPMVEP, it was because the very large number of trials that it yields make it robust to occasional 

artifacts. 

Across the board, continuous data were low pass filtered by convolution with a 77-tap 

hanning-windowed sinc function with a 3-dB corner frequency of 35.3 Hz and 50 Hz attenuation 

(mains) of 83.5 dB. Subsequently, long segments of persistently high noise in individual channels were 

interpolated. To identify these, the data were partitioned into short segments of 5 seconds and for 

each segment, low- and high-frequency standard deviation (following a 5 Hz low pass filter and 

subtraction of this filtered data, respectively) were calculated and subjected to thresholds of 20 V 

and 10 V. Only long segments with a consistent sequence of 7 or more such segments were 

interpolated and short gaps (of 2 or fewer segments) between such long segments were also 

interpolated. 

The data were then re-referenced to the average of the scalp channels and low frequency 

trends were removed. This was achieved using the same linear detrending approach outlined in 

section 2.2.6 in order to avoid distortions that can result from typical high pass filters (Acunzo et al. 

2012). This involved partitioning the data into segments of a set duration and subtracting the line of 

best fit from each electrode for each segment. These durations differed across the stimulation 

protocols to take their individual requirements into account. For the dVEP where there is the risk of 
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smearing the influence of post-stimulus processing if too short a duration is chosen, a duration of 4 

seconds was used in order to comprise a large enough number of trials to mitigate this concern. For 

the SSVEP, where unbroken epochs of 4 seconds were needed, the duration was set to 5 seconds. 

Finally, for the PPMVEP, where at any moment in time a large number of trials are at various stages 

of their time course, precluding the avoidance of partition points coinciding with trial epochs, a shorter 

duration of 500 ms was used. 

At this point, for the dVEP, continuous data were then subjected to in-house artifact detection 

routines to identify and label time points with electrode “pops”, slow drift, muscle activity and blinks. 

These procedures were the same as those outlined in section 2.2.6. Eye tracking data was used to 

identify saccades, which were defined as gaze displacements over a 10 ms period in excess of 0.2o. 

Average trial-loss rate across participants was 11.3%, with a maximum of 28.7% (leaving a minimum 

of 142 trials per participant per location). 

 

4.2.6 Signal Measurement 

Data were divided into stimulus-locked epochs ranging from -100 ms to 400 ms for the dVEP 

and the PPMVEP, and from -100 ms to 5,500 ms for the SSVEP. Event related potentials were then 

calculated for the dVEP and the PPMVEP for each of the 16 wedges by separately averaging trials 

corresponding to each wedge, with grand averages subsequently taken across participants. For both 

signals, C1 topography measurements were taken as the average between 70 and 80 ms calculated 

for each electrode. For the SSVEP, the first 600 ms of the epoch were discarded in order to remove 

the evoked potential elicited by the onset of the flickering stimulus following a uniform grey field. 

From this latency, an unbroken period of 4 seconds was taken from the remainder of the epoch, which 

was transformed to the frequency domain by means of a discrete Fourier transform. The flicker 

frequencies of 7.5 Hz and 18.75 Hz were then isolated from this spectrum and the trial was assigned 

to the corresponding wedge location for each frequency. The resulting complex numbers were then 

averaged for each wedge and frequency separately, and grand averages were then taken by averaging 

across participants. 

To obtain a topography measurement for the SSVEP that was comparable to those of the dVEP 

and the PPMVEP, a measure of signal polarity was needed for the SSVEP signal (which is often 

represented simply by its magnitude). To do this, SSVEP phases were assumed to be similar across the 

16 wedge locations, but where signals had opposite polarity they were assumed to be phase separated 

by 180o. Therefore, the principal phase axis was taken (from the grand average data) as this captures 

both polarity (i.e. at which end of the axis does a given electrode lie) and magnitude (i.e. how far from 
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the centre of the axis is a given electrode). This was achieved by collapsing the 128 electrodes from all 

16 locations (yielding a 2,048 long vector) and performing an eigen-analysis on the 2 x 2 covariance 

matrix calculated from the real and imaginary components of this vector. Each electrode was then 

projected onto the principal eigenvector to obtain a measure of polarity and magnitude. Note that 

this eigenvector can take one of two opposing directions that is determined rather arbitrarily by the 

overarching phase across all 16 locations, which itself is determined by the somewhat arbitrary 

positioning of the 4-second measurement window. Therefore, the direction that yielded a negative 

dipole for the upper visual field was chosen to match C1 polarity. This choice, however, does not imply 

that striate generation is a foregone conclusion as it does not affect the within-quadrant topography 

shifts that are differentially characteristic of V1, V2 and V3. 

 

4.2.7 Forward Modelling 

To predict the EEG topographies that would be elicited by the stimuli used, the cortical surface 

area that each of the 16 wedge locations would activate was estimated in an MNI-ICBM152 non-linear 

average brain (Grabner et al. 2006). To do this, the Benson-2014 retinotopic atlas (Benson et al. 2014) 

was fit to the MNI-152 average brain, which facilitated the estimation of retinotopic maps for areas 

V1 to V3. Although this atlas offers retinotopic maps for a number of other visual areas, validation has 

been performed only for the maps pertaining to V1, V2 and V3. Thus, modelling efforts were restricted 

to these three areas. Following reconstruction and volumetric segmentation of the MNI-152 average 

brain using Freesurfer, which is free to download at http://surfer.nmr.mgh.harvard.edu/ (Dale et al. 

1999; Fischl et al. 1999; Fischl and Dale 2000; Salat et al. 2004), the Benson-2014 atlas was applied 

using the Neuropythy Python module and regions of interest (ROIs) were defined for the segments of 

the visual field encapsulated by each of the 16 wedges for areas V1, V2 and V3. This was used to 

generate a list of voxel coordinates corresponding to the grey matter surface area for each wedge in 

each of the visual areas listed above.  

The Matlab toolbox Fieldtrip (Oostenveld et al. 2010 Dec 23) was then used to generate a 

boundary element model (BEM) conductivity head-model based on this brain, which was co-registered 

with the Biosemi channel position coordinates to generate a forward-model. This was then used to 

derive scalp topographies resulting from dipoles located at each of the voxel coordinates generated 

from the above ROIs, the orientations of which were constrained by the surface normal of the 

corresponding cortical surface area. An in-house algorithm was used to determine the surface normal 

orientation for each voxel, which applied linear regression to the local neighbourhood of the voxel (a 

5x5x5 cube of voxels centred on it), finding the line that best predicted intensity values from position 

http://surfer.nmr.mgh.harvard.edu/
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coordinates (which yielded the surface normal vector since white and grey matter were labelled as 

high and low intensity respectively). These voxel-specific topographies were then averaged over all 

the voxels corresponding to each wedge (assuming uniform activation across all voxels) in order to 

obtain the final predicted topographies for each wedge. This whole process was repeated for V1, V2 

and V3 to yield predictions of retinotopically mapped topographies for each area. 

 

4.3 Results 

4.3.1 Topography predictions by stimulus location – The Cruciform model 

The cruciform model, along with MRI-predicted topographies for V1, V2 and V3, are shown in 

Figure 4-3, Figure 4-4 and Figure 4-5 respectively. The hallmark prediction of the cruciform model is 

that any EEG signal originating in V1 should show a polarity inversion between the upper and lower 

visual fields, which are represented in the lower and upper banks, respectively, of the Calcarine sulcus. 

However, V2 and V3 morphology also predict a similar inversion of polarity, making this an insufficient 

criterion to diagnose a V1 source (see Figure 4-3-Figure 4-5 and Ales et al 2010; 2013). Nevertheless, 

while polarity inversion forms a central part of the cruciform model, it is not the sole component of it 

because V1 representation of visual field locations near the vertical meridian extends out onto the 

medial wall, as can be seen in the Benson-2014 atlas fit to the MNI-152 brain (Figure 4-2). Therefore, 

the model predicts a shift towards lateral topographies for these visual field locations. This within-

quadrant prediction of lateral topography shifts is borne out by the retinotopically constrained 

forward modelling (based on the MNI-152 brain) of a uniform cortical response from V1 to each of the 

16 wedges used in the present stimulation protocol (see Figure 4-3). Critically however, the predicted 

topographies for V2 demonstrate within-quadrant shifts in the opposite direction (compare Figure 4-3 

and Figure 4-4) and V3-predicted topographies show little if any within-quadrant shifts. Thus, the 

pattern of within-quadrant topography shifts between the horizontal and vertical meridians 

constitutes a diagnostic feature between V1, V2 and V3 as dominant sources for the C1 component of 

the EEG-derived VEP. 
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Figure 4-2: Left hemisphere of the MNI-152 brain, showing the retinotopic map positions of the 8 
checkerboard wedges in the right visual field. 

 

 

Figure 4-3: Topographies predicted for V1 based on retinotopic data from the Benson-2014 atlas fit 
to the MNI-152 brain. Inside the circle of topographies is a cartoon depiction of the cruciform model. 
The outer brackets provide a colour-coding scheme of visual field octants such that the inner 
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depiction of cortical morphology shows an approximation of the retinotopic map layout. The blue 
and red arrows demonstrate typical dipole directions for each octant under the assumption of 
surface-negative potentials. The same topographies with opposite polarity can be predicted under a 
surface-positive assumption (Ales et al. 2010; 2013). 

 

 

Figure 4-4: Topographies predicted for V2 based on retinotopic data from the Benson-2014 atlas fit 
to the MNI-152 brain. Inside the circle of topographies is a cartoon depiction of the cruciform model. 
The outer brackets provide a colour-coding scheme of visual field octants such that the inner 
depiction of cortical morphology shows an approximation of the retinotopic map layout. The blue 
and red arrows demonstrate typical dipole directions for each octant under the assumption of 
surface-negative potentials. The same topographies with opposite polarity can be predicted under a 
surface-positive assumption (Ales et al. 2010; 2013). 
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Figure 4-5: Topographies predicted for V3 based on retinotopic data from the Benson-2014 atlas fit 
to the MNI-152 brain. Inside the circle of topographies is a cartoon depiction of the cruciform model. 
The outer brackets provide a colour-coding scheme of visual field octants such that the inner 
depiction of cortical morphology shows an approximation of the retinotopic map layout. The blue 
and red arrows demonstrate typical dipole directions for each octant under the assumption of 
surface-negative potentials. The same topographies with opposite polarity can be predicted under a 
surface-positive assumption (Ales et al. 2010; 2013). 

 

4.3.2 Empirical topographies by stimulus location 

The empirically measured topographies for each of the stimulation protocols are shown 

alongside MRI-predicted topographies for V1 in Figure 4-6-Figure 4-9. Qualitatively, the pattern of 

topography shifts match that of a V1 source for the PPMVEP (C1), dVEP (C1) and 18.75 Hz SSVEP. Not 

only do polarities invert between the lower and upper visual fields (which is not diagnostic of V1 

exclusively as outlined above), but the lateralization of the topographies and their shifts as a function 

of polar angle within each visual quadrant match that of a V1 source. In particular, all three signals 

demonstrate a tendency for topographies to be closer to midline near the horizontal meridian and 

more lateral near the vertical meridian, with a further tendency to be contralateral in the lower-field 

and ipsilateral in the upper-field. This pattern is shared by the V1-predicted topographies, runs 
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counter to the topography shifts predicted for V2, and is not predicted for V3 (see Figure 4-3-Figure 

4-5). 

 

 

Figure 4-6: Left: MRI-predicted topographies for V1. Right: Grand average topographies for the 
PPMVEP. 

 

 

Figure 4-7: Left: MRI-predicted topographies for V1. Right: Grand average topographies for the dVEP. 
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Figure 4-8: Left: MRI-predicted topographies for V1. Right: Grand average topographies for the 18.75 
Hz SSVEP. 

 

 

Figure 4-9: Left: MRI-predicted topographies for V1. Right: Grand average topographies for the 7.5 
Hz SSVEP. 
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Figure 4-10: Annular plots showing the correlations between VEPs as a function of stimulus location. 
The centre of the white circle corresponds to a correlation of -1, the outer radius of the black 
annulus to a correlation of 1, and the interface between the regions to a correlation of 0. 

 

Pearson’s correlation was used to measure correspondence between these empirical 

topographies and the MRI-predicted topographies for V1, V2 and V3. Stacking the 128-element grand 

average topographies from all locations into a single 2,048-element vector, the correlation was 

calculated between each of the four empirical signals and each of the three predicted topographies. 

To carry out statistics for these correlations, a permutation test was used in which the locations for 

the predicted topographies were randomly shuffled and the correlation recalculated. This procedure 

was carried out 1,000,000 times for each of the 12 pairings of empirical and predicted topography to 

generate null distributions of correlation coefficients. The results of this are given in Table 4-1 and 

recapitulate what was evident by visual comparison of the topographies. Correlation strength was 

strongest for V1 for each empirical signal, followed by V3 (for which the correlation was negative), 

with V2 showing the weakest correlations. To understand these relationships in more detail, the 

correlations were recalculated broken down by location, which are shown in Figure 4-11. This 

indicated that the weak correlations for V2 were accountable to a fluctuation between positive and 

negative correlations at different locations, with positive correlations observed near the vertical 

meridian and negative correlations observed near the horizontal meridian. This pattern of positive 
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and negative correlations is indicative of the reverse direction of topography shifts predicted for V2 

and V1 as outlined above (should V2 have predicted the same topography shifts as V1 then the 

correlations would have been uniformly negative rather than fluctuating).  

Since an important feature of the cruciform model is its prediction of a specific pattern of 

within-quadrant topography shifts, a second set of permutation tests were carried out in which 

locations were shuffled within quadrant only. This constitutes a more stringent test of correspondence 

between the MRI-predicted topographies and the VEPs as correlations that are driven solely by 

polarity reversal between the upper and lower visual field will not be found significant under this test 

as all permutations would retain this feature. Instead, the pattern of topography shifts within 

quadrants must match in order for the correlation to emerge significant. The results of these tests are 

also given in Table 4-1 (again, FDR-corrected) and indicated that the within-quadrant pattern of 

topography shifts matched V1 for all VEPs but that there were no significant matches for either V2 or 

V3. One exception was the correlation between the dVEP and V2, which was significant. However, in 

this case the null distribution spanned correlation coefficients of greater magnitude than the observed 

coefficient so this in fact indicates a significantly weaker correlation than chance. 

 

Table 4-1: Correlations between MRI-predicted topographies and empirical VEPs. 
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Figure 4-11: Correlations between MRI-predicted topographies for V1-V3 and each of the VEPs as a 
function of stimulus location. The annular plots are such that the outer black radius corresponds to a 
correlation of r = 1, the interface between the black and white sections corresponds to r = 0, and the 
middle of the white circle corresponds to r = -1. The shaded grey region indicates the r-coefficient at 
each polar angle. Correlations are uniformly positive for V1 with the exception of the lower field for 
the 7.5 Hz SSVEP. Correlations for V2 are positive near the vertical meridian and negative near the 
horizontal meridian (again with the exception of the 7.5 Hz SSVEP in which correlations are largely 
positive throughout the lower field. Finally, correlations are largely negative for V3. 

 

Although V1 yielded the strongest topography correlation for all four signals, the correlation 

for the 7.5 Hz SSVEP was considerably weaker. This can also be seen by visual inspection as the 7.5 Hz 

SSVEP, by contrast to the other signals, did not conform to the full pattern of topography shifts around 

the visual field predicted by V1. Although the upper-field pattern did conform, the lower-field 

exhibited topographies that aligned more closely with V2/V3 (see Figure 4-9). This break in the pattern 

of topography shifts was accompanied by an orthogonal shift in the phase of the 7.5 Hz SSVEP between 

the upper and lower visual fields, a phase shift that was not demonstrated by the 18.75 Hz SSVEP 

(Figure 4-12). This phase shift was driven by a shift in the lower field in the direction of earlier latency 

relative to the upper-field (Figure 4-12). 
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Figure 4-12: Top: Butterfly plots of the PPMVEP and dVEP. Vertical black lines indicate latencies of 50 
ms and 100 ms respectively. Middle: Butterfly plots of a single cycle of the 18.75 Hz SSVEP and the 7.5 
Hz SSVEP with black vertical lines indicating the latency corresponding to topography measurement 
(the latency of this vertical line is analogous to the direction of the first eigenvalue). Bottom: Scatter 
plots (left) of the imaginary against the real components of the 18.75 Hz and 7.5 Hz SSVEPs in the 
frequency domain (each point corresponds to an electrode). Signal phase is given by the ratio of the 
real and imaginary components so the angular position of each point corresponds to the phase of 
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oscillation at that electrode with magnitude given by its distance from the centre. Lines traversing the 
points indicate the eigenvector used for the calculation of SSVEP topographies. Topographies for the 
7.5 Hz SSVEP (right) are shown with the additional inclusion of topographies corresponding to a 90o 
counter-clockwise phase shift (delay), calculated by projecting electrodes onto the second 
eigenvector. 

 

4.3.3 Modelling the 7.5 Hz phase shift with competing sinusoids 

To understand how this phase shift may have emerged, a simulation of the behaviour of a sum 

of sinusoids of opposite polarity was run as a function of the relative latency delay and magnitudes of 

the sinusoids (see Figure 4-13B). The rationale for this simulation was that V1 and V2/V3 show 

opposite polarity (assuming of course that all three areas yield the same surface potential) and that 

their relative magnitudes change between the upper and lower visual fields as a result of their cortical 

positioning relative to the scalp. For example, V2/V3 responses in the lower field should contribute 

more strongly than their upper-field counterparts, since the cortical representation of the lower field 

is considerably closer to the scalp than that of the upper field. This prediction is corroborated by the 

retinotopically constrained forward models, which predict such an asymmetry between the upper and 

lower visual field for V2/V3 but not V1 (see Figure 4-13A). Thus, the magnitude of V2/V3 on the scalp 

relative to that of V1 ought to be stronger in the lower visual field than in the upper visual field.  

These simulations demonstrated that when two sinusoids of opposite polarity are at a slight 

delay to one another, their sum is shifted by 90o when they have equal magnitude compared with 

when one sinusoid exists in isolation. What’s more, for relative magnitudes within this range, the 

degree of phase shift does not increase/decrease linearly, but rather follows a nonlinear trajectory 

that differs as a function of the delay between the signals and their frequency of oscillation (see black 

asterisks outlining the trajectory of phase shifts in Figure 4-13B). One can see for example that at long 

delays between the signals, the trajectory of phase shifts is more gradual than when the delay is short. 

This dichotomy between abrupt and gradual trajectories of the phase shift is interesting because for 

a given change in relative magnitude of V1, V2 and V3 between the upper and lower visual field, the 

abruptness of the phase shift determines the phase shift that we might expect to see empirically. Thus, 

the dependency of phase-shift abruptness on the frequency of oscillation and delay becomes relevant 

since this phase shift was observed in the 7.5 Hz SSVEP but not in the 18.75 Hz SSVEP. 

To capture this distinction between a gradual and abrupt trajectory of phase shifts, a measure 

of abruptness was defined by taking 11 equally spaced weightings of opposed polarity sine waves – 

ranging from one signal existing in isolation ([1,0]) to equal contributions ([0.5,0.5]) – and finding the 

peak latencies of their sum for each weighting (normalizing by the latency for the first weighting to 
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obtain frequency-invariant relative latencies). Abruptness was then taken as the sum of squared error 

(SSE) for the line of best fit of this sequence of latencies. Thus, if the phase shift emerges gradually the 

trajectory should approach a straight line and the SSE would be low but if the phase shift emerges 

abruptly then a straight line would fit poorly and the SSE would be high. This was done for a range of 

frequencies and delays as shown in Figure 4-13C. This demonstrated that at low frequencies, phase 

shifts emerge abruptly for a wide range of delays but that this abruptness drops off at higher 

frequencies at a delay-dependent rate. In particular, abruptness remains high across the board for 7.5 

Hz oscillations but is low for many delays for 18.75 Hz oscillations. Abruptness then re-emerges at very 

high frequencies however, with the frequency at which this occurs well separated according to signal 

delay. 

 

 

Figure 4-13: Simulations of opposite-phase sinusoids. A) Magnitude of the MRI-predicted 
topographies (highest amplitude electrode) as a function of visual-field polar angle, showing stronger 
scalp projections for the lower-field compared with the upper field for V2/V3 but not V1. Distance of 
the grey shading from the circle-centre represents magnitude at that polar angle. B) Sums of opposite-
phase sinusoids as a function of their oscillation frequency, relative weight and latency delay. Red and 
blue curves correspond to various relative weights of the two sinusoids with colour-group denoting 
the stronger between them (arbitrarily labelled ‘V1’ and ‘V2’); black curves correspond to equal 
weighting. The blue curve is delayed relative to the red curve and in all cases this results in a 90o shift 
of the black curve earlier in time. Black asterisks outline the trajectory of peak latency for each signal 
weighting, demonstrating that the abruptness of phase shift (as a function of change of weighting) 
depends on the frequency and latency delay. C) A measure of abruptness of the onset of the 90o phase 
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shift. A fully linear emergence of phase shift (one in which a unit change in the relative strength of the 
signals incurs a constant phase shift at all signal strengths) is represented by 0 while more abrupt 
onsets (ones in which little phase shift occurs until the signals are close to equal strength) are 
represented by larger numbers. Abruptness is high at low frequencies for all delays but drops towards 
gradual onset at higher frequencies at a rate dependent on the delay between the signals. Abruptness 
then re-emerges at very high frequencies and the frequency at which this occurs is well separated as 
a function of signal delay. 

 

4.3.4 Modelling signal contributions from V1, V2 and V3 

While direct comparison between the MRI-predicted topographies and the empirically 

measured topographies indicated that V1 provides the most complete explanation for the pattern of 

topography shifts as a function of visual field, it does not rule out the possibility that V2/V3 also 

contribute. To assess the possible contribution of V2/V3 a Nelder-mead search algorithm (Matlab’s 

‘fminsearch’) was performed to find the linear combination of areas V1-V3 that produced the best 

correlation with each of the empirical signals (which was calculated by stacking locations as described 

earlier). Since the predicted topographies had arbitrary units while the empirical data were 

represented in microvolts, sole interest lay in the relative contribution of each area rather than 

absolute weights. As such, the weighting of area V1 was fixed to 1, so that the task lay in finding the 

relative weightings of the other two areas. This search algorithm was performed from 100 random 

starting points (each weight uniformly randomly set between -1 and 1), taking the best fitting model 

as observed parameters. The predicted topographies of these models, along with those observed 

empirically, are shown in Figure 4-14A. 

To assess the improvement of model fit attributable to each visual area statistically, 1,000 

random permutations of the locations for that visual area were taken and the search algorithm was 

repeated to yield a distribution of model fits (correlation coefficient between the model-predicted 

and empirical topographies). In order to apply this procedure for V1, whose weight was generally fixed 

at 1, the weight of V2 was fixed to 1 instead, allowing that of V1 to vary. The weights for the best-

fitting models, along with the associated FDR-corrected p-values resulting from the permutation tests, 

are shown in Table 4-2. Model fit deteriorated significantly when V1 locations were shuffled but there 

was no reliable difference in model fits when either V2 or V3 was shuffled, with the exception of V3 

for the 18.75 Hz SSVEP. However, since V2 and V3 show similar topography patterns, it is possible that 

collinearity may have been an issue in this model fitting procedure. Therefore, an additional 

permutation test was conducted in which locations were shuffled for both V2 and V3 independently. 

These results were in line with those above (see Table 4-2). Although contributions from V2 and V3 

were non-significant for the most part, it was nevertheless interesting to see how sensitive model fit 
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was to fluctuations in the weights of these areas. This was assessed by calculating model fit as a 

function of weight for each area while holding the weights of the other two areas at their best-fitting 

model values. This indicated that model fit was insensitive to small changes in weights around their 

optimum value (see Figure 4-14B-C). Model fit declined gradually with increasing positive or negative 

weights of V2 for the dVEP, the PPMVEP, and to some extent the 18.75 Hz SSVEP (though greater 

tolerance for negative weights was shown). For the 7.5 Hz SSVEP, near uniform tolerance of any 

positive weight was evident of both V2 and V3 with low tolerance of negative weights. By contrast, 

the other three signals showed near uniform tolerance of negative V3 weights with little tolerance of 

positive weights. 

 

Table 4-2: Modelling the empirical VEP topographies using linear combinations of the predicted 
topographies for V1, V2 and V3. These models are ‘static’ in the sense that they do not model changes 
in the signal over time but rather take a single amplitude measurement; the dVEP and PPMVEP are 
taken as the average between 70 ms and 80 ms and the two SSVEP signals are calculated by projecting 
each electrode onto the phase eigenvector corresponding to maximal variance (see methods section 
4.2.6). Each panel shows the correlation coefficient between the best fitting model and the empirical 
data (calculated by stacking topographies across locations into a single 2,048 vector) at the top, 
followed by the weight of each area in the best-fitting model (‘W’) below this, and finally the FDR-
corrected p-value below this. The latter corresponds to the permutation test in which locations were 
repeatedly shuffled for that visual area and the model fitting procedure repeated, finding the 
proportion of the resultant distribution of model fits that exceed that of the best-fitting model. (Note, 
for the “V2 & V3” column, locations were shuffled for both V2 and V3 to overcome multicollinearity 
due to their highly similar pattern of topographies). 
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Figure 4-14: A) Predicted and empirical topographies for each of the four VEPs. (The predictions are 
based on the best-fitting models described in section 4.3.4, in which all three of V1, V2 and V3 
contributed). B) Model fits for each VEP as a function of V2 and V3 weight while holding all other 
weights constant. Each curve represents the VEP corresponding to its colour as per the labelling of the 
topography plots in panel A. C) Correlation between topographies predicted by V1 alone and 
topographies predicted by linear combinations of V1, V2 and V3, with V2/V3 weights given on the x-
axis and y-axis respectively. 
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4.3.5 Modelling the 7.5 Hz phase shift 

Earlier, a prediction of how the orthogonal phase shift in the 7.5 Hz SSVEP may have emerged 

was developed by simulating sums of sinusoids, demonstrating that oscillating signals of opposite 

polarity with one slightly delayed relative to the other can generate such an orthogonal shift. To assess 

whether such a mechanism might indeed account for the observed 7.5 Hz SSVEP phase shift, a similar 

model to the static models above was fit but instead allowing topographies to vary sinusoidally over 

time rather than remain static. As before, the V1 weight was fixed to 1 and the relative weights of 

V2/V3 were free to vary. This model comprised a new set of free parameters however, which were 

the phase of the sine function that governed activity in each visual area. This parameter was free to 

vary for all three areas (V1 included), allowing contributions from each area to lag one another. As 

before, the improvement in model fit attributable to each area was assessed using a permutation test 

in which locations were shuffled for each area in turn. In order to reduce computation time, the 

number of iterations for this permutation test was reduced. The fitting procedure was conducted 

using 1,000 different shuffles as before but the number of random starting parameters at each 

iteration was reduced from 100 to 10. A spot check of model fit from a few iterations of fitting without 

location shuffling indicated that 10 starting points yielded satisfactory model convergence. The model 

fits, parameters and FDR-corrected p-values corresponding to each area’s contribution are shown in 

Table 4-3. A marginally significant improvement in model fit was provided by V3 (p=.04), which lagged 

V1 by 28 ms with a relative amplitude of 0.73 in the model. Similarly to the static models earlier, 

collinearity between V2 and V3 may have been an issue in these time-varying models as well. Thus, 

an additional permutation test was conducted in which locations were shuffled for both V2 and V3 as 

before. This provided further evidence that inclusion of these visual areas improved model fit beyond 

a V1-only model (p=.004). Topographies of the predicted waveforms were generated using the same 

eigen-analysis procedure as used for the empirical SSVEPs. These topographies, along with phase 

scatter plots and butterfly plots are shown for the predicted and empirical 7.5 Hz signal in Figure 4-15. 

 

Table 4-3: Results of the time-varying model of 7.5 Hz SSVEP topographies as linear combinations of 
V1-V3, which varied over time according to independent sine functions. The correlation coefficient 
between the best-fitting model’s output and the empirical 7.5 Hz SSVEP is given at the top. Below this, 
the rows give the parameters of this model: the weight applied to each area and the phase of the sin 
function (expressed in milliseconds). At the bottom are FDR-corrected p-values derived by comparing 
the observed model fit (correlation coefficient) with a distribution of fits obtained by shuffling 
locations for the labelled visual area and repeating the model fitting procedure. 
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Figure 4-15: Comparison of the empirical 7.5 Hz SSVEP (top row) with the time-varying model 
predictions (bottom row). Left: Topographies (outside) are yielded by projecting each electrode onto 
the principal eigenvector (see Methods Section 4.2.6). The inner ring of topographies are derived by 
projecting each electrode onto the second eigenvector, corresponding to a 90o counter-clockwise 
phase shift (delay). Middle: Scatter plot of the real and imaginary components of the frequency 
spectrum at 7.5 Hz. The line traversing each plot corresponds to the principal eigenvector used to 
derive topographies. Right: Butterfly plots showing a single phase of the cycle. 

 

4.3.6 Similarity among VEPs 

In addition to assessing the contributions from areas V1-V3 of these VEPs, another aim of this 

study was to explore the similarity among the VEPs themselves. To this end, correlation was measured 

between the signals in the same way as between the empirical and predicted topographies. In this 

case however, it was done for each participant separately, taking the average correlation across 
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participants for each VEP pair. In order to gauge the strength of these correlations however it is 

necessary to compare them to the correlation between repeated measurements of the same signal. 

This is because the correlation between two separate signals cannot be expected to exceed the test-

retest reliability of the least reliable of the two constituent signals. However, if the two signals reflect 

different underlying activity it is reasonable to expect that the cross-signal correlation will be lower 

than the test-retest reliabilities of both signals. To measure these test-retest reliabilities, trials were 

randomly split for each participant and measurements of each VEP were calculated. In order to 

account for the drop in power that this sub-sampling would incur, cross-signal correlations were also 

performed using sub-samples of trials so that the correlation strengths would be comparable. These 

correlations are shown in Figure 4-16A. The cross-signal correlations were compared to the lower of 

the constituent reliability measures by means of paired t-tests with FDR-correction for multiple 

comparisons. In all comparisons, cross-VEP correlations were at least as strong as the lower signal 

reliability. Although one comparison did yield a significantly lower cross-signal correlation (the fast 

(18.75 Hz) and slow (7.5 Hz) SSVEPs; t(9)=-2.69, p=.025), this did not survive FDR-correction (FDR-

corrected p=.2). Test-retest reliability itself was also compared across signals (again, applying FDR 

correction). PPMVEP reliability was higher than for any other signal (p<.01 in all cases). Reliability was 

higher in the dVEP than in the 18.75 Hz SSVEP (t(9)=3.08, p=.02) and marginally higher than in the 7.5 

Hz SSVEP (t(9)=2.31, p=.056). However, reliability did not differ between the two SSVEPs (p>.1). 
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Figure 4-16: Correlations among VEPs. A) Within-participant correlations between each pair of VEPs 
are shown along with test-retest reliability measures. Each cross-signal correlation is flanked on either 
side by the test-retest reliability measures of the two signals to facilitate comparison between each 
cross-signal correlation and the least reliable within-signal correlation. B) Correlations between pairs 
of participants are shown for cross-signal comparisons (black curves) along with the two 
corresponding within-signal comparisons (light and dark grey curves). 

 

To approach this question with slightly more power, correlations were also analysed between 

pairs of participants since 10 participants yield 45 participant pairings. The rationale behind these 

correlations is similar to the within-participant correlations: divergence of cross-signal correlations 
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from within-signal correlations is indicative of a different set of cortical generators between the 

signals. However, there are some differences in what these correlations represent. For within-

participant correlations, the within-signal correlations (reliability) are purely a function of 

measurement noise. However, for correlations between participants, they are a function of both 

measurement noise and inter-individual variability in cortical morphology. Therefore, differences 

across signals in terms of their cortical generators may be reflected in differences in within-signal 

correlations as well as in divergences between within- and cross-signal correlations. Histogram line 

plots  of these correlations are shown in Figure 4-16B. Using independent t-tests, the cross-signal 

correlations were compared to the lower of the two within-signal correlations, again controlling for 

FDR. These comparisons indicated that the between-signal correlations were lower when comparing 

the 7.5 Hz SSVEP with the PPMVEP (p=.0004), dVEP (p=1.0 x 10-9) and 18.75 Hz SSVEP (p=.013) but no 

other comparisons yielded significant differences (p>.1). Furthermore, within-signal correlations 

between participants were lower for the 18.75 Hz SSVEP than for any other signal (p<.001 in all cases) 

whereas there were no significant differences in the within-signal correlations among the remaining 

VEPs (p>.1 in all cases). 

 

4.4 Discussion 

Using existing fMRI-derived retinotopy maps, scalp topographies were simulated that would 

be produced by individual visual areas (V1, V2 and V3) in response to stimulation of various visual field 

sites. This procedure follows a recent trend in source modelling to use retinotopic fMRI to constrain 

the location and orientation of source dipoles in order to mitigate the ill-posed nature of the inverse 

problem (Hagler et al. 2009; J.M. Ales et al. 2010; Ales et al. 2013). Comparing these simulated 

topographies to empirical grand average EEG topographies for the C1 component of the discrete 

pattern-onset VEP, the pattern-pulse multifocal VEP and two steady-state VEPs at 7.5 Hz and 18.75 

Hz, it emerged that the pattern of topography changes around the visual field was best explained by 

a V1 source. V1 captured the main pattern of topography change across the visual field for all signals, 

with the exception of the 7.5 Hz SSVEP in the lower visual field, which departed from the V1 pattern 

and more closely resembled that predicted by V2/V3. However, even in the case of the 7.5 Hz SSVEP, 

net correlation across the full visual field between MRI-predicted and empirical topographies was 

strongest for V1 (with a correlation of 0.53 compared to 0.39 for V2 and 0.14 for V3).  

Both the cruciform model and the MRI-predicted topographies indicated that the clearest 

distinction among V1, V2 and V3 in terms of their predicted topographies was in the within-quadrant 

topography shifts rather than the lower-upper hemisphere polarity shift (which is predicted by all 
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three areas). Therefore, within-quadrant topography matching was tested specifically by observing 

the impact of shuffling locations within-quadrant on the correlation between simulated and empirical 

topographies. The null distributions of these permutation tests provide a baseline level of topography 

similarity yielded simply by the upper- versus lower-field polarity shift (which is preserved in all 

shuffles), allowing for improvements in explanatory power derived from within-quadrant topography 

shifts to be identified. These tests indicated that V1-predicted topographies did provide this additional 

level of explanatory power for each VEP whereas neither V2 nor V3 managed to do so. In particular, 

both the empirical and V1-predicted topographies exhibited ipsilateral centres for the upper visual 

field and contralateral centres for the lower visual field, with topographies becoming more lateralized 

as stimuli moved closer to the vertical meridian. This topographic feature is in agreement with 

previous C1 reports (Clark et al. 1995; Di Russo et al. 2002) and is also consistent with the simulations 

carried out by Ales et al (2010; 2013). The fact that polarity inversion between the upper and lower 

visual field was a common prediction among V1, V2 and V3 while V1 alone was successful in predicting 

these within-quadrant features is a strong indication that V1 is the dominant generator of these VEPs. 

Although the overarching pattern of C1 and SSVEP topography shifts around the visual field 

could be explained by V1, it is possible that contributions from other areas could incur subtle changes 

in topography predictions that might better match the empirical VEPs. Indeed, V1 predictions alone 

could not perfectly predict all aspects of the empirical data. For example, in the lower visual field near 

the vertical meridian, a pure V1 source predicts more lateral topographies than any of the VEPs 

demonstrated. What’s more, the divergence of the 7.5 Hz SSVEP from the largely V1-consistent trend 

in the lower visual field is suggestive of contributions from additional sources. Indeed, data from 

animal neurophysiology indicates that while V1 activity by and large onsets earlier and responds more 

strongly at earlier latencies, response latencies within visual areas vary considerably from neuron to 

neuron, and from cortical layer to cortical layer, with the timing and strength of layer-specific 

responses depending on the nature of the stimulus, and thus the net overall response latency 

overlapping considerably between visual areas (Robinson and Rugg 1988; Raiguel et al. 1989; Maunsell 

and Gibson 1992; Bullier and Nowak 1995; Nowak et al. 1995; Schroeder et al. 1998; Chen et al. 2007). 

It is therefore highly unlikely, a priori, that V1 is the sole contributor to any VEP component. The 

question, rather, is a matter of degree. If the V1 contribution to the C1 component is dominant, then 

C1 amplitude can serve as an index of the strength of early V1 responses, opening up a relatively clear 

window to study early visual processing in humans, which of course comes with the usual caveat that 

scalp-recorded potentials reflect the sum of many unknown overlapping signals (Nunez et al. 2006). 

However, if the V1 contribution to the C1 is found not to be dominant then its use as such an index 

would be more limited.  
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To further probe the contribution of V2/V3 to the recorded VEPs in light of these 

considerations, the C1 and SSVEP topographies were modelled using linear combinations of the 

predicted topographies, allowing only the relative weight of V2 and V3 to vary as free parameters. The 

results of these models largely recapitulated the above finding that V1 consistently explained 

topographies well across VEPs while contributions from V2/V3 were smaller and less consistent across 

VEPs. The only reliable additional contribution was a negative contribution from V3 for the 18.75 Hz 

SSVEP. What’s more, model fits were not sensitive to small adjustments of the V2/V3 weights (the 

smallest change in weight of V2/V3 required to incur a drop in correlation of greater than 0.02 was 

0.26). This low sensitivity of model fits to changes in V2/V3 weighting, together with the inconsistency 

of V2/V3 contributions across signals, indicate that V2/V3 contributions to the VEP are not strongly 

implicated by these models. 

In light of the orthogonal phase shift exhibited by the 7.5 Hz SSVEP, an additional model was 

fit to this signal in which the linear combination of V1, V2 and V3 followed sine-wave time courses, 

each with its own phase (additional free parameters). This was motivated by simulations of sums of 

sinusoids, which had demonstrated that such orthogonal phase shifts can be generated by oscillations 

of opposing polarity with one slightly delayed relative to the other. Under such circumstances, 

orthogonal phase shifts take place as the magnitude of the oscillations approach equality, a 

phenomenon that could potentially have driven the observed phase shift in the 7.5 Hz SSVEP as the 

relative magnitudes of V1, V2 and V3 change between the upper and lower visual field as a result of 

the change in their cortical positioning relative to the scalp. In line with this prediction, the above 

time-varying model yielded a significant and positive contribution from V3 that lagged the V1 

waveform by 28 ms. What’s more, the model succeeded in producing an orthogonal phase shift 

between the upper and lower visual field, albeit at slightly different locations to those observed 

empirically (phase shift in the model began and ended closer to the upper visual field by one stimulus 

location). However, the model did not capture all features of the empirical 7.5 Hz SSVEP. While the 

empirical topographies showed a near total replacement of V1-predicted lower-field positive 

polarities with negative polarities along the first principal phase axis, the simulated topographies 

largely retained these lower-field positive polarities associated with V1. Furthermore, along the 

orthogonal phase axis, the empirical topographies showed a strong asymmetry between the upper 

and lower visual fields in terms of topography strength while the simulated topographies did not show 

any such asymmetry. Nevertheless, the ability of the model to reproduce the phase shift between the 

upper and lower visual fields via a positive contribution from V3 at a time lag to V1, as predicted by 

the separate set of sine-wave simulations, is an encouraging indication that such a mechanism may 

have contributed to the phase shift in the empirical SSVEP. Interestingly, the sine-wave simulations 
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produced a prediction that this orthogonal phase shift should be evident at very high-frequency 

oscillations too, with the precise frequency at which the phase shift re-emerges determined by the lag 

between the signals. This prediction presents an exciting avenue for future research as it indicates 

that the hypothesis that the phase shift was produced by an opposite polarity signal, oscillating at a 

lag to V1, could be tested experimentally by recording a suitable set of high-frequency SSVEPs. If 

successful, such an experiment would also provide a precise indication of the extent of the time lag 

between the signals, since the simulations made precise and well separated predictions of the 

frequency at which the phase shift should re-emerge depending on the extent of signal lag.  

Although the predicted topographies presented here do not provide compelling evidence of 

significant contributions from V2/V3 to the C1 component of the VEP, with inconsistent contributions 

found for the SSVEP (positive for the low-frequency and negative for the high-frequency SSVEP), there 

are a number of reasons to remain highly cautious in interpreting these results. Firstly, the 

retinotopically predicted scalp topographies presented here were based on the MNI-152 average 

brain. Not only is this a different sample of participants to those from which the VEPs were recorded, 

but also by virtue of taking an average brain, a great deal of inter-subject variability in cortical 

morphology (as well as the retinotopic mapping atop it) is averaged out. By contrast, the grand 

average VEPs are calculated by averaging topographies that were each produced by different brains 

with unique morphologies. In other words, the stage in the process of generating a scalp topography 

at which the averaging took place was different between the simulated and real data. This difference 

in measurement was unavoidable in the context of the present experiment since these subjects did 

not take part in MRI sessions, but it may nevertheless have a profound impact on the comparability 

between the empirical and predicted topographies. To illustrate, consider two dipoles situated in the 

Calcarine sulcus near the median wall such that a vertical dipole would produce a midline topography. 

If one dipole were tilted somewhat ipsilaterally while the other was tilted somewhat contralaterally, 

they would produce two topographies that were somewhat ipsilateral and contralateral, respectively, 

and their average would be smeared between the two hemispheres. By contrast, if the average of 

these dipoles were first taken, then the resultant vertical dipole would produce a more restrained 

midline topography. This example highlights a fundamental limitation in the comparability between 

the empirical EEG topographies and those predicted from the MNI-152 average brain, and thus a 

limitation to the approach taken in the present study. It therefore remains quite possible that subtle 

contributions from V2/V3 may be revealed by the correspondence between empirical EEG 

topographies and those predicted from MRI recordings from the same individual subjects.  

Another important consideration in interpreting these results is that the goodness of fit 

(correlation coefficient) of the models was rather insensitive to even moderate changes in the weights 
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of areas V2 and V3. This indicates that although their contributions were non-significant, there is a 

great deal of uncertainty about the magnitude of their contributions, with little reduction in the ability 

to explain variance in the empirical data incurred by rather large contributions from both areas. This 

may have emerged due to the high correlations between the V1-only predicted topographies and the 

topographies predicted by linear combinations of V1, V2 and V3, which stem from systematic 

covariation of the orientation of cortical surfaces in V1, V2 and V3. This covariation presents a problem 

in teasing out the unique contributions from each visual area as a unique contribution from a single 

area is difficult to distinguish from contributions from the other areas. This problem is analogous to 

the problem of multicollinearity in linear regression. Of course, the correlation between the visual 

areas is not perfect, and therefore different relative weightings of the areas do produce subtly 

different topographies. However, given the insensitivity of model fit to rather moderate changes in 

these weights, it is possible that this modelling approach is insufficiently sensitive to detect such subtle 

influences. For example, although the time-varying model suggested a positive contribution from V3 

to the 7.5 Hz SSVEP, this contribution was not significant in the static model. This may simply reflect 

the fact that the time-varying model had a more dramatic feature available to explain (the orthogonal 

phase shift) that presented a greater increase in model fit to be obtained by including V2/V3 

contributions than was available in the static model. A final consideration is that these simulations 

were limited to areas V1, V2 V3 but there are many other sources that might contribute to the VEP 

(Felleman and Van Essen 1991). The reason to limit the simulations to these areas was partly that they 

were the only areas for which the Benson-2014 retinotopic maps had been validated, and partly that 

they were the most likely areas to contribute given their inversion of cortical surface orientation 

between the upper and lower visual fields. It is possible however that simulation of a larger number 

of visual areas might lead to a closer correspondence between the predicted and empirical VEP 

topographies. 

These caveats imply that great caution should be taken when interpreting the overarching 

indication from these models that little if any additional explanatory power (beyond that given by V1) 

is produced by V2/V3. Given the strong level of uncertainty inherent in these models, their conclusions 

should not be taken with great weight against empirical evidence from the animal literature that 

although V2 responses lag behind those of V1, there is a considerable amount of overlap among 

neurons between the two areas (and considerable variability across cortical layers) in terms of the 

onset latency of their firing (Raiguel et al. 1989; Nowak et al. 1995; Bullier et al. 1996; Schmolesky et 

al. 1998; Schroeder et al. 1998; Nowak et al. 1999). This suggests that it is quite likely that 

contributions from areas beyond V1 are made to the C1. Nevertheless, despite its limitations, the 

model was able to identify the pattern of topography shifts that were uniquely predicted by V1 and 
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that were also evident in the C1 and the SSVEP. This provides a strong indication that V1, even if not 

alone, makes the dominant contribution to these signals.  

 

To the best of the author’s knowledge, this is the first study to simultaneously address the 

cortical sources of the C1 component of the discrete VEP, the multifocal VEP and the SSVEP. That being 

the case, a secondary goal in this study was to assess the degree of similarity between these VEPs in 

terms of the retinotopic mapping of their topographies on a participant by participant basis. This 

undertaking adds to the insights offered by modelling the grand-average topographies since it 

addresses not only agreement among VEPs in terms of the average topographic trends, but also 

agreement in terms of the variations between individuals from these trends. This latter point is 

important because if two signals in the same individual deviate from some average trend in a similar 

fashion, it lends some confidence to the notion that the same cortical areas underpin the two signals. 

This is because while the same average topographic pattern may potentially be achieved by various 

combinations of cortical areas, random variations in cortical morphology between these areas would 

likely not covary. This question was addressed by measuring cross-signal correlations for each 

participant and comparing these to within-signal correlations (reliabilities), which stood as upper 

limits. This revealed that while test-retest reliability differed between signals (the PPMVEP had the 

highest reliability, followed by the dVEP with the two SSVEPs showing the joint lowest), cross-signal 

correlations were not reliably lower than these reliabilities for any pair of signals (with the one 

exception being between the two SSVEPs, a result that did not survive FDR-correction). This suggests 

that there is good agreement among these signals, which, together with the similar pattern of their 

grand-average topographies, is suggestive of similar cortical generators. 

To address this question in a slightly different way, cross-signal correlations were also 

measured between pairs of participants. This analysis provides slightly more power as there are 45 

different possible pairs among the ten participants. It also complements the within-participant 

analysis as these correlations have a slightly different interpretation. While within-participant test-

retest reliability is purely a function of measurement error (which is simply a result of the number of 

trials recorded), within-signal correlations between participant pairs additionally reflect variability in 

the morphology of the cortical generators of the signal. Therefore, the strength of within-signal 

correlations across participants may reflect the number of cortical generators underpinning a signal, 

though there is some difficulty inherent in this interpretation. On the one hand, if a signal is composed 

of cortical generators, which, on average, produce dipoles of similar position and orientation then 

their combination on the scalp is akin to averaging and would reduce the impact of variability in 
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cortical morphology (and therefore increase correlations between participants). On the other hand, if 

a signal is composed of cortical generators with very different dipoles such that many scalp positions 

receive both positive and negative projections then their combination on the scalp would incur a loss 

of signal without any loss of noise, thereby increasing the impact of variability in cortical morphology 

(and therefore decreasing correlations between participants). In either case however, a difference 

between signals in their within-signal correlations (if not explained by different levels of signal 

reliability) is indicative of different sets of cortical generators. What’s more, the within-signal 

correlations serve as an upper limit for the cross-signal correlations in much the same way as they do 

in the within-participant case. These correlations are discussed below. 

Cross-signal correlations were lower for all comparisons that included the 7.5 Hz SSVEP but 

not for any other signal comparisons. This suggests that additional areas may contribute to the 7.5 Hz 

SSVEP that do not contribute to the other signals. Intriguingly, within-signal correlations were lower 

for the 18.75 Hz SSVEP than for any other signal and while this might be explained by its lower test-

retest reliability when compared with the PPMVEP and dVEP, it cannot be explained in this way for 

the 7.5 Hz SSVEP, which had the same test-retest reliability. What’s more, test-retest reliability of the 

7.5 Hz SSVEP was also lower than those of the PPMVEP and dVEP but this was not accompanied by 

differences in their within-signal correlations between participant pairs. The only pair of signals that 

did not differ in either within-signal or cross-signal correlation was the PPMVEP and the dVEP. 

Therefore, the pattern of correlations suggests that the same cortical generators underly the PPMVEP 

and the dVEP, but that the generators of the SSVEP differ from these to some extent (with further 

differences between the fast and slow flicker rates). As discussed above, it is difficult to conclude 

which signal, if any, has the larger number of generators. However, consideration of the dipole 

modelling work carried out by Di Russo et al (Di Russo et al. 2002; Di Russo et al. 2007) may assist in 

this estimation. Di Russo et al. (2002) localized the C1 component primarily to area V1 while Di Russo 

et al. (2007) localized the pattern-reversal SSVEP to two generators, one in V1 and one in extrastriate 

areas. What’s more, the specific sources suggested were V3a and V5, which are located dorsally, and 

V4/V8, which are located ventrally. Being located on opposite sides of the cortex, these areas may 

tend to produce somewhat opposing dipoles and thereby reduce signal to noise ratio, which is 

consistent with the lower within-signal correlations between participants for the 18.75 Hz SSVEP. 

However, since this dipole modelling work used a 6 Hz pattern-reversal SSVEP, comparison to the 

18.75 Hz pattern-flicker SSVEP should be taken with caution, especially since considerable differences 

were observed in the present study between the fast and slow flicker-rate SSVEPs. 
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4.5 Conclusion 

By comparing the empirical discrete VEP (C1 component), the multifocal VEP and the SSVEP 

to retinotopically constrained MRI-based predictions of scalp topographies for V1, V2 and V3, the 

present study has found that the best explanation of EEG topography as a function of visual field 

location is provided by V1. However, significant contributions from V3 to the SSVEP were also evident. 

Assessing the patterns of within-participant and between-participant correlations across signals 

further indicated that while the cortical generators of the PPMVEP and the dVEP were likely the same, 

there are likely differences between these generators and those of the SSVEP. 
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5. General Discussion 

5.1 Thesis Summary 

The visual system has been a core interest for Psychologists, Neuroscientists and Cognitive 

scientists since the inception of these fields. In turn, our understanding of the visual system has 

developed in many different ways, ranging from high-level considerations of what challenges face the 

visual system and what feats it can achieve down to the low-level mechanics of the response 

properties of individual visual neurons and the principles governing their communication with one 

another. These levels of analysis are largely complementary, with the ultimate goal of understanding 

the low-level mechanisms of neuronal processing being to understand the circuitry that underpins the 

high level perceptual phenomena that we can observe behaviourally and introspectively. A major 

theme that has emerged from our understanding of the visual system so far is that it is closely linked 

with cognition. The visual system employs an intricate web of feedforward and feedback connections 

to not merely read our visual world in a deterministic bottom-up fashion but rather to create our 

perception in a manner that can be shaped by prior experiences and contextual factors. Our 

understanding of this circuitry underlying the visual system has largely been driven by work in animal 

neurophysiology but a crucial part of understanding our visual system will be to translate these 

findings to humans. Thus, non-invasive recording techniques have an important role to play in our 

journey towards an understanding of the visual system. However, in some respects, invasive and non-

invasive electrophysiological investigation of the visual system have developed somewhat 

independently. For example, while the task- and context-dependent nature of  top-down modulations 

(particularly at the level of V1) is clear in animal neurophysiology (Gilbert and Sigman 2007; Briggs et 

al. 2013), the dependency of top-down modulations of the C1 component, the earliest visual evoked 

potential (VEP), on contextual factors and task demands is only beginning to be understood (Rauss et 

al. 2011), with some conceptualizing the C1 component as reflecting obligatory sensory feature 

extraction that is not subject to cognitive influences (Luck et al. 2000; Ding et al. 2014; Pitts and 

Hillyard 2018; Slotnick 2018). Therefore, the overall aim of this thesis has been to investigate cognitive 

influences on C1 response dynamics with a focus on top-down modulation by spatial attention and 

read-out for perceptual decisions. This final chapter of the thesis will briefly summarise the main 

findings reported in the earlier chapters and highlight some of the key implications of these findings 

and how they contribute to our ever evolving understanding of the visual system and its flexible and 

adaptive modulatory dynamics. 
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Chapter 2 of this thesis sought to shed new light on a longstanding debate pertaining to 

whether or not spatial attention can modulate the C1 component of the VEP in spatially cued target 

detection paradigms. The main hypothesis that this chapter addressed was that such modulations are 

dependent on the correspondence between the target and non-target stimuli in terms of their 

constituent features, with modulations emerging only when the visual system is forced to allocate 

attention to features that are contained in both targets and non-targets. Although the results that 

emerged in this chapter were complex and difficult to interpret, taken together they were not 

consistent with the prevailing view in this literature that the C1 is not amenable to top-down 

modulation by spatial attention. Rather, the results support a view that the early stages of visual 

processing represented by the C1 are flexible and that their response dynamics can be modulated in 

a task-dependent manner. 

Chapter 3 addressed the question of whether choice probability could be found in the C1 

component. Choice probability refers to the correlation between trial-to-trial variability in choice 

behaviour with trial-to-trial variability in the response of a visual signal. Although it is often assumed 

that choice probability reflects read-out for a perceptual decision, this need not be the case as it may 

simply reflect a shared correlation with a third visual process. Therefore, a systems level analysis of 

the full visual system is needed to determine the involvement of a particular visual signal in a decision 

(see section 3.1). The results of this chapter demonstrated that choice probability was present in the 

C1 component, but only when the response time of the choice was within a restricted range that 

corresponded to a decision that was triggered in a feedforward manner by the C1. This effect did not 

rely on baseline choice-biasing measures or later visual components, making the possibility that this 

C1-behaviour relationship was mediated by another signal less likely. However, since the C1 did not 

exhibit choice probability for all choices (i.e. those whose response time was outside a particular 

range), evidence from other visual areas were sometimes given greater weight in the decision. This 

dynamic reflects a decision-making framework in which read-out for the decision is flexible and need 

not always draw from the same sources of sensory evidence in the same way on every trial. 

Chapter 4 addressed the question of whether or not the C1 does indeed predominantly reflect 

activity that originates in V1, as is commonly assumed. This question is important because one of the 

main advantages of the C1 as a signal for use in studying visual cognition is the idea that it is a relatively 

pure signal, reflecting activity that mostly originates from a single visual area. This issue was addressed 

by capitalizing on the strong retinotopic mapping that is present in V1, which predicts a particular 

pattern of C1 topography shifts as stimuli are displayed in different parts of the visual field. By 

obtaining many such topographies from across the visual field and comparing them with those 

predicted from early visual areas (V1, V2 and V3) based on grand-average MRI from a large database 
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(MNI-152), it was evident that the topography of the C1 is almost exclusively consistent with V1 with 

little evidence of contributions from either V2 or V3. However, critical methodological limitations 

caution against adopting such an extreme view, with the most likely conclusion being that the C1 is 

dominated by V1 activity but not exclusively driven by it. 

The prevailing message from this thesis is that even at the earliest stages of the visual system 

in V1, cognitive processes play a prominent role in visual processing. Uncovering the guiding principles 

underlying this interplay between cognition and visual processing will constitute a key part of our 

overall mission to understand the visual system, its capabilities and its limitations. Achieving this long 

term goal may rely on the availability of non-invasive measures of visual processing that can be 

measured in humans, as probing evermore nuanced task strategies may require sophisticated task 

paradigms that require detailed instructions to be given to participants, which may only be feasible 

with humans. In this thesis, we have seen that the C1 component is a relatively pure visual signal, 

reflecting activity that mostly originates in the starting point of the visual hierarchy but plays a distinct 

role in guiding sensory-guided behaviours. Thus, the C1 will likely play an important role in future 

research on visual cognition. 

 

5.2 Attentional modulation is flexible and strategic 

5.2.1 Recapitulation of the task paradigm 

The goal of shedding new light on a longstanding controversy concerning whether or not 

spatial attention modulates the C1 focused on a particular paradigm that had yielded a robust 

modulation previously (Kelly et al. 2008) but had recently been subject to two failed replications 

(Baumgartner et al. 2018; Alilovic et al. 2019). This was a spatially cued target detection paradigm in 

which probe stimuli (Gabors) appearing at an attended location were inspected for the rare presence 

of a target ring-shaped luminance reduction. The case was made that the failed replications could 

have stemmed from a confusion concerning the relative luminance of the background, which was dark 

in the original experiment but isoluminant with the stimulus in the more recent renditions. This made 

a feature-selective strategy available whereby attention could focus on low spatial frequencies 

because these were unique to targets in the new experiments (but present in both targets and probes 

in the original). This may have allowed for modulations of neurons that did not respond strongly to 

the Gabor patches that probed attention effects, thereby evading detection. This account is in keeping 

with the principle of optimal feature gain modulation (Navalpakkam and Itti 2007) in which attentional 

modulation is directed to features that best discriminate targets from distractors, an account that has 

garnered much empirical support (see section 1.4.3.1). To address this issue, three experiments were 
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carried out, aiming to replicate the original observation of Kelly et al. (2008), investigate whether 

modulations of the C1 by spatial attention are determined by target-probe feature similarity in line 

with optimal feature gain theory, and investigate the influence that performance feedback might play 

in moderating these modulations.  

 

5.2.2 Flexible and nuanced top-down modulations 

The results of these experiments turned out to be quite complicated. Perhaps the simplest 

aspect of them was that the extent of performance feedback did not have any impact on C1 

modulation by spatial attention. This, however, is where the simplicity ends. Beyond this, while the 

original observation of Kelly et al. (2008) of an augmented C1 response with spatial attention was 

replicated, the experiment tailored towards demonstrating the reliance of this modulation on target-

probe feature similarity revealed a suppression of the C1 by attention that was specific to one target 

type and the upper visual field. Moreover, this was accompanied by an overall enhancement of the 

C1 by attention in the experiment that manipulated feedback, which used an identical target stimulus 

as the condition that found a suppression of the C1. Although these results were complicated and 

difficult to interpret, a coherent explanation was offered in section 2.4 (and recapitulated in the 

following section) that involved modulation of V2 as well as of V1. While this account is ultimately 

speculative and the interpretation of these results is indeed difficult, they are nevertheless 

inconsistent with the contention that the C1 reflects an obligatory visual response that is not subject 

to top-down control. While C1 suppression was unexpected, it is not an absence of modulation. 

Indeed, the only condition in which no modulation of the C1 was found at all was the very condition 

in which it was expected not to be found (when target features were mismatched to the Gabor probe). 

What’s more, in the experiment that manipulated target features, an overall effect of target type on 

C1 amplitude was present, despite the fact that C1 measurements were made using the same Gabor 

probes in both cases. This demonstrates that, on top of any spatial attention modulations, there was 

an overall task-dependent modulation whereby C1 amplitude was greater when participants 

monitored for the mismatched target. Taken together, rather than reflect an inflexible visual response 

that is not subject to top-down influences, these results instead imply that the principles governing 

the modulation of the C1 by top-down influences are complex and nuanced. 
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5.2.3 Modulation by attention is strategic 

Another key insight offered by the divergent results found in these experiments is that 

attention may strategically choose specific populations of neurons to modulate. The same target 

detection task (the overlaid Gabor target) produced opposite modulations of the C1 between two sets 

of participants. This divergence in C1 modulation was accompanied by a difference in difficulty level 

achieved and was accountable by the different structure of performance feedback provision that each 

set of participants received from the beginning of the experiment (the lower performing participants 

began with a condition without feedback). While a strong claim cannot be made about what exactly 

underpinned the divergence in C1 modulations, the fact that the modulations were so strikingly 

different and that this was accompanied by different levels of behavioural performance suggests that 

a different strategy of attentional deployment was used in the two cases. This in turn implies that 

attentional modulation need not always be directed to all the features contained in the target stimulus 

(as this was the same in both cases) but may be strategically deployed in such a manner that facilitates 

performance of the task. Indeed, the case was made in section 2.4 that such a divergence in 

attentional strategy may have emerged because the participants who were provided with 

performance feedback from the start managed to capitalize on the emergence of texture in this target 

stimulus while those who did not receive performance feedback until later in the experiment did not 

manage to uncover this strategy. This idea is again in keeping with optimal feature gain (Navalpakkam 

and Itti 2007) but suggests that the visual system may not necessarily find the optimal attentional 

strategy without the benefit of performance feedback.   

 

5.2.4 Finding spatial attention modulations of the C1: A game of snooker? 

These results add to a growing body of evidence that the C1 is amenable to top-down 

modulation by spatial attention (Proverbio et al. 2007; Kelly et al. 2008; Poghosyan and Ioannides 

2008; Fu et al. 2009; Fu et al. 2010; Rauss et al. 2012; Dassanayake et al. 2016), which stands in 

contrast to a long lineage of experiments that had failed to find such modulations while routinely 

finding that spatial attention does modulate later visual components (Heinze et al. 1994; Johannes et 

al. 1995; Clark and Hillyard 1996; Bruin et al. 1998; Hopfinger and Mangun 1998; Lange et al. 1998; 

Martínez et al. 1999; Noesselt et al 2002 Di Russo et al. 2003; Fu et al. 2005; Schuller and Rossion 

2005; Hopfinger and West 2006; Yoshor et al. 2007; Di Russo et al. 2012). To understand the principles 

underlying the direction of attention to early visual processing, it is imperative to understand the 

reasons for these divergent results. In what follows, an argument will be put forward that the key to 

finding modulations of the C1 by spatial attention lies in finding target detection paradigms in which 
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all features that are present in the target are also present in non-targets, giving attention no other 

option than to modulate neurons that respond to targets and non-targets alike (analogous to 

achieving a snooker in the game of snooker).  

Of the paradigms that have demonstrated modulations of the C1, the most striking 

commonality among them pertains to the stimuli used, which were either complex and unpredictable 

(Proverbio et al 2007; Poghosyan and Ioannides 2008) or surrounded by distractors (Kelly et al 2008; 

Fu et al 2009; Fu et al 2010; Dassanayake 2016). By contrast, the paradigms that have not found such 

modulations have, for the most part, employed target detection paradigms where targets were 

defined by a slight deviation in a stimulus feature such as the height of a bar (Johannes et al 1995; 

Hopfinger and Mangun 1998), the spatial frequency of a checkerboard (Clark and Hillyard 1996), the 

diameter of a checkerboard (Di Russo et al. 2003), or the orientation of a rectangular checkerboard 

(Hopfinger and West 2006) or Gabor stimulus (Yoshor et al 2007; Di Russo et al 2012). These 

discriminations among slight deviations in a stimulus feature are precisely the kinds of scenario that 

were highlighted by Navalpakkam and Itti (2007) for which the allocation of attention to ‘off-target’ 

neurons is optimal. Therefore, it is possible that modulations in these experiments were missed 

because attention was strategically directed to neurons that respond minimally to the non-target 

stimuli (which were used to probe attention effects). Other paradigms have instructed participants to 

direct spatial attention under passive viewing conditions (Heinze et al. 1994) or used tasks in which a 

suprathreshold stimulus was to be detected either with (Bruin et al. 1998) or without (Schuller and 

Rossion 2005) a subsequent mask. The paradigms of Heinze et al. (1994) and Schuller and Rossion 

(2005) may simply be insufficiently challenging to demand the allocation of attentional selection at as 

early a level as the C1. This is in keeping with the idea that the demands of the task determine whether 

attentional selection takes place early or late (Johnston and Heinz 1978; Lavie and Tsal 1994) and with 

the consistent finding from the animal literature that stimulus competition generates the strongest 

attentional modulations (Gilbert and Sigman 2007). The task of Bruin et al. (1998) was more 

challenging however as it required the detection of a small dot immediately prior to a white square 

that serves as a mask for it (but which itself was used to probe attention effects). In this case, the 

features of a small dot and larger square are quite different and so, as with the fine discrimination 

paradigms before, attention may have focused on the features that were present in the dot and absent 

from the white square. Therefore, in the vast majority of experiments that have found the absence of 

a spatial attention modulation at the level of the C1, it is possible that attention may have been 

restricted to neurons that respond to target stimuli but respond poorly if at all to non-target probe 

stimuli.  
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The next question is what was special about the paradigms that did observe a modulation of 

the C1 by spatial attention. As mentioned above, stimuli in these paradigms were either complex, 

unpredictable or embedded among distractors. However, not all paradigms that have used distractors 

have found C1 modulations. For example, Fu et al. (2005) used a paradigm in which an array of four 

lines contained three that were horizontal or vertical and one that was diagonal with the task being 

to determine whether the diagonal line was forward or backward tilted. Thus, although the target (the 

diagonal line) was accompanied by distractors (the horizontal and vertical lines), no modulation of the 

C1 was found. However, this same group has experimented with similar paradigms in which distractors 

have similar features to the target (Fu et al. 2009; Fu et al. 2010), finding that C1 modulations occur 

only in this scenario, a finding that has been replicated by another group (Dassanayake et al. 2016). 

This implies that it is not enough for distractors to be present but they need also to share stimulus 

features with the target. Curiously, Martinez et al. (1999) and Noesselt et al. (2002) used a paradigm 

that was very similar to that of Fu et al. (2009) and Dassanayake et al. (2016) but did not find any 

attentional modulation. In their paradigm, a letter T amid a grid of plus signs was presented atop a 2 

x 2 grid of lines and participants were required to report whether or not the letter T was inverted. In 

the paradigm of Fu et al. (2009) and Dassanayake et al. (2016), a diagonal line was presented amid an 

array of vertical and horizontal lines superimposed on an array of smaller crosses. Both paradigms 

used plenty of distractors with features that seem quite similar to the target so why might the results 

differ? One possibility is that the letter T used by Martinez et al. (1999) and Noesselt et al. (2002) 

contains an end-stop at the junction between its constituent lines. Some neurons in V1 respond 

specifically to such end-stop patterns (Hubel and Wiesel 1965) and so attention may have capitalized 

on this one unique target feature in what would otherwise have been a much more challenging task. 

By contrast, the task of Fu et al. (2009) and Dassanayake et al. (2016) required the conjunction of large 

stimulus size and diagonal orientation in order to distinguish targets from all the distractors in the 

display and so a similar strategy may not have been available. Therefore, the discrepant results 

between these experiments may be explained by whether or not targets contained a unique stimulus 

feature that could distinguish it from distractors. This account is essentially identical to the one that 

motivated the experiments in the present thesis, which purported to explain the divergent results 

between Kelly et al (2008) and Baumgartner et al. (2018) and Alilovic et al. (2019), in which the 

divergence across experiments in terms of the darkness of the background inadvertently determined 

whether or not low spatial frequencies uniquely identified a target ring atop a Gabor probe.  

Thus, an overarching principle is emerging that, at the level of the C1, attention attempts to 

modulate target features while avoiding the modulation of non-target features where possible. If this 

is indeed the case, the challenge of designing a task to reveal modulations of the C1 by attention is 
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one of determining a set of targets and non-targets that are distinguishable from one another but 

without allowing an individual feature to uniquely identify a target. This is reminiscent of findings in 

visual search in which efficient search is possible when the target is identifiable by a single feature but 

time consuming when a conjunction of features is needed to identify the target (Juan and Walsh 2003). 

In the case of Fu et al. (2010), targets were defined by the conjunction of small size and diagonal 

orientation. In the case of Kelly et al. (2008), the target ring may have been defined by the 

simultaneous activation of all orientations at the level of V1 while in Baumgartner et al. (2018) and 

Alilovic et al. (2019) it may have been more simply defined by the introduction of low spatial 

frequencies to the stimulus compound. Such an account may also explain the findings of Proverbio et 

al. (2007) and Poghosyan and Ioannides (2008) where no distractors were used but focusing attention 

on unique target features may not have been feasible due to the complexity and unpredictability of 

stimuli. Proverbio et al. (2007) used drawings of animals and objects, which are composed of a 

complex set of features that do not facilitate a simple separation of targets and non-targets. 

Poghosyan and Ioannides (2008) used a paradigm in which an unpredictable sequence of 

checkerboards, faces and auditory tones appeared in the left or right visual field/ear and contained a 

condition in which targets were defined as any visual stimulus that appeared in the left/right visual 

field. Thus, focusing attention on a specific visual feature may not have been particularly helpful in 

this task. And while it is essentially a visual detection task (similar to the task of Schuller and Rossion 

(2005), the inclusion of left/right ear auditory tones and the eclectic collection of possible stimuli that 

may be presented in any one trial may have instilled task-rule conflict that incurred a greater need for 

visual attention.  

To summarise, the principle of optimal feature gain (Navalpakkam and Itti 2007) provides a 

framework that can jointly explain why so many previous experiments may have failed to find 

modulations of the C1 by spatial attention while also providing possible explanations for why some 

have. While the results of the experiments presented in this thesis were complicated – with 

modulations of the C1 manifesting as both increases and decreases – section 2.4 outlined arguments 

for why these discrepancies may have emerged due to the false assumption that target features were 

matched to non-targets when in fact they were separable by texture, an account that again conforms 

to optimal feature gain theory. Therefore, it will be incumbent for future investigations of the effects 

of spatial attention on the C1 to carefully consider the stimulus features that are present in target and 

non-target stimuli.  
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5.2.5 The specificity of attention 

Section 1.5.3 contained a brief overview of some of the modern models of attention. One of 

the themes that arose was whether attention is directed to features in a specific manner as suggested 

by optimal feature gain (Navalpakkam and Itti 2007) or whether attention tunes features in a broad 

manner (Wolfe 1994) with modulations of specific stimulus features emerging from nonspecific, 

abstract directions of attention only after attention signals interact with a particular stimulus 

representation (Hochstein and Ahissar 2002; Buschman and Kastner 2015). Hochstein and Ahissar 

(2002) proposed a reverse hierarchy theory of the visual system whereby processes of visual cognition 

(such as perception, attention and learning) are initiated at high levels in the hierarchy at the level of 

full objects and proceed backwards through the hierarchy to add low-level details as needed. 

Buschman and Kastner (2015) adopted this theory in their model of attention, arguing that the neural 

circuitry required to implement specific attentional modulations would be extensive and that there 

have been demonstrations that attentional modulations appear earlier in hierarchically later areas 

than hierarchically early areas (Buffalo et al. 2010). Instead, they argue that specific attentional 

modulations emerge from broad attention signals via the local circuitry of a given visual area that is 

activated in a bottom-up manner by a stimulus. This seems to stand in contrast to the flexibility of 

attention to strategically choose specific features to modulate in a task-orientated manner, as 

suggested by optimal feature gain (Navalpakkam and Itti 2007) and implied by the diverse attentional 

strategies employed by participants in the experiments presented in this thesis. However, these 

accounts may not necessarily contradict one another as the strategic modulation of specific features 

could potentially be mediated by selective reactivation of memory traces as memory retrieval involves 

the reactivation of neurons that were active during encoding (Nyberg et al. 2000; Hofstetter et al. 

2012; Ritchey et al. 2013). Indeed, experiments in visual attention invariably involve extensive 

stimulus repetition and so there is likely the opportunity to form strong visual memory traces. 

Nevertheless, this account would still require the flexibility for partial reactivation of memory traces 

to facilitate strategic direction of attentional modulation. Thus, it will be important for future research 

to explore the limits of the specificity of attention and how flexibly it can be directed to different 

feature sets for the same stimulus in accordance with task demands. It will be particularly important 

to address this question of specificity at early stages of visual processing that likely precede post-hoc 

top-down influences via feedback. 
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5.3 Decisions are flexibly formed from multifaceted sensory evidence 

Chapter 3 presented an experiment that was designed to reveal whether the C1 can exhibit 

choice probability and furthermore whether this choice probability was dissociable from other signals 

that might also have a relationship with choice outcome and which may mediate a relationship 

between choice and the C1. This experiment demonstrated both of these in the context of a contrast 

discrimination task. While it is possible that the choice predictive dynamics of the C1 may still be 

explicable by a separate choice predictive process that was not captured in this experiment, a number 

of likely candidates for third correlates were ruled out (pre-stimulus choice biasing processes and 

visual components downstream of the C1). This gives a strong indication that the C1 had a direct role 

in driving decisions in this task.  

However, the C1 did not exhibit choice probability for all decisions in this experiment but 

rather only to decisions that fell within a specific range of response times. This dynamic is consistent 

with choice probability that reflects the driving of a decision by a feedforward signal because in such 

scenarios one would expect that the time at which the decision is made should be determined by the 

time at which the neural response takes place. In turn, choice probability that reflects a relationship 

with another choice-predictive signal need not necessarily exhibit this dynamic. In fact, if such choice 

probability were mediated by top-down influences from attentional processes it would be more likely 

that there would be little if any restriction based on response time. Thus, this finding lends further 

credence towards the conclusion that the C1 had a direct role in driving decisions in this task. However, 

other visual signals (the P1 component and a later component that was identified in an exploratory 

manner) independently predicted choices in this task and these signals each had different 

contingencies on response time. This suggests that decisions in this task were based on sensory 

evidence from a number of different visual areas and furthermore that the distribution of sensory 

evidence coming from each source differed from trial to trial. This is not necessarily very surprising as 

the feature to be discriminated – stimulus contrast – is represented at many stages throughout the 

visual hierarchy. Nevertheless, it demonstrates that read-out for perceptual decisions is not 

constrained to a single visual area but rather distributed across an array of visual areas that contribute 

valid sensory evidence towards the decision.  

This issue of whether sensory evidence is a singular entity or whether it is distributed and 

multifaceted is typically not addressed in the sequential sampling models that are frequently used to 

study decision making, which typically conceive of sensory evidence as a singular static entity that 

onsets after a particular period of sensory encoding (O’Connell et al. 2018). However, it is important 

to consider that decision formation strategies can differ markedly depending on the characteristics of 
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the task, with demonstrations that decision formation can begin before sensory evidence is even 

available in some paradigms (Devine et al. 2019). One critical difference between the task used in this 

experiment and those that are typically used within the sequential sampling framework is the time 

frame of the decision. The sequential sampling framework lends itself well to protracted decisions 

where the evolution of decision formation signals can more easily be traced (Kelly and O’Connell 2015) 

but the task used in this experiment was speeded and based on a single snapshot of sensory 

stimulation. This distinction could potentially incur differences in the strategy that ought to be 

deployed vis a vis the source of sensory evidence. In protracted decision making scenarios the time 

spent awaiting the most sensitive source of sensory evidence is only lost at the very beginning of 

decision formation but henceforth is updated continuously as a steady stream of sensory information 

arrives. Thus, in such scenarios decisions may be based on sensory evidence from a single source that 

is particularly sensitive to the stimulus characteristic to be discerned. By contrast, speeded decisions 

do not offer the same luxury of time and thus the brain may be forced to draw sensory evidence from 

a more distributed range of sources than it would if it were given more time and more prolonged 

stimulus exposure. For this reason, while a diverse set of sources of sensory evidence contributed to 

decisions in this task, this may not necessarily translate to decision read-out in more protracted 

decision-making contexts and further research will be needed to determine whether multifaceted 

sensory evidence is a pervasive feature of perceptual decisions or specific to quick decisions. Indeed, 

the question of how the decision formation process adapts to scenarios with extreme time constraints 

is an exciting avenue of research that is only beginning to be explored (Kelly et al. 2019). 

 

5.4 Feedforward- and feedback-driven choice probability 

One of the debates most central to the field of choice probability is whether choice 

probabilities reflect a feedforward relationship between neural activity and the decision whereby the 

neural activity that exhibits choice probability is directly read out by the decision formation process, 

or whether choice probabilities reflect a relationship between that neural activity and other processes, 

such as attention or post-decisional feedback, that can facilitate the emergence of choice probability 

in neural activity that does not itself contribute to decision formation. The above section argued that 

the choice probability that the C1 exhibited in this experiment likely reflects feedforward choice 

probability as it was not dependent on other visual signals that correlated with choices or with pre-

stimulus choice biasing signals, and further because it emerged only for a restricted range of response 

times, which is consistent with a neural response triggering a decision in a feedforward manner. 

Generally speaking, both styles of choice probability are likely to be present for a given decision. 
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Indeed, this experiment found choice probability in a number of visual signals. One in particular – the 

late component that was found by an exploratory method – was strongly predictive of choice at all 

response times but onset later than 200 ms post-stimulus onset, a latency that was later than many 

response times in this task. Thus, it is likely that this signal instead reflects feedback-mediated choice 

probability. This interpretation – that the earliest visual signal in this task (the C1) displayed 

feedforward-driven choice probability while the latest signal displayed feedback-driven choice 

probability – is consistent with a recent demonstration using microstimulation that choice probability 

in lower level visual areas is more likely to be feedforward-driven than is choice probability in later 

visual areas (Yu and Gu 2018). It is also consistent with a recent demonstration that choice probability 

in V1 was sensitive to the suitability of the task-stimuli to its response properties while later areas 

were not sensitive to these stimulus properties (Kang and Maunsell 2020). Furthermore, in a task not 

dissimilar to that used here in which participants detected a near-threshold grating, the majority of 

choice-predictive variability was found in V1 (Michelson et al. 2017). Thus, there is growing evidence 

that feedforward-driven choice probability may be dominant at early stages of the visual hierarchy, at 

least for tasks employing decisions about simple stimulus characteristics, such as those used in these 

examples and in the experiment presented in this thesis (though Yu and Gu (2018) used a random dot 

motion direction discrimination task). 

Feedback-driven choice probability may be more prominent in the protracted decision 

paradigms that have typically been used in this field as in these cases a greater proportion of the time 

during which the stimulus is presented is amenable to feedback-mediated modulation of low-level 

neural responses. Thus, to fully describe the process of decision formation it will be necessary to 

disentangle feedforward-driven from feedback-driven choice probability, which may seamlessly flow 

from one to the next, particularly in protracted fixed-duration tasks when a decision may be 

committed to before the end of the trial (Macke and Nienborg 2019). The key question therefore is 

how to determine whether a given measurement of choice probability is feedforward or feedback-

driven. An important factor in determining whether neural activity is related to decision formation in 

a feedforward-driven or feedback-driven way is the timing of the response. Feedforward-driven 

choice probability is likely to be more tightly linked with the latency of response than feedback-driven 

choice probability, which may reflect pre-stimulus biasing by attention, post-decision feedback or 

feedback loops during the deliberation phase of the decision (Kwon et al. 2016). However, studies that 

have examined choice probability have typically not resolved trials by response time and thus have 

potentially missed an opportunity to parse apart the two sources of choice probability. Typically, when 

averaging across many trials, choice probability begins at some latency (that likely depends on the 

specific task paradigm) and grows throughout the remainder of the trial. However, if feedforward-
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driven choice probability is locked to responses then it may be diluted across time, reflecting the 

mixture of fast and slow responses in the average. By contrast, feedback-driven choice probability 

stemming from feedback loops during the deliberation phase of the decision (Kwon et al. 2016) or 

stemming from post-decisional processes may be concentrated at later latencies as the decision will 

have been already made or be close to completion by that time for a greater proportion of trials that 

enter the average. If choice probability measures were instead resolved by response time, one might 

expect to see different time courses of choice probability evolution depending on the response time, 

at least if feedforward-driven choice probability is present in the neural responses at all. Indeed, if the 

choice probability of a given neuron (or population of neurons) is fully feedback-driven then resolving 

choice probability by response time may not change the time course of its evolution. Thus, comparison 

of the time courses of choice probability evolution for different ranges of response time may provide 

a means to tease apart feedforward-driven from feedback-driven choice probability. 

 

5.5 EEG measures of V1 activity in humans 

Chapter 4 presented a task-free visual field mapping study that assessed the correspondence 

of visual areas V1, V2 and V3 to the C1 – that of both the discrete (dVEP) and the pattern-pulse 

multifocal (PPMVEP) – and the steady-state VEP (SSVEP). In particular, by presenting stimuli at 

multiple locations of the visual field, the pattern of scalp topographies was mapped as a function of 

visual field location for each of the three signals, which were compared to MRI-predicted scalp 

topographies based on each of these three visual areas. The best correspondence between the 

empirical and predicted pattern of topographies was provided by V1, with little evidence that either 

V2 or V3 provided additional explanatory power. The joint best correspondence was for the dVEP and 

PPMVEP with slightly lower correspondence for the SSVEP. Nevertheless, V1 provided the best 

explanation for the pattern of observed topographies across the visual field in all cases. However, one 

should be cautious in concluding from this that V2 and V3 do not make contributions to these VEPs as 

two key methodological limitations need to be taken into account. The first is that while individual 

EEG recordings were made in this study, grand average MRI was taken from an existing dataset (MNI-

152). Thus, a great deal of individual variability in the morphology of the cortical surface was already 

smoothed out by averaging in this MRI dataset, preventing the prediction of individual variability that 

would have provided considerably more constraints on the fitting procedure and which may have 

revealed important contributions from V2 and V3. The second limitation is that there is a statistical 

relationship between V1, V2 and V3 in terms of the orientation of their cortical surfaces as a function 

of visual field location. This is akin to the problem of multicollinearity in linear regression and makes 
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it difficult to accurately reveal the variability in scalp topography that is attributable to each area. 

Indeed, this issue was reflected in the resilience of model fit to rather large fluctuations in the 

weighting of V2 and V3 in the model, as shown in Figure 4-14, which suggests that this model fitting 

procedure may not have been sufficiently sensitive to determine the contribution of these areas. 

What’s more, it is quite likely a priori that V2 and V3 are active during the C1 time frame because 

although V1 response latencies are typically shorter there is considerable overlap among the early 

visual areas in response latency (Robinson and Rugg 1988; Raiguel et al. 1989; Maunsell and Gibson 

1992; Bullier and Nowak 1995; Nowak et al. 1995; Schroeder et al. 1998; Chen et al. 2007). 

Furthermore, the C1 suppression that was observed in section 0 that was eliminated by CSD 

transformation is strongly suggestive of the presence of a source in the C1 timeframe whose polarity 

contribution to C1 topography is opposed to the prevailing polarity. However, notwithstanding these 

limitations, the fact that V1 alone explained such a large amount of variability gives a strong indication 

that these visual signals are dominated by V1 activity.  

This finding provides additional insight to a body of work that has attempted to determine the 

cortical underpinnings of the C1 by means of geometric analysis of EEG scalp topographies (Jeffreys et 

al. 1972; Clark et al. 1995), source modelling of EEG topographies (Di Russo et al 2002) and comparison 

between V1 and V2 in terms of the extent of rotation of topographies predicted from retinotopically 

mapped fMRI between the upper and lower visual field (Ales et al. 2010; Ales et al. 2013). This study 

is the first to combine MRI-predicted scalp topographies with empirically measured EEG topographies 

for a large number of locations around the visual field and thus increases confidence in the use of the 

C1 component as an index of V1 activity. Future work should record fMRI and EEG from the same 

participants for a similarly large coverage of the visual field in order to yield a greater set of constraints 

in modelling the contribution of early visual areas to this component. 

The finding of such close correspondence between the pattern of scalp topographies of the 

dVEP C1 and the PPMVEP C1 was striking and suggests that both are dominated by V1 activity. It 

suggests that the PPMVEP, which has been used more prevalently as a clinical measure of visual 

defects (Hood and Greenstein 2003; Wolff et al. 2010), could be used in addition to the dVEP as a 

means of measuring V1 activity during cognitive tasks. This could potentially prove quite fruitful as the 

dVEP and PPMVEP have a number of complementary advantages and disadvantages. The main 

advantage of the dVEP is that it allows for more sophisticated visual processing of individual stimuli 

(such as the formation of perceptual decisions) since they are presented discretely, while the pace of 

stimulus presentation of the PPMVEP limits the extent of processing for a given stimulus (and 

therefore limits the range of perceptual decisions that could be asked of participants). This distinction 

may make each signal more appropriate for different cognitive tasks, with the PPMVEP perhaps more 
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appropriate when rudimentary processing needs to be disentangled from more elaborate 

downstream processing and the dVEP more appropriate when such elaborate processes are of 

interest. A strong advantage of the PPMVEP is the short time that it takes to generate an excellent 

signal to noise ratio in recordings, generating clear evoked potentials across the visual field in minutes 

worth of recording. However, this comes at the cost of flexibility in the design of task paradigms. The 

precise nature of the presentation protocol that the PPMVEP requires limits the task paradigms that 

it can be used for to those that are amenable to ongoing full-field stimulation. This rules out any 

paradigm that might require low perceptual load, periods of stimulation-free recording or post-

stimulus meta-cognitive processes. However, one advantage of the PPMVEP is that it yields 

measurements across the visual field simultaneously, and therefore could be used to track the spread 

of spatial attention (Seiple et al. 2002; Slotnick et al. 2002), allowing investigators to measure changes 

in the location and spread of spatial attention across a variety of task conditions. Thus, all in all these 

two evoked potentials largely complement one another and the finding that they are likely both 

dominated by V1 activity allows the opportunity to use them in tandem to probe the dynamics of the 

earliest stage of visual processing in humans. 

By contrast, the observations in this experiment suggest that the cortical underpinnings of the 

SSVEP are not identical to those underpinning the two C1 components (dVEP and PPMVEP), and 

furthermore that they may differ depending on the rate of stimulus flicker. While the overall pattern 

of topographies around the visual were well accounted for by V1 for the fast SSVEP, the 

correspondence was lower than that for either C1 component. Furthermore, when comparing 

topographies for the same signal across participants, the same inter-individual variability was 

observed for the two C1 components but greater variability was observed for the fast SSVEP. This too 

is suggestive of a different set of underlying sources between the C1 and the fast SSVEP as the same 

sources ought to produce the same level of inter-subject variability. The slow SSVEP yielded the 

weakest correspondence with V1-predicted topographies of the four signals. This was largely driven 

by a deviation from the V1 pattern for lower-field locations, a deviation that could be accounted for 

to some extent (but far from wholly) by V2/V3 contributions. Thus, although V1 made a strong 

contribution to all signals measured, it appears that the sources underlying the two C1 components 

and the SSVEP are different to some extent. This is perhaps not surprising since the persistent 

presence of the flickering stimulus in the SSVEP paradigm may facilitate a greater degree of feedback 

activity than a short discrete stimulus presentation. In this regard, it is notable that the literature of 

spatial attention effects on the SSVEP has produced much less controversy than that of the C1, with 

modulations of the SSVEP by spatial attention emerging robustly and with large magnitude (Morgan 

et al. 1996; Di Russo et al. 2003; Kelly et al. 2005). This is accompanied by similarly robust modulations 
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of V1 that are observed in fMRI (Martínez et al. 1999; Jack et al. 2006; Buracas and Boynton 2007; 

Watanabe et al. 2011), which have been attributed to modulation of feedback re-entrant signals in V1 

rather than the feedforward afferents (Martinez et al. 1999). A similar explanation could underly the 

robust attention effects in the SSVEP, a conclusion which in turn would suggest the involvement of 

non-striate contributions to the SSVEP that may not be present in the C1. Thus, the divergent effects 

of top-down modulation on the SSVEP compared with the C1, together with the greater inter-subject 

variability in SSVEP topography than that of the C1 and the slightly weaker correspondence with V1-

predicted topographies, suggest that the C1 and SSVEP likely reflect different (though overlapping) 

cortical sources but that V1 makes a strong contribution to the SSVEP nevertheless. 

In summary, while it is unlikely that V1 responses can be completely isolated from those 

originating in neighbouring visual areas using EEG, a number of visual EEG signals display topography 

characteristics that are in close proximity to those expected of a V1 source, and so are likely to be 

useful proxies of V1 activity. The availability of such signals will undoubtedly be instrumental to 

propelling our understanding of visual cognition given the absence of any other visual signal with a 

similar level of clear anatomical underpinnings and also given the central role that V1 plays in visual 

processing. Indeed, the future of cognitive neuroscience more generally will rely on our ability to 

discover the brain processes that underpin the signals that we observe on the scalp, a body of 

knowledge in which we are remarkably lacking considering how long EEG recordings have been 

available (Cohen 2017). In this regard, the practice of relating fMRI predicted scalp topographies with 

empirical EEG topographies may play a helpful role. This study used retinotopy to constrain the 

possible cortical sources of the C1 by taking advantage of the particular cortical morphology of V1 and 

its retinotopic mapping. It is possible that a similar procedure may be carried out for higher-level 

stimulus features that may similarly map systematically to a cortical surface to constrain the pattern 

of scalp topographies that ought to be observed. Given the limitations in terms of temporal resolution 

of competing brain imaging techniques such as MRI and the financial cost of similar imaging 

techniques such as MEG, uncovering the neural underpinnings of EEG signals will play a crucial role in 

the development of cognitive neuroscience. 

 

5.6 Concluding remarks: The utility of the C1 for research in visual cognition 

As mentioned above, the dominant contribution of V1 to the C1 component provide it with 

great utility for research endeavours in visual cognition, not only because V1 is an especially important 

site for visual cognitive operations due to its position as the starting point for cortical processing, but 

also because it is unrivalled by other visual evoked potentials in the clarity of its neural underpinnings. 
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In this thesis, we observed a rich array of modulatory dynamics of the C1 that depended on a diverse 

set of contextual task demands. While the high level of nuance in the dynamics of the C1 in response 

to changing task scenarios poses a challenge to the interpretation of how it responds to various top-

down processes, this high level of sensitivity to contextual factors is precisely what makes the C1 a 

useful signal to study. This principle was demonstrated most clearly in this thesis in the effect of spatial 

attention on the C1. While the later P1 component is found to modulate in almost every experiment 

that manipulates spatial attention, modulations of the C1 clearly depend on some specific set of 

criteria and require task paradigms that are designed in such a way as to account for these 

particularities. Signals that routinely modulate in response to top-down attentional states regardless 

of context do little to further our understanding of the principles underlying those top-down 

attentional states. By contrast, the C1 – through its ‘stubbornness’ – offers us a gateway to 

understanding those principles as it is only when we have understood them that we will be successful 

in predicting when C1 modulations should occur. Although the specific principle investigated in this 

thesis that target stimulus features might determine when C1 modulations by spatial attention occur 

could not be definitively demonstrated, this merely highlights that there is more work to do. But the 

dramatically sensitive nature of C1 modulations to seemingly innocuous variations in task paradigm 

highlight the fact that the C1 is an ideal signal to probe these questions. 
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7. Appendix 

 

Table 7-1: Supplementary logistic regression controlling for stimulus effects from contrast density 

 

 

Table 7-2: Supplementary logistic regression controlling for choice history biases 
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Table 7-3: Supplementary logistic regression controlling for effects of eye gaze and saccades 

 


