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Abstract 
 

Diffractions are oft overlooked in favour of specular reflections for seismic imaging. Diffractions, 

however, are formed by objects and discontinuities which are comparable or smaller than the 

wavelength. Therefore, if the diffractions can be imaged, these objects and discontinuities can be 

directly imaged. Said features are geologically noteworthy as structural and stratigraphic features of 

interest which may directly affect hydrocarbon migration, flow, and trapping. While straightforward 

in theory, in application separating the diffractions from the wavefield is a complex and intricate task. 

This thesis aims to discuss what makes separation so problematic and attempts to address various 

methods for allaying some of these issues. Additionally, this thesis intends to tackle the real benefits 

diffraction imaging can add to a conventional seismic image.  

To achieve these goals, existing separation techniques are analysed in pre-migration and post-

migration domains. These analytical methods leave a volume which contains both diffractions and 

noise and require additional inputs such as a dip field. Ergo, any errors present in the dip field are 

incorporated into the diffraction image, diminishing its quality. In this thesis, adaptations to existing 

methods have been proposed as well as a novel method in the pre-migration domain. These new 

methods incorporate common geophysical techniques to obtain a cleaner separation. The novel 

method, histogram-based separation, is an analytical curve-fitting technique to identify diffractions 

without the presence of noise.  

Deep learning has also been integrated with the methods. Firstly, with pre-migration separation deep 

learning has been used to automatically identify and separate diffractions, obtaining a cleaner 

separation in a faster time. Another neural network is also trained which can apply a post-migration-

based diffraction imaging scheme directly on stacked, migrated, seismic data, something hitherto 

impossible. These methods have been applied to seismic and GPR data highlighting the benefits of 

diffraction imaging.    
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Summary 
 

Diffraction imaging is a niche form of imaging which involves separating the diffracted portion of the 

seismic wavefield and processing it separately. While reflection imaging is the conventional form of 

seismic imaging, due to its ability to image continuous geological horizons with great accuracy and at 

depth, it does not directly image discontinuities within these horizons. Continuous geology is rare, 

with horizons being complicated by a plethora of structures which can form discontinuities and small 

objects in the seismic wavefield. On a reflection image, these discontinuities, such as faults and 

fractures, are inferred through a lack of reflection energy as opposed to directly imaged. Diffractions, 

on the other hand, form when the wavefield encounters these small objects and discontinuities, 

causing the wavefield to scatter in all directions and forming diffractions. However, separating these 

diffractions from the rest of the wavefield is a complex challenge due to the overlap of reflection and 

diffraction energy and the comparatively weak amplitude of diffractions (approximately an order of 

magnitude lower than reflections). In this thesis, we analyse various methods for separation of 

diffraction energy on both pre- and post-migration seismic data. On top of this, we devise novel 

separation techniques both analytically and using machine learning and deep learning. 

On pre-migration, zero-offset data, diffractions can be identified by their characteristic hyperbolic 

shape. This shape is a result of the propagation in all directions, as the energy is scattered from the 

diffraction point and thus takes progressively longer to reach the receivers from this point. Most 

analytical separation methods take advantage of this discrepancy between diffraction and reflection 

shapes, which appear mostly linear on pre-migrated data, to separate the two wavefields. In this 

thesis, focus is given to Plane-Wave Destruction, a common separation technique which follows the 

slope of reflection energy and removes energy which conforms to this slope, leaving a volume with 

diffractions and noise. We propose an additional step to the conventional Plane-Wave Destruction 

algorithm which includes a spatially variable F-K filter to remove remnant reflection energy and noise. 

On top of this, a novel histogram-based separation technique is discussed which allows for separation 

of diffractions and noise energy based on the coherency and amplitude variations along hypothetical 

diffraction hyperbolae.    

Machine learning is then applied to the pre-migration data to automatically classify diffraction energy 

using simple pattern recognition techniques and a random forest classifier. This initial pattern 

recognition method led into a more advanced method known as Multi-Domain Diffraction 

Identification. This advanced method incorporated traditional image domains used for pattern 
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recognition with geophysical domains, such as frequency and dip, along with an artificial neural 

network to classify diffractions, reflections, and noise. However, this method suffered from the need 

for additional separation after classification. As such, another, more advanced, Generative Adversarial 

Network was created to directly classify and separate diffraction energy from reflections. This direct 

separation is comparable to the analytically separated results and can be better in complex areas as 

it does not rely on external fields and parameters as analytical methods do. 

Post-migration separation involves the usage of the dip-angle gather domain; a unique domain 

created by taking the range of migration angles for each point during migration. Conversely to pre-

migrated data, in the dip-angle gather domain diffractions appear linear while it is reflections that are 

hyperbolic. By removing the non-linear data and imaging only the linear data, diffractions can be 

separated from the data and imaged. Here, three methods are compared, two existing methods and 

a novel method. The existing methods include apex destruction, which is commonly used for imaging 

edge diffractions, and multiplication, which is commonly used for imaging point diffractions. The novel 

method, combined separation, incorporates modified versions of several other existing methods, both 

pre- and post-migration, to create a cleaner diffraction image than using any of the methods 

individually.  

Deep learning in the post-migration domain was applied initially to remove diffraction energy directly 

from the dip-angle gather, however, this was deemed unsuccessful after several attempts. Instead, a 

U-Net neural network is trained to recreate diffraction images from post-migrated, stacked reflection 

images. In a standard reflection image, diffractions are not lost, they are present however, are 

overshadowed by the much stronger reflections. As such, if the reflection energy is known, a 

convolutional operator can be applied to the data to remove this energy and image the underlying 

diffractions. However, manual attempts to remove this reflection energy will destroy underlying 

diffractions which have an overlap with reflection energy. By training a neural network to identify and 

remove the reflection energy we have successfully recreated diffraction images from stacked, post-

migrated images, which are comparable to the analytically separated results. On top of this, the 

images created using the neural network are hundreds of times faster than the analytically separated 

results. This allows for diffraction imaging to be applied on legacy data with ease as well as allowing 

for quick analysis of diffraction images.  

Finally, diffraction imaging methods were applied to Irish offshore seismic data and GPR data to assess 

the value of diffraction imaging. The Porcupine Basin, located offshore West Ireland, is a 

hyperextended basin which is of interest from a hydrocarbon perspective. In this thesis, GAN 

separation was applied to the data and the diffraction imaging results compared with pre-existing 
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interpretations from the conventionally imaged data. These diffraction images have been used to 

highlight Cretaceous deep faults and shallower fractures in a large chalk body, providing insight into 

reactivation of said faults and the nature of the fracturing of the chalk, as well as on Palaeogene 

faulted sediments and a mass-transport deposit. Finally, GAN separation and PWD were applied to 

GPR data. GPR data are commonly interpreted pre-migration to better locate the diffractors as these 

are collapsed during migration and are thus more difficult to see. Diffraction imaging has been applied 

here to the IFSTTAR dataset; a field dataset shot in a controlled location. This gives the benefits of a 

synthetic dataset (i.e., the locations of the diffractors are known) with the benefits of a field dataset 

(complex signal and real noise). Here, buried pipes are well imaged using both the GAN and the PWD 

separations, with GAN providing stronger identification of weak diffractions and thus being suitable 

where the ratio of diffraction energy is low.
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1 Introduction and Theory 

Lumen propagatur seu diffunditur non solum Directe, Refracte, ac Reflexe, sed 

etiam alio quodam quarto modo, Diffracte. 

Francesco Grimaldi (1665) 

Since the earliest seismic surveys in the 1910s, geophysicists have had the same goal: to provide the 

most accurate image of the subsurface. Historically, seismic imaging has favoured reflections, where 

the source wave bounces back to the surface when it encounters a discontinuity in physical properties 

in the subsurface. Reflections are best suited to imaging continuous horizons which create a plane for 

a reflection to occur. Geologically, subsurface horizons are rarely continuous and instead contain a 

wide scope of discontinuities on a range of scales. These discontinuities are not directly imaged by 

reflections and thus can only be inferred in a reflection image from a lack of reflection energy. 

Additionally, reflections are physically limited by the wavelength, causing a resolution issue. 

Diffractions, on the other hand, are directly formed by discontinuities, therefore, by imaging the 

diffractions separately to the reflections, discontinuities can be directly imaged on both seismic and 

Ground Penetrating Radar (GPR) data. This process of separation and processing of diffractions 

independently is known as diffraction imaging. Additionally, diffractions have a higher reported 

resolution of 
𝜆

8
 compared with reflections resolution of 

𝜆

4
. This thesis focusses on the myriad methods 

by which diffractions can be separated from the seismic wavefield, as well as the uses for these 

diffractions and the benefits of diffraction imaging.  

Each chapter in this thesis is designed to be standalone with only minor references to other chapters, 

and as such contains an abstract and individual conclusion. Overall conclusions considering all work 

appear as a separate chapter at the end of the thesis, with references and appendices also at the end. 

The first chapter in this thesis discusses the theory behind seismic acquisition and processing before 

delving into diffraction and migration theory. Following on from this, the second chapter explores pre-

migration diffraction separation, with both analytical and machine learning separation techniques 

analysed. Subsequently, the third chapter examines post-migration diffraction separation, where 

diffractions are separated in the dip-angle gather domain using both analytical and deep learning 

separation methods. Finally, the applications of diffraction imaging on Irish offshore and GPR data are 

analysed. As an aid for the technical terms in the thesis, a dictionary of key terms is included in the 

appendices.   
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1.1 Introduction 

Seismic imaging is one of the most important aspects of exploration and engineering geology, both 

for hydrocarbons and for raw materials. Using a controlled source, waves are generated which travel 

through the Earth, interacting with the subsurface, and ultimately returning to the surface where they 

are recorded by receivers. These data are then processed to extract information about the subsurface 

and locate geological structures which may be of interest economically. Early seismic imaging methods 

utilised refraction of the primary (or P-wave) to locate subsurface boundaries (Musgrave, 1967). 

However, due to refraction imaging being only suitable for imaging shallow depths with high 

resolution, this method of imaging was quickly abandoned by the petroleum industry. Despite being 

discarded, this technique paved the way for seismic reflection imaging, the method of utilising the 

reflected waves as opposed to the refracted ones (Claerbout, 1985a). While initially designed for the 

purpose of war and met with scepticism from the hydrocarbons industry, by the 1930s seismic 

reflection imaging was a major tool in exploration (Sherriff & Geldart, 1995).  

Reflection imaging gained popularity due to its ability to image continuous geological horizons, 

however, this ability also limits reflection imaging. Geologically, there is rarely a purely continuous 

horizon, especially at the scale of seismic images. Instead, geological horizons are complicated by 

structures at a range of scales which cause discontinuities in the subsurface (Walsh, et al., 1991). 

Where the seismic wavefield meets these discontinuities, as well as objects which are small in 

comparison to the wavelength, the wavefield will be scattered or diffracted, spreading in all directions 

(Popovici, et al., 2015). As diffractions are formed by discontinuities, by imaging the diffractions, the 

discontinuities themselves can be directly imaged. Before delving into diffraction imaging, however, 

an appreciation for general seismic theory must first be gained.  

Seismic imaging is the use of several sources and receivers to send a source wavefield into the Earth. 

As the seismic wavefield travels through the subsurface, it encounters interfaces where there is a 

change in acoustic impedance (Biondi, 2006). This acoustic impedance (𝑍) is governed by the equation: 

 𝑍 = 𝑉𝜌 Equation 1.1.1 

where 𝑉 is the seismic wave velocity and 𝜌 is the rock density (Oldenburg, et al., 1983). As the seismic 

wave velocity is constant within a given medium, these interfaces generally correlate with a change in 

medium as well as with changes in the density of the lithology and thus appear at lithological 

boundaries (Ursin & Dahl, 1992) (Figure 1.1.1). This is geologically significant as it allows an interpreter 

to determine where significant changes in the lithology occur in the subsurface. At these boundaries, 

the seismic wavefield can undergo one or several interactions where portions of the wave are 

reflected, refracted, diffracted, or converted (Kennett, 2009) (Figure 1.1.2). In general, a portion of 
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the wavefield returns to the surface, where it is recorded by receivers, while the remaining wavefield 

is refracted and continues travelling through the subsurface (Guust, 1987). The strength of the 

reflected wavefield is dependent on the acoustic impedance contrast. In a stratified media, the 

reflectivity coefficient (𝑅) for the vertical incidence at the 𝑛𝑡ℎ layer can be calculated as: 

 
𝑅𝑛 =

𝑍𝑛+1 − 𝑍𝑛

𝑍𝑛+1 + 𝑍𝑛
 

 

Equation 1.1.2 

 

Figure 1.1.1 Subsurface section (left) and cartoon diagrams showing a high-density layer (red) with high velocity (green) and 
therefore high acoustic impedance (green). Where the subsurface goes from low-high acoustic impedance there is a positive 
reflectivity coefficient, while if the transition is from high-low the reflectivity coefficient is negative.  

 

Figure 1.1.2 Schematic diagram showing how an incident wave (forming from a source) propagates through the subsurface, 
interacting with boundaries through either reflection, refraction, or diffraction. Conversion is not shown here. The reflected 
wave occurs at an acoustic boundary and bounces the wave back in the direction it propagated from at the same angle of 
propagation. Refraction is the bending of a wave at a boundary with the degree of bending dependent on the impedance 
contrast. Diffraction is the scattering of the wave in all directions and occurs at edges or small objects.  
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The propagation of the seismic wave is dependent on the wave equation, which in one-dimensional 

form can be written as:  

Equation 1.1.3 𝜕2𝑢

𝜕𝑡2
= 𝑐2 (

𝜕2𝑢

𝜕𝑥1
2 +

𝜕2𝑢

𝜕𝑥2
2 + ⋯ +

𝜕2𝑢

𝜕𝑥𝑛
2) 

 

Equation 1.1.3 

which has the solution: 

 𝑢(𝑥, 𝑡) = 𝑓(𝑥 ± 𝑐𝑡) Equation 1.1.4 

where 𝑢(𝑥, 𝑡) is the seismic wavefield and 𝑐 is the velocity (Shearer, 2019). These waves follow the 

elastodynamic equations of motion. However, this is only the one-dimensional form of the wave 

equation. In three dimensions, the wave equation becomes far more complex (Aster, 2011). The wave 

equation forms the base of seismology and, alongside Kirchhoff theory, allows for the computation of 

the synthetic seismograms used throughout this thesis (Kelly, et al., 1979).  

With the data recorded at the receivers, obtaining an accurate seismic image becomes an inverse 

problem, one where the data are known and the geophysicist is attempting to fit a model to the data 

(Shin, et al., 2001). This model is crucial as it directly impacts the final image and thus must not only 

fit the data but also be geologically plausible. Due to this being an inverse problem, reflection images 

are often non-unique as there is more than one model which plausibly fits the data (Symes, 2009). 

Additionally, these models are highly sensitive to errors in their processing such as those related to 

velocity (Versteeg, 1993). Finally, there are problems with resolution with regards to the reflection 

image.  

Due to restrictions caused by Rayleigh’s limit of resolution, the vertical limit of resolution in seismic 

data are capped at 
𝜆

4
 where 𝜆 is the wavelength (Sheriff, 1997). However, it can be argued that the 

maximum vertical resolution is instead 
𝜆

8
 according to the Widess criterion (Widess, 1973). It is well 

known in physics that the resolution depends on the frequency (𝑓), which in turn depends on the 

wavelength (𝜆) and the velocity (𝑣): 

 𝜆 =
𝑣

𝑓
 

 

Equation 1.1.5 

While beds smaller than 
𝜆

8
 are not affected by frequency, beds which are larger are measurably 

affected and thus can be resolved (Knapp, 1990).  
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Horizontal resolution is also limited, however this time by the Fresnel zone (Figure 1.1.3). The Fresnel 

zone is an elliptical area where, due to reflecting waves within this zone being out of phase, there is 

constructive interference (Lindsey, 1989). Reflection energy cannot be resolved if it falls outside of 

this zone (Thore & Juliard, 1999). The radius of the Fresnel zone (𝑅) can be calculated using Pythagoras 

theorem with the reflection depth (𝑧) and the wavelength (𝜆): 

 
(𝑧 +

𝜆

4
)

2

= 𝑧2 + 𝑅2 
 

Equation 1.1.6 

This limit will be explored further in this thesis due to its importance in diffraction imaging.  

 

Figure 1.1.3 Schematic diagram of the Fresnel zone, showing how the Fresnel zone is calculated. 

In this chapter, firstly the aims and objectives of this thesis are expressed. Following on from this, a 

detailed history and theory of diffractions is explored, including point, edge, and caustic diffractions. 

Subsequently, migration is analysed, both post-stack and pre-stack migration schemes, and how these 

affect diffractions. Thereafter, synthetic modelling is introduced, and the modelling schemes used in 

this thesis assessed. Finally, there is a brief history on diffraction imaging and an outlook on some 

common methods for diffraction imaging which have not been used in this thesis. A discussion on the 

drawbacks of the current methods and how these drawbacks are addressed in this thesis follows. 
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1.2 Aims and Objectives 

This thesis aims to systematically address questions about the benefits and drawbacks of diffraction 

imaging: 

• To what extent are produced diffraction images real? 

• Does a standard reflection image contain the same information (i.e., is diffraction imaging 

redundant)?  

• Can we obtain the diffraction information present in the standard image?  

• What is the interpretation value of diffraction images? 

• What is the most efficient way of performing diffraction imaging?  

• Can we remove the need for a velocity model for diffraction imaging?  

These aims can be summarised as assessing the real value of diffraction imaging for hydrocarbon 

exploration and development.  

To address these aims, diffraction imaging has been applied to synthetic data as the underlying 

geological models are known. Diffraction imaging is first applied to simple, 2-D synthetic models with 

isolated features of interest, such as faults or pinch-out points, and is later extended to a complex, 3-

D synthetic dataset, the SEG Advanced Modelling (SEAM) dataset. This complex dataset is akin to field 

data and shows a complex salt body based off a real-world dataset from the Gulf of Mexico. By 

applying to synthetic data, the practical limitations and strengths of each diffraction imaging method 

are robustly evaluated, allowing the learnings to be transferred to field data. Here, several field 

datasets have been used to demonstrate diffraction imaging on a range of data. This, in turn, allows 

for a more complete understanding of the subsurface.   
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1.3 Diffraction History and Theory 

The earliest known description of a diffraction comes from Francisco Maria Grimaldi (1665) in his 

posthumous book Physico-mathesis de lumine, coloribus, et iride, aliisque adnexis libri duo. In this 

seminal work Grimaldi noted that light passing through a small hole took the shape of a cone, 

something which should not have been possible had light travelled only directly as a particle (Klem-

Musatov, et al., 2016a). The initial quote in this thesis describes the first written mention of a 

diffraction by Grimaldi and translates as “Light propagates and spreads not only directly, through 

refraction, and reflection, but also by a fourth mode, diffraction” (Schwarz, 2019a). Building off 

Grimaldi’s observations, Isaac Newton was able to come up with his comprehensive works on light.  

While not directly involved in diffraction theory, Christiaan Huygens contributions to wave theory in 

his 1690 treatise Traité de la Lumière and the discovery of Huygens’ Principle was incredibly important 

to seismic theory and therefore diffractions. As a wave travels through a medium, each point on the 

wavefront is regarded as a source for a new wave which has a velocity dependent on the velocity of 

the media and the same phase as the original wave (Baker & Copson, 2003). Each of these new, 

secondary waves combine to form a resultant wave (Günther, 1988). Using this principle, Huygens was 

able to derive reflection and refraction (Figure 1.3.1), however, was unable to incorporate diffractions 

due to the lack of phase in his initial descriptions (Hoeber, et al., 2017).  

 

Figure 1.3.1 Schematic diagram of the Huygens Principle for refraction. Here, each point on the initial wave front (yellow) 
acts as a new source for a wavelet which in turn interfere to create a new, resultant wave front. As the wave is hitting the 
boundary at an angle the resultant wavelet spreads further than subsequent wavelets and thus the refracted wavefront bends 
(adapted from Nordmann (2007)).  
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Following this, the next breakthrough for diffractions came from Thomas Young in his 1807 work A 

Course of Lectures on Natural Philosophy and the Mechanical Arts (Young, 1807). In this, Young 

demonstrated the interference of diffractions, where diffracted wavefronts interfere constructively 

and destructively to form strips of light and shadow when diffracted through a small hole (Rubinowicz, 

1957). This proved that light had to move as a wave to both diffract and interfere (Malyuzhinets, 2016). 

The Young’s double slit experiment became a key demonstration on optical diffraction and the theory 

of light as a wave.  

 

Figure 1.3.2 Diffraction explained using Huygens Principle where the resultant wavelets spread causing bending into the 
geometrical shadow of the gap (adapted from Nordmann (2007)).  

The next major addition, and perhaps one of the largest individual contributions to the field of 

diffractions, came in 1819 from Augustin-Jean Fresnel with his Mémoire Couronné. In this work, 

Fresnel uses multiple waves to show interference using Huygens’ Principle. Importantly, Fresnel 

proved two major factors for diffraction theory. Firstly, for multiple waves with different amplitudes 

and a phase-shift of a quarter of a wavelength these waves will interfere and can therefore be reduced 

to a similar form (Hoeber, et al., 2017). Secondly, the introduction of obliquity factor which emanated 

from the so-called Huygens-Fresnel principle. This principle determines that each point of a wavefront 

can be treated as a source for wavelets which, in turn, spread out to create a new wavefront (Miller, 

1991). The obliquity factor then relates to the amplitudes of these secondary wavelets.  

Green was responsible for linking the work by Huygens, Young, and Fresnel via Green’s function: 

 
𝐺(𝑟, 𝑡) = −

1

4𝜋𝑟
𝛿 (𝑡 −

𝑟

𝑐
) 

 

Equation 1.3.1 

where 𝑐 is the propagation velocity and 𝛿 is the Dirac delta function which describes the spreading 

factor of the wavefront and is combined with the geometrical spreading factor 𝑟 (Hoeber, et al., 2017). 

Using this function, Kirchhoff (a name eponymous with migration in geophysics) managed to 
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mathematically derive the Huygens’ Principle. The integral formulation developed by Kirchhoff 

underpins seismic imaging and is formulated as a generalised diffraction stack: 

 
𝐼(𝜉) = ∫ ∫ 𝑤

𝜕𝐷(𝒙, 𝑡)

𝜕𝑡
𝛿[𝑡 − 𝑡𝑑𝑖𝑓𝑓]𝑑𝑡 𝑑𝒙 

 

Equation 1.3.2 

where 𝐼 is the image amplitude, 𝜉 = (𝒙0, 𝑡0) represents the image point in time, 𝐷 represents a scalar 

wavefield (e.g. pressure), 𝛿 denotes the Dirac delta function, 𝑤 represents the amplitude weight, 𝑥 is 

a vector of lateral source/receiver positions, and 𝑡𝑑𝑖𝑓𝑓 is the traveltime of a diffraction point scatterer 

(Schwarz, 2019a). This shows that a boundary will block the incident wave, while still allowing 

propagation of the secondary wave through the aperture of the boundary and forming the spreading 

seen in diffractions (Veselov, 1995).   

Seismic diffraction theory developed from these initial optical imaging descriptions. However, unlike 

optics, diffraction and scattering are used interchangeably in geophysics, somewhat erroneously, to 

refer to the same phenomenon. Conventionally, diffraction should refer to the spreading of a wave 

with no change in the average propagation direction whereas scattering involves a significant change 

in the average propagation direction (Berg & Sorensen, 2018). On seismic data, diffractions come in 

two main forms: point diffractions and edge diffractions. A diffracted wave is intended to correlate 

with edge diffractions, whereas a scattered wave is a point diffraction (Landa & Keydar, 1998). While 

the appropriate terminology is used where necessary, most of this thesis considers the diffracted 

wavefield as a whole and thus these terms are often used interchangeably.  

1.3.1 Edge and Point Diffractions  

Point diffractions are those which emanate from a single point which is small in comparison to the 

wavelength (Liu, 2011). This point often takes the form of an object in the subsurface such as a small 

sandstone body in a mudstone dominated facies or a well-cemented segment in otherwise poorly 

cemented facies. These small changes in the lithology create scattering points around which the 

wavefield is scattered in all directions, forming a diffraction (Gelius & Asgedom, 2011) (Figure 1.3.3). 

In 3-D, the scattering around these objects takes the full 360° azimuthal range (Koren & Ravve, 2010). 

Point diffractions are integral in migration and the travel-time of a point diffraction can be calculated 

by: 

 
𝑇𝑥

2 = 𝑇0
2 +

4𝑥2

𝑣2
 

 

Equation 1.3.3 
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where 𝑇0 is the minimum time of the hyperbola, 𝑥 is the range from the apex of the hyperbola to the 

recording position, and 𝑣 is the velocity to the diffracting source (Ashcroft, 2011).  

 

Figure 1.3.3 Formation of different types of diffraction and how they spread. The red marks the medium they interact with 
while the black arrows show the direction of propagation (with the solid lines representing the wavefront). As shown here, 
the point diffraction (left) forms from interaction with a small object which causes spreading in all directions. On a planar 
view this would show the full azimuthal range. The 2 edge diffractions can form from breaks in larger bodies and the degree 
of spreading is dependent on these bodies (i.e., on the furthest right the body blocks diffraction into the body itself). On a 
planar view these will show a notch in the azimuth where the body lies (adapted from Schwarz (2019a)).  

Edge diffractions are the most common form of diffraction due to their ubiquity with faults, which are 

one of the most frequent structures in a seismic section (Aydin, 2000). Where a reflection plane ends, 

such as when the plane is broken due to faulting, a diffraction will form as the wave spreads beyond 

this edge (Klem-Musatov, 1994). This is known as an edge diffraction. Edge diffractions can also form 

from other geological terminations and are different to point diffractions as they do not show the full 

azimuthal range and instead have a preferred orientation in-line with the orientation of the structure 

which formed them (Klem-Musatov, et al., 2008) (Figure 1.3.3). These often manifest on seismic data 

as planes which terminate in a half hyperbola (as the other half of the hyperbola is overshadowed by 

the reflection).   

Diffractions are not limited by the same resolution issues as reflections (as mentioned in Section 1.1) 

(Gelius & Asgedom, 2011). The resolution of reflections is limited by the Rayleigh criterion. 

Diffractions, on the other hand, do not show this limit and have theoretically infinite resolution (Landa, 

2007). The diffracted portion of the wavefield contains information from scatterers at the 

subwavelength scale due to the nature of diffractions (that being that they form from objects and 

discontinuities which are of a size or smaller than the wavelength) (Klem-Musatov, et al., 2016a). This 

means that in idealised circumstances, imaging of sub-wavelength detail is possible when diffractions 

are separated and imaged independently (Khaidukov, et al., 2004). Conventional high-resolution 

imaging techniques (e.g., coherency, ant tracking, etc.) create a volume from the migrated, final 

stacked seismic image (Popovici, et al., 2015). By creating these volumes from the final image, they 
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are limited in the same ways the final image is limited: through the Rayleigh criterion, noise, and 

incorrect migration velocities. Diffraction images, however, are created from pre-stacked, pre-

migrated data. As such, diffraction imaging has the potential for super-resolution as it contains the 

direct, unprocessed response of the diffractors (Popovici, et al., 2015). As the signal is analytic, this 

gives the potential to extrapolate said signal outside of the regular frequency band giving super-

resolution (Moser & Howard, 2008). Additionally, diffraction imaging can be used to identify false 

edges in conventional images, which may appear real (Klem-Musatov, et al., 2016b). False edges 

commonly show higher amplitudes than real edges, which can further obscure real edges, making 

them more difficult to distinguish on a conventional image, therefore by imaging diffractions (which 

only form at real edges), these edges can be better resolved than in a conventional image (Moser & 

Howard, 2008). 

While theoretically high-resolution imaging using diffractions is possible, diffractions, as with 

reflections, are still limited by the frequency of the source (Figure 1.3.4, Figure 1.3.5). As seen by Figure 

1.3.5, though smaller gaps in the reflection are resolvable using diffractions, there is still a limit at the 

size of the gap which is resolvable, dependent on the frequency. This suggests that objects and 

discontinuities of 
𝜆

8
 are consistently resolvable using diffraction images. However, Figure 1.3.5 is an 

extremely idealised scenario with no noise, a relatively high frequency wavelet, low attenuation, and 

a perfect velocity model. In field data, all of these would be an issue which will limit the consistent 

resolvability of diffractions to such a high degree, especially limitations in the velocity model as the 

true velocity model will never be known on field data.  

 

Figure 1.3.4 Velocity model of the resolution test, the gaps are 20m, 10m and 5m, respectively. The black velocity is 1000m/s, 
and the white velocity is 2000m/s. The density of the layers was kept constant at 1g/cm3.   
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Figure 1.3.5 Synthetic model generated using a 50Hz Ricker wavelet, finite-difference modelling, and shot-spacing every 1m 
(top) and the same model migrated (top middle). The reflections were removed (bottom middle) and migrated (bottom). The 
gaps in the reflection get progressively smaller (20m, 10m, and 5m respectively). Here it can be seen that the diffraction 
points (red dots) can be resolved down to 10m whilst on the reflection image it can be seen there is a gap but the edges of 
the gap are difficult to pinpoint due to the diffraction energy and migration artefacts bleeding energy into the gap.  
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1.3.2 Caustic Diffractions 

Caustics refer to the bright spots of concentrated energy which form because of reflections, 

refractions, or diffractions (Stavroudis & Avendaño-Alejo, 2017). Caustics on seismic data have an 

accompanying diffraction which softens the intensity of the caustic at a fold or a cusp (Doornbos, 

1974). These diffractions at the fold and cusp form specific patterns known as diffraction catastrophes 

(Kryukovsky & Lukin, 2019). These catastrophes form two distinct patterns: The ‘Airy’ pattern at the 

fold and the ‘Pearcey’ pattern at the cusp (Nye, 1985) (Figure 1.3.6). These patterns are consistent 

(i.e., a fold will always show an Airy pattern and a cusp will always show a Pearcey pattern) however, 

the amplitude of this caustic will depend on the topology of the caustic (Snieder & Sens‐Schönfelder, 

2015).  

 

Figure 1.3.6 Airy (left) and Pearcey (right) diffraction patterns (or catastrophes). The colours demonstrate the polarity while 
the strength of the shade refers to the amplitude. As seen here, the Airy catastrophe is a circular pattern which emanates 
from the centre outwards (like how a point diffraction appears) while the Pearcey catastrophe is a star shaped pattern which 
emanates from the outside inwards.  

Caustic diffractions show unique characteristics when compared to conventional Fraunhofer 

diffractions (Stamnes, 2017). While caustic diffractions still emanate from small-scale discontinuities 

and objects, they do not exhibit the same properties, with the wavelength dependence on velocity 

being 𝜆
2

3 as opposed to 𝜆 as one would expect on a conventional Fraunhofer diffraction (Berry & Uphill, 

1980). It is important to consider caustics as these can form in synclines on seismic data and can be 

mistaken for diffractions on 2D sections where out-of-plane energy can be locally focussed on the 

section (Hobbs, et al., 2006). Therefore, one must consider the provenance of diffractions when 

performing diffraction imaging. However, while important to consider caustics, edge and point 

diffractions form the focus of this thesis.  
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1.4 Migration 

Migration is one of the key components of seismic processing and revolves around diffraction theory. 

For a perfectly horizontal layer, the depth of the reflector (𝑧) can be calculated using a simple velocity 

(𝑣) and two-way traveltime (𝑇) relationship: 

 
𝑧 =

𝑣𝑇

2
 

 

Equation 1.4.1 

However, in the case of a dipping reflector, reflections arrive at different times, with the reflection at 

the shallowest part of the reflector arriving earlier than those at deeper parts. As such, the dip is 

shallower than expected, defined by: 

 tan 𝜉𝑎 = sin 𝜉 Equation 1.4.2 

where 𝜉𝑎 is the apparent dip and 𝜉 is the actual dip (Yilmaz, 2001).  

The steeper the dip (𝜉) of a reflector, the further away the apparent location is from the true location 

in depth. The horizontal shift (𝑋𝑚) can be calculated by: 

 
𝑋𝑚 =

1

2
𝑣𝑇𝑠𝑖𝑛𝜉 =

1

4
𝑣2𝑇 (

𝑑𝑇

𝑑𝑋
) 

 

Equation 1.4.3 

where 𝑣 is the velocity, 𝑇 is the two-way travel time at the CMP location, and 
𝑑𝑇

𝑑𝑋
 is the apparent 

gradient of the reflector at the CMP location (Ashcroft, 2011).    

Migration is the act of relocating the seismic data to the ‘correct’ (as the true velocity on field data 

can never be known) subsurface location and collapsing diffraction hyperbolae (Gray, 2011) (Figure 

1.4.1). Migration has large effects on the final image as small changes in the velocity will affect the 

positioning of the energy post-migration. On top of this, over-migration will cause upwards smearing 

of diffraction energy whilst under-migration will not properly collapse the diffraction (Dondurur, 

2018). These are known as migration ‘smiles’ and ‘frowns’ respectively and are common migration 

artefacts in both diffraction and reflection images as the correct velocity model will never be obtained 

(Zhu, et al., 1998).  
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Figure 1.4.1 Diagram showing migration. The red dotted line represents the apparent reflection (or pre-migration reflection) 
while the solid black lines represent the apparent ray-path for these reflections. The green line shows the actual reflection 
location which can be found through tracing hyperbolae from the apparent reflection and relate to each other through the 
dip (𝝃) and Equation 1.4.2 (adapted from Schulte (2012)). 

Migration can be applied in time or depth coordinates. Time-space is convenient as it retains the 

original acquisition domain of the seismic data and is therefore less susceptible to errors (Fomel & 

Prucha, 1999). However, time migration only assumes slight velocity variations and is unsuitable in 

complex geologies such as salt (Jones, 2014). In these cases, depth migration must be used. Depth 

migration requires the conversion of the seismic data to Cartesian coordinates. This requires a 

complex velocity model, which is more difficult to create as well as making depth migrated models 

more sensitive to errors in the velocity model (Liu & Bleistein, 1995). However, depth migrated seismic 

is far more suitable for areas with highly lateral velocity changes, such as faults and salt (Audebert, et 

al., 1997). These areas also tend to be geologically significant, especially for petroleum geology, as 

most common traps (fault blocks, anticlines, etc.) also correspond to lateral velocity changes.  

While there are several types of migration, in this thesis focus is given mainly to Kirchhoff migration 

and the diffraction stack, in which a travel-time grid is calculated to compute the diffraction response 

to a point reflector (Gray & May, 1994). In this subchapter, migration is divided into post-stack, pre-

stack, and additional migration techniques and each of these processes is described. 

1.4.1 Post-Stack Migration 

Stacking is the process of combining traces from different seismic records to increase the signal-noise 

ratio and therefore improve the data quality (Liu, et al., 2009). While pre-stack migration was 

recognised early to provide better results for the migrated data, post-stack migration was the norm 

for a long period due to a lack of compute power (Hu, et al., 2001). As the data are stacked along each 

trace, stacking reduces the overall amount of data for migration by a factor which is known as the fold 
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(Hill, et al., 1999). Therefore, stacking makes migration a faster process, and by stacking along offsets, 

it removes the need to account for said offsets therefore making migration a simpler process.  

Post-stack migration is the action of applying migration after stacking (hence post-stack). NMO is first 

applied to correct for source/receiver offset prior to stacking. Ideally, post-stack migration then 

involves applying a DMO (dip moveout) correction to the data (Yilmaz, 2001). This DMO corrects for 

the variance in common-midpoints due to the dips of reflectors (Deregowski, 1986). The data are 

subsequently stacked, and a migration applied. As the data are stacked along all offsets, the effect of 

the offset is removed, therefore, the diffraction response is that of a zero-offset point diffractor (see 

Equation 1.3.3). By using a given velocity field to calculate a theoretical hyperbola for each point in 

the seismic data, the data can be effectively migrated by summing the data at every point along each 

of these theoretical hyperbolae (Ashcroft, 2011).  

1.4.2 Pre-Stack Migration 

Pre-stack migration involves applying a migration to each offset before stacking the data. The data are 

stacked during migration and a higher quality image is obtained than using post-stack migration 

(Biondi & Palacharla, 1996). Due to the lack of stacking in pre-stack migration, the offset must be 

accounted for when calculating the travel-time hyperbolae for each point: 

 

𝑇𝑥 = [(
𝑇0

2
)

2

+
(𝑥𝑚 − ℎ)2

𝑣2
]

1
2

+ [(
𝑇0

2
) +

(𝑥𝑚 + ℎ)2

𝑣2
]

1
2

  

 

Equation 1.4.4 

where 𝑥𝑚 is the distance to the common-midpoint vertically above the diffractor and ℎ is half of the 

source-receiver offset (Ashcroft, 2011). Using Equation 1.4.4 and the velocity field the theoretical 

hyperbola for each point in the subsurface can be calculated, akin to post-stack migration, however, 

instead travel-time hyperbolae are calculated for every offset. Summing along these hyperbolae for 

each offset and then summing every offset, the data can be effectively migrated without the loss of 

information which post-stack migration suffers from. This method is a pre-stack time migration. 

Mathematically, the migrated wavefield (𝑀(𝑥, 𝑦, 𝑧)) is an integral along each point in the subsurface 

(𝑡 = 𝑡𝐼 + 𝑡𝐷 where 𝐼 refers to the image and 𝐷 refers to the data) of the weighted time derivative of 

the wavefield (𝑈(𝑥′, 𝑦′, 𝑧′ = 0, 𝑡)) (Buske, 1999): 

 
𝑀(𝑥, 𝑦, 𝑧) ≈ −

1

2𝜋𝑣
∫ ∫

𝑧

𝑟2

𝜕𝑈

𝜕𝑡
(𝑥′, 𝑦′, 0, 𝑡𝐼 + 𝑡𝐷)𝑑𝑥′𝑑𝑦′ 

∞

−∞

∞

−∞

 
 

Equation 1.4.5 

which is a form of the Kirchhoff integral seen in Equation 1.3.2. The weighting of the wavefield is 

dependent on the depth of the subsurface point and the distance from the receiver: 
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 𝑟 = √(𝑥′ − 𝑥)2 + (𝑦′ − 𝑦)2 + 𝑧2 Equation 1.4.6 

where 𝑟 is the distance from the receiver and 𝑧 is the depth (Buske, 1999). 

1.4.3 Alternative Migration Methods 

In this thesis, focus has been given to the classical Kirchhoff diffraction stack, which is one of the most 

common forms of migration. However, migration is an entire field of study and thus there are many 

methods which see practical and common usage as well as many others which exist purely 

theoretically. These range from post-stack methods, such as phase-shift migration (Meadows & Abriel, 

1994) and reverse-time finite-difference migration (Hu, et al., 2001), to pre-stack methods, such as 

double-square-root migration (Popovici, 1996) and pre-stack reverse-time migration (Biondi & Shan, 

2002).  

Most migration techniques are directly dependent on the velocity and therefore require an accurate 

velocity model. However, especially for diffractions, the seismic image is highly sensitive to even small 

changes in the velocity model. As such, alternative migration methods are often used to migrate a 

diffraction image from separated pre-migrated diffractions (Silvestrov, et al., 2015). Path-integral 

imaging (Landa, et al., 2006) is one of these techniques and is specifically designed not to require a 

velocity model. In path-integral imaging, it can be assumed that the path integral of a seismic signal 

path will be stationary at the correct velocity and therefore, by stacking over all paths, an image can 

be produced as any path which shows correct velocity will stack constructively whereas those which 

show an incorrect velocity will interfere destructively (Decker & Fomel, 2019). 
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1.5 Synthetic Modelling 

To accurately image the subsurface, the methods used need to be rigorously tested. As field data is 

an inverse problem, the true answer can never be known. Therefore, while one can judge the methods 

on what they think the model should look like, this may not be the true model. Additionally, field data 

is often complex and plagued with noise and artefacts which are inherent in the data from acquisition 

(often called an acquisition footprint) which further complicate the data (Chopra & Larsen, 2000). As 

such, data are needed in which the true answer is known to diligently assess potential methods for 

imaging. Synthetic data are ideally suited for this task as the true answer is known therefore, any 

artefacts introduced by the methods being tested themselves can be analysed. In this thesis, ReflexW 

modelling software was used to generate the synthetic data.  

To create synthetic data, first a synthetic velocity model is created. Here, the physical parameters of 

the model are input such as the velocity and density which will influence both the travel-times of the 

source wave and the acoustic impedance of the layer boundaries (Versteeg, 1994). This velocity 

model, also referred to as the geological model, aims to represent realistic geological scenarios in real 

data and forms the basis of the synthetic modelling. Following on from this, a virtual acquisition is set 

up. This involves creating a source-receiver array, deciding upon factors such as depth, initial offset, 

receiver offset, and the source increment. Various acquisition geometries can be used, which will 

generate realistic acquisition artefacts such as the seismic ghost (Lindsey, 1960), however, here the 

synthetic models were generated using zero-offset modelling. This is where the source and receiver 

are collocated which allows for a simpler synthetic seismic output as only the normal-incidence ray 

need be calculated. With the acquisition parameters in place, the wavefield can be calculated. This 

can be thought of as the reverse of migration, as they are both dependent on solving the wave 

equation (Yilmaz, 2001). There are many ways to solve the wave equation and thus there are many 

modelling techniques including the f-k domain (Sherwood, et al., 1983) and the Kirchhoff integral 

(Hilterman, 1970). In this thesis, a finite-difference modelling scheme is used to approximate a point 

source (Kelly, et al., 1979). Finally, wavelet parameters can be decided upon. Here, both the frequency 

and the wavelet shape can be input, with most models here generated using 50Hz central frequency 

Ricker wavelets unless otherwise stated.    
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1.6 Diffraction Imaging  

Diffraction imaging is the process of separating diffractions from the seismic wavefield and processing 

them independently. While diffractions were realised for their importance in both migration and as 

the primary source of information on faults and fractures in the 1950s, it was not until the 1980s that 

the first attempts at separating and imaging diffractions appeared (Harlan, et al., 1984). These early 

attempts used the phase correlation between diffractions to automatically separate the diffracted 

wavefield on common-offset data (Landa, et al., 1987). Subsequently, there was a successful attempt 

at imaging discontinuities using a separate NMO correction, followed by an amplitude and phase 

correction to boost the diffractions signal above reflections (Kanasewich & Phadke, 1988). These early 

successes proved the potential of diffractions in imaging small-scale structures in seismic data. It was 

not until the late 1990s when diffraction imaging became usable reliably, which paved the way for the 

present diffraction imaging (Landa & Keydar, 1998). However, diffraction imaging once again fell by 

the wayside due, in part, to major breakthroughs in reflection imaging and the invention of seismic 

attributes which enabled interpretation of discontinuities using migrated reflection images (Schwarz, 

2019a).  

Diffraction imaging techniques can be broadly separated into two categories, those which are applied 

pre-migration and those which are applied post-migration. The most common diffraction imaging 

methods are all applied in the pre-migrated domain, partly as these were the earliest methods and as 

such have had years more development compared to the more recent post-migration separation 

techniques, and partly due to the relative simplicity of identifying diffractions pre-migration. Here, 

several common diffraction imaging methods are described. While most common diffraction imaging 

methods are described here, another common method is plane-wave destruction (Fomel, 2002). As 

this method has been used as the benchmark for comparison with other pre-migration separation 

methods, it is described further in Chapter 2, alongside the novel pre-migration separation techniques 

addressed in this thesis.  

While all the methods described within this chapter are pre-migration separation methods, separation 

on post-migrated data are possible with the usage of the dip-angle gather domain (Landa, et al., 2008). 

As Chapter 3 is devoted to post-migration separation, these techniques are addressed here.  

1.6.1 Multifocusing  

Multifocusing is a method of stacking which creates a zero-offset seismic section by computing each 

trace from the pre-stack traces located adjacent to each imaging position, like a conventional stack 

(Berkovitch, et al., 2012). Originally proposed in Berkovitch, et al. (1994) to improve conventional 

stacking, as opposed to being specifically designed for diffraction imaging, multifocusing originally 
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aimed to remove sensitivities to the velocity model by being independent of this (Berkovitch, et al., 

1998). Instead, multifocusing depends on three parameters which describe the local travel-time 

correction (Landa, 2007). These three parameters, the emergence angle (𝛽0), the wavefront curvature 

of the common reflected element wave (𝑅𝐶𝑅𝐸), and the wavefront curvature of the normal wave 

(𝑅𝐶𝐸𝐸), are estimated based on which configuration gives the highest semblance across the seismic 

traces: 

Δ𝜏 =
√(𝑅𝐶𝑅𝐸)2 − 2𝑅𝐶𝑅𝐸Δ𝑋+ sin 𝛽 + (Δ𝑋+)2 − 𝑅𝐶𝑅𝐸

𝑉0

+
√(𝑅𝐶𝑅𝐸)2 − 2𝑅𝐶𝑅𝐸Δ𝑋− sin 𝛽 + (Δ𝑋−)2 − 𝑅𝐶𝑅𝐸

𝑉0
 

 

 

Equation 1.6.1 

where Δ𝜏 is the moveout correction for a diffraction (Berkovitch, et al., 2008). As seen here, this 

depends only on 𝑅𝐶𝑅𝐸 and 𝛽, which means that only these variables need be estimated.  

The size of the summation aperture for a diffracted wave is theoretically infinite as 𝑅𝐶𝐸𝐸 = 𝑅𝐶𝑅𝐸. 

When calculating the summation aperture for a reflected wave around the central point the size of 

this aperture is determined by the Fresnel zone, which can be calculated by:  

 

𝑊 =
2

cos 𝛽
 √

𝑉0𝑇

2 |
1

𝑅𝐶𝐸𝐸
−

1
𝑅𝐶𝑅𝐸

|
     

 

 

Equation 1.6.2 

where 𝑇 is the time period (𝑇 =
1

𝑓
 ) (Hubral, et al., 1993). While the diffraction aperture is theoretically 

infinite, practically there is a limit due to diffraction attenuation and complex geology (Berkovitch, et 

al., 2009).  

1.6.2 Focusing-defocusing 

Focusing-defocusing revolves around focusing reflection events on common-shot gathers to a depth 

where they no longer mask the weaker diffraction events (Khaidukov, et al., 2004). By using the 

conventional reflection travel-time curve and mirroring it to the opposite side of the reflector, 

reflections are focused to this deep virtual source (as opposed to their correct position) (Moser & 

Howard, 2008). The reflections are identified by the focused energy which can then be muted and the 

residual de-migrated to image the underlying wavefield (Khaidukov, et al., 2003).  

This is possible as a diffraction stack (see Section 1.4) treats diffractions and reflections in different 

ways. A diffraction stack (𝑉) can be defined for each subsurface location (𝒙) by: 
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𝑉(𝒙)~ ∫ 𝑑𝜉 ∫ 𝑑𝑡 𝑈(𝝃, 𝑡)𝛿(𝑡 − 𝑡𝑑(𝝃, 𝒙)) 

 

Equation 1.6.3 

where 𝑈(𝝃, 𝑡) is the seismic wavefield for vector 𝝃 and 𝑡𝑑 is the diffraction travel-time curve (Tygel, et 

al., 1996). As explained in Section 1.4, the diffraction stack assumes that a reflection is comprised of 

an infinite series of diffraction points, with the reflection being the superposition and interference of 

these diffractions. Therefore, the reflection travel-time can be calculated as the envelope of these 

diffraction travel-time curves (or hyperbolae). These diffractions, however, are not real, they are 

simply abstractions used to conveniently image reflections (Khaidukov, et al., 2004).  

Real diffractions appear independently, they are not abstractions as part of a larger seismic interface 

and are observable. As such, the travel-time curve for a real diffraction will not contribute to an 

envelope and are stand-alone (Moser, et al., 2000). However, due to the low amplitude of diffractions 

(as mentioned previously), real diffractions are lost in the conventional diffraction stack. Focusing the 

reflection energy to its imaginary deep source (𝑧𝑖𝑚) is achieved by replacing the diffraction travel-time 

in Equation 1.6.3 with a reflection travel-time curve (𝑡𝑟(𝝃, 𝒙)): 

 
𝑉𝑅(𝒙)~ ∫ 𝑑𝜉 ∫ 𝑑𝑡 𝑈(𝝃, 𝑡)𝛿(𝑡 − 𝑡𝑟(𝝃, 𝒙)) 

 

Equation 1.6.4 

This focuses reflections into a reflection stack, where strongly focussed energy can be muted 

(Khaidukov, et al., 2003). Calculating this reflection travel-time curve, however, is a complex issue. In 

cases with good velocity control, the reflection travel-time can be calculated by ray tracing: 

 𝑡𝑟(𝝃, 𝒙) = 𝑇(𝒙, 𝒙𝑟) 

𝑡𝑑(𝝃, 𝒙) = 𝑇(𝒙𝑠, 𝒙) + 𝑇(𝒙, 𝒙𝑟) 

 

Equation 1.6.5 

with 𝒙𝑠 and 𝒙𝑟 being the source and receiver positions respectively, 𝒙 being the focusing point, and 𝑇 

being the travel-time calculated through ray tracing (Gajewski, et al., 2007). In areas with inadequate 

velocity models, one must use more complex computations.  

Defocusing is then applied on the residual focussed wavefield (𝑉0
𝑅), which should only contain 

diffraction energy and noise, using the defocusing operator:  

 
𝑈𝐷(𝝃, 𝑡)~ ∫ 𝑑𝒙 𝑉0

𝑅(𝒙)𝛿(𝑡 − 𝑡𝑟(𝝃, 𝒙))  
 

Equation 1.6.6 

which corresponds to a Kirchhoff de-migration (the inverse of the Kirchhoff migration operator 

described in Section 1.4 (Santos, et al., 2000). This can then be finally migrated to give the final 
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diffraction image (𝑉𝐷(𝒙)) using a form of Equation 1.6.3 using the final unfocussed residual wavefield 

(𝑈𝐷(𝝃, 𝑡)) (Khaidukov, et al., 2004): 

 
𝑉𝐷(𝒙)~ ∫ 𝑑𝝃 ∫ 𝑑𝑡 𝑈𝐷(𝝃, 𝑡)𝛿(𝑡 − 𝑡𝑑(𝝃, 𝒙)) 

 

Equation 1.6.7 

 

1.6.3 Anti-stationary phase filtering 

Anti-stationary phase filtering is the reverse of stationary phase filtering, which aims to emphasize 

specular reflection energy on the migrated image (Bleistein, 1987). In stationary phase filtering, for 

each reflection point, the migration aperture is limited to the Fresnel zone (Chen, 2004). Anti-

stationary phase filtering is then the opposite of this (Moser & Howard, 2008).  

In anti-stationary phase filtering, first a conventional diffraction stack is applied to the data (see 

Equation 1.6.3). By first defining the specularity: 

 
𝑆(𝒔, 𝒙, 𝒓) =

|𝒏𝑇𝑇𝑥|

‖𝑇𝑥‖
 

 

Equation 1.6.8 

where 𝑇𝑥 is the gradient with respect to the image point and 𝒏 is the reflector unit normal (Sturzu & 

Popovici, 2013). If 𝑆 = 1 there is a pure specular reflection while if 𝑆 < 1 there is a diffraction (Li, et 

al., 2014). A weighting function can then be created to suppress these reflections.   

This weight function (𝑤(𝑠, 𝑥, 𝑟)) is calculated by first considering ray vectors 𝑝𝑠 = ∇𝑥𝑇(𝑠, 𝑥) for the 

source and 𝑝𝑟 = ∇𝑥𝑇(𝑟, 𝑥) for the receiver, and the normal vector to the reflector 𝑛: 

 
𝑤(𝑠, 𝑥, 𝑟) = 1 − 𝑛𝑇

𝑝𝑠 + 𝑝𝑟

‖𝑝𝑠 + 𝑝𝑟‖
 

 

Equation 1.6.9 

Using this weight function while migrating (using it during the conventional diffraction stack), the non-

specular rays are enhanced and the reflections, or specular rays, suppressed (Kozlov, et al., 2004). 

1.6.4 Common-reflection-surface 

Common-reflection surface (CRS) stack (Jäger, et al., 2001) uses a stacking trajectory calculated from 

the squared travel-time:  

 𝑡ℎ𝑦𝑝
2 (𝑚, ℎ) = (𝑡0 + 2𝑝𝑚𝑚)2 + 2𝑡0(𝑀𝑁𝑚2 + 𝑀𝑁𝐼𝑃ℎ2) Equation 1.6.10 

where 𝑚 is the midpoint with respect to the CMP position 𝑚0, ℎ is half the source-receiver offset, 𝑡0 

is the zero-offset two-way travel-time, and 𝑝𝑚, 𝑀𝑁, and 𝑀𝑁𝐼𝑃 are stacking parameters: 
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𝑝𝑚 =

𝜕𝑡

𝜕𝑚
, 𝑀𝑁 =

𝜕2𝑡

𝜕𝑚2
, 𝑀𝑁𝐼𝑃 =

𝜕2𝑡

𝜕ℎ2
 

 

Equation 1.6.11 

which are all horizontal spatial travel-time derivatives (Dell & Gajewski, 2011). Diffractors associated 

with a reflector segment have infinite curvature and no orientation (Mann, et al., 1999).  

If the kinematic attributes of the wavefield at the datapoint are known, the pre-stack diffraction 

response can be calculated by considering these wavefield kinematics: 

 
𝑡2 = [𝑡0 +

2 sin 𝛽0𝑚

𝑣0
]

2

+
2𝑡0 cos2 𝛽0

𝑣0𝑅𝑁𝐼𝑃

[𝑚2 + ℎ2] 
 

Equation 1.6.12 

where 𝛽0 is the emergence angle, ℎ is half the source-receiver offset, 𝑚 is the midpoint between the 

datapoint and the CMP position (𝑚0), 𝑡0 is the vertical two-way travel-time, and 𝑣 is the time-

migration velocity; 𝑅𝑁𝐼𝑃 is the radius of curvature for the normal-incident-point wave and, in an ideal 

scenario (i.e., the travel-time is known and the data are not band-limited), has a ratio of one with 𝑅𝑁 

(or radius of curvature for the normal wave) (Dell & Gajewski, 2011). Equation 1.6.12 is a form of the 

pre-stack response of a diffraction point as seen in Section 1.4.2 (Equation 1.4.4).  

However, seismic data are band-limited, and diffractions are still susceptible to the same attenuation 

that plagues other seismic events (Jackson & Anderson, 1970). As such, separating diffractions and 

reflections using CRS is not as simple as a binary operator to determine if the ratio of 𝑅𝑁 to 𝑅𝑁𝐼𝑃 is 

equal to one. Instead, a threshold (𝑇𝐹(𝑚0, 𝑡0)) is applied: 

 
𝑇𝐹(𝑚0, 𝑡0) = 𝑒

−
|𝑅𝑁−𝑅𝑁𝐼𝑃|
|𝑅𝑁+𝑅𝑁𝐼𝑃| 

 

Equation 1.6.13 

which is approximately one for a diffraction and close to zero for a reflection (Dell & Gajewski, 2011). 

A simple weighting to a specific limit, close to zero (the actual number will depend on the complexity 

of the data etc.), is applied to mute the reflections. This separated data can then be migrated to image 

the diffractions.  

1.6.5 Coherent subtraction 

Recent advances in diffraction imaging revolve around coherent subtraction (Schwarz & Gajewski, 

2017; Schwarz, 2019a). This is a similar method to plane-wave destruction in that it specifically targets 

and destroys reflection energy. As reflections are continuous, even on pre-migrated data, by 

calculating the coherency on common-offset sections and subtracting events which show high 

coherency, the underlying wavefield is revealed (Schwarz, 2019b).  
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Coherent subtraction makes use of the directional aspect of stacking data, which is applied with wave-

front filters to generate reflection-only data (𝑅): 

 min
𝛼,𝜏

∑[𝐼(𝒙𝑖, 𝑡𝑖) − 𝛼 𝑅(𝒙𝑖, 𝑡𝑖 + 𝜏)]2

𝑖

 
 

Equation 1.6.14 

which is an optimisation problem, where 𝐼 is the raw data and 𝑡𝑖 is the travel-time at trace 𝑖 in the 

vicinity of (𝒙𝑖 , 𝑡0) where 𝑡0 is the travel-time at zero-offset (Schwarz, 2019b). The parameters for 

optimisation are the local scaling coefficient 𝛼 and the time correction 𝜏 which can then be used to 

create a diffraction image (Schwarz & Gajewski, 2017) through: 

 𝐷(𝒙0, 𝑡0) = 𝐼(𝒙0, 𝑡0) − 𝛼 𝑅(𝒙0, 𝑡0 + 𝜏) Equation 1.6.15 

The coherence is calculated using the hyperbolic travel-time (Equation 1.4.4) alongside a normalised 

semblance coefficient: 

 
max
𝑝,𝑀,𝐻

1

𝑛

∑ [∑ 𝐼(𝒙𝑖, 𝑡𝑖)2𝑛
𝑖=1 ]𝑗

∑ ∑ 𝐼2(𝒙𝑖, 𝑡𝑖)𝑛
𝑖=1𝑗

 
 

Equation 1.6.16 

which is used to maximise the local coherence (Neidell & Taner, 1971).  

1.6.6 Other Diffraction Imaging Methods  

While the diffraction imaging techniques detailed above are the most common of these methods, they 

are by no means the only methods. Diffraction imaging using beam imaging and image spectral 

removal (Protasov, et al., 2016; Protasov, et al., 2019) utilises double focusing of Gaussian beams to 

separate diffractions from the reflected wavefield. Least-squares migration methods have also seen 

popularity in recent years, where the diffractions are separated from the wavefield during least-

squares migration using a chain of operators such as plane-wave destruction and path-integral 

imaging (Merzlikin & Fomel, 2016; Merzlikin, et al., 2020). Finally, separation using a spectral-band 

frequency filters have shown the ability to suppress reflection energy in frequency bands in the f-x 

domain using a Hankel matrix, which can then be combined and migrated to create a diffraction image 

(Lin, et al., 2020).  

The field has also seen several slightly less successful attempts, many of which are demonstrated by 

Bansal & Imhof (2005). This paper catalogues several attempts at diffraction imaging in the pre-stack 

domain using a diode filter, an NMO filter, a dip filter in the f-k domain, and radon filtering. While 

many of these were unsuccessful individually, the techniques for some have been incorporated into 

other diffraction imaging techniques.  
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1.7 Present Practice and Possible Advances 

While several key diffraction imaging techniques have been outlined here, there are many areas which 

require further improvement. Firstly, the issue of diffractions and noise. Each of the diffraction 

imaging methods outlined in this chapter remove or separate reflections leaving a volume which 

contains both diffractions and noise (Decker, et al., 2013). This noise can especially be an issue when 

the noise is of a level with diffraction energy, which, due to the low amplitude of diffractions, is a 

reasonably common occurrence (Alonaizi, et al., 2013). Due to the complex nature of noise, it is 

difficult, or even impossible, to remove all noise from an image manually (Chen, 2020). In this thesis, 

some possible analytical methods of removing noise are discussed, which rely on identifying the 

diffractions themselves and selecting these out of the data as opposed to removing the reflections to 

image the underlying the diffractions. Diffraction separation techniques using deep learning are also 

examined which aim to perform cleaner diffraction separations by training neural networks on 

perfectly separated synthetic data.  

Furthermore, is the issue of speed. While many diffraction imaging methods are not particularly 

computationally expensive in comparison to other processing techniques such as full-waveform 

inversion or migration, there is still room to improve the efficiency of diffraction separation. With 

regards to post-migration separation particularly, this is hugely computationally expensive both in 

terms of computation time and storage. Alternatively, pre-migration separation is also 

computationally expensive due to the need for separate migrations (which is one of the most 

computationally expensive steps of a processing workflow) for both the diffraction separated data and 

the conventional data. By removing the need to perform these steps, diffraction imaging can be 

performed far more efficiently, making it more attractive to be utilised at an operational level. Deep 

learning, while having a large up-front computational cost in training, has incredibly low 

computational expense when applying the trained model. While some of the deep learning techniques 

lack the fine detail of the analytical methods, the dramatic speed increase of the methods allows them 

to be applied as a ‘first pass’ for diffraction imaging.  

Another drawback of conventional diffraction imaging methods is the need for parameterisation of 

the methods. This parameterisation can take many forms from simple parameter adjustment (e.g., 

deciding upon the percentage of smoothing in plane-wave destruction) to complex dip fields and 

velocity models (Decker, 2014). There are two main issues with this form of parameterisation. Firstly, 

it is time consuming to select various parameters to find the best set of parameters to suit each 

dataset. The ideal parameters for one dataset may not match the ideal parameters for a different 

dataset and therefore this must be applied each time the method is applied anew. This is a laborious 

process and can drastically increase the time required to perform diffraction imaging, even if the 
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computational expense of the method is low. Secondly, any errors which are present in additional 

parameters, for example errors in the dip field, will be carried forward into the final diffraction image. 

Especially with the dip field, which several methods rely on, there are difficulties in calculating steep 

dips and complex areas such as mass-transport complexes and fault zones. Therefore, the diffraction 

images which rely on said dip field also have difficulty imaging these areas. By utilising deep learning, 

the need for any parameterisation can be removed when using a fully trained neural network. This 

allows diffraction separation to applied directly on data without the need to supply any additional 

parameters.  

Finally, current diffraction separation techniques cannot be applied to legacy or stacked images. If the 

velocity model is present, it can be used for demigration and then pre-migration or post-migration 

separation techniques applied to the data. However, this will add significant computational cost as 

the image will have to be demigrated, separation applied, and then remigrated. While in the 

conventional image the diffractions are obscured by the much stronger reflections, these diffractions 

are not lost on said images. Instead, the image can be thought of as a convolution of reflection and 

diffraction signals (alongside noise). Therefore, should one know the reflection signal, these could be 

removed from the data, imaging the underlying diffractions. By training a neural network to recognise 

reflection and diffraction signal on the seismic image, the network can automatically separate 

diffraction energy into a separate volume. This eliminates the need for any complicated pre- or post-

migration separation and can used to create diffraction images from conventional seismic images.  

Seismic anisotropy, or the directional dependence of seismic velocity, is another issue with diffraction 

imaging (Elias & Alderton, 2020). Anisotropy is a particular issue in fractured geologies due to the 

highly variable lateral velocities with diffractions similarly affected by the anisotropy in these locations 

(Liu, et al., 2015). While diffractions have been used to enhance velocity modelling where anisotropy 

is a particular issue (Bashir, et al., 2020), anisotropy may affect diffraction imaging and especially the 

migration of diffractions, which are highly sensitive to velocity errors. As anisotropy can affect the 

correct positioning of seismic events during migration, this can be a particular issue on post-migration 

diffraction imaging methods such as dip-angle gathers. To alleviate the issue of anisotropy, pre-

migration diffraction imaging techniques can be utilised to first separate the diffractions, as these 

techniques will not be affected by the anisotropy, especially those which act to remove reflections. 

Anisotropy can then be accounted for during migration either by utilising migration methods which 

do not depend on the velocity, and as such are not affected by anisotropy, or by scanning velocities 

to account for variations. While scanning velocities is computationally expensive, machine learning 

may be able to be utilised to collapse diffractions into a single point, migrating them without the need 

for any velocity model and thus removing the issue of anisotropy. While this is not overly explored in 
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this thesis, it provides an exciting avenue for future work in the field of diffraction imaging and 

machine learning.    

Overall, this thesis aims to improve diffraction separation by tackling the four main issues with the 

existing methodology outlined above: noise, computational cost, parameterisation, and legacy data. 

To remove the noise, new analytical and deep learning methods have been applied in the pre-

migration and post-migration domains. Improving the computational efficiency can be achieved using 

deep learning which, while it has a high initial computational cost, this is a one-off and it is incredibly 

efficient when applying a trained model. Parameterisation can also be solved using deep learning as a 

fully trained model can be applied directly to data without the need for any additional parameters. To 

apply diffraction imaging directly on legacy data, a neural network is trained which can recognise 

diffraction and reflection energy on a stacked image and automatically separate the diffraction energy 

into a separate image.  

 



1 Introduction and Theory  Applied Diffraction Imaging 

29 
 

1.8 Summary 

Seismic images are formed from the interaction of a source wavefield with the subsurface as the 

wavefield propagates through. The wavefield is subsequently recorded at the surface using receivers. 

The data are then processed to create an interpretable image. Conventionally, this processing favours 

reflections over other seismic events such as refractions and diffractions. While suitable for imaging 

continuous horizons, any discontinuities in the subsurface are only inferred from a reflection image. 

As seismic data are often awash with structures and stratigraphies which form said discontinuities, 

alternative processing techniques may be more suitable to directly image these.  

Diffractions are an important part of the seismic wavefield and one that is oft underutilised. 

Diffractions form from discontinuities in the subsurface and take the form of either point diffractions 

(those which form from small objects), edge diffractions (those which form from sharp edges), or 

caustic diffractions. When the seismic wavefield encounters features forming discontinuities in the 

subsurface, it is scattered in all directions, forming the characteristic diffraction hyperbola on pre-

migrated seismic data.  

Migration is one of the key steps in a seismic processing workflow. This is the act of repositioning 

reflections to their correct subsurface location and collapsing diffraction hyperbolae to correctly 

image the subsurface. As migration directly affects diffractions, it is also one of the key steps of a 

diffraction imaging workflow.   

Several existing diffraction imaging techniques have been described here, with most of these methods 

being applied in the pre-migrated domain. Using several key differences between diffractions and 

reflections, mostly related to diffractions hyperbolic shape or different focusing parameters, 

diffractions and reflections can be separated from one another. Once separated, these wavefields can 

be independently processed to create diffraction and specular images, respectively. While these 

methods work well to remove reflection energy, they all leave a volume which contains both 

diffractions and noise, which can often be of a level with diffractions. This noise can obscure diffraction 

energy and is thus a downside of current, analytical, diffraction imaging techniques. In addition, these 

methods can be computationally expensive, require additional parameterisation (such as a dip field), 

and rely on a velocity model and cannot be applied to legacy seismic images.  

While touched upon here, the act of separating diffractions from reflections is difficult for many 

reasons, though principally due to the amplitude disparity between reflections and diffractions as well 

as the overlap of energies between the two phenomena. The following chapter examines pre-

migration methods for separation using existing and novel analytical and machine learning techniques 

to obtain a better separation. 
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2 Pre-migration Diffraction Separation 
 

Prior to migration, diffractions appear hyperbolic on seismic data. This assumption is used by several 

separation techniques to remove reflection energy from the seismic data and image the underlying 

diffractions. In this chapter, plane-wave destruction (PWD), a common diffraction imaging technique, 

is used which calculates the slope of the reflectors pre-migration and then attempts to remove any 

energy which conforms to this slope. This destroys the reflection energy from the data, leaving a 

volume containing diffractions and noise which can then be migrated to create diffraction images.  

Due to intrinsic issues with the plane-wave destruction method, a simple additional processing step is 

proposed. This involves dividing the plane-wave destroyed data into windows, calculating the average 

dip of the window, and removing energy which conforms to this dip using an F-K filter. This uses the 

assumption that reflections are linear in the F-K domain, with the dip of their events relating to their 

apparent velocity whereas diffractions appear as fans of energy. This helps to remove remnant 

reflection energy, energy not removed during initial plane-wave destruction, while retaining 

diffraction energy which does not match the average dip. Another analytical method has also been 

proposed which tries to identify diffractions during migration using the histogram distributions of 

energy along a theoretical hyperbola for each point.  

To better separate diffractions from noise, one machine learning, and two deep learning methods 

have been proposed to automatically identify diffractions. The machine learning method utilises 

common pattern recognition techniques to identify diffractions on pre-migration seismic data. 

Learnings from this pattern recognition work resulted in a deep learning method, Multi-domain 

diffraction identification (MDDI), which is a novel method which uses a combination of domain inputs 

into a neural network to classify diffractions which can then be separated using geophysical 

techniques. Direct diffraction separation is another novel deep learning method which uses a 

Generative Adversarial Network (GAN) to both classify and separate diffractions on pre-migrated data. 

These methods have been compared with one another and with the analytical methods to 

demonstrate the power of machine learning in automated geophysical processing.  

Finally, the uses for separated pre-migration diffractions are analysed such as velocity analysis and 

tomography. This research suggests that separation of diffractions in the pre-migration domain can 

be used to influence velocity modelling. The work from this chapter resulted in 2 published papers, 3 

extended abstracts, and 1 submitted paper currently under review.  
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2.1 Introduction 

Pre-migration separation of diffractions is by far the most common method for diffraction imaging, 

with many different techniques for separation (some of the key methods are discussed in Chapter 1). 

As diffractions appear hyperbolic prior to migration, most of these methods rely on this assumption 

to remove the reflection energy and image the underlying diffractions (Popovici, et al., 2015). Due to 

the inherent issues associated with diffraction separation, such as low amplitude diffractions and 

blending of reflection and diffraction energy, this separation is rarely perfect (Zhang, 2004). However, 

pre-migration separation offers benefits which post-migration separation does not offer (Decker, et 

al., 2013). Firstly, pre-migration methods are less sensitive to velocity errors than their post-migration 

counterparts. While the velocity used in moveout (NMO or DMO) influences the appearance of the 

diffractions, post-migration separation techniques are affected by both the moveout velocity and the 

migration velocity (Moser & Howard, 2008). As such, an accurate migration velocity model is irrelevant 

for pre-migration separation and in fact, pre-migration separation can be used to obtain a more 

accurate velocity model for migration, discussed further in Section 2.4. Despite this, post-migration 

separation also has uses and benefits which pre-migration separation does not offer, which are 

discussed further in Chapter 3.  

This chapter is divided into two parts: analytical separation techniques and machine learning methods. 

The former, presented in Section 2.2, focus first on the application of plane-wave destruction (PWD) 

to real and synthetic data, followed by PWDFK, a simple, novel, method for improving upon the initial 

PWD results by removing remnant reflection energy. Subsequently, a novel histogram-based method 

for identifying diffractions during migration is proposed and analysed.  

Machine learning is then discussed in Section 2.3, where three machine learning methods are 

proposed, one conventional machine learning method and two deep learning methods. These 

methods all have the potential of improving the diffraction separation as the machine learning 

classifiers can be trained to remove noise. Additionally, these methods are all much faster than 

conventional machine learning after the initial training cost. Firstly, diffraction imaging using pattern 

recognition is described, both using standard pattern recognition techniques and using random forest 

classifiers, a type of machine learning classifier. Secondly, multi-domain diffraction identification 

(MDDI), a novel classification-based technique where diffractions and reflections are classified using 

information from various domains using a convolutional neural network. Finally, direct separation has 

been achieved using an adversarial neural network architecture which works in a fraction of the time 

of conventional plane-wave destruction and provides a less noisy result.  
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The contents of this chapter are mainly the results from three extended abstracts (Section 2.3.4 

(Lowney, et al., 2018), Section 2.3.5 (Lowney, et al., 2019), Section 2.3.6 (Lowney, et al., 2020b)) and 

two technical papers (Section 2.2.2 (Lowney, et al., 2020a), Section 2.3.6 (Lowney, et al., 2021)) as well 

as one paper currently under review.  
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2.2 Analytical Methods for Pre-migration Separation 

This subchapter focuses on the application of analytical separation techniques. Firstly plane-wave 

destruction is discussed, followed by F-K filtering, and the combination of further F-K filtering to the 

plane-wave destroyed data, a technique developed to improve the diffraction image (Lowney, et al., 

2020a). Finally, a novel histogram-based separation technique is discussed in which diffractions are 

identified using the migration operator during the migration process.  

2.2.1 Existing Methods 

Plane-wave Destruction 

For this thesis, diffractions were first separated from the reflections using plane-wave destruction 

(PWD), a technique first suggested by Claerbout (1985b) following work from Harlan et al. (1984). This 

is a common method which has been widely tested and proven against other methods as one of the 

most effective ways of removing reflection energy while preserving the diffractions (Decker, 2014; 

Fomel, et al., 2007). PWD is applied locally on the data in the time-space domain to separate the 

diffractions (Fomel & Guitton, 2006). This method involves estimating the local slope of plane-wave 

energy based on the equation:  

 𝜕𝑃

𝜕𝑥
+ 𝑠

𝜕𝑃

𝜕𝑡
= 0 

 

Equation 2.2.1 

where 𝑃(𝑡, 𝑥) is the wavefield, and the local slope is defined by the slowness 𝑠 (Fomel, 2003). As real 

data are often noisy, smoothing both vertically and laterally is needed for slope stability (Decker, et 

al., 2013). Any data which conforms to this slope (plane-waves) will be suppressed, while data which 

does not conform (diffractions and noise) are preserved (Taner, et al., 2006). This reflection 

suppressed data can then be migrated to create a diffraction image. PWD has various inputs which 

have been assessed for their optimal values on a simple synthetic model with a single diffractor and a 

straight reflector (Figure 2.2.1, Table 2.2.1). The main two inputs for PWD are the smoothing, which 

controls the smoothness of the dip field through shaping regularisation (Fomel, 2007), and the 

accuracy order, which controls the accuracy of derivatives. For this simple example, the optimal 

parameters use a smoothing factor of 35 with an accuracy order of 4. Larger accuracy orders increase 

processing time with no improvement to the image in this simple case. If the model had more steeply 

dipping reflectors, the uptake in the image quality may be worth the increase in processing time.  As 

the only reflector is perfectly horizontal, this basic model should allow for near-perfect reflection 

removal and thus will allow the effect of each of the parameters to be assessed. While the parameters 

will be different for the field data, by doing these synthetic tests an awareness of the limitations of 

each of the parameters and any artefacts which may be introduced can be obtained. 
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Figure 2.2.1 Zero-offset simple synthetic data of a single, horizontal reflector, with an underlying diffraction (top) and the 
depth model used to calculate this (bottom). This simple model has been used for parameterisation of PWD. Amplitude here 
is in arbitrary units. 
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Table 2.2.1 The effect of changing accuracy order (the number of derivatives) and smoothing (the smoothness of the dip field 
from shaping regularisation) on the noise and diffractions. As shown here, a lack of smoothing will cause a drastic increase 
in the noise as smoothing is needed for stability. In general, increasing the order will reduce the noise while increasing the 
diffraction energy, however there is a trade-off with increased processing time. Increasing the smoothing also reduces the 
noise and increases the diffraction energy to a point, above which the improvement becomes negligible.  

Accuracy Order Smoothing % Noise Energy % Diffraction Energy 

4 1 86.4 13.6 

4 10 13.3 86.7 

4 15 13.2 86.8 

4 20 13.2 86.8 

4 25 13.2 86.8 

4 30 13.2 86.8 

4 35 13.2 86.8 

4 40 13.2 86.8 

4 45 13.2 86.8 

10 10 13.3 86.7 

15 10 13.3 86.7 

20 10 13.2 86.8 

25 10 13.2 86.8 

30 10 13.2 86.8 

35 10 13.2 86.8 

This method is good because it requires minimal human input and effectively suppresses much of the 

reflection energy. The main limitation of the method comes from the assumption that reflection 

events have a continuously, gently variable slope (Chen, et al., 2013), but in areas with complex 

geology, this assumption does not hold, and thus remnant reflection energy is left behind, which can 

obscure diffractions and therefore lead to a poor diffraction image. This issue is especially prevalent 

in areas with synclines such as channel complexes. 

F-K filtering 

The F-K domain technique involves a two-dimensional Fourier transform to convert the data from the 

time-space domain to the frequency-wavenumber (F-K) domain. In the F-K domain the gradient of the 

slope for a reflector is dependent on the apparent seismic velocity of the waves, which can be equated 

to the dip of the reflector in the time-space domain. Horizontal horizons have an infinite apparent 

velocity, correlating to zero wavenumbers, while dipping horizons will depend on the dip of the 

horizon. As diffractions are hyperbolic, they exhibit a wide range of dips and will spread across a wide 

range of wavenumbers (Figure 2.2.2).  
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Figure 2.2.2 The appearance of reflections (top three images) and diffractions (bottom image) in time-space (left), F-K domain 
(middle) and dip domain (right). The gradient of the reflection in the F-K domain is dependent on the dip of the reflection in 
the time-domain. As diffractions exhibit a wide range of dips across their length they appear as fans of energy. Horizontal 
reflectors and the tops of diffractors do not appear in the dip domain as they have zero dip. 

To remove the reflections, a bandpass filter can be applied to the portions of the F-K domain which 

correlate to the reflections. This filter must be carefully designed so as not to remove excessive 

amounts of the diffraction energy when removing the reflections due to the overlap between the two 

energies. In existing literature, the limitation of this method comes from the bandpass filter removing 

portions of the diffractions as well as in the manual intervention required to create the bandpass filter 

in the F-K domain, as such this may not be the ideal method on its own (Bansal & Imhof, 2005; Bashir 

& Ghosh, 2016). 

2.2.2 Plane-wave Destruction F-K filtering 

By combining F-K filtering and PWD the limitations of the two methods are overcome (Lowney, et al., 

2020a). By first applying PWD and then using the local slope created, a simple, adaptive, and space-

variable filter in the F-K domain can be created and applied locally in small windows pre-migration, 

which will allow remnant reflections from PWD to be diminished. This process is automated as the 

slope field is already created for PWD, with the only input being the size of the windows in which the 

filter is applied. The size of the window is important as windows which are too small run the risk of 
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removing more of the diffraction energy, while windows which are too large will not remove as much 

of the remnant reflection energy. Window sizes are approximately the average width of the reflection 

events in each dataset to help remove them. Windows also overlap at the boundaries to allow for data 

inconsistency between windows. Extension to 3D is simple through the usage of a F-Kx-Ky (or F-K-K) 

filter and a 3D plane-wave destructor (where the plane-wave is predicted for two orthogonal planes). 

For the two Field data examples, the method was applied in 3D. Reflections in F-K-K space are planar 

according to their apparent velocity while diffractions are cones. Though simple, this method, 

henceforth labelled as PWDFK, aims to enhance the interpretability of the diffraction image, and allow 

for any diffraction points, which may have been obscured by remnant reflections and artefacts from 

PWD to become visible.  

To test the three methods, a simple synthetic model was created after Moser and Howard (2008), 

showing a syncline and graben (Figure 2.2.3). The model was created as a 2-layer model with the upper 

layer having a constant velocity of 1000m/s and the lower layer having a constant velocity of 2000m/s. 

With this model, zero-offset data was generated using a 50Hz Ricker wavelet and a finite-difference 

scheme, for shots placed every 10m. The synthetic data was migrated using the synthetic model and 

a Kirchhoff migration scheme to give the conventional seismic image, which was used for comparison 

with the PWD, F-K, and PWDFK images (Figure 2.2.4). Random white noise at 3% of the maximum 

amplitude was added to the model for stabilisation. Due to the nature of the modelling, some artefacts 

are created which have been left to serve as additional noise in the diffraction images and to test how 

the filters perform with coherent noise.  

 

Figure 2.2.3 Simple synthetic velocity model exhibiting a syncline and a graben, with velocities of 1000m/s in the top layer 
and 2000m/s. Diffraction points have been labelled as yellow crosses.  
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Figure 2.2.4 Migrated zero-offset synthetic model (top left), migrated PWD synthetic model (top right), migrated F-K filtered 
synthetic model (bottom left), and migrated PWDFK synthetic model (bottom right). PWDFK effectively removes much of the 
syncline reflection showing the underlying diffraction points (red arrows), however creates some additional artefacts itself 
and reduces some of the diffraction energy. Note, the migration artefacts also present below the base of the graben which 
result from the modelling and migration scheme applied. 

As the diffraction points in the synthetic data are known ([0.3km, 1500ms], [0.4km, 1800ms], [0.45km, 

1900ms], [0.5km, 1800ms], [0.6km, 1500ms], [0.8km, 1500ms], [0.8km, 2200ms], [0.9km, 2200ms], 

[0.9km, 1500ms]), these points can be removed within a wavelength radius from each diffraction 

image and the ratio of diffraction energy (energy which lies within the removed areas) to artefact 

energy (energy which lies outside the removed areas) is easily calculated. First the data are normalised 

by dividing each point by the maximum amplitude. The energy within the diffraction points and 

outside of the diffraction points is subsequently calculated by summing the squared amplitudes as a 

measure of the energy at each point. To remove the effects of the added random noise, an artefact is 

defined as being above 10% of the diffraction energy. The percentage of energy contained in a small 

window around the diffraction points, the percentage of energy outside the diffractions points, and 

the ratio of diffraction energy and noise energy (D/N) can then be compared to determine how well 

the methods perform in comparison to one another (Table 2.2.2). This table demonstrates the 

effectiveness of F-K filtering combined with PWD in removing remnant reflection energy while 

retaining diffraction energy as evidenced by the higher energy ratio. Here, the major uptake is through 

reducing the remnant reflection energy in the synclines which allows the underlying diffractions to be 

imaged. However, as shown in the grabens, F-K filtering can introduce some artefacts and reduce 

some of the diffraction energy. As such, it is recommended to use the PWD and PWDFK images in 
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conjunction when interpreting. The PWD here is used for initial diffraction interpretation and the 

PWDFK is used to image diffractions which may underlie remnant reflections.   

Table 2.2.2 Quantification results of PWD, F-K filtering, and PWDFK on the synthetic model, with D/N standing for diffraction 
energy/noise energy. As shown here, additional F-K filtering can reduce the noise energy in PWD. 

Method % Normalised Diffraction 
Energy 

 

% Normalised Noise 
Energy 

Energy Ratio 
(D/N) 

Plane-Wave Destruction 

 

25.5 74.5 0.342 

F-K Filtering 

 

16.9 83.1 0.203 

Plane-Wave Destruction 
aided by F-K Filtering 

 

31.6 68.5 0.461 

Following the validation of PWDFK, the method was tested for robustness on a second simple 

synthetic dataset and field data. This second synthetic dataset shows a pinchout point whilst the field 

data are shot in offshore marine, deep-water environments. Each data was processed conventionally 

to provide a reflection image, then PWD was applied, and finally PWDFK for comparison. An 

interpretation was completed using a combination of all the images, with the initial interpretation 

using the reflection image, followed by the PWD image to locate major diffractions, and finally the 

PWDFK image to attempt to image any diffractions which may be underlying remnant reflections in 

the PWD image. While interpretation can be completed on unmigrated data for the diffractions by 

identifying hyperbolae, here the data have been migrated. Migration properly locates the diffractions 

in the subsurface and increases their amplitude to boost them above noise.  

Synthetic Data Example  

To demonstrate the effectiveness of PWDFK and diffraction imaging, a second synthetic dataset was 

generated. This displayed a three-layer model, with the second layer pinching out. This pinchout point 

generates a diffraction (Figure 2.2.5) which can be used to determine the exact location of the 

pinchout point, regardless of resolution effects. The resolution can cause issues as it can give the 

appearance of a pinchout before the actual pinchout itself or if there are thief sands present on both 

pre- and post-migrated data (Veeken, 2006), hence the need for diffraction imaging to locate the 

precise pinchout point if it exists. Synthetic acquisition and processing parameters are further shown 

in Appendix 7.1.1. 
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Figure 2.2.5 Simple three-layer velocity model showing a pinchout (top) and the corresponding synthetic zero-offset seismic 
data (bottom). Note the location of the diffraction at the pinchout point.   

After applying PWD to the dataset, the reflections are diminished (Figure 2.2.6), highlighting the 

diffraction corresponding to the pinchout point. This can be migrated to give the exact location of the 

pinchout on the dataset, seen here at 0.3km and 600ms. Due to the resolution of the reflection image, 

there is ambiguity in the exact location of the pinchout point, whereas on the diffraction image, the 

point itself is directly imaged from the corresponding diffraction. Further filtering was applied to the 

PWD dataset using a simple FK filter. For this synthetic data, a 2-50Hz bandpass filter is used with a 

window size of 50ms. This window is relatively wide due to the relative simplicity of the data. This 
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effectively removed remnant reflections and reduced some of the noise from the dataset while 

retaining most of the diffraction energy, allowing the diffraction point to be imaged clearer. 

 

Figure 2.2.6 Migrated synthetic data using the exact velocity model (top), the migrated PWD image (middle) and the migrated 
image after further FK filtering (bottom). As seen here further filtering can reduce remnant reflections and their corresponding 
artefacts as well as reducing some of the noise. However, further filtering also can reduce some of the diffraction energy. 
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Field data Example 1  

This method was applied to a dataset to test the performance of the method. This dataset is a 3D 

seismic dataset shot in an offshore marine environment, with many geological features of interest for 

diffraction imaging. The top layers are characterised by intensely faulted sedimentary layers with 

some layers which onlap forming apparent pinchouts. In the upper sedimentary layers, towards the 

base of the slope, are a series of slump deposits. Both normal and listric faults are visible in these 

images. Underlying these layers is a large, intensely fractured carbonate layer, which is subsequently 

underlain by more sand/mud deposits (Figure 2.2.7). While the reflections show many of the features 

such as the faults, there are areas of ambiguity which can be improved with the use of the diffraction 

images. The acquisition parameters for this dataset are shown in Appendix 7.1.1. 

 

Figure 2.2.7 The first field data example showing the locations of the 3 slices taken from the data. The first location (1) shows 
a syncline, faults, and pinchouts, the second location (2) shows faults which are difficult to image on the reflection image, 
and the third location (3) shows a succession of slump deposits. Due to the harshness of the F-K filtering, some of the 
diffraction energy is reduced, especially visible in the bottom left in the basement. Close-ups of the 3 locations shown by the 
red rectangles are shown in Figure 2.2.9, Figure 2.2.12, and Figure 2.2.15 respectively.  
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After applying PWD to the dataset, the reflections are mostly removed, with some remnant reflections 

throughout the data and a large artefact created in the base of the seabed channel at X-line ~6800. 

While these remnant reflections can be useful in applying context between the diffraction and 

reflection image, they can obscure diffractions. Following PWD, F-K filtering was applied. For this 

example, a window size of 20ms with a frequency range from 2-50Hz is used (Figure 2.2.8). PWDFK 

removed many remnant reflections, albeit at a cost of some of the diffraction energy, and severely 

reduced the channel artefact allowing some of the diffraction points from the underlying listric fault 

to be visible (Figure 2.2.9). On top of this, a variance image can be created which is conventionally 

used to image and interpret structures (Figure 2.2.10). Comparing the variance image to the diffraction 

images show clear improvements in the diffraction image in comparison, with some faults appearing 

as single faults in both the reflection image and variance, however, appear as multiple faults in the 

diffraction image. Also, the diffraction image is useful in imaging stratigraphic discontinuities such as 

the pinchout points, which are not visible in the variance image and can be important in both 

hydrocarbon exploration and production. Diffraction images and variance images together are used 

to minimise the inherent ambiguity in seismic imaging. While variance can create artefacts, it does not 

suffer as strongly from noise as diffraction imaging, whereas diffractions can be of a level with noise 

and thus difficult to image.   

 

Figure 2.2.8 Frequency spectra for the average of all traces from the second field dataset for the conventional image (blue), 
the PWD image (red), and the PWDFK image (green). The range of frequencies of the real image influence the F-K filtering 
process and here have a lower frequency range than the first field dataset. The cut-off frequency here at 50Hz influences the 
seismic data, showing ringing in the seismic (Gibb’s effect).  
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Figure 2.2.9 Migrated conventional image for field data example 1 (top), the PWD image (middle) and the PWDFK image 
(bottom). Note how many of the remnant reflections are removed in the PWDFK image in comparison to the PWD image, as 
well as having the artefact visible in the channel in the seabed drastically reduced (red arrows).  
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Figure 2.2.10 Variance image (top) created from the reflection image seen in the top image of Figure 2.2.9 and the PWDFK 
image (bottom). Note the comparatively poor resolution as well as the 2 faults which appear at ~7200XL and 1900ms in the 
diffraction images which here appear as only one fault (shown by the green rectangle). 

This data was interpreted using the reflection and both diffraction images (Figure 2.2.11). The most 

obvious features within the diffraction and reflection images are the faults. These faults are directly 

imaged in the diffraction image allowing for more accurate representation. However, there are also 

areas on the reflection image where there appear to be faults which are not visible on either of the 

diffraction images. This may be because of noise and artefacts within the images at a level with the 

diffraction energy, obscuring or masking these faults, or that these faults are not faults but rather 

other effects, such as steeply dipping reflections, surface waves, and coherent noise, or artefacts 

which appear as faults in the reflection image. Within the reflection image there appears to be a large 

sand body between X-Line 6500-6800 which is underlain by apparent faults in the reflection image. 

These faults are not visible in the diffraction image, although within this sand body is a cluster of 

diffraction points which form at the interaction of these faults with the sand body, as well as further 

diffraction points delineating the edges of the body. There are also rugose surfaces which appear in 
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the dataset and may be an indicator of fracturing and small-scale faulting, especially as these surfaces 

are prevalent within the carbonate layer at ~2500ms depth. Finally, apparent pinchout points can be 

seen within the dataset. Diffraction imaging here can be used to determine whether these pinchout 

or not. In cases where there is an actual pinchout these end with a diffraction point as seen in the 

diffraction image however, on the reflection image other apparent pinchouts are seen. As these 

apparent pinchouts do not end with a diffraction point these likely contain thief sands and the 

apparent pinchout is a resolution issue.  
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Figure 2.2.11 Interpreted image from field data example 1. The pinchout points here are shown as red stars, while diffraction 
points are shown as red circles. The red lines represent rugose surfaces from the diffraction image, while faults visible in both 
the conventional and diffraction image are shown as solid black lines. Faults only visible in the reflection image are shown as 
dashed black lines. Two close-up areas are shown in the orange and yellow boxes showing an apparent pinchout and the 
rugose top-surface of the fractured carbonates. 
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A second slice was taken from the data which shows faulting in the uppermost sedimentary layers 

(Figure 2.2.12). Many of the faults are nearly invisible on the reflection image which can make 

interpretation of these faults extremely difficult. A variance image has again been created which 

shows some of these faults, however, as the variance is created using the reflection image, much of 

the finer information and even some of the larger faults are not visible in this volume (Figure 2.2.13). 

In the diffraction images, these faults can be imaged as a series of diffraction points. In the PWD image 

the diffractions are visible however, there are also remnant reflections, especially visible are the linear, 

gently dipping, horizons from ~1900ms and ~2500ms which then are present throughout the data. 

After applying additional FK filtering, these remnant reflections are removed. This improves the 

interpretability of the diffraction image, giving a clearer volume to image the faults.  

 

Figure 2.2.12 The second slice from field data example 1. This shows a series of faults which are difficult to image in the 
reflection image. These faults are highlighted in the PWD image however, there are remnant reflections also visible. After F-
K filtering these remnant reflections are removed (shown by red arrows). 
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Figure 2.2.13 Variance created from the reflection image seen in Error! Reference source not found.. Comparing the variance 
to the diffraction image, while the variance does improve the imaging for the faults, the diffraction image provides greater 
detail, especially in the weaker faults to the right of the dataset which are scarcely visible in the variance image.   

This section was also interpreted using a combination of the three images (Figure 2.2.14), showing a 

series of sedimentary layers which have been extensively faulted. While the larger faults are visible in 

the reflection volume, some of the smaller faults are difficult to see and interpret, even on the variance 

image. These can be easily viewed within the diffraction image which allows for quick and accurate 

interpretation of these structures.   

 

Figure 2.2.14 Interpreted image from Figure 2.2.12, showing the complex nature of the faulting in this area of the data, with 
both large and smaller synthetic and antithetic faults visible from the diffraction volume which can be interpreted on the 
reflection image. Another potential fault lies to the left of the dataset, with a series of what appears to be undermigrated 
diffractions along the length of this fault. This is another potential of diffraction imaging in allowing under and overmigration 
to be determined. 
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The third and final example from this dataset shows a series of slump and mass transport deposits 

towards the right of the dataset at the base of the slope (Figure 2.2.15). These slopes are characterised 

by their chaotic internal structure as well as the faults upon which they slump. As with the previous 

examples, a variance image was created (Figure 2.2.16). This showcases the faults well however, as 

seen prior, some of the finer information is lost. In the PWD example, much of the reflection 

information is suppressed. However, due to the complex nature of the slump deposits, there is rarely 

a continuously variable slope. This leads to remnant reflections, especially in the uppermost layers. 

Post-FK filtering these remnant reflections and the artefacts they produce are much reduced allowing 

for clearer images of the diffractions however, some of the artefacts are still present. This is a by-

product of separation as by removing the reflections, there is a volume left which contains both 

diffractions and noise, which includes artefacts.    
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Figure 2.2.15 Third and final slice from the first field data example. Here, slope deposits can be seen in the reflection image, 
characterised by their internal chaotic nature. These slope deposits form on faults which are visible in the diffraction image 
however, due to the complexity of the slopes, there are many remnant reflections in the PWD as well as the synclinal artefacts 
seen previously. In the PWDFK image these remnant reflections are reduced allowing for improved interpretation of the slump 
deposits (red arrows). 
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Figure 2.2.16 Variance image created from the reflection image shown in Figure 2.2.15. The faults here are more visible than 
seen in the diffraction image. This may be due to the highly heterogeneous nature of the slump deposits which overshadow 
the faults in the diffraction image. While this does image the faults well, some of the finer detail seen in the diffraction image, 
such as the diffractions which form the base of the slump deposit are not visible here. 

Due to the internal heterogeneity, slump deposits create many discontinuities which create 

diffractions. By imaging these diffractions, the extent of the slumping can be determined from the 

internal structure (Figure 2.2.17). On top of this, the larger faults can also be imaged which give 

insights into the slumping events which formed the deposits. In the data here, exist faults which can 

be identified using the diffraction and reflection images, evidencing period slumping or a large 

slumping event which spawned smaller faulting during the slumping event. Diffraction points are 

visible characterising the base of the youngest formation, visible in the centre of the figure. An older 

slumping event is also visible, characterised by a similar chaotic internal structure as seen in the 

younger slumping event, most visible in the lower right of the data. This hints at an earlier slope failure, 

basinward progradation of newer deposits, followed by the present-day slumping seen on the seabed. 

Underlying these slump deposits are heavily fractured carbonates which can again be directly imaged 

using diffraction imaging, however, are also visible in the variance image.   
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Figure 2.2.17 Interpreted image from Figure 2.2.15. Here, 2 slump deposits can be characterised. The oldest slump deposit 
(brown) is characterised by an older period of degradation, whereas the deposits (dark red) show a period of progradation 
over the older deposits and the present-day degradation and slumping. These are shown by their internal heterogeneity which 
forms large numbers of diffractions and diffraction points, allowing for easy classification of the slump deposits. Underlying 
these is an intensely fractured carbonate deposit. These fractures are well imaged in both the diffraction and variance images. 

Field data Example 2 

The second field data example provided is a 3D seismic dataset shot in an offshore, deep-marine 

environment. The seismic data are characterised by large channel complexes which are prevalent 

along the length of the dataset. Underlying the channels are sedimentary layers which are truncated 

by the channel complexes. Within these beds are smaller, sandy, channels which are characterised by 

their high amplitudes and distinctive shapes with levee overflow. While many of these features are 

visible in the reflection image, they can be enhanced or better delineated using the diffractions, 

especially the channel edges. Better imaging of these edges can mitigate risk and aid in volume 

calculation in reservoir sands. The acquisition parameters for this dataset are shown in Appendix 7.1.1. 

Here, focus is given to two small sections of the overall seismic, the first of which includes the base of 

a large channel complex and a small sand body (Figure 2.2.18). Plane-wave destruction was first 

applied to remove most of the reflections. PWD worked effectively in removing reflections, however 

left a small number of remnant reflections, especially in the base of the larger channel. F-K filtering 

was subsequently applied using a window size of 20ms and a bandpass filter from 5-75Hz. This window 

size is variable and is selected based on the complexity of the geology and mainly the synclines. 

Window sizes should be small enough to capture synclinal remnant reflection energy but larger 

enough not to filter diffractions. On this dataset this window size was deemed small enough that 
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individual reflection events are filtered, while the frequency range (guided by the frequency spectra) 

is large enough to cover the full range of reflection energy (Figure 2.2.19).  Post-F-K filtering, some of 

the diffraction points previously obscured in the base of the uppermost channel are visible (especially 

noticeable from ~1780-2790ms, 17555-17700 XLine), while the diffraction points themselves are 

relatively untouched. Other diffraction points throughout this example correspond to faults, fractures, 

and help delineate the edges of a small sand body at ~2600ms, 17560-17660 Xline. 
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Figure 2.2.18 Migrated field data example 2 (top), PWD of the field data example 2 (middle), and migrated PWDFK image 
(bottom). Note the reduction in the artefacts in the top 100ms in the PWDFK image compared to the PWD image.   
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Figure 2.2.19 Frequency spectra as an average of all traces for the first field dataset for the conventional image (blue), the 
PWD image (red), and the PWDFK image (green). The range of frequencies of the real image influence the F-K filtering process. 
Here, the sharp cut-off at 50Hz in the PWD and PWDFK images may result in ringing in the time-domain. 

The reflection image was then interpreted using both the PWD and the F-K enhanced PWD image as 

attributes to identify sharp edges. In this dataset, these sharp edges correlate to the discontinuities 

such as faults and fractures in a small sand body, and finally the edges of the smaller, sandy, channel 

(Figure 2.2.20). There is also a small pinchout point at ~3600ms, Xline 17660, seen in the reflection 

image. However, this point does not correspond to a diffraction point in the diffraction images. This 

lack of a corresponding diffraction implies this may not be a real pinchout point and is instead an 

apparent pinchout. This apparent pinchout may be a result of either the resolution of the reflection 

image or alternatively a more gradational change at the boundary which prevents a sharp edge. Some 

of the diffraction points also correspond to the truncated horizons underlying the large channel. These 

truncations also form sharp edges which, in turn, form diffractions.  
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Figure 2.2.20 Interpreted image for the second field data example. This shows four packages, with the green package being 
part of a large channel complex while the blue shows the underlying sediments. The purple package shows mudstones which 
have sand bodies dispersed throughout. The red points here show the diffraction points which occur where the underlying 
beds are eroded by the above channel forming discontinuities. Within the purple package of sediments is also a sand body, 
which has diffraction points throughout. These diffraction points on closer inspection appear to be breaks in the sand body 
which may indicate fracturing. While many of the diffraction energy here is interpreted, the interpretation is by no means 
exhaustive and additional value may be present in the diffraction image which has not been displayed here. 

Another small area of the overall seismic was taken of the apparent pinchouts in sandy layers to the 

right of the data in Figure 2.2.18 (Figure 2.2.21). By comparing the reflection image with the diffraction 

images, these pinchouts can be analysed in greater detail. As shown in the synthetic data section 

(Figure 2.2.6), true pinchouts will end in a diffraction point whereas apparent pinchouts will lack the 

sharp edge created at the pinchout point and therefore no diffraction will form.  
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Figure 2.2.21 Pinchout and sandy layers present in the second field data example. Note the reduction in remnant reflections 
between the PWD image and the PWDFK image shown by the red arrows. 

Using both the reflection and diffraction image, the dataset can be interpreted (Figure 2.2.22). The 

overlaying and underlaying muddy layers are visible as low amplitude, with few internal structures or 

horizons. Some higher amplitude areas can be seen in the muddy layers for example at ~2950ms, 

18120-18205 Xline. These can be inferred as sandier areas within the muds, potentially channels. 

However, with channels, we can anticipate diffraction points to delineate the edges and no such points 
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exist here. This can suggest that either these are gradational boundaries which therefore form no 

sharp edge to form a diffraction, or that the lithology change has an alternative explanation, although, 

due to the stereotypical shape it is suggested that the former is more likely. On the right-hand side of 

the data, highlighted by a red rectangle is a pinchout point with an associated diffraction point at the 

point of the pinchout as well as two underlying diffraction points. The diffraction point at the tip of 

this pinchout indicates that this pinchout does indeed pinchout at this location. Underlying the 

pinchout are two diffraction points which correlate to a channel perpendicular to the slope. The faults 

in this image are also better imaged using a combination of the reflection and diffraction images with 

the diffraction imaging highlighting the two large faults above the red rectangle in Figure 2.2.22. 

 

Figure 2.2.22 Sandstone layers (yellow) within the sand/mud layers from the second field data example. Towards the centre 
of the data are an apparent channel although this lacks the characteristic diffraction points delineating the edges of the 
channel. This has been theorised to be because of a gradational change between the levees of the channel and the 
surrounding layers. Towards the right of the dataset is a pinchout which terminates in a diffraction point, with two underlying 
diffraction points where there are sharp contacts with an underlying sand body, potentially a channel which has prograded 
perpendicular to the slope direction. Many faults are also seen underlying the green channels which are also visible on the 
diffraction images. 

Conclusions  

While reflection imaging remains the standard method for imaging, it can be enhanced using 

diffraction imaging. By removing the diffractions and imaging them separately, discontinuities can be 

enhanced. Here, the effectiveness of F-K-filtering post-PWD to remove remnant reflection energy and 

artefacts has been demonstrated. While PWD is an effective method for diffraction imaging, it has 
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issues in areas without a continuously variable slope of the reflectors. A simple method of alleviating 

these problems is by using the dip field which is created for PWD and using this to create a spatially 

variable bandpass filter in the F-K domain. Using this filter, the remnant energy left from PWD can be 

reduced, diminishing its influence on the final diffraction image. This PWDFK image can then be used 

in conjunction with the PWD image to increase the interpretability of diffraction images in areas where 

the level of noise is comparable to the diffraction energy, or where diffractions may be obscured by 

remnant reflection energy.  

The various ways in which diffraction imaging may benefit seismic interpretation have also been 

shown. By using a seismic diffraction image in conjunction with the reflection image, in the same 

manner as a seismic attribute, the interpretation may be enhanced. Diffraction imaging has been 

compared with variance, a popular method used for enhancing the discontinuity which, while robust 

in the face of noise, has issues with accuracy as the image is created from the reflections. Using the 

diffractions, channel edges, rugose surfaces, faults, fractures, slump deposits, and pinchout points 

were observed in seismic data in greater detail than using the variance images. This can reduce some 

of the uncertainty in standard seismic interpretation and better delineate important geological 

features in reservoirs.  

There are many ways in which geophysicists may predict the dip used in this work and plane-wave 

destruction is only one of these methods. As both PWD and F-K filtering are dependent on an accurate 

dip field, future work may focus on enhancing the prediction of the local dip or slope field using other 

methods, which can be applied to either or both techniques. Many pre- and post-migration diffraction 

imaging methods exist and testing the effectiveness and comparative benefits of each of these also 

warrants further investigation.  

 

2.2.3 Histogram-based Separation 

Histogram-based separation is a novel method which aims to separate diffractions from reflections 

during migration based on the pre-migration appearance of diffractions and their theoretical 

expression calculated during migration (see Chapter 1.4). On stacked data, the theoretical two-way 

travel-time (𝑇𝑥) to a diffractor can be calculated as:  

 
𝑇𝑥

2 = 𝑇0
2 +

4𝑥2

𝑣2
 

 

Equation 2.2.2 

where 𝑥 is the distance vector from the centre of the hyperbola (the diffractor) to the receiver, 𝑇0 is 

the minimum time on the hyperbola (i.e., where 𝑥 = 0), and 𝑣 is the velocity (Ashcroft, 2011). As 
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shown by this equation, by increasing the distance from the diffractor the two-way travel-time 

increasing, creating a hyperbola. Shallower hyperbolae will appear more strongly curved than their 

deeper counterparts due to the more pronounced effect of the distance to the receiver on shallower 

diffractors than deeper ones (Schwarz, 2019a).  

While Equation 2.2.2 refers to a hyperbola on stacked data, this can easily be extrapolated to pre-

stack data by incorporating the offset (2ℎ): 

Equation 3. 

𝑇𝑥 = [(
𝑇0

2
)

2

+
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𝑣2
]

1
2
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2
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2
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]

1
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Equation 2.2.3 

where 𝑥𝑚 is the distance vector from the diffractor to the surface at zero offset (Ashcroft, 2011). As 

pre-stack migration offers cleaner images of the subsurface, it is important for the method to be 

applicable during pre-stack migration.  

During migration, these theoretical hyperbolae are used to migrate the energy back to its true 

subsurface location, collapsing diffractions back into points and relocating reflections back to their 

actual dip (as described in Chapter 1). However, here an additional step has been incorporated which 

uses a combination of histograms of the distribution of energy along the length of the theoretical 

diffractor (generated at every t-x location) and coherency (the trace-to-trace similarity of energy) to 

attempt to determine whether a diffraction or a reflection is currently being migrated. For analysis, a 

simple synthetic model has been created which shows a dipping reflector which terminates, creating 

an edge diffraction (Figure 2.2.23). Using the velocity field, which is already calculated for migration, 

a theoretical hyperbola for each point of the subsurface can be created. Where the theoretical and 

real diffraction coincide, there will be a normal distribution of energy (Figure 2.2.24) along the length 

of the hyperbola as well as high coherency (Figure 2.2.25). Where the theoretical diffraction for a given 

point coincides with a reflection or noise, the distribution of energy will be random (Figure 2.2.24) or 

focussed only at one location (where there is a reflection) as well as having low coherency (Figure 

2.2.25). As migration is a pointwise process which uses these theoretical hyperbolae, by adding an 

additional threshold for the amplitude distribution and coherency, diffractions can be separated 

during migration into a separate volume (Figure 2.2.26). This threshold is data dependent and can be 

chosen based on tests on a small area with typical coherency values between 0.5 and 1 removing 

reflections but keeping most of the diffraction energy.   
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Figure 2.2.23 Simple synthetic model used for histogram-based separation (left) and the two curves used for analysis showing 
an area which is not a diffraction (red) and a diffraction (green). The colours of these curves are consistent throughout other 
figures.  

 

Figure 2.2.24 Distribution of energy along the green hyperbolae from Figure 2.2.23 (corresponding with a diffraction) and the 
red hyperbolae (corresponding with a random hyperbola). The two spikes of energy on the red line mark where the hyperbola 
passes the reflection while otherwise it has a random distribution of energy. The green line has a more normal distribution of 
energy with the peak of energy at the apex of the hyperbola and the energy reducing with depth due to attenuation of the 
diffraction tails.  
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Figure 2.2.25 Coherency calculation for each data point in the hyperbolae shown in Figure 2.2.23 showing how the coherency 
when the theoretical diffraction matches the actual diffraction is high (bottom graph, green) in comparison to the coherency 
when the theoretical diffraction is either along a reflection or noise (top graph, red).  

 

Figure 2.2.26 Separated diffractions from Figure 2.2.23 using the histogram-based separation method. As seen here, the 
method identifies the hyperbolae well though there is some remnant energy in the reflection (which may be where the 
coherency is high in the reflection or where the energy distribution is more normal). These have been plotted grayscale for 
visual benefits.  
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Despite the power of this method, there are some limitations. These limitations mainly revolve around 

the sensitivity to velocity in comparison to other pre-migration separation techniques. If the velocity 

error is large, the theoretical hyperbola and the real hyperbola will not coincide and thus these 

hyperbolae will remain unidentified. A tolerance can be added to the velocities during identification 

to find the velocity which best fits the real diffraction curve and in this way the velocity model can be 

iteratively updated as migration is occurring, however, this will drastically increase computational 

time. On top of this, diffractions are rarely alone, and instead are part of a larger wavefield and thus 

there are overlaps between the diffractions, reflections, and noise. This blending of energy 

complicates the histograms for the diffractions on field data. While the diffraction is still visible on the 

histogram, due to the normal distribution of energy and the high coherence, the complications from 

the rest of the wavefield can make analytical separation complicated. Machine learning may improve 

the separation and will remove the need for manual parameterisation for each dataset (to account 

for differences in amplitude), although there are more efficient techniques which incorporate machine 

learning which are discussed in the next subchapter. 
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2.3 Pre-migration Machine Learning Methods 

While analytical pre-migration separation techniques work well to remove the diffractions from the 

reflections, they suffer from several difficulties. Many techniques need to be parameterised and these 

parameters can have large effects on the final image. Parameterisation can also be time consuming 

and there is no guarantee that the final parameters chosen are the optimal parameters. Additionally, 

most analytical methods leave a volume which contains diffractions and noise. This noise can hinder 

the final image, especially where there are weak diffractions which can be of an amplitude with the 

noise. Lastly, the computational cost of running these methods can run high. Machine learning has 

the potential to solve these issues as the separation process is automated, removing the need for 

parameterisation, and has the potential to separate diffractions from noise, as well as from reflections. 

On top of this, most machine learning methods (after the initial training cost) perform in a fraction of 

the time of other methods.  

In this subchapter three methods for pre-migration separation using machine learning are briefly 

introduced, two using deep learning and one with a conventional machine learning scheme. Firstly, 

the conventional machine learning scheme, random forests, is analysed. Secondly, the neural network 

architectures used are discussed. Following on from this multi-domain diffraction identification 

(MDDI) is examined. Finally, direct diffraction separation using a Generative Adaptive Network is 

discussed.   

2.3.1 Machine Learning Basic Concept 

Machine learning has become widespread in recent years in many industries, including the 

geophysical industry. Machine learning  is a facet of artificial intelligence which involves the automatic 

detection of patterns which exist in data in order to perform a given task (Shalev-Shwartz and Ben-

David, 2014). As seismic data are large, often in the range of terabytes of size, and highly variable 

between geologies (Nanda, 2016), machine learning has great potential for said data as it can adapt 

to new data and new subsurface scenarios. Several applications for machine learning have already 

been demonstrated in geoscience including automatic fault detection (Guitton et al., 2017), facies 

classification (Hall, 2016), and microseismic detection (Chen, 2018). There are two main types of 

machine learning: supervised and unsupervised learning. Supervised learning involves training a 

machine learning classifier (another term for the algorithm which implements classification) on pre-

labelled data, whereas unsupervised learning provides the classifier with unlabelled data. In this 

thesis, focus is given to the former.  

Supervised learning involves five steps: collecting the data, preparing the data, training the model, 

evaluation of the model, and improving the performance (Raschka, 2015). In this thesis, the data was 
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collected from a variety of sources, both synthetic and field data. After collecting the data, the data 

are prepared. This refers to the quality assurance, including ensuring the labelling is correct, applied 

to the data as the better the data, the better the model (Hindman, 2015). Considerable time was spent 

on quality control during the data sections, although the methods are trained in different ways and 

thus the nature of the quality check is explained where relevant.  

The basic concept behind machine learning training is to use an algorithm to minimise loss. Loss is 

backbone of both machine learning and deep learning and is essentially the difference between the 

actual result and the predicted result (i.e., the better the network at identifying the data, the lower 

the loss) (Beygelzimer, et al., 2008). There are several loss functions which can be used to calculate 

the loss, and these are discussed where appropriate later in this chapter. Loss is variable when training 

and it is expected that with more training, the loss will reduce as the machine learning classifier learns 

how to better classify the data.  

To train any classifier, be it a simple regression model or a complex neural network, a mix of training, 

validation, and prediction data are used. The training data refers to the data which is used to train the 

classifier and generally comprises most of the data (conventionally 70%) (Roy, et al., 2008). The 

training data includes both the data and the labels and is fed into the classifier, allowing the classifier 

to fit a model to the data. The validation data are pre-classified data which is used to test the 

performance of the classifier during training (i.e., to validate the training) (Polyzotis, et al., 2019). This 

validation set generally consists of 15% of the data and is of vital importance. The validation data 

includes labels however, these labels are not provided to the classifier. Instead, the validation data 

are used to evaluate the performance of the model during training by comparing the predicted 

classification (from the model) and the actual classification (from the validation data). Both the 

training and validation data will have a loss function calculated at each epoch (which refers to when 

the classifier has seen all the data in one pass) which are then compared to one another. During 

training, one can expect that both the validation and training loss will fall with additional training as 

the classifier continues to learn. This is true to a point, however, past a certain point the validation 

loss will begin to rise while the training loss continues to fall (El Naqa, et al., 2018). At this point, the 

classifier is beginning to overfit the data. Overfitting refers to a classifier which has begun to fit 

specifically to one dataset which reduces the cross-data applicability of the classifier (while 

underfitting refers to the reverse) (Roelofs, et al., 2019). Except where otherwise stated, the 

architectures of the neural networks used in this thesis (i.e., the number of layers and nodes etc.) was 

kept concurrent with the papers in which they were outlined. This was due to both ease and time 

constraints, as training neural networks with different architectures is time consuming and the basic 

network architectures are generally readily available.  
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Following training, the model (or trained classifier) is evaluated. This evaluation is conventionally 

applied to the remaining 15% of the data, or test set (Roy, et al., 2008). This is a measure of the 

performance of the trained classifier on new data which it has not been previously exposed and thus 

it is useful to keep entirely separate data for evaluation or to manually pick 15% of the data which the 

network will not have seen (in this thesis, individual seismic lines from separate datasets were used 

for evaluation). This is a crucial step and is akin with validation however, it is used to evaluate the 

performance of the final trained model as opposed to the model during training and may lead to 

drastic change for the final step, improving the performance. Based on the performance of the model 

during evaluation, the model can be improved through several means such as changing the 

parameters, using a separate loss function, altering the neural network architecture, or using an 

entirely separate classifier (Smith, et al., 2014).  

2.3.2 Random Forests  

Initial machine learning tests were performed using a conventional machine learning classifier known 

as a random forest (Breiman, 2001; Lowney, et al., 2018). A random forest is a multitude of decision 

trees which classify each datapoint (Ho, 1995). A decision tree is a way to reduce data into smaller and 

smaller groups until there is a small enough group of data in which there is only one label for the 

group. While this is useful for a small amount of data, overfitting is common, and the simplicity of the 

method may be unsuitable to complex tasks. This can be improved using bagging, where the dataset 

is divided into different ‘bootstraps’ (randomly sampled data from the training data) and a decision 

tree applied to each bootstrap (Freedman, 1981). As decision trees individually overfit, by bagging the 

decision trees the overfitting can be overcome (Rao & Potts, 1997). Random forests further improve 

upon this bagging by adding a randomness to the features as well as the data selection (Saeys, et al., 

2008). Therefore, at each branch of the tree, not all features are used, and instead a certain subset of 

the features is selected (Kho, 2018). This gives random forests a deeper understanding of the data in 

comparison to a bagged decision tree model (Cutler, et al., 2012).    

The mode classification of the decision trees at each datapoint is then taken to give the overall 

classification for the images. In the random forest used for this thesis, each forest contains 200 

decision trees which have 50 branches in each tree. More trees and branches increased computation 

time while not overly improving results and smaller numbers of trees and branches overfit the data 

easier. As each decision tree is trained on different parts of the same dataset and the mode class for 

each datapoint given using each decision tree, information from the entirety of data available is used 

(Hastie, et al., 2008). This gives a better result for the final classification than a conventional decision 

tree.  
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2.3.3 Neural Network Architectures 

For the deep learning methods in this thesis, two neural network architectures have been used: a 

simple PatternNet for multi-domain diffraction identification (MDDI) and a Generative Adversarial 

Network (GAN) for direct pre-migration separation. Here, we refer to deep learning as any neural 

network where neurons are arranged in multiple layers (Chassagnon, et al., 2020). 

For MDDI, a simple feedforward, pattern recognition neural network has been used (PatternNet), 

which is a type of neural network commonly used for classification (Kindermans, et al., 2017). The 

PatternNet network was chosen as it is a simple network which has been tailored for discerning visual 

patterns (such as those seen in seismic data) by combining filters from the last layer of the neural 

network (Li, et al., 2018). Neural networks are tailored for different problems, with the architecture 

of a neural network dependent on the complexity of the problem (Cross, et al., 1995).  The architecture 

of the PatternNet is simple and is illustrated alongside the workflow in Figure 2.3.1, with an input layer 

with seven channels (one for each input domain), two sigmoid hidden layers with fifty nodes each, 

and finally an output layer with four output channels. As this is a feedforward network, there is no 

cycling or loops between the layers, the information only moves in one direction. The network uses a 

scaled conjugate gradient of the loss and was trained over ~150 epochs (or iterations). The network is 

designed to stop training once the gradient stops decreasing or the validation error (the error on a 

small set of data not used in training) increased and as such the number of epochs is not fixed. This 

network has been used as it is small enough to be trained multiple times for parameterisation of the 

domains while still large enough to give an accurate classification. Larger neural networks here run 

into diminishing returns where the additional computational cost is not worth the increase in 

prediction capacity (Figure 2.3.2, Table 2.3.1). The output nodes correspond to each of the desired 

classifications: reflections, diffractions, noise, and reflections overlapping diffractions. While there 

may be some benefit in using a more complex neural network (ConvNet, UNet etc.) here, the accuracy 

was deemed sufficient using the simpler network as well as reducing the computational cost due to 

limited hardware.  

 

Figure 2.3.1 PatternNet neural network architecture used for multi-domain diffraction identification. Here, as 7 domains have 
been used, there are 7 input nodes on the neural network. The hidden layers each have 50 nodes due to diminishing returns 
on larger networks. The output layer has 4 nodes which correspond to each of the output classifications and the output data 
are a classification from 0-3.  
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Figure 2.3.2 Effect of increasing the number of nodes per hidden layer on the validation error (blue) and the average time 
(orange) for a 1-layer PatternNet (top), a 2-layer PatternNet (middle), and a 3-layer PatternNet (bottom). In general, 
increasing the nodes per layer increases the accuracy of the PatternNet though with a large increase in runtime. The 2-Layer 
model seemed to slightly outperform the 3-Layer model hence the choice to use a 2-Layer PatternNet with 50 nodes in each 
layer for the final network. 
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Table 2.3.1 Validation errors and time taken for training of a PatternNet with varying layers and nodes per layer. This data 
was used to plot the graphs in Figure 2.3.2 and influenced the decision to use a 2-Layer PatternNet with 50 nodes per layer in 
the final MDDI code.    

 

1-Layer Model 2-Layer Model 3-Layer Model 

Nodes Per 

Layer 

Validation 

Error (%) 

Time 

(s) 

Validation 

Error (%) 

Time 

(s) 

Validation 

Error (%) 

Time 

(s) 

5 15.9 81.7 15.2 95.9 16.1 103 

10 15.4 66.3 15.1 121 15.4 180 

15 15.0 122 14.5 375 15.2 258 

25 15.3 127 14.6 212 15.0 317 

35 15.0 185 14.5 399 14.9 486 

50 14.8 240 14.3 575 14.5 626 

Generative Adversarial Networks (GAN), first outlined in Goodfellow, et al. (2014), are a form of 

adversarial or competitive network, in which there are two neural networks within the overall neural 

network architecture that compete against each other during training (Figure 2.3.3). This architecture 

was chosen due to the relatively small amount of training data as GAN are more suitable than 

Convolutional Neural Networks (CNN) where the data are scarce. The first of these networks, the 

generator network, is responsible for creating data based on the input training data (Radford, et al., 

2016). For our method, the training data consists of both unprocessed data and diffraction only data, 

with the generator attempting to learn how the raw seismic data can be transformed into diffraction-

only data, akin to how a conventional neural network would learn. However, instead of learning to 

create a specific image, it is learning to fool the second neural network, the discriminator network. To 

fool the discriminator, the generator creates reproduction diffraction data, which is fed into the 

discriminator network. The discriminator network also uses the training data to understand what 

constitutes diffraction-only data. With this understanding, the discriminator network is then provided 

both real and generated samples and outputs the probability a given sample is real or not (Nguyen, et 

al., 2017). The discriminator network is trained independently for a while before the generator is 
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trained. In this way, both networks are trained, with the generator trying to create data which can 

fool the discriminator and the discriminator attempting to identify fake data (Goodfellow, et al., 2014). 

This adversarial nature of training gives a deeper understanding of the data than a conventional neural 

network and makes image GANs better for image-to-image translation tasks such as seismic 

separation. Additionally, GANs can perform well with a lack of data and are thus more suitable when 

data availability may be an issue (Han, et al., 2019). However, the adversarial nature also makes this 

type of network more difficult to train as, unlike a conventional neural network, the errors cannot be 

used reliably as a measure of the training (Kahng, et al., 2018).  

 

Figure 2.3.3 Flowchart showing network architecture of the GAN (a). Here, the input data (raw seismic) is input into the 
generator which creates fake diffraction data. This generator has a U-Net architecture which is displayed larger in (b). This 
input is then fed through to the discriminator alongside either a real (target) or generated image as a tuple. The discriminator 
outputs a probability that the diffraction data are either real or fake. The discriminator network is a convolutional network 
shown in (c). The numbers above the layers refer the number of nodes per layer while the 3 above the thinner layers in the U-
Net is the number of input and output classes (3 for RGB).  
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There are two main types of GAN: conditional and unconditional. An unconditional GAN transforms a 

random noise vector into the desired image. This generated data are then fed into the discriminator 

network alongside the target data (Tran, et al., 2019). The discriminator network then outputs a 

probability that the target image is a real translation of the source image (Tiwari, et al., 2020). As an 

unconditional GAN has no conditional constraint, it is more suitable for image generation tasks (Zhang, 

et al., 2019). A conditional GAN, on the other hand, provides both the generator and the discriminator 

with the input data in the form of a tuple {𝐺(𝑥), 𝑥} and {𝑦, 𝑥} where 𝑥 is the input data (in our case 

raw seismic), 𝑦 is the target data (in our case the PWD diffraction separated data), and 𝐺(𝑥) is the 

generated data (Isola, et al., 2017). By providing this additional input, a conditional GAN directs the 

data generation process making it more suitable for image translation (Zhang, et al., 2019).  

For our GAN, we have used the network architecture outlined in the original Pix2Pix GAN paper as this 

provides a useful benchmark without the need to overtly tinker with the parameters of the network 

(Isola, et al., 2017). This network has already seen some successes in geophysics with examples 

showing ground roll attenuation (Yuan, et al., 2020), seismic interpolation (Oliveira, et al., 2018), and 

bandwidth extension (Aharchaou & Baumstein, 2020). The Pix2Pix GAN uses a U-Net architecture for 

the generator and a PatchGAN architecture for the discriminator (Isola, et al., 2017). The U-Net, first 

proposed by Ronneberger, et al. (2015) and so-called for its U-shaped architecture, is an artificial 

neural network which is designed to be fully convolutional and is commonly used in image 

segmentation tasks (Li, et al., 2018). Most neural networks are designed to be contracting, with the 

number of nodes in each successive layer decreasing, allowing for reduction of the spatial information 

while increasing the feature information, and essentially reducing an image into key features (Basheer 

& Hajmeer, 2000). After the conventional contracting seen in other network architectures, the U-Net 

then has an expansive path which combines both the feature and spatial information which gives a 

more precise output than networks with just a contracting layer (Lian, et al., 2018). Additionally, the 

U-Net has skip connections, allowing the network to capture high-resolution detail and prevent the 

vanishing gradient problem (Sun, et al., 2020). This architecture allows the U-Net to map features of 

the image which can then be used to recreate the image (Sankesara, 2019). In this way, the U-Net can 

learn features of an image or dataset and apply these same features to new images. The generator is 

trained using an adversarial loss (the variable loss function from the discriminator network) as well as 

updated using an L1 loss function (Least Absolute Deviations): 

 
𝐿1 =  ∑|𝑦𝑡𝑟𝑢𝑒 − 𝑦𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑|

𝑛

𝑖=1

 

 

Equation 2.3.1 
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where 𝑦𝑡𝑟𝑢𝑒 is the true value and 𝑦𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑  is the predicted value (Shekhar, 2019). L1 loss functions, 

as defined above, have been used due to its relative insensitivity to outliers and as L2 loss functions 

result in blurry images (Cai, et al., 2019). The L1 loss is measured between the expected output (i.e., 

the target image) and the generated output, while the adversarial loss aims to minimise the loss from 

the discriminator network for images marked as ‘real’ (Brownlee, 2019). This combination of loss 

functions (applied as a weighted sum with a 100 to 1 weighting towards the L1 loss) allows the network 

to create more realistic translations of the target images as opposed to the target domain in general. 

The specific U-Net architecture used here is displayed in Figure 2.3.3b.  

The PatchGAN discriminator is also a Convolutional Neural Network (CNN) with several contracting 

layers, however, unlike the U-Net used for the generator, there is no expansive path (see Figure 

2.3.3c). The PatchGAN used here utilises binary cross-entropy as a loss function: 

Equation 2.3.2  
𝐻𝑝(𝑞) = −

1

𝑁
∑ 𝑦𝑖 ∙ log(𝑝(𝑦𝑖)) + (1 − 𝑦𝑖) ∙ log(1 − 𝑝(𝑦𝑖))

𝑁

𝑖=1

 
 

Equation 2.3.2 

where 𝑦 is the label (i.e., whether the data are real or fake) and 𝑝(𝑦) is the probability of the point 

being real for all 𝑁 points (Ho & Wookey, 2019). The discriminator attempts to minimise this loss and 

outputs a probability that a given sample is real or fake. The ‘patch’ in PatchGAN refers to the fact that 

the discriminator is ran in 𝑁 × 𝑁 patches trying to determine if each patch is fake as opposed to the 

image as a whole (Xu, et al., 2017). This is then run convolutionally along the image and the responses 

are averaged to provide the final output, making it faster than conventional discriminators and with 

fewer parameters (Brownlee, 2019). Here, we have used 70 × 70 patches of the input image to allow 

for large enough patches that the features are still visible. Here, smaller patches and larger patches 

were both tested (35 × 35 and 140 × 140 respectively) but the 70 × 70 patches showed the best 

trade-off. This 70 × 70 patch-size is the same as the findings of the original Pix2Pix GAN paper (Isola, 

et al., 2017).  

2.3.4 Diffraction Identification using Pattern Recognition  

The earliest attempt at using machine learning for classification of diffractions and reflections was by 

Maciel & Biloti (2014), who used a Support Vector Machine (SVM) classifier and the assumption that 

diffractions are hyperbolic while reflections are linear. Building off this assumption, we trained a 

pattern recognition-based classifier using instead a random forest classifier (outlined in Section 2.3.2) 

as opposed to an SVM to identify diffractions on pre-stack seismic data (Lowney, et al., 2018). This 

change to a random forest was less computationally expensive than the SVM and allowed for more 

analysis of the internal process of the machine learning. Also, as opposed to identifying single 
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diffraction hyperbolae as in Maciel & Biloti (2014), our new method aimed to classify the image into 

separate components which could then be analysed separately. 

Initially, simple pattern recognition techniques were tested which required no machine learning. 

Image segmentation was applied to pre-stack, pre-migrated seismic data. Image segmentation is a 

well-established pattern recognition technique outside of geophysics, though applications within 

geophysics are still novel. Image segmentation works to separate the image into different ‘segments’ 

by analysing their image properties and grouping them with other point which have similar properties 

(Haralick & Shapiro, 1985). There are several properties which can allow segmentation of an image 

including colour, intensity, and edges (where there is a rapid change in intensity or colour) (Pal & Pal, 

1993). Seismic data are grayscale, it consists of positive and negative values the amplitude of which 

refer to the intensity of colour at a datapoint as opposed to the colour itself. As the amplitude of the 

seismic data directly correlates with the intensity of the image these words are used interchangeably. 

As such, only the intensity and the sharpness of edges were used as an indicator for the different 

seismic events. Reflections generally have high amplitudes and sharp edges (they are well defined 

events on seismic). Diffractions have lower amplitudes but are also generally well-defined events with 

sharp edges. Noise has generally low amplitudes and soft to no edges, it is random in nature and 

generally ill-defined. Here, diffractions have been identified using a combination of intensity filters, to 

identify anything too high or too weak in amplitude, and edge-detection filters, to identify any sharp 

edges, in a manner like Carron & Lambert (1994) (Figure 2.3.4).  

 

Figure 2.3.4 Pre-migrated synthetic seismic data (left) and the corresponding data after pattern recognition techniques have 
been applied (right). The diffractions have been identified in red while the reflections have been left untouched. The gain was 
raised to aid the pattern recognition algorithms. However, as seen here, some diffraction energy is not well identified (blue 
arrow) and some artefacts are picked up as diffraction energy (yellow arrow). This simple pattern recognition is picking mostly 
based on amplitude and some gradient considerations, hence the artefact shown by the yellow energy. 

To account for variations in amplitude, crossing diffractors, and variations in noise, machine learning 

was applied using a random forest classifier. Firstly, data was gathered from a range of synthetic and 
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real sources. A total of 428 images were collected in a range of sizes (as such some images contributed 

more information than others). This data was then manually classified into reflections, diffractions, 

and noise, by selecting areas of the image which display each of these classifications. This manually 

classified data are used as a training input for the random forest. To begin with, the classification is 

applied only on a simple synthetic dataset (Figure 2.3.5). To quantify the method, the diffractions were 

removed and migrated, alongside diffractions separated using image segmentation and diffractions 

separated using plane-wave destruction (Figure 2.3.6). As this is synthetic data, the diffraction points 

are known and can therefore be removed and the ratio of diffraction energy to noise energy for each 

method calculated (Table 2.3.2). As shown both qualitatively from Figure 2.3.6 and quantitively from 

Table 2.3.2, when incorporating machine learning into the pattern recognition method, diffractions 

can be identified with less noise than both plane-wave destruction and conventional pattern 

recognition.  

 

Figure 2.3.5 Pre-migrated synthetic seismic data (left) and the corresponding classified image using a random forest classifier 
(right). Here, only 10 instances of each reflection, diffraction, and noise have been input into the training. This gives a 
reasonable classification of the data however, some areas the classifier is misidentifying data, especially at the coherent noise 
(e.g., the yellow arrow).  
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Figure 2.3.6 Unmigrated (left) and migrated images (right) for conventional data (top), plane-wave destroyed data (middle), 
and diffractions separated using image segmentation (bottom). As seen here, the image created from segmentation is visually 
like the plane-wave destruction image, however, has slightly higher amplitudes and fewer artefacts in the syncline. However, 
the plane-wave destruction results show cleaner points. These images have all been migrated with the same velocity model.  
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Table 2.3.2 Table showing the ratio of diffraction to noise energy for plane-wave destruction and the two pattern recognition 
methods. As seen here, while image segmentation on its own has a lower ratio of energy, when using random forests to 
enhance the method a much larger ratio is obtained.  

Method  Ratio of Diffraction Energy to Noise Energy 

Plane-wave destruction 0.531 

Image segmentation 0.425 

Random Forest segmentation 1.23 

The classification scheme was then implemented on the SEAM dataset, a complex synthetic dataset 

modelling salt in the Gulf of Mexico (Figure 2.3.7). As seen here, with increasing complexity the 

classification begins to struggle to identify individual hyperbolae. This trend continues to field data 

(Figure 2.3.8), where, although the classification works well to identify general areas of reflection, 

diffraction, and noise, the data are too complex for the simple random forest classifier to accurately 

classify the data. On top of this, the overlap between reflection and diffraction energy in the time-

space domain prevents pattern recognition picking up the full extent of the hyperbola. However, this 

method provided a strong prototype for a more advanced classification scheme known as Multi-

Domain Diffraction Identification.  
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Figure 2.3.7 Pre-migrated SEAM data (top) and the corresponding classified image using a random forest classifier (bottom). 
This has been classified with 1486 instances of diffractions, 1465 of reflections, and 1387 of noise.  
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Figure 2.3.8 Unmigrated field data (top) and the corresponding pattern recognition image (bottom) with 23531 instances of 
diffractions, 23546 instances of reflections, and 21345 instances of noise. As seen here the classification is good however, 
struggles to identify areas where diffractions and reflections overlap (especially seen in the carbonate layer between 4000-
5000ms where green diffractions overlap red reflections, but the areas are classified as either diffraction or reflection).  
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2.3.5 Multi-Domain Diffraction Identification 

To overcome the limitations of the pattern recognition method, which relies solely on the time-space 

domain, a technique was created to allow for more advanced identification of seismic events (Lowney, 

et al., 2019). This method involves transforming the data into several domains and using these to train 

a neural network, akin to features in a conventional neural network (Figure 2.3.9). Full codes for 

training and prediction can be found in Appendix 7.1.1. Seismic data are recorded in the time-space 

domain, each receiver records information which pertains to a time and a location in space. In this 

domain, diffractions appear hyperbolic as discussed previously. However, mathematical 

transformations can be applied to this time-space data to convert it into another domain to extract 

additional information from the data, for example the frequency, velocity, slowness, wavenumber, 

dip, and offset (Yilmaz, 2001). Outside of the time-space domain, diffractions and reflections will 

appear distinct. On top of this, the grayscale domain has been incorporated, a domain where the 

seismic data are treated as a grayscale image allowing the application of commonly used image 

filtering techniques to aid in machine learning and to build on the pattern recognition techniques 

applied previously. While many of these domains are individually insufficient for separation, these 

domains are key to the success of the neural network as they allow physical constraints to the neural 

network as opposed to feature extraction from a single input. The more domains added, the more 

physically constrained the model. This helps give the network deeper physical understanding of the 

data as opposed to a purely feature-based model. While the domains used in this subchapter are not 

a comprehensive list of all possible domains which could be input into the network, they provide a 

suitable proof-of-concept for the method.  
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Figure 2.3.9 Multi-Domain Diffraction Identification workflow. The data are first collected (1) and converted to multiple 
domains (2). These data are classified, either automatically (with synthetic data) or semi-automatically with user input to 
remove false positives and false negatives (using field data) (3), and input into the neural network (4) (the network is outlined 
in Figure 2.3.1). This user input allows manual classification of field data (which cannot be fully automated as the answer 
cannot be known) which improves the network as synthetic data alone does not capture the complexity of the problem. The 
overall classified data are then a combination of real and synthetic data. The classifier is trained using the input data and 
classifies the remainder of the data (5). The user can then correct errors and input these data points back into the training 
dataset or apply new data and repeat the workflow.  

To understand how each domain is used, the differences between reflections, diffractions, and noise 

in the domains used must be understood. The different wave propagation phenomena identified here 

(diffractions and reflections) are referred to henceforth as events. Following on from this, the 

application of deep learning to the data are discussed, including the classification and the architecture 

of the neural network. For the purposes of comparison and testing, a simple synthetic model is created 

after Moser & Howard (2008). This synthetic model was generated using a 50Hz Ricker wavelet, a 

finite difference modelling scheme, and shot spacing every 50m, see Figure 2.3.10.  
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Time-Space Domain 

The time-space domain is the domain in which seismic data are initially recorded. As no transformation 

is needed, this is an efficient domain to begin in as it can be incorporated into the neural network with 

little extra computational cost. Focus is given primarily on pre-stack data which has been sorted into 

the common-offset domain, in which reflections are represented as high amplitude, continuous 

horizons (Figure 2.3.10). This domain also allows for amplitude analysis of the data, which aids the 

neural network in identifying diffractions as low amplitude.  

 

Figure 2.3.10 Time-space representation of the input, zero-offset synthetic model generated using a 50Hz Ricker wavelet, a 
finite-difference modelling scheme, and shot spacing every 50m. 5% random noise was added to the image.  

In this domain, diffractions are recognised by their distinct hyperbolic shapes and comparatively low 

amplitudes. Within this domain, diffractions can be obscured by reflections and noise as diffractions 

often have amplitudes an order of magnitude below reflections and often of a level with noise (Klem-

Musatov, 1994). Noise can be both coherent and random, with random noise being easy to 

characterise in that it has no inherent character. Due to the overlap between reflection, diffractions, 

and noise, separation of these cannot be achieved in this domain. Coherent noise, such as multiples, 

are more difficult to characterise and remove in this domain as they can often appear as real events 

and can thus be misclassified as such by the neural network when only using the time-space domain. 

By providing additional information on the multiples, it may be possible to remove these multiples 

from the data.   
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Frequency-Space Domain 

The frequency-space (f-x) domain involves the decomposition of a function in time (𝑎(𝑡)) into the 

component frequencies of the function (𝐴(𝑓)). The data were transformed to the f-x domain by 

applying a Fourier transform separately to each trace (x-coordinate) and repeating this procedure 

across the whole x-profile. For a single x location, this transform can be expressed through the 

following equation: 

 
𝐴(𝑓, 𝑥) = ∫ 𝑎(𝑡, 𝑥)𝑒−2𝜋𝑖𝑓𝑡𝑑𝑡

∞

−∞

 
 

Equation 2.3.3 

Within this domain, diffractions can be marked by their low amplitudes and high frequencies in the 

spectrum (Figure 2.3.11) in the diffraction location. This pattern can be recognised to help locate 

diffraction points. Lin et al., (2020) utilise this domain for separation although in MDDI it is used only 

to provide additional constraints.   

 

Figure 2.3.11 Frequency-space representation of the input synthetic model (shown in Figure 1). Note the low amplitude 
‘notches’ in the data which occur at the diffraction points (labelled with red arrows).  

Diffraction points should show (generally) higher frequency contributions than reflections. Here, a set 

of points in the time-space domain around each datapoint is taken and analysed in the f-x domain, 

helping to identify the datapoint as either a reflection or a diffraction. Each point therefore has a 

corresponding spectrum created using surrounding points with the frequency and amplitude 
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information input into the neural network. While the contribution from this domain is not as 

pronounced as other domains, it is a computationally inexpensive domain, useful for demonstrating 

the concept of multiple domain inputs.  

Frequency-Wavenumber Domain 

The frequency-wavenumber domain applies a second Fourier transform to the data, this time with 

respect to space as well as time, converting it into wavenumber:  

Equation 3. 
𝐴(𝑓, 𝒌) = ∫ ∫ 𝑎(𝑡, 𝒙)

∞

−∞

𝑒−𝑖2𝜋(𝑓𝑡+𝒌𝑥)𝑑𝑡𝑑𝒙
∞

−∞

 
 

Equation 2.3.4 

where 𝑎(𝑡, 𝑥) is the wavefield in time-space domain and 𝐴(𝑓, 𝑘) is the wavefield in frequency-

wavenumber domain (Gubbins, 2004).  

In the F-K domain, diffractions and reflections can be separated due to the relationship between 

gradient in F-K and slope in the time-space domain. The gradient of the slope in the F-K domain is 

dependent on the apparent velocity of the reflector in time-space, which is a function of the true 

velocity and the slope of the reflector. In most datasets, reflections are centred around zero 

wavenumbers (when flat) or show a preferred orientation in line with the preferred dip of the 

geological structures. The gradient of reflectors in the F-K domain can be calculated as the gradient of 

the apparent velocity in time-space domain. Diffractions, on the other hand, have extremely high 

lateral variations in their dip (and therefore in their apparent velocity) meaning they spread over a 

wide range of wavenumbers (Figure 2.3.12). On top of this, diffractions are generally a high-frequency 

phenomenon and map as such in the F-K domain. This information provided by the F-K domain on dip, 

amplitude, and frequency, provides additional constraints to the network. 
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Figure 2.3.12 The frequency-wavenumber (F-K) representation of the synthetic model. The reflections here appear as high 
amplitude linear events (red arrows), with the horizontal beds mapping to zero wavenumbers and the dipping beds having a 
dip corresponding to the apparent velocity in time-space domain. The diffractions and noise map across a range of 
wavenumbers due to their variable dips in the time-space domain. 

Dip Domain 

The dip domain is a variant on the time-space domain in which the dip of the horizons is calculated 

from the local slope of the data. The local slope of the data are first calculated using the plane-wave 

destruction algorithm:  

 𝜕𝑃

𝜕𝑥
+ 𝑠

𝜕𝑃

𝜕𝑡
= 0  

 

Equation 2.3.5 

where 𝑃(𝑡, 𝑥) is the wavefield in time-space domain and 𝑠 is the local slope (Fomel, 2002). The local 

slope calculated here can then be converted into the dip. In plane-wave destruction, any data which 

conforms to the local slope is removed (i.e., reflections) leaving a volume containing diffractions and 

noise (Fomel, et al., 2007).   

As diffractions are highly laterally variable in their dips, as well as exhibiting a wide range of dips across 

their length, this domain is useful for identifying the hyperbolae (Figure 2.3.13).  Reflections, on the 

other hand, have less lateral variation in their dip than diffractions, and generally exhibit a favour in 

their dip direction, making them easy to identify.  
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Figure 2.3.13 Dip domain representation of the synthetic model. In this domain, the c-axis represents the dip of the data. 
Diffractions have steep dips and large lateral variations in the dip, whilst reflections generally follow either a constant dip, or 
a near zero dip. 

Grayscale Domain  

The grayscale domain is a representation of the time-space domain where the data are represented 

as a grayscale image with the amplitude in time-space represented by the intensity of the image. This 

is a useful domain for machine learning as many tools have been developed for the analysis of images 

using neural networks in computer vision (Szeliski, 2010). Indeed, some of the initial testing on 

identification of diffractions was applied directly in the image domain (Lowney, et al., 2018). Within 

this domain, several filters can be applied which can provide additional constraints for the neural 

network.  

The first of these filters used is the Sobel filter, which detects edges in an image by calculating 

amplitude derivatives between neighbouring traces (Aqrawi & Boe, 2011). There are different 

approximations for the Sobel filter, including Sobel, Prewitt, Roberts, and Canny (Gupta & Mazumdar, 

2013). In this thesis, two approximations are used as separate inputs to the classifier: the Prewitt 

approximation and the Canny approximation (Figure 2.3.14). The Prewitt approximation works to 

calculate the edges by convolving two kernels with the input image with bias given to horizontal and 

vertical changes over diagonal changes: 
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𝐺𝑥 = [
−1 0 1
−2 0 2
−1 0 1

] ∗ 𝐼         𝐺𝑦 = [
1 2 1
0 0 0

−1 −2 −1
] ∗ 𝐼     

𝐺 = √𝐺𝑥
2 + 𝐺𝑦

2  

Equation 2.3.6 

where 𝐼 is the input image, 𝐺𝑥 and 𝐺𝑦 and the gradients in the x- and y-direction respectively, and 𝐺 

is the final gradient, with ∗ denoting a convolution (Dim & Takamura, 2013). This is useful in context 

for locating reflection edges, as seen in Figure 2.3.14.  The Canny approximation, on the other hand, 

first aims to remove noise using a Gaussian filter to smooth the image (Sharifi, et al., 2002). The 

intensity gradients are then calculated and, two thresholds are input which detect both weak and 

strong edges which helps to locate true weak edges in the data without being overtly affected by noise 

(Ding & Goshtasby, 2011). This allows this method to locate not only the reflection edges, but 

diffraction edges also, evident in Figure 2.3.14. The intensity gradients themselves can be taken as 

another input for the classification process. By providing these as additional domains, the network can 

recognise that reflections are often bordered by edges in both the Canny and Prewitt filters while 

diffractions are bordered by edges in Canny only. Background noise does not generally form edges 

and is picked up by neither filter. Coherent noise (mimicked by the ringing in Figure 2.3.10) can form 

edges which are picked up by the Sobel filters hence other domains are required to nullify these false 

positives. 
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Figure 2.3.14 Sobel filters applied to the input time-space data, showing the Prewitt approximation (top) which has been used 
here to find reflection edges, and the Canny approximation (bottom) which has been used to find both reflections and 
diffractions. However, areas where the diffractions have very weak edges have not been detected. 
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Several other image filters can also be applied which may aid the classifier in locating diffractions, 

reflections, and noise. These range from filters such as Gaussian blur, which aims to reduce image 

noise by applying a Gaussian filter (Deng & Cahill, 1993), as well as the Hessian, which measures 

intensity variations around a voxel (Liu & Tao, 2013), and neighbour processing, which aims to identify 

pixels which are dissimilar to their neighbours to locate noise.   

Deep Learning   

Using the network outlined previously and each of the domains described the network has been 

trained. Initial training is undertaken on simple synthetic data, showing a single diffractor and 

reflector. Samples are a pixel in size, with each pixel representing a data point, and each sample 

classified. Synthetic data are simple to classify, as diffraction points and velocities are known, 

therefore diffractions and reflections are created separately, and labels automatically created. Field 

data classification is semi-automated with PWD applied to separate diffractions and then an amplitude 

filter applied to both the raw data and the diffraction separated data. Anything above an amplitude 

threshold (dependent on the data) is classified as a diffraction or reflection respectively and anything 

below these thresholds is classified as noise. As there may be remnant reflection energy or high-

amplitude noise in the diffraction images, these classifications must be manually screened, and any 

false positives or false negatives (e.g., weak diffractions) corrected before training. To avoid bias, 

random samples of diffractions, reflections, and noise were taken from the variety of data available. 

As in initial tests background noise was often well identified, a 40/40/20 split is used for 

reflections/diffractions/noise. The total sample count numbered ~1 million samples for the initial 

trained network which grew as more real samples were added, as well as the split being divided 

equally (33/33/33) with the real examples. The pre-classified data are divided into training, validation, 

and test sets. Training is conventionally applied to 70% of the input dataset to allow the network 

enough data to recognise patterns (Vedaldi & Lenc, 2015).  

The remainder of the data are then used for validation and testing. Validation involves applying the 

CNN to the data with various parameters to find the optimal parameters, and therefore best approach, 

for the data (Drucker, et al., 1997). Testing is the final stage, in which the neural network is applied to 

find the accuracy of the approach decided upon by validation (Huang, et al., 2017). The input dataset 

is pre-classified which allows for any discrepancies between the actual result and the output to be 

calculated and therefore the accuracy of the neural network to be ascertained, with the accuracy of 

the neural network on the synthetic data at 91.87%. The accuracy of the neural network is important, 

and 100% accuracy is often an indicator of overfitting. Care must be taken to train the model to a 

sufficient degree to allow for accurate representation on unseen data. The neural network can under- 
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or over-fit the data dependent on the training. To test the fitting of the data, the prediction and 

residual errors are analysed. The prediction error here is defined as the percentage of misclassified 

data on the training data (i.e., data which the neural network has ‘seen’ before). The residual error 

here is defined as the percentage of misclassified data on the second dataset which has not been used 

in training. If the data are under-fit, the network has failed to identify the trend of the data and thus 

the accuracy is low on both the training and validation sets (there is a high prediction and residual 

error). If the model is overfit, the accuracy is high on the training data (the prediction error is low) 

however, the validation data has a low accuracy (the residual error is high). If the prediction error and 

the residual error are similar and sufficiently accurate, the neural network is well fit to the data. 

Conventionally fitting is determined by the training and validation data, however, due to the similarity 

of the validation data to the training data instead a second dataset is used to test the fitting.  

Following on from the initial training on the simple synthetic dataset, the neural network is trained on 

more complex synthetic data and finally field data. This training is performed iteratively, with each 

new dataset being appended to the overall training data. In this way, the performance of the neural 

network also improves with each new dataset. Any data which are misclassified by the PatternNet can 

be corrected and input back into the training data. As the complexity of the data increases, as do the 

complexity of the patterns in each of the domains, though the foundations remain the same.  

The importance of additional domains is shown here by Figure 2.3.15. Using the MDDI classified image 

and comparing the residual between the classification and the input (the percentage error), how the 

addition of domains affects the classification result can be quantified (Figure 2.3.16, Table 2.3.3, Table 

2.3.4). As evidenced here, adding domains allows the PatternNet to recognise further patterns in the 

data. This is because in some domains reflections and diffractions may be better separated. As such, 

what is classified as a reflection in one domain may be classified as a diffraction in another due to the 

overlap between the two wavefields and the network can recognise this. Noise also overlaps 

wavefields, which proves a drawback classification in general for this type of problem, as noise is 

difficult to classify in a lot of areas and overlaps other events. However, using further domains comes 

at an additional computational and time cost (Figure 2.3.17). While this cost provides a challenge 

during training this is a one-off cost, and the trained neural network has a low prediction cost. A well-

trained neural network should have high cross-data applicability; however, it may take much data to 

achieve a network which can be applied with no additional training on new data. When trying to create 

such a network, consistent training with new examples for each dataset is required which further 

increases the computational cost. Additionally, bias may be introduced from these additional domains 

as there are inaccuracies in each domain. While a level of quality control can remove these, if these 

inaccuracies are pronounced, they can affect the learning. However, with many domains input it can 
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be theorised that any inaccuracies in a single domain will be overcome by the complementary 

domains. Finally, including enough good data will help to reduce the impact of these biases.  

  

Figure 2.3.15 The effects of adding domains to multi-domain diffraction identification data. The final image (bottom left) 
contains all domains described in this thesis (time-space, frequency-space, frequency-wavenumber, dip domain, and the 
image domain) along with several image filters (two Sobel filter representations, the gradient representation, Gaussian blur, 
and intensity) in the image domain. The bottom right image displays the optimal classification which has been classified 
manually using the diffraction and reflection models and serves as a benchmark image. As demonstrated here, some domains 
are better at identifying reflections (e.g., time-space) whereas others work well to locate diffractions (e.g., dip domain). 
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Figure 2.3.16 The percentage error compared to the number of domains, starting with the t-x domain for all possible 
combinations of the 7 domains used here. The classification performs best where there is a mix between domains which 
accurately locate reflections and domains which accurately locate diffractions. The outliers (red) are where the mix of domains 
work to only identify one type of event (e.g., reflections). In general, the more domains which are added to the network, the 
lower the performance error in the network. As such, the best possible classification here used all 7 possible domains. Here, 
all possible combinations of the 7 domains have been tested, however, some of the points overlap and thus are not easily 
distinguished. 

 

Table 2.3.3 Domains vs. the prediction error showing how the best domains of each combination are ones which contain a 
mix of domains which identify reflections and those which identify diffractions and how the worst are those that only work to 
identify one type of seismic event. In both cases the error is smaller when more domains are used. This is a small subset of 
the data used to plot Figure 2.3.16. 

Domain Error (%) Domain Error (%) 

Dip 15.7 F-K 17.2 

F-K, Canny Sobel 14.5 F-X, Prewitt 17.3 

T-X, F-K, Dip 14.1 T-X, F-X, F-K 17.5 
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F-K, Dip, Prewitt, Canny  13.4 T-X, F-X, F-K, Prewitt 17.3 

T-X, F-X, F-K, Dip, Prewitt 12.40 F-X, Dip, Prewitt, 

Canny, Grad 

15.71 

T-X, F-X, F-K, Dip, Prewitt, 

Canny 

11.41 F-X, F-K, Dip, Prewitt, 

Canny, Grad 

12.34 

All domains 8.13  

 

Table 2.3.4 Table showing the performance of different domains when used individually. As seen here, none of the domains 
perform especially well on their own however, the F-X and F-K domains used individually perform far worse than their 
counterparts due to the difficulty in establishing a clear pattern in these domains. 

Domain Error (%) 

T-X 16.3 

F-X 17.1 

F-K 17.2 

Dip 15.7 

Sobel (Prewitt) 15.8 

Sobel (Canny 16.5 

Gradient 16.4 
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Figure 2.3.17 The effect of adding domains to the training time for the MDDI network. Here, it is seen that adding domains 
also increases the training time due to increasing the complexity and amount of data being input into the neural network in 
an approximately linear relationship. The training time here is the average training time calculated by running the training 
10 separate times to remove anomalies. 

The domains act like conventional machine learning features, in which data are stripped down into a 

measurable property. In deep learning, these features are extracted at each layer of the neural 

network, getting progressively more complex with depth. By using the domains as input channels, the 

neural network is physically constrained which allows for deeper understanding of the data and 

improved results compared to a single-channel neural network using on the t-x domain (Figure 2.3.18). 
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Figure 2.3.18 Classification performed using MDDI (a 2-Layer PatternNet, 50 nodes per layer, and 7 domains described in this 
paper, top) and classification performed using a 12-Layer PatternNet with 50 nodes per layer but only the t-x domain 
(bottom). These models were both generated using 87750 samples split 70/30 training/validation, with 103 epochs of training 
for the 2-Layer PatternNet and 408 epochs for the 12-Layer PatternNet. These are designed to stop when the validation error 
begins to consistently increase (to avoid stopping training at local minima) ensuring that both networks are fully trained. As 
seen here the MDDI result is far better than the deeper network with less domains. This is due to the model being physically 
constrained.  
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Quantification was also performed on ‘blind’ data, data which has not been previously seen by the 

neural network. For this purpose, a second synthetic model was generated, showing two reflections, 

one horizontal and one with a syncline, as well as two diffraction points within the first layer (Figure 

2.3.19). The topmost layer was generated at 1000m/s, followed by a 1500m/s layer, and the bottom 

layer at 2000m/s. The diffraction points had velocities of 2500m/s. This allows the performance of the 

neural network on new data to be tested. This was done by comparing the output image to a manually 

classified optimal image as the reflections and diffractions are known on synthetic data. Here, the 

generated edge diffractions were used to test how well the classifier can detect partial diffractions. 

This was the area in which the classifier had the most difficulty due to the lack of partial diffractions 

in the original training dataset. As such, these were reclassified, and several examples of partial 

diffractions included in the training data. 
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Figure 2.3.19 Blind data tests showing the input model (top) which has a horizontal reflection, two point diffractions (red 
arrows), and a syncline with underlying caustic (bottom). The edge diffractions have been used to test the neural network in 
classifying partial diffractions. The machine classification is shown (middle), as seen here the partial diffractions are not 
identified well, likely due to the lack of partial diffractions in the input classification dataset. This has been remedied and 
examples of these partial diffractions input for future datasets. Also, the flat surfaces in the diffractions have been 
misclassified, again likely due to the lack of diffraction tops in the input dataset (outside of those which underlie reflections). 
Outside of these the neural network has performed well in the classification of the synthetic data, which can be seen when 
comparing the machine classification to the optimal classification (bottom).  
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On the new data, the quantification shows a similar trend as seen previously in Figure 2.3.15, with 

additional domains lowering the residual error and improving the performance of the neural network 

in identifying reflections, diffractions, and noise (Figure 2.3.20). Outliers in the data are important as 

they identify where a combination of domains is not working well. This correlates to where a 

combination of domains input into the neural network which only identify one type of event. This 

allows us to broadly separate the domains into two types: those which help identify reflections and 

those which help identify diffractions (Table 2.3.4). Of the domains which have been used here, time-

space, frequency-space, frequency-wavenumber, and the Prewitt Sobel approximation all work well 

to identify reflections, while dip, Canny Sobel approximation, and the image gradient all work well to 

identify diffractions. The frequency domains also appear to aid in identifying areas where diffractions 

overlap. Combining multiple domains which can identify reflections improves the performance of the 

network on reflections however, the ideal classifier contains a mix of several domains which can 

identify both reflections and diffractions. Another possible improvement here is to have separate 

neural networks, one which first identifies and removes reflections and another which identifies and 

removes the diffractions or to weight the domains.  

 

Figure 2.3.20 The residual error taken from comparing the machine classifications to the optimal classification. As seen here, 
adding domains reduces the error in the machine learning classifier, albeit less pronounced than the performance error seen 
in Figure 8. Here, all possible combinations of the 7 domains have been tested, however, some of the points overlap and thus 
are not easily distinguished. 
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As this is synthetic data, this also allows us to manipulate both the levels of noise and the strength of 

the diffractions to test the performance of the classifier when exposed to low diffraction/noise (D/N) 

or low diffraction/reflection (D/R) ratios (Figure 2.3.21, Figure 2.3.22, Table 2.3.5). Table 2.3.5 shows 

that the classifier works well at all D/R ratios. As the classifier is looking for patterns in the data, it can 

recognise these patterns regardless of amplitude disparity. However, the level of noise in these tests 

is kept consistent with the diffraction energy (it was always 5% of the diffraction energy regardless of 

how weak the diffraction energy was). PWD performs similarly, as the separation works on reflections 

meaning the diffractions are imaged despite the ratio. When looking into the effect of increasing the 

level of noise relative to the diffractions we begin to see more misclassified data when using MDDI, 

however, the MDDI separation works well up to 30% noise when diffractions are no longer visible to 

the naked eye. Between 30% noise and 70% noise, MDDI misclassifies more noise as diffraction energy 

however, diffractions can be seen in the MDDI classified image if not the separated one, especially 

when compared with PWD which has incredibly noisy results both qualitatively and quantitively (as 

PWD does not denoise at all, it simply removes the reflections). By analysing the MDDI classified 

image, diffractions are far more visible than in the separation. This can allow for difficult to image 

diffractions to be identified in the MDDI classification pre-separation. Above this level of noise, while 

some diffraction tails may be made out within the classified image, too much noise is misclassified for 

accurate interpretation, although the reflections are still well identified due to their much stronger 

amplitude. Therefore, while the classifier can identify diffractions where the diffraction/reflection 

ratio is low, the classifier can be hindered by noise of a level with diffraction energy.  
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Figure 2.3.21 Effect of changing the diffraction/reflection ratio from the standard (0.1) down to an order of magnitude lower. 
As seen here, changing this ratio has no effect on either the MDDI classifier or on the PWD separation (although it is difficult 
to see on PWD purely due to the low amplitude). However, weaker diffractions mean they are more likely to be obscured by 
noise which is an issue (see Figure 2.3.22). 
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Figure 2.3.22 Effect of increasing noise (as a percentage compared to diffraction energy e.g., 70% noise is 70% the amplitude 
of a diffraction) on MDDI classification (centre left), MDDI separation (centre right), and PWD (right). As seen here, MDDI can 
reduce the background noise making diffraction points visible up to 30% noise though with more remnant reflection energy 
than PWD. After this, while MDDI does denoise the stronger remnant noise makes diffraction point identification difficult. 
The pre-migrated MDDI data can still be used to locate these diffractions by analysing the well-imaged diffraction hyperbolae 
in these scenarios. After 70% noise the classifier breaks down and fails to adequately identify diffraction energy. PWD, while 
it removes the reflection energy, has no built-in denoise and, as such, the noise can disguise the diffractions. Although there 
is no built-in denoising capability of PWD, additional denoising may be applied. 
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Table 2.3.5 Table demonstrating the denoising capability of MDDI compared to PWD. PWD retains much of the diffraction 
energy at all stages (as it only removes reflections) whereas MDDI can fail to identify portions of the diffraction when noise 
is high and can miss more of the diffraction hyperbolae than PWD. However, MDDI is strongly capable of removing much 
noise up until ~70% noise (noise defined as a percentage of the diffraction energy) whereas PWD has no denoising capability. 
This can aid in location of diffractions when noise levels are high and can complement the PWD image.  

 Diffraction Energy (%) Noise Energy (%) 

Noise (%)  MDDI PWD MDDI PWD 

0 96 91 2 96 

5 94 92 5 96 

10 90 88 8 94 

15 87 90 11 96 

20 84 90 14 98 

30 81 92 17 94 

40 79 89 20 98 

50 76 90 34 98 

60 68 88 43 94 

70 65 88 47 98 

80 60 91 60 96 

90 50 88 86 98 
Training was then applied to a complex synthetic example, the SEAM dataset to aid prediction on field 

data. This complex synthetic dataset models a large salt body based on a dataset from the Gulf of 

Mexico (Fehler & Keliher, 2011) (Figure 2.3.23). The wavefield here is complex due to the nature of 

the salt body as well as complications from synthetic data being inherently noisy with features such 

as staircase geometries (Figure 2.3.24). On top of this, there exists realistic noise within the SEAM 

dataset to further mimic field data.  
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Figure 2.3.23 Section of the SEAM dataset, showing diffractions in the seabed due to staircasing (which are artefacts that 
form from discretisation of the model however, appear as edge diffractions and thus are useful here), as well as diffraction in 
the top of a large salt body (between 7.5 and 22.5km). There is some realistic noise in the data as well as some artefacts 
because of the synthetic modelling process as well as reflection planes. 

 

Figure 2.3.24 F-K transform for the SEAM dataset showing a more complex spectrum that in other synthetic examples, 
however, with some still visible patterns. The linear events (black arrows) show examples of reflections. As such, the neural 
network would pick up on the fact that reflections map to certain areas while diffractions map to other locations (even if in 
some locations they overlap this provides useful information to the neural network). 

The neural network was applied to this data using the input data from the previous synthetic models 

to test the performance of the PatternNet with new, unseen data. As anticipated, the initial 

performances were poor in comparison to PWD due to the relatively small amount of input data, as 

the only input data was from the initial simple synthetic models. Following this initial testing, portions 

of the SEAM data were selected, classified, and input into the training set. With additional data, the 
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performance of the PatternNet is improved (Figure 2.3.25), accurately identifying diffractions, 

reflections, and noise. These diffractions were then separated (Figure 2.3.26). This was achieved by 

first removing the reflection energy using the reflection classification and then using the diffraction 

classification as a mask to separate diffractions from noise. Where reflections and diffractions overlap, 

a K-nearest neighbour has been applied to reduce the amplitude of this point in line with the 

diffraction energy. This algorithm takes each point classified as overlapping diffraction and reflection 

energy and takes a K-nearest neighbour with all the surrounding pure diffractions, whichever is the 

closest diffraction, the amplitude is reduced to match said diffraction. This provides a suitable 

separation though does not conserve the true amplitude where there is overlap. While most of the 

noise and reflections are removed, some noise is misclassified as diffractions in the uppermost 

~1500ms, with some remnant reflections also misclassified at ~9km and 2800ms. These data were 

manually corrected and added back into the input dataset to improve the performance.  

 

Figure 2.3.25 The SEAM dataset (shown in Figure 2.3.23) as classified using the multi-domain diffraction identification 
method. While most of the diffraction energy has been captured, there are some areas where diffractions have not been fully 
captured (~3km, 1650ms) as well as some of the noise being misclassified as diffractions (visible in the top ~1500ms). The 
reflections have been captured well, though in some areas where the reflections are less strong these have been misclassified 
as noise. 
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Figure 2.3.26 Separated diffractions from the SEAM dataset, removed using the classifications given by Figure 10. While the 
diffractions have been well removed, the salt within the centre proves the most complex portion of the wavefield, and the 
area in which some remnant reflections are left. The noise misclassified as a diffraction also remains in the top of the data. 

Finally, the effectiveness of MDDI in classifying a range of real data are shown. First, the performance 

of MDDI on faults in a deep marine dataset is examined, and following on from this, a field data 

example from channels in a separate offshore deep-water marine dataset. All examples shown are 

prediction examples, they have not been used in training the neural network. While both examples 

here have been applied to post-stack data for ease, this method is viable for pre-stack data also.  

Field data Example 1  

Several field data examples have been used in both training and testing of MDDI. Here, examples from 

an offshore deep-water marine environment are shown which display a range of geological features 

which act to complicate the wavefield (Figure 2.3.27).  The first field data example shows heavily 

faulted layers in the uppermost layers, which are comprised of sands and muds. This faulting causes 

many sharp edges within this layer which forms an equally large number of diffraction points. 

Underlying these sand and mud layers is an intensely fractured carbonate layer which, due to the 

fracturing, also creates many diffractions.  
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Figure 2.3.27 Field data from an offshore deep marine environment. Diffractions are visible in the upper sand and mud layers 
(from ~3500 to 4900ms) as well as in the lower carbonate layer (~4900ms onwards) and can be characterised by their 
hyperbolic shapes.  

The MDDI classifier was applied to this dataset to separate the reflections, diffractions, and noise from 

the wavefield (Figure 2.3.28). Analysing the performance of MDDI on the data it can be seen to 

perform extremely well at locating reflections as well as diffractions and areas which diffractions and 

reflections overlap. The classification of the noise remains an issue due to the complex nature of the 

noise wavefield, though adding more domains in which noise may be separated from the data may 

help to alleviate this issue. The data shown here is a ‘blind’ application of the neural network created 

for the purposes of MDDI, in that the neural network was applied without any prior knowledge of this 

dataset. By providing user feedback in areas which were misclassified (e.g., the small points labelled 

as diffractions within the topmost layer), this classification may also be improved. Using this classified 

data, the diffracted wavefield may again be separated from the data (Figure 2.3.29). These separated 

diffractions are well defined with three main zones of diffractions. This diffraction energy is well 

identified with much of the energy located and noise also identified which can be separated from the 

diffractions giving a clearer representation of the hyperbola. This energy is concurrent with the 

diffractions in the PWD image which has been used as a qualitative assessment of the viability of the 

method. However, there are some areas where the classification has misidentified energy, such as 

some of the noise above the seabed which has been identified as diffractions instead of noise. Also, 

there are areas along the length of hyperbola which have been misidentified as noise.  
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Figure 2.3.28 MDDI classified image of Figure 2.3.27. The diffractions, reflections, and noise have been well classified here, 
with diffractions classified almost entirely along their length, with some small areas of misclassified data. Reflections have 
again been well classified, though very weak reflections such as those between ~1620 to 1680ms, adding more examples of 
these weak reflections to the data may improve classification in these areas. 
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Figure 2.3.29 Separated diffractions from the classification shown in Figure 2.3.28. The diffracted wavefield here is well 
defined, with reflections and noise removed in most areas. The yellow arrow shows continuous diffraction energy in the 
hyperbola while the red arrow shows the lack of an artefact visible in Figure 2.3.27. 

By comparing the with a separated diffraction image using plane-wave destruction (Figure 2.3.30). The 

MDDI identifies much of the diffraction energy with less noise than the plane-wave destruction 

separated data, as well as less remnant reflection energy especially in the top 80ms. This remnant 

reflection energy can obscure the diffractions, reducing the quality of the diffraction data. While the 

plane-wave destruction data are noisier, it does have more continuous diffraction energy than seen 

in the MDDI separated diffraction data. These data could then be migrated and compared with one 

another (Figure 2.3.31). After migration, the MDDI has higher diffraction energy than the PWD image 

as well as less noise in the seabed, which causes large artefacts in the PWD image although overall 

the images are comparable. Additionally, the computational cost of applying MDDI is lower than 

for running plane-wave destruction, with PWD taking almost twice as long as MDDI. This offers 

additional benefits for cost-effective processing and can allow wavefield separation to be applied 

more readily to data. 
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Figure 2.3.30 Separated diffractions using plane-wave destruction. While the diffracted wavefield is well defined, with more 
continuous diffraction hyperbolae in comparison to Figure 2.3.28, the image is overall noisier than the MDDI separated 
diffractions. The yellow arrow shows discontinuous diffraction energy in the hyperbola in comparison to the previous example, 
while the red arrow shows some artefacts created with PWD. 
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Figure 2.3.31 Migrated field data (top), MDDI data (middle), and PWD data (bottom). Here, the diffractions highlight the 
discontinuities in the real image which mainly consist of faults and other edge diffractions. Comparing the MDDI image to the 
PWD image, MDDI can be seen to give stronger energy in the diffractions with less noise, especially in the seabed where the 
remnant reflection energy causes large artefacts like migration smiles in the PWD image however, the PWD has less remnant 
reflection energy. 
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Field data Example 2 

To further test the advantages and limitations of the neural network classification approach, the MDDI 

network was applied to a second field dataset. This is also from a deep-marine environment however, 

in a different geological setting than the previous data. Here, a series of channels intersect the data 

forming a series of diffractions. On top of this, the synclinal shape of the channels forms apparent 

hyperbolae on the pre-migrated data. A small section of this dataset is shown in Figure 2.3.32, which 

shows a large channel complex. This allows the MDDI to be tested on real synclines after being trained 

on the synthetic synclines in the previous training section.  

 

Figure 2.3.32 Section of a field dataset located in a deep-marine environment showing a large channel at XL8000 and 
~2000ms. There are other diffractions throughout this data, mostly emanating from the top ~2000ms of data. 

MDDI was applied to this dataset and the diffractions, reflections, and noise have been classified 

(Figure 2.3.33). Following on from this, the diffractions were separated from the data (Figure 2.3.34) 

and compared with separated diffractions using plane-wave destruction (Figure 2.3.35). In the MDDI 

image the diffractions have been well separated with most of the diffraction energy located with little 

noise, which can again be seen in the comparison with PWD with the same hyperbolae identified. 

However, some artefacts have been misidentified as diffractions, such as the noise above the seabed. 
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Also, there are areas where there is misclassified energy along the diffraction hyperbola, causing 

breaks in the diffraction. On top of this, there is some misidentified energy in the syncline where the 

reflection appears hyperbolic, despite the network being trained on synthetic examples of synclines. 

When compared to the plane-wave destruction image, the plane-wave destruction image has more 

continuous diffraction energy, however, also contains more noise and artefacts than the MDDI 

separated diffractions.  

 

Figure 2.3.33 MDDI classified image generated using MDDI, here noise is dark blue, diffractions are light blue, reflections are 
light green, and where diffractions and reflections overlap is yellow. Here, MDDI has classified the events well however, some 
of the weak reflections at ~3600ms are not identified. Additionally, the diffractions are very noisy. This is potentially due to 
the noise and diffractions being of a level in terms of amplitude and therefore being difficult to separate.  
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Figure 2.3.34 Separated diffractions from the MDDI classified image in Figure 2.3.33. Here, the diffractions have been well 
identified though there are areas where the entirety of the diffraction hyperbolae has not been identified. On top of this, some 
artefacts have been misidentified as diffractions such as those above the seabed in the top of the section. There is also some 
remnant reflection energy in the syncline at 2000ms and XL8000 where the syncline appears like a diffraction hyperbola. 
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Figure 2.3.35 Separated diffractions using plane-wave destruction. Here, the entire length of the diffraction hyperbolae has 
been identified with less remnant reflection energy in the syncline than the MDDI separated example, however, there is also 
more noise and linear artefacts which are visible at 1850ms and 2000ms. As the noise and diffractions in this example are at 
similar levels, this result is clearer than the MDDI separation both due to the sharp nature of the separation creating a patchy 
MDDI image, and as PWD works to remove reflection energy it leaves anything that is not reflection energy alone leaving 
more continuous diffraction tails.   

Following on from separation, the data could be migrated to create diffraction images (Figure 2.3.36). 

Unlike the previous example, there is slightly more remnant reflection energy in the MDDI example 

than the PWD example. This is visible in both the pre- and post-migration. This can potentially be 

helped through more examples of the synclines in the neural network so that it can recognise this 

energy more and thus separate it better. Despite this, the MDDI and the PWD images are comparable. 

The MDDI also has slightly less noise outside of the reflections due to the removal of these pre-

migration, though, as with the previous example, migration noise is still introduced into the image. 
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Figure 2.3.36 Migrated field data (top), MDDI data (middle), and PWD data (bottom). Here, there is some more remnant 
reflection energy in the MDDI image than in the PWD image though the images are comparable. There is slightly more noise 
in the PWD than in the MDDI image due to the removed noise prior to migration, however noise created during migration 
remains.   
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Conclusions 

As demonstrated here, multi-domain diffraction identification is a powerful method which can 

automatically classify the seismic wavefield into three component wavefields: diffractions, reflections, 

and noise. By transforming seismic data from the time-space domain into various domains, in which 

the wavefields may be separated, and employing the use of a pattern recognition neural network, the 

data can be classified. By employing a combination of domains, the classification can be improved, 

with some domains aiding the classification of reflection energy (time-space, frequency domains, and 

Prewitt Sobel filter) and others aiding the classification of diffraction energy (Dip, Canny Sobel filter, 

and Image Gradient). In general, the best neural networks are those trained in a combination of 

domains in which reflections and diffractions are identified. Conversely, if the network is trained on a 

combination of domains which only identify one seismic event, the performance of the network is 

diminished. In general, however, having additional domains will improve the performance. This has 

wide-reaching implications and opens further avenues for the usage of deep learning within wavefield 

processing and wider geophysics especially where data are scarce as it effectively increases the 

training data using only a single source. Future work will focus on trying further domains, especially 

those where diffractions and reflections appear more distinct.  

When comparing the performance of the multi-domain network to a deeper network using only a 

single domain, the multi-domain network outperforms the single domain network and at far lower 

computational cost. This is hypothesised to be due to the physical constraint of adding domains, which 

allows the neural network to make predictions based on physical parameters as opposed to feature 

extraction on a single domain. However, some of the domains used here were used as proof-of-

concept and have redundant features (such as the f-x domain). There may be additional domains, 

especially higher order domains such as curvature and coherency, which have not been explored yet 

will provide the network with considerable understanding. The performance can also be improved 

when using a deeper neural network with more nodes per layer, however, in this study adding deeper 

layers tended to overfit the data easier and are more computationally expensive. Here, a 2-Layer 

model with a relatively high number of nodes, 50 per layer, was found to have the best performance 

for separation and a reasonable computational cost. A larger neural network may prove beneficial 

with more data. While there was overfitting in this study with the larger networks, there was a 

relatively small amount of data and thus the deeper neural network was superfluous to the demands. 

With a larger amount of data, especially of increasing complexity, the current network may fail and 

thus a deeper or more complex network may be beneficial.   
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The method works effectively and allows for classification of the wavefields on both synthetic and 

field data, however, there is still some error in recognising weak reflectors and separating coherent 

noise. This may be alleviated by adding further domains or more data with further examples of each 

of these data types. The neural network was trained on a variety of simple synthetic, complex 

synthetic, and field data to give a broad range of diffraction and reflection examples. By providing the 

network with even more examples, the network should improve, allowing for an even better 

separation.  

The data has been separated using the classified reflection data and a K-nearest neighbour operator 

and compared with plane-wave destruction. On both real examples, the MDDI method performs well, 

removing most of the reflection and noise energy while retaining diffraction energy up to 30% noise 

on synthetic tests. Between 30-70% noise the identifier locates diffraction energy on the classified 

image which allows for identification of weak diffractions on seismic data by analysing the classified 

image, however these diffractions are still difficult to see post-separation due to higher levels of noise 

misclassified as diffraction energy. However, there are areas of misclassified energy at all noise levels 

and the method can struggle to identify diffractions along the entire length of the hyperbola when 

compared to the identified hyperbola using plane-wave destruction. Despite this, the final images are 

comparable to plane-wave destruction and in some areas provide an improvement. Additionally, 

MDDI can separate data into distinct events. After the initial training cost, the computational cost of 

running the MDDI classifier is low in comparison to plane-wave destruction, separating the diffractions 

in almost half the time of plane-wave destruction. As such, MDDI remains a powerful method for 

identifying diffractions and reflections on pre-stack, pre-migrated seismic data, and provides a 

complement to existing methods by helping to locate weak diffractions.  

 

2.3.6 Direct Pre-Migration Separation 

As multi-domain diffraction identification requires additional separation after the classification, an 

additional neural network has been trained which can classify and separate diffractions within the 

same neural network (Lowney, et al., 2020b; Lowney, et al., 2021). This has the benefits of MDDI 

classification such as the ability to remove noise and the speed increase in comparison to conventional 

diffraction imaging techniques while removing the need for an additional processing step as well as 

no need for any domain transformations. This gives the potential for better results than both the MDDI 

separated diffractions and from conventional separation techniques such as Plane-Wave Destruction 

(PWD). Full codes for training and prediction can be found in Appendix 7.1.3. 
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On common-offset seismic data, diffractions appear hyperbolic and low amplitude while reflections 

follow dominant local slopes and have higher amplitudes (Decker, et al., 2013). This forms the basis 

for most pre-migration separation techniques and our GAN based technique is no different. By training 

the neural network to recognise hyperbolic, low-amplitude shapes as desirable and anything which 

does not fit these criteria as undesirable, pre-migrated diffractions can effectively be separated from 

the wavefield (Lowney, et al., 2020b; Lowney, et al., 2021).  

Training and Quantification  

As mentioned previously, training a GAN is a complex task due to the adversarial nature of the two 

networks. In a conventional neural network, the training loss (the loss function on the training data) 

and validation loss (the loss function on the validation data) are expected to decrease with increasing 

training until a point where the validation loss begins to increase at which point the model is trained 

(Knerr, et al., 1990). This does not hold true for GANs as when one network exhibits a low loss this 

conversely means a high loss on the other network, making judgement of the neural network through 

the loss function difficult due to the complexity of the loss (O'Brien, 2020) (Figure 2.3.37). As such, 

other metrics must be used to quantify the performance of the GAN. Here, we have used a simple 

synthetic model for quantification (which was not used in training). This model was created using a 

finite-difference modelling scheme and mimics field data with both diffractions and reflections. The 

model was created as a zero-offset model with a 50Hz Ricker wavelet and 1m trace spacing. As this is 

synthetic data, this allowed for the data to be generated twice, once with reflections, diffractions, and 

noise, which is used as an input dataset, and once with diffractions only, which is used as a training 

dataset. To calculate these twice, two velocity models have been used. One which contains reflections, 

and one which contains diffraction points in place of the diffractors (from the reflection model). In this 

way, we aim to not only separate diffractions but also reduce background noise and diffracted 

multiples. 
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Figure 2.3.37 The discriminator loss for generated (top) and real sample (middle) alongside the generator loss (bottom). Due 
to the adversarial nature of GANs, the relationships are complex between training step and loss as well as between the 
generator and discriminator networks. Therefore, the best network is not necessarily the one which has been trained the 
longest. To alleviate this issue, we have calculated the diffraction/noise ratio at each step, shown in Table 2.3.6. Examples of 
separation at various steps are shown in Figure 2.3.38. 
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The preliminary training data consisted solely of synthetic data generated using the same method 

outlined above (i.e., once with reflections, diffractions, and noise as an input dataset and once with 

diffractions only as the training dataset). Overall, 10 synthetic datasets were generated for the original 

training data for the synthetic tests which were divided into 256x256 pixel, greyscale images for a total 

of 200 images with each pixel representing a seismic datapoint (i.e., a 1:1 scale conversion between 

seismic data and image). The network was trained over 100 epochs with each epoch consisting of 

individual ‘steps’ where a single image is passed through the network. An epoch then refers to when 

all images have been passed through the network. The trained network (at each step) can be used to 

generate GAN separated diffraction data, which can be compared with the original diffraction 

synthetic data, to calculate the change in diffraction energy, and with the raw data, to compare the 

remnant reflection energy and any artefacts created (Figure 2.3.38, Table 2.3.6, Figure 2.3.39). 

Calculating the diffraction energy is easily achieved on synthetic data as the true answer is known, 

therefore the reflections and noise can be perfectly removed, and the remaining energy summed to 

give the diffraction energy (while the removed energy can be summed to give the noise energy). From 

Table 2.3.6 it is evident that the relationship between the training steps and GAN performance is a 

complex one. While there is an approximation that with increased training the performance improves, 

this is far from linear and appears logarithmic. While the quantitative analysis provides a useful figure 

for analysis, qualitative analysis is also required as artefacts within overlapping diffractions can 

contribute to overall diffraction energy skewing the result to appear better than it is. Quality control 

is more difficult with GAN separation as the network performs in a black-box fashion whereas with 

PWD there are measures for quality control, such as the dip field. 
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Figure 2.3.38 The synthetic data (top left) and the optimal separation (top right) where diffractions are shown in light blue 
and the reflections in yellow. The synthetic data at different stages of training is shown in the remaining images. Generally, 
with increasing steps the neural network is improving however, this is not always the case with a GAN. These images are used 
to quantify the GAN at each stage of training by comparing the diffraction energy with the ideal scenario synthetically 
generated using only diffractions. The strong vertical and linear artefacts visible in the GAN data result from the 256x256 
pixel size used to maximise data. If this image size were reduced or changed, these artefacts would change to suit, and thus 
can be fully removed by making the training image size concurrent with the final image (although this limits the network to 
images of the same size). 

 

Table 2.3.6 Quantitative analysis of diffraction and noise energy (here classified as anything non-diffraction) for the raw data, 
PWD data, and the GAN. The numbers for the GAN refer to the number of steps in training (a step refers to when a single 
image pair has been passed through the network). There is a slight increase in diffraction energy in some of the models and 
the PWD due to remnant reflection energy in the apexes of the diffractions, while when this decreases it shows some energy 
has been lost. Any increase in the noise may be a result of artefacts while decreases are generally favourable. 

 

Normalised Diffraction Energy Normalised Noise Energy Ratio (%) 

GAN 

Raw Data 1.99E+03 5.97E+04 3.34 

PWD 4.46E+03 7.06E+04 6.31 

20 2.87E+03 7.50E+04 3.83 
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40 2.27E+03 7.72E+04 2.94 

60 2.45E+03 7.10E+04 3.45 

80 2.08E+03 7.71E+04 2.70 

100 2.60E+03 7.76E+04 3.35 

120 2.18E+03 7.56E+04 2.88 

140 2.47E+03 7.03E+04 3.51 

160 2.64E+03 7.49E+04 3.53 

180 2.60E+03 7.41E+04 3.51 

200 3.97E+03 7.32E+04 5.43 

2000 3.35E+03 6.20E+04 5.40 

4000 3.49E+03 4.93E+04 7.06 

6000 3.24E+03 5.97E+04 5.43 

8000 3.62E+03 4.63E+04 7.83 

10000 3.12E+03 6.22E+04 5.01 

12000 4.08E+03 5.18E+04 7.87 

14000 4.23E+03 6.76E+04 6.26 

16000 4.36E+03 5.38E+04 8.10 

18000 4.29E+03 5.16E+04 8.32 

20000 4.27E+03 4.78E+04 8.93 
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Figure 2.3.39 Effect of training on the diffraction/noise ratio (data from Table 2.3.6). As seen here, with further training (as 
the steps increase), the diffraction/noise ratio also increasing, implying more diffraction energy is retained with less noise. 
This relationship appears approximately logarithmic (though the relationship is not simple). The dotted yellow line indicates 
the diffraction/noise ratio on the raw data while the dotted red line indicates this ratio on PWD data. As seen here, at 
approximately 4000 steps the GAN begins to outperform the PWD, however, due to the complexity of the relationship 
between the two competing networks, this is not always consistent and thus each model must be judged individually.  

As shown by Table 2.3.6, the PWD and GAN have similar levels of noise (here defined as all energy 

outside of diffraction energy) with the GAN having slightly less noise, although this noise takes 

different forms as evident when analysing the images qualitatively (Figure 2.3.40). In the GAN images, 

noise (i.e., energy outside of diffraction energy) is mostly remnant reflection energy, where this energy 

has been reduced but not removed. On the PWD image however, noise is from the multiple 

diffractions which are removed in the GAN image as they have been removed in the training data but 

are still present in the input data. This is a benefit of the GAN as the PWD operator destroys reflections, 

leaving a volume with diffractions and noise, while the GAN can be trained to remove noise as well as 

diffraction multiples (which have the same geometrical expression as diffractions). On top of this, 

towards the apex of diffraction hyperbolae the tops flatten which causes the PWD to recognise this as 

a continuous slope and therefore remove some of this energy. While the GAN has reduced some of 

the energy in the apex, this effect is lessened than in the PWD example. 
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Figure 2.3.40 The synthetic toy model data used to test the GAN performance (top), the PWD separated data (middle), and 
an example of the GAN separated data (after 20000 epochs). The PWD and GAN data are plotted at the same amplitude but 
are twice as high as the synthetic data to better highlight the diffractions and noise. As seen here, the PWD leaves more 
multiples (red arrows) and some more background noise as these are both present in the raw data and do not have a 
continuously variable slope, whereas the GAN creates more artefacts and leaves more remnant reflection energy (yellow 
arrows). A quantitative comparison of the methods is shown in Table 2.3.6.  
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With a qualitative measure in place, additional data was collated for real applications which consisted 

of ~5000 256x256 images from real and synthetic data from a variety of geological and geographically 

distinct datasets (Figure 2.3.41). The simple synthetic data was mostly generated by the authors 

although the more complex synthetic data, such as the SEAM dataset (Fehler & Keliher, 2011), came 

from open-source repositories. While synthetic sources are useful as they allow for perfect training 

data, they can never capture the full complexity of field data. To create training data from field data, 

diffraction separated data are required. To do this, we have used plane-wave destruction and then 

screened the data to attempt to remove any bias from the neural network. Screening the data are 

performed manually with areas where the PWD has not performed adequately removed from the 

training data. These areas, mainly areas without a continuously variable slope such as synclines and 

complex geologies, have large amounts of remnant reflection energy in the PWD separated data. By 

removing these areas before training, the network is not introduced to these areas and does not 

create any negative associations with them (such as learning to retain the reflection energy which is 

present in the PWD training data). Therefore, when the network is exposed to these areas during 

prediction, it can make its own assumptions about them, which can be more favourable than PWD as 

the network is looking exclusively for hyperbolae as opposed to PWD which is dependent on the dip 

field (which can have errors of its own, especially in complex geologies). This changes the network 

from a simple PWD replicator to a more idealised PWD operator which can alleviate the drawbacks of 

the conventional PWD method. When combined with the synthetic data in the training phase, this is 

no longer a neural network representation of the PWD method.  
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Figure 2.3.41 Example of how the data are divided on a real seismic data slice. The red lines represent the grid used where 
the data are separated into 256x256 pixel windows where each pixel represents a seismic datapoint in a 1:1 size ratio. 

With the full training data in place, the network underwent training over 100 epochs. Plots were 

created for every 25000 steps to qualitatively assess the performance of the GAN as well as the same 

qualitative measure in place using the original synthetic dataset. The best models were then separated 

and tested individually to narrow down to an ideal model. This ideal model was then used to generate 

the prediction data on data which it had no previous exposure to. With each new field data example, 

the GAN was applied blind to test the cross-data applicability of the GAN, before incorporating the 

data into the training dataset and applying transfer learning. The models are assessed in the same way 

as previously with the best model taken forward to be applied to another new dataset. With each new 

dataset, the GAN improves its prediction capabilities. Here, we have continued to train the GAN on 

new and additional datasets until the GAN can accurately predict on new data without the need for 

further training. The final trained model is freely available and can be applied blind to new datasets 

using the codes provided at the end of this thesis.  

Results 

Using the pre-trained GAN model, we demonstrate the effectiveness of the separation on field data. 

None of the lines shown in the results section have been used in training the neural network though 

in the first field data example, adjacent lines have been incorporated in training.  The first field data 
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example shows the initial training of the neural network with field data (using the GAN pre-trained on 

synthetic data). Following this, the second field dataset shows the effect of additional training and 

incorporating multiple field datasets. The effect of the neural network on the power and F-K spectra 

before and after additional training is examined. Finally, the effectiveness of additional training data 

not only on new data, but when revisiting data which has already been predicted is demonstrated. In 

the penultimate field dataset, the effectiveness of the fully trained GAN on new data are analysed. 

Ultimately, the performance of the GAN on 3D data are demonstrated, which has been migrated to 

better reflect the diffraction energy.  

Field data Example 1 – Initial Training 

The first field data example is from a deep-water marine environment on the continental shelf (Figure 

2.3.42, Figure 2.3.43). The top 900ms are characterised by heavily faulted sedimentary (sand/mud) 

layers with occasional channels and slump deposits, all of which cause intense diffractions. Underlying 

these layers are heavily fractured carbonates which also result in concentrated diffractions within this 

layer. Couple this with sedimentary features such as sand bodies and pinchouts scattered throughout 

the data and this provides an exemplary dataset to test diffraction imaging. 
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Figure 2.3.42 Raw data (top), benchmark PWD data (middle), and the GAN data (bottom) that was trained using adjacent 
lines from this field dataset (however was not exposed to any other field datasets). As seen here, the GAN and PWD results 
are comparable, with similar problems as seen in the synthetic data where the GAN helps remove some background noise 
(compared to PWD) though has slightly more remnant reflection energy and lower frequency content. PWD has also missed 
some of the weaker, deeper, diffraction energy in the basement (from ~3250ms downwards) which is well visible in the GAN 
image. A closeup of the area shown by the red box is shown in Figure 2.3.43. 
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Figure 2.3.43 A zoomed in section from Figure 2.3.42 showing raw data (top), PWD data (middle), and the GAN data (bottom) 
that was trained using adjacent lines from this field dataset (however was not exposed to any other field datasets). Here, a 
closer comparison of the GAN with the benchmark data can be seen, with more remnant reflection energy in the GAN (red 
arrows) although more deeper diffraction energy is also visible (green arrows). Additionally, the PWD image has higher 
frequency. 
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First, PWD was applied to the data both to give a benchmark comparison as well as to provide training 

data (see Figure 2.3.42 and Figure 2.3.43 for results). Following this, the trained GAN was applied to 

the data. As seen here, the GAN effectively diminished the reflection energy leaving a comparable 

image with PWD, although it leaves more remnant reflection energy. However, there are also some 

areas where the GAN outperforms the PWD. These tend to correlate with complex areas where there 

may be difficulties calculating the dip as well as in the synclines which PWD struggles with but have 

been screened out of the GAN training data. This allows the GAN to make its own decision in these 

areas (as it has not been previously exposed to them outside of synthetic data). By applying PWD post 

GAN separation, it is possible to reduce the remnant reflections in the GAN image which can be useful 

for both interpretation and creating additional training data. A difficulty in the GAN separation comes 

from the amplitude consistency between 256x256 blocks. Occasionally, there is an amplitude disparity 

between blocks, however this is rare. This can easily be relieved by applying the network in larger 

blocks of data; however, this would then require more training as it effectively reduces the training 

data and the training data sizes and prediction data sizes must be consistent. 

Field data Example 2 – Further Training 

The second field data example is also from deep-water marine environment but is distinct both 

geographically and geologically (Figure 2.3.44, Figure 2.3.45). The data still appears on the continental 

shelf, however, has shallow dips in comparison to the first example. Additionally, the data are 

characterised more by channel complexes with minor faulting. The final challenge, for the GAN 

especially, is the distinct wavelet in comparison to previous data. 
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Figure 2.3.44 Raw data (top), PWD data (middle), and the original GAN data (bottom) from the second field dataset. The 
GAN here was applied with no additional training (it was not exposed to any data from this area prior to separation). Here, 
the GAN does not perform as well as the PWD in this area, with more remnant reflection energy and artefacts. However, 
there are some areas where the GAN outperforms PWD, especially in synclinal reflection energy, much of which is removed. 
While in the synthetic tests, synclinal energy was present in both PWD and GAN images, after further training the GAN has 
identified this as undesirable (likely due to the screening of training images which removed synclines from the training data). 
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Figure 2.3.45 Raw data (top), PWD data (middle), and the original GAN data (bottom) from the second field dataset. The 
GAN here was applied with no additional training (it was not exposed to any data from this area prior to separation). As with 
Figure 2.3.44, PWD outperforms the GAN apart from in synclines. This data was then incorporated into the training data for 
the GAN to improve its performance. 
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Plane-wave destruction was again applied to this data; however, this was not initially used in training. 

Instead, the pre-trained GAN was applied directly to the data with no additional training to test cross-

data applicability (Figure 2.3.44, Figure 2.3.45). As seen here, despite not having seen any data from 

this location previously, the GAN identifies and removes reflection energy well, highlighting underlying 

diffractions. However, there is more remnant reflection energy than in the previous examples in 

comparison to PWD and less high frequency. On top of this, the power spectrum is edited to be more 

akin to the previous example as a bias has been introduced into the neural network. The network has 

been trained on a small sample of wavelets and thus assumes that the wavelet is something which 

needs to be changed to be like the wavelets used in training which in turn changes the power 

spectrum. It can be hypothesised that to prevent this bias, the network must be exposed to a larger 

variety of wavelets to recognise these are unique and should not be changed. 

To test the hypothesis and prevent the power spectrum changes, the additional PWD data are 

incorporated into the training data (except for this line) and transfer learning is applied (i.e., further 

training on a pre-trained neural network). This improves the separation not only on this example, but 

on the previous data example also (Figure 2.3.46). This also prevents drastic changes in the power and 

F-K spectra in comparison to when the GAN was applied without prior training on this dataset (Figure 

2.3.47, Figure 2.3.48). As such, more field data was incorporated into the neural network from a 

variety of closed- and open-source data for a total of 14132 screened training images. As more real 

data are added, the power spectrum no longer changes and becomes a better fit to the target 

spectrum without needing to incorporate this data, at this point the network can be used on new data 

instantly. While the initial training cost is high, this is a one-off cost and the network, when fully 

trained, can be applied directly on new data with a lower computational cost than PWD.  
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Figure 2.3.46 PWD data (top), original GAN data (middle), and the new GAN data (bottom) from the first field dataset. The 
original GAN is the GAN used in Figure 2.3.44 which was trained using just the first field dataset. The new GAN has been 
trained on both field datasets which has improved the separation with far less noise and remnant reflection energy (green 
arrows) than the original GAN although some diffraction energy in the flanks is also lost and there are some additional 
artefacts (red arrow). 
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Figure 2.3.47 The power spectrum for the first field dataset (calculated as the average of the section shown in Figure 2.3.46) 
showing how PWD and the 2 GANs effect the spectrum of the data. As seen here, the original GAN has higher amplitudes, 
however, does not follow the shape of the target spectrum (PWD). With additional training, this issue is somewhat abated 
with the new GAN showing a spectrum far closer to the target spectra (PWD) though there is still some cut-off in the high 
frequencies. The GAN spectra are a composite of all the previous spectra input in the training data and thus attempt to 
replicate what they have seen previously. As such, the frequency is not consistent post-GAN separation which can cause 
issues. More training with additional wavelets further alleviates this issue and reduces any problems arising from it. 
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Figure 2.3.48 F-K spectrum for the first field dataset. As seen here, the new GAN is far cleaner than the original GAN in the 
frequency spectrum. The remnant reflection energy is more visible in the new GAN than the PWD as shown by the linear 
energy. 

In Multi-Domain Diffraction Identification, multiple domains were applied as additional channels in 

the neural network. One of the key domains which aid in diffraction identification is the F-K domain. 

As such, the F-K domain is incorporated here as an additional channel which helps the neural network 

to separate reflections and diffractions, showing less reflection energy than the neural network 

trained on time-space data alone (Figure 2.3.49). However, with the amounts of data used the network 

quickly ran into memory issues as the data are effectively increased by a factor of 2 when incorporating 

this domain. This would not be an issue with a larger computer, though it would increase the training 

time, however, here there were limitations of hardware. On top of this, if the F-K domain is used in 

training, it is required for prediction also. While a cheap transformation, this does slightly increase the 

prediction times and as such, the F-K domain exists as an optional input in the neural network which 

improves the training.  
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Figure 2.3.49 Raw data (top left), PWD data (top right), Single-Domain GAN data (bottom left), and multi-domain GAN data 
(bottom right) which incorporates the F-K domain in training (examples from the first field dataset). As seen here, by providing 
additional physical constraints during training, the separation is improved, with less remnant reflection energy in the multi-
domain example with just as high diffraction energy. However, the training artefacts (horizontal and vertical lines from the 
256x256 separation) are also more pronounced in this example. 

Field data Example 3 – Walker Ridge 

To test the applicability of the fully trained neural network on new data, as well as to provide a 

reproducible example, open-source data was used from a seismic survey shot in Walker Ridge, Gulf of 

Mexico (Triezenberg, et al., 2016). Walker Ridge is deeper water than the previous examples with 

water depth between 1500-2000m. The seismic data was shot to image gas hydrates from gas-bearing 

sediments however, there are many other areas of interest in the data (Miller, et al., 2016). Here, we 

have focussed on several smaller areas which show diffractions including faults, rugose surfaces, and 

hydrates themselves (Figure 2.3.50). The acquisition parameters for this dataset are shown in 

Appendix 7.1.1. 
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Figure 2.3.50 Raw data (top), PWD data (middle), and the new GAN data (bottom) from Walker Ridge. The GAN has now 
been trained on several field datasets and can now be applied with no additional training to new data. Here, the GAN has 
also been applied blind (i.e., the GAN has not been trained on any of the data from this area). As seen here, the GAN image 
is far cleaner, with less noise and more diffraction energy than PWD which appears to have difficulty with diffractions from 
the seabed (possibly due to the comparatively high amplitudes of these diffractions). This may also have to do with the dip 
field as Walker Ridge is a relatively complex area and thus the dip field calculation may have difficulty (especially with 
smoothing which can further blur these lines and is required for PWD stability). The FK figures show how the issue of the 
spectrum is alleviated with the latest trained model. When compared with PWD, there is less energy in the low dips in the 
GAN image. This is remnant reflection energy in the PWD (as seen in the seismic image) which, while diminished, has not 
been removed. The trained model and data for this Figure are available online. 

As with previous examples, plane-wave destruction was applied to provide a comparison dataset 

(Figure 2.3.50). Here, as with Example 2, we have not incorporated any data from Walker Ridge in 

training and thus this provides an excellent opportunity to examine the cross-data applicability of the 

method however, with more data used to train the network than Example 2. Due to the increased 

data used in training, from a wide variety of field data sources, we can anticipate the performance will 
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be better than seen on Example 2 and this is seen to be the case in Figure 2.3.50. The broad pool of 

data used prevents any bias in the wavelet while removing reflection energy efficiently and effectively. 

As the data are manually screened prior to training, the remnant reflection energy present in synclines 

in PWD is diminished in the GAN results. Finally, as there was no need for additional training in this 

example, the processing speed improvement is drastic, with the GAN results obtained in a fraction of 

the time of PWD (07:47:10 for PWD and 01:09:29 for GAN (MM:SS:ms)). While some energy may be 

missing from the GAN, the separation is reasonable and it can be reasoned that with even more data, 

the GAN could be further improved giving an even better separation.  

Field data Example 4 – Application in 3D and Migrated Results  

The final field data area is a large 3D dataset showing a complex, hyperextended rift basin, 

characterised by two highly fractured basin wide chalk layers. The fractured nature of these chalk 

layers causes them to be rife with diffraction energy and make an excellent case study to test the 3D 

applicability of the method. Both the GAN and PWD were applied to the data and the data migrated 

and, as with the previous example, no additional training was applied to the GAN before separation. 

For the 3D application, the GAN was applied as a series of 2D planes while PWD is applied as a 3D 

volume. Again we saw a dramatic speed-up with the GAN example taking 02:06:42 (HH:MM:SS) while 

the PWD example took 25:57:57 (HH:MM:SS) to process the same area. A small section of the 3D was 

then analysed, with focus on a fractured carbonate layer at 2472ms depth (Figure 2.3.51). An inline 

from this data was also taken to show the performance of both methods in a vertical slice (Figure 

2.3.52). The acquisition parameters for this dataset are shown in Appendix 7.1.1. 
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Figure 2.3.51 Time slice at 2472ms of the 3D dataset used in Field data Example 4. The major reflection running through is a 
carbonate layer which is highly fractured, evident from both the PWD and GAN time slices. Both images show similar 
diffraction energy, highlighting faults and fractures in the carbonate demonstrating the capability of GAN for diffraction 
separation. Inline 4100 is shown in Figure 2.3.52. 
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Figure 2.3.52 Inline 4100 from Figure 2.3.51 showing the fractured carbonate layer between 2400-2500ms depth. The 
diffraction points here are comparably between the PWD and GAN images and demonstrate the highly fractured nature of 
this carbonate layer. 
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From both Figure 2.3.51 and Figure 2.3.52, it is evident that the GAN is apt at locating and separating 

diffraction energy, with a performance comparable to the benchmark PWD dataset on both the time-

slice and the vertical section. Both images have similar diffraction energy although, as with previous 

examples, the GAN images suffer from more remnant reflection energy. This further demonstrates 

the potential of GANs in the separation of diffraction energy on seismic data.  

 

Conclusions  

Diffraction separation is a complex task due to the nature of diffractions. Diffractions are low 

amplitude and blend with reflection energy, making separation difficult for analytical methods. On top 

of this, analytical methods require additional parameterisation and inputs such as a dip field. While 

these parameters may be used for quality control, they require additional computation and any errors 

introduced in these will be carried forward into the final image. In this paper, we have outlined a novel 

method of separation which uses a generative adversarial network (GAN) to automatically remove 

diffractions from the wavefield, allowing them to be independently processed. This has been 

demonstrated on three separate field datasets as well as synthetic data.  

To train the GAN a combination of synthetic and field data was used, with the field data created using 

plane-wave destruction and then screened to remove any bias (i.e., areas where PWD did not perform 

well, such as synclines and complex geologies were manually removed in the training). This improves 

the training of the neural network as it prevents the network picking up the ‘bad habits’ of the PWD 

operator and allows the network to make its own assumptions in these areas, free from any negative 

bias. This screening process also changes the GAN from a simple PWD replicator to an independent 

separation method which is akin to an idealised PWD image which can cope better with synclines and 

complex geologies as well as identify diffracted multiples. Based on observations, the GAN appears to 

be identifying hyperbolic shapes efficiently, recognising where the shape and amplitude may be a 

syncline as opposed to a true diffraction or alternatively a multiple. As the GAN is solely identifying 

diffraction hyperbolae it is not dependent on any dip field and as such can identify hyperbolae in 

complex geologies without issue (whereas PWD will be dependent on the generated dip field which 

may be inaccurate in particularly complex areas).  

On synthetic data, the GAN method, and the benchmark PWD algorithm, perform comparably with 

similar levels of diffraction energy and noise however, the nature of the noise differs. Here, we define 

noise as anything which is not diffraction energy, which includes background noise, coherent noise, 

and remnant reflection energy. The noise in PWD is generally background noise and coherent noise 

such as multiple diffractions (which appear visually akin to real diffractions). On the other hand, the 
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noise in the GAN separation appears as reflection energy, with some of the background noise removed 

as well as the diffracted multiples reduced. This is due to the training of the GAN which involved 

synthetic data which was free from noise and multiples. As such, the GAN is more suitable in noisier 

data where diffractions may be obscured and as a first pass diffraction imaging test (due to its speed) 

whereas PWD may be used for finer diffraction imaging as it retains more high-frequency content.  

The same observations can be made of field data, with the initial examples comparable to PWD but 

having more remnant reflection energy. However, after extensive training, the GAN separation 

increasingly improves. While initial GAN separations appeared to alter the spectrum of the data 

between the desired output and the GAN output, and had more remnant reflection energy, with 

further training these issues were alleviated somewhat, although the benchmark PWD data often has 

a higher frequency content. However, with the GAN there will come a point of diminishing returns 

where adding data no longer improves the separation. One of the difficulties with the GAN method is 

knowing when this point will be achieved as data are often scarce and synthetic data does not have 

the required complexity to improve the separation drastically. Despite this, the GAN provides a fast 

and accurate method of separating diffraction and reflection energy.   

The current GAN has been directly applied to both a 3D dataset and an open-source dataset with no 

additional training allowing it to perform a separation seven times faster than the equivalent plane-

wave destruction separation and with a qualitatively comparable diffraction image both pre- and post-

migration. This decrease in processing time can be substantial when handling large datasets when no 

further training is required. Overall, we have demonstrated the potential for GAN as a useful tool in 

diffraction extraction.  
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2.4 Other Uses for Pre-Migration Diffraction Data 

While this thesis mainly focuses on the use of separated diffractions for diffraction imaging, the act of 

migrating the diffractions to image structural and stratigraphic discontinuities, there are several other 

uses for separated diffractions on pre-migrated seismic data. First, and perhaps the most common 

usage, is velocity analysis (Bauer, et al., 2015; Bauer, et al., 2017). While diffractions are hyperbolic on 

pre-migration data, the act of migration collapses these diffractions to a single point, provided the 

perfect velocity is used. However, the perfect velocity is not known on field data and conventional 

velocity imaging methods can be inaccurate. When the incorrect velocity is used in migration, a 

diffraction either forms a migration ‘smile’ or ‘frown’, curving upwards or downwards depending on 

whether the velocity was too high or too low respectively (Zhu, et al., 1998). As such, depending on 

the degree of curvature displayed by a migrated diffraction, the degree of velocity error can be judged 

(Sava, et al., 2004). While corrections can be done manually, velocity models are commonly created 

using velocity inversion (Virieux & Operto, 2009). Velocity inversion using diffractions is instead 

performed using wavefront tomography on the separated diffraction wavefield (Bauer, et al., 2017). 

To do this, an initial velocity model is created, and the data migrated. The model is then iteratively 

updated based on the results of the migration until all hyperbolae are perfectly collapsed (Schwarz, et 

al., 2017).  

This chapter has shown several examples of interpretations on migrated diffraction images. However, 

there is a swathe of interpretation which focusses on pre-migrated diffraction data (Shelander, et al., 

2010). The idea being that diffractions, and thus any structures associated with them, are easier to 

see in their hyperbolic form before migration. These can then be interpreted as to what may have 

caused said diffractions and compared with a migrated image for plausibility. These pre-migrated 

images are also used for analysis to influence the final, migrated result (Sayers, 2000). Pre-migration 

diffraction interpretation is far more common on GPR data and examples are shown in Chapter 4  
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2.5 Conclusions and Future Work 

Pre-migration separation of diffraction energy has been shown here as a powerful and cost-effective 

method for removing reflection energy. Under the assumption that diffractions are hyperbolic on pre-

migrated data, by retaining these hyperbolae, diffractions can be separated from the rest of the 

wavefield. Existing pre-migration separation techniques, such as plane-wave destruction (PWD), work 

well to remove reflection energy and image the underlying diffractions, though suffer from pitfalls 

relevant to each method. For PWD, the main difficulty comes from the need for a continuously variable 

slope. In areas this does not hold true, e.g., in synclines, reflection energy is not removed, which in 

turn leads to large artefacts which can dominate the image post-migration. By adding a simple 

spatially-variable, dip-guided, F-K filter to diffraction data post-PWD filtering, remnant reflection 

energy in the data, and particularly in the synclines, is reduced. This can add important value to the 

data especially where remnant reflection energy may obscure diffractions which has been 

demonstrated here in synthetic tests. An additional pre-migration separation technique, which 

involves a histogram-based analysis based on the theoretical expression of a hyperbola on pre-

migration data, has been tested.  

As all the analytical methods leave a volume which contains diffractions and noise as well as requiring 

additional parameters or inputs, such as a dip field, several machine learning methods were applied 

in an attempt to obtain a cleaner separation at a fraction of the computational cost. Preliminary 

experiments used conventional pattern recognition to test the suitability of image recognition, and by 

proxy machine learning, on identifying diffractions. While pattern recognition worked well it lacked 

the complexity to identify overlapping diffractions and where diffraction and reflection energy 

blended. As such, a simple machine learning classifier, random forests, incorporated into the pattern 

recognition method to help identify these. While this worked reasonably well, overlapping between 

reflection and diffraction energy still caused a large issue for classification. This arose from the overlap 

of energy in the time-space domain, and as such multiple domain transformations were applied to the 

data and fed into a convolutional neural network, allowing for a deeper understanding of the data. 

This picks up overlapping energies and can effectively classify reflections, diffractions, and noise, 

however, requires additional separation to subsequently remove these from the data. As such, a final 

method was conceived which uses a Generative Adversarial Network to replicate pre-migration 

separation results on the data in a fraction of the time of analytical separation and requiring no 

additional parameters or inputs. As this method works directly on the data with no additional inputs, 

it is not privy to the errors which may be present in these inputs. This makes the direct separation 

method more suitable than other analytical methods in complex areas where it may be difficult to 

estimate the dip. Evidence suggests that additional data in this neural network will further improve 
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the separation results. Additionally, cleaner training data also may improve the separation (i.e., by 

using a more efficient analytical method such as coherent subtraction).  

In this chapter, focus was given to pre-migration separation techniques. While these are popular, cost-

effective, and efficient in most scenarios, for accurate imaging a separate migration scheme must be 

used. On top of this, while the separation itself is very cost effective, the fact that these are separated 

pre-migration means that two migrations must be run to obtain a conventional and a diffraction 

image. Migration is one of the most computationally heavy portions of a seismic processing workflow. 

Therefore, to run the same migration scheme twice can end up increasing the overall computational 

cost. Additionally, while only a conventional migration has been used here, there is evidence to 

suggest that a separate migration scheme, such as path-integral imaging, may be more suitable for 

separated diffractions, further increasing processing cost and time. The next chapter focuses on post-

migration separation methods, both analytical and deep learning, and examines the benefits and 

shortcomings of these methods.  
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3 Post-migration Diffraction Separation 
 

During migration, diffractions are collapsed to a point and in this way, they are effectively removed 

from the data. As such, most diffraction imaging techniques focus on separating diffractions pre-

migration. In this chapter, the removal of diffractions post-migration using dip-angle gathers is 

discussed. To create a dip-angle gather, the range of dips of the migration operators for each depth 

point is taken during migration to determine the contributions of energy. Diffractions will appear flat 

as energy is contributed from all dips, whereas reflections will appear concave, with the apex of the 

reflection located at the dip which corresponds to the geological dip of the reflector.  

To remove the reflections, several methods have been proposed. Here, two existing methods are 

discussed: apex destruction and dip multiplication. Due to inherent issues with remnant reflections 

and noise in both methods, a third method has been theorised which aims to remove much of this 

noise. This combined approach involves first applying apex destruction, followed by filtering in the 

Radon slant-stack domain to separate linear events. In this way, more noise and remnant reflections 

are removed than in pure apex destruction. Multiplication of both sides of the dip-angle gather can 

then be applied to highlight point diffractions or conventional stacking to highlight edge diffractions. 

To better remove the diffractions from the noise, a neural network has also been trained to identify 

the diffractions in the migrated image domain. This neural network is highly beneficial as it allows for 

legacy separation, that is diffraction imaging directly on a conventional image with no need for 

additional information. This is also extremely cost-effective creating diffraction images comparable to 

conventional diffraction images in a fraction of the time.  

The uses for these separated dip-angle gathers are then discussed including dip-angle gathers uses in 

velocity analysis and enhancing specular imaging. This shows that diffractions in the dip-angle domain 

can be used to enhance the velocity model, however, are too computationally expensive and 

impractical to be of use in conventional migration schemes. Specular imaging demonstrates the ability 

to use diffractions to enhance specular images by removing these diffractions (and the noise) 

identified using diffraction imaging schemes.  
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3.1 Introduction  

Previous chapters have focused on the location and identification of diffractions on pre-migrated 

seismic data. In pre-migrated data, diffractions appear hyperbolic and form from discontinuities 

(Decker, et al., 2015). When migrated, these diffractions collapse to points (assuming correct velocity) 

in the data domain (Hubral, et al., 1996). As such, the diffractions are effectively ‘lost’ in the data 

domain, hidden behind the much stronger amplitude reflections. Therefore, methods which operate 

in the data domain, such as PWD and coherent subtraction, are impractical post-migration (Fomel, 

2002; Schwarz & Gajewski, 2017). On top of this, as diffractions are more sensitive to velocity 

variations than their reflected counterparts, separate migration techniques are used which are 

velocity-independent such as path-integral imaging (Novais, et al., 2006; Landa, et al., 2006). Post-

migration analysis would remove the need for a separate migration and simplifies the processing flow 

as after separation there is no need for additional processing. However, to image the diffractions a 

post-migration domain must be found in which diffractions and reflections appear distinct to allow for 

their separation (Reshef & Landa, 2009; Klem-Musatov, et al., 2016b). In this chapter, focus is given to 

dip-angle gathers, a post-migration domain, and their role in diffraction separation and imaging.  

In this chapter, first, the dataset used for the dip-angle gather separation throughout the chapter is 

introduced. Following on from this, the theory behind the formation of dip-angle gathers is discussed. 

Issues with dip-angle gathers are then examined before several analytical methods are explored for 

point and edge diffractions. Subsequently, two deep learning methods are analysed to separate 

diffractions and reflections on both dip-angle gathers and on the seismic images themselves. Finally, 

additional uses for diffraction separated dip-angle gathers are scrutinised including their usage in 

velocity analysis as well as their usage in specular imaging. Some of the work from this chapter (Section 

3.4.2) resulted in an extended abstract (Lowney, et al., 2020c). 

3.1.1 Gabon 3-D Data 

Diffraction imaging has been run on a Gabon 3-D dataset, an offshore, deep-marine dataset from 

Northern Gabon (Figure 3.1.1). This data was acquired using BroadSeis technology which uses a 

variable streamer tow with deghosting methods to obtain a broadband wavelet, which has a wider 

frequency range than conventional seismic, for higher-resolution and better penetration (Soubaras, 

et al., 2012). The data was then conventionally processed and migrated with a Q Kirchhoff pre-stack 

depth migration (QPSDM) to create a comparison image for the diffraction images. This migration 

considers attenuation due to absorption and scattering of a propagating seismic wave through the 

addition of a quality factor (Q) to improve the frequency and phase response of the final migrated 

image (Traynin, et al., 2008; Xie, et al., 2010). This can be of particular benefit in imaging below highly 
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attenuating surfaces such as salt and basalt (Maresh, et al., 2006). As the BroadSeis wavelet has a 

sharp wavelet without sidelobes, this also increases the resolution in comparison to conventional 

wavelets (Firth, et al., 2014). On the conventional image, the dataset is characterised by a series of 

large, complex faults emanating from a salt layer into clastic and carbonate layers with smaller faulting 

present throughout the data (Figure 3.1.2). Additionally, salt movement and other basin formation 

processes have formed large anticlinal and synclinal features in the pre-salt sediments. Lastly, there 

are several stratigraphic features, such as pinchouts and truncations which further complicate the 

basin geology. These structural and stratigraphic features in the dataset create many discontinuities 

which make this an ideal dataset for the purposes of diffraction imaging.  

 

Figure 3.1.1 Map of the Gabon 3-D total data area (centre, blue border) with the location with respect to Gabon (inlay) (CGG, 
2015).  
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Figure 3.1.2 Single subline (7965) from the Gabon 3-D dataset (top) and the same subline with major horizons interpreted 
(bottom). These horizons are tied to several wells in the area.    
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The geological history of the basin is divided into three sections: the pre-salt, salt, and post-salt. The 

pre-salt (underneath the pale blue horizon in Figure 3.1.2) is characterised by organic rich shales and 

sandstones, deposited in the Early Cretaceous, which form source rocks for pre-salt gas and oil, with 

some of the sandstones in the pre-salt also being reservoir quality (Ministry of Oil and Hydrocarbons, 

2019). The salt (from base salt (pink) to top salt (light green) in Figure 3.1.2) was then deposited in the 

Aptian and has had significant structural impact in the basin. Salt movement has caused both new 

faulting and reactivation of existing faulting, oriented NW-SE, and NE-SW, as well as creating anticlinal 

features above salt diapirs which controlled the distribution of turbidites (Chen, et al., 2013). The post-

salt (above the top salt in Figure 3.1.2) is distinguished by Middle Cretaceous shallow carbonates and 

Upper Cretaceous clastic deltaic environments which provide both source rocks and reservoirs 

(Tamannai, et al., 2013). There is also some reservoir potential in the limestone and dolomites, with 

evidence of karstification and well control indicating high porosities (Moore & Blanchard, 2017). These 

post-salt Cretaceous deposits have proven plays which have led to significant oil discoveries (Exotix 

Capital, 2019). Finally, the current clastic depositional environment began deposition in the 

Palaeogene which persists to the present day. For the purposes of the project, a small 3-D cube was 

generated for the Gabon 3-D area (Figure 3.1.3). 

 

Figure 3.1.3 The 3-D volume used, which is a portion of the total data area seen in Figure 3.1.1.  
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3.2 Dip-Angle Gather Theory  

The dip-angle gather (DAG) domain is a post-migration domain which involves integration across the 

range of scattering angles during migration for each common-image gather and using these to 

construct a gather, compared to a conventional migration which integrates across all migration dip 

and scattering angles (Reshef & Rueger, 2008; Audebert, et al., 2002) (Figure 3.2.1). Here, a dipping 

reflector with an underlying diffractor is shown, with the migration hyperbolae overlain on the image. 

As the location is migrated, a dip-angle gather is formed from the contribution of energies from each 

migration point. The scattering angle (𝜑) is defined as the angle between the source- and receiver-

side slowness vectors (�̂�𝑆 and �̂�𝑅) whilst the sum of the two is regarded as the migration-dip direction 

(Figure 3.2.2) (Brandsberg-Dahl, et al., 2003). As in a dip-angle gather the integration is only applied 

over the scattering angle, the migration dip angle (𝛼) can be calculated using the following: 

 
𝛼 = cos−1 (

(�̂�𝑆 + �̂� 𝑅) ∙ �̂�

|�̂�𝑆 + �̂�𝑅|
)  

 

Equation 3.2.1 

where �̂� is the vertical unit vector (Arora & Tsvankin, 2018).  

 

Figure 3.2.1 Formation of a dip-angle gather for a reflection (top) and a diffraction (bottom). The image in depth is shown on 
the left while the corresponding DAG is shown on the right. At a given Common-Depth Point (CDP) location (shown by the 
blue arrow) a dip-angle gather can be formed from the migration angles along the event, with reflections forming a concave 
event with the apex of the event at the dip of the reflector, and diffractions forming a flat event (JafarGandomi, et al., 2018).  
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Figure 3.2.2 Definition of slowness vectors from source (red star) to receiver (green triangle). The green arrow represents the 
receiver-side slowness vector (𝑷𝑹) while the red arrow represents the source-side slowness vector (𝑷𝑺). The black arrow 
labelled 𝒏 is the normal to the surface. Here, the migration dip angle (labelled in orange) can be calculated using Equation 
3.2.1  (JafarGandomi, et al., 2018).  

As seen in Figure 3.2.1, at each depth point, migration is the combination of source waves from all 

incidence angles (Audebert, et al., 2002). By determining the angle of scattering of each of these 

source waves, a dip-angle gather can be created. As diffractions are hyperbolic on common-offset data 

in the time-space domain, they exhibit the full range of dips and, therefore, they will form flat events 

on a DAG (provided the correct velocity is used) (Reshef, 2007). Mathematically this can be expressed 

using the equation for a hyperbola: 

 

𝑡(𝑦) =
2√𝑧0

2 + (𝑦 − 𝑥0)2

𝑣
 

 

Equation 3.2.2 

where {𝑥, 𝑧} are the model coordinates, {𝑦, 𝑡} are the data coordinates, and 𝑣 is the velocity (Klokov 

& Fomel, 2012). From the inverse transform of the mapping operator, the image of a diffraction point 

can be calculated as: 

 
𝑧𝛼(𝑥, 𝛼) =

𝑣𝑀 cos 𝛼 [(𝑥 − 𝑥0)𝑣𝑀 sin 𝛼 + 𝐷]

𝑣2 − 𝑣𝑀
2 sin2 𝛼

 

 

Equation 3.2.3 

where 𝐷 = √𝑧0
2(𝑣2 − 𝑣𝑀

2 sin2 𝛼) + (𝑥 − 𝑥0)2𝑣2, 𝑣𝑀 is the migration velocity, and 𝛼 is the migration 

dip angle (Landa, et al., 2008). Provided the dip angle-gather is directly above the diffraction point 

(𝑥 = 𝑥0) and the migration velocity is correct (𝑣𝑀 = 𝑣), the diffraction will be flat at the depth of the 

diffractor (𝑧𝜙(𝑥, 𝜙) = 𝑧0) (Landa, et al., 2008). Reflections, on the other hand, are concave in the DAG 
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domain, with most of their energy coming from the area where the migration dip corresponds with 

the geological dip of the reflection as these are aligned (Reshef & Landa, 2009). Considering a 

reflection: 

 𝑧(𝑥) = 𝑧0 + 𝑥 tan 𝛼0 
 

Equation 3.2.4 

with 𝛼0 being the dip of the reflector, the dip-angle coordinates can be defined as: 

 
𝑧𝛼(𝑥, 𝛼) =

(𝑧0 cos 𝛼0 + 𝑥 sin 𝛼0)𝑣𝑀 cos 𝛼 

𝑣 − 𝑣𝑀 sin 𝛼0 sin 𝛼
 

 

Equation 3.2.5 

which represents a concave event with the apex of the event, provided correct velocity, occurring at 

the dip of the reflector (𝛼0 = 𝛼) (Landa, et al., 2008). Using this method, dip-angle gathers have been 

generated for each Common-Depth Point (CDP) over a small 3-D area of the Gabon dataset. A full 

derivation of these equations is shown in Appendix 7.1.4.  

Diffractions on dip-angle gathers will only appear flat on the CDP directly above where they appear in 

reality (Lin, et al., 2018a). As the CDP moves away from the diffraction point, the diffraction will begin 

to slope either left or right depending on the location of the diffraction (Figure 3.2.3). This can be 

expressed when 𝑥 ≠ 𝑥0 in  

Equation 3.2.3, which will in turn change the coordinates for each 𝑧𝛼, causing the diffraction to slope. 

In 3-D the tails of the diffractions curve when the diffraction is located outside of the subline of the 

dip-angle gather. As migration is intrinsically a 3-D phenomenon, the application of dip-angle gathers 

to 3-D is straightforward. However, due to memory storage issues, only 2-D dip-angle gathers have 

been created in this thesis. The appearance of both reflections and diffractions is shown on field data 

in Figure 3.2.4. The differences in their appearance can be useful in precisely locating diffraction 

features such as faults by identifying on which CDP the diffraction appears flat.  
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Figure 3.2.3 Diffraction appearance with increasing distance from CDP. As the CDP moves further away from the actual 
diffraction location, the diffraction begins to dip as the steeper parts of the migration operator are identified in the dip-angle 
gather (adapted from JafarGandomi, et al., 2018).  

 

Figure 3.2.4 Example dip-angle gather from the Gabon 3-D dataset (right) and the corresponding CDP on the conventional 
PDSM image (left). The reflections are visible as concave events, curving upwards, with the dip of the event corresponding to 
the dip of the reflection. Diffractions, on the other hand, appear linear and are shown by the green arrows, indicating faults 
present on the CDP which map to linear diffractions on the DAG (though here they appear slightly curved in areas due to 
velocity errors). Diffractions which appear on other CDP locations (such as the fault labelled in blue) are dipping linear events 
on the DAG. The DAG here also demonstrates the difficulties in trying to attain a complete separation due to the overlap 
visible between the reflections and diffractions.  
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Another benefit of the diffractions in the dip-angle gather domain is their ability to be used for velocity 

analysis (Fomel, et al., 2007). Where the velocity is too high (𝑣𝑀 > 𝑣), diffractions will appear convex. 

On the other hand, when the migration velocity is too low (𝑣𝑀 < 𝑣), diffractions appear concave, like 

reflections albeit less strongly curved (Figure 3.2.5). As such, by analysing the degree at which the 

diffractions are curved can allow one to determine the degree to which the data has been over- or 

under-migrated. Reflections and diffractions are conventionally separated using plane-wave 

destruction in the dip-angle gather domain to distinguish between diffractions and reflections (Landa, 

et al., 2008). This is discussed further in Section 3.6.  

 

Figure 3.2.5 The effect of velocity errors on diffraction energy (labelled with green arrow) showing how too low velocities 
cause the diffraction to become concave with increasing error whilst with too high velocities, the diffraction begins to become 
convex. On top of this, the velocity errors also cause smearing of the diffraction energy through the DAG making it more 
difficult to locate diffractions where the velocity error is high (with smearing visible in both the 10% positive and negative 
velocity error images).  

By removing the concave events, and enhancing the flat events, diffractions can be imaged and viewed 

independently to the reflections (Decker, et al., 2013; Landa, et al., 2008). Edge diffractions, those at 

the end of reflections (e.g., a fault), appear as both reflections and diffractions within the dip-angle 

gather domain, with a concave portion on the side of the reflection and a flat portion at the break. By 

removing the concave portion of the edge diffraction whilst leaving the flat portion, the reflection 

energy can be removed leaving the diffracted energy. Methods for separating the reflection and 

diffraction energy in this domain are outlined in Section 3.4.  



Applied Diffraction Imaging  3 Post-migration Diffraction Separation  

159 
 

3.3 Issues with Dip-Angle Gathers  

As with other methods, the main issue with dip-angle gathers comes from the separation of the 

diffractions and reflections. While the separation in this domain can be achieved quite cleanly as there 

is less overlap between reflections and diffractions in the dip-angle domain in comparison to other 

domains, due to the nature of reflections and diffractions, there is still some overlap of energy 

between the reflections and diffractions which makes complete separation difficult, if not impossible 

(Zhang, 2004). On top of this, while the amplitudes of the diffraction events are less of an issue in the 

dip-angle domain as the contributions from all angles give a stronger event, these events can still be 

overshadowed by reflections, especially in complex areas where many reflections are present (Landa, 

et al., 2018). Lastly, with regards to the separation, inaccurate velocities can cause issues (Song, et al., 

2019). Many methods designed for separation revolve around the fact that diffractions are flat on dip-

angle gathers (Lin, et al., 2018b; Arora & Tsvankin, 2018). However, as seen in Figure 3.2.5, incorrect 

velocity can introduce curvature into diffractions. This is especially an issue in under-migrated 

diffractions as these become concave, appearing like reflections at large velocity errors. This can cause 

them to be removed in methods which identify either the concave reflections or the flat diffractions. 

As such, an accurate velocity model is imperative to precisely separate diffractions and reflections in 

the dip-angle gather domain.  

On top of this, the generation of the dip-angle gathers themselves can cause problems. Firstly, as a 

DAG is generated for each common depth point (CDP) they are expensive in terms of memory to store, 

which can be an issue when memory is scarce or when using a large seismic volume. The extent at 

which the memory is increased can be calculated as: 

 𝑀(𝑧, 𝑥) = 𝑛𝑠𝛼𝑛𝑃(𝑧, 𝑥) Equation 3.3.1 

where 𝑀(𝑧, 𝑥) is the memory required for each trace, 𝑛𝑠 is the lateral sampling, 𝛼𝑛 is the output dip 

limit, and 𝑃(𝑧, 𝑥) is the memory needed for the original trace. The data used here contains 2206 traces 

per line and 499 total lines, constituting 8.3 GB in a conventional migration. For dip-angle gathers, 

here the full dip range (-90°–90°) has been taken with a lateral sampling of 2 resulting in an output 

volume approximately ninety times larger than the conventional migration at 756.96 GB. This also 

limits dip-angle gathers usage here to 2-D dip-angle gathers as 3-D gathers require too much memory 

to store for any suitably large volume.  

In addition, the calculation requires a travel-time for each point for the migration. As calculating the 

travel-time for every point is unfeasible, this travel-time is calculated on a coarser grid and 

interpolated to the required point (Liu, et al., 2019). However, this can cause large issues with the dip-
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angle gather calculation as these interpolated points can be skewed from the real travel-time, thus 

causing a shift in the dip-angle gathers and making the horizons show an erroneous dip. This large 

error can also cause mirroring of the dips as the dip for the horizon is mapped to both the positive and 

negative dip (based upon the azimuth of the migration operator) making reflections difficult to 

remove. Mirroring of the dips can also be caused by an incorrect azimuth representation (Figure 3.3.1). 

As the azimuth controls the negative and positive assignment of the dip, where the central azimuth is 

defined along dip, the dip can be mapped to both the positive and negative side of the DAG 

simultaneously, causing mirroring. When the central azimuth is defined as perpendicular to the main 

dip direction, this issue can be effectively nullified as the dips are then mapped correctly.  

 

Figure 3.3.1 Mirroring dip issue caused by incorrect mapping of dips when the azimuth is input incorrectly. As the azimuth 
becomes more in-line with the main dip direction (towards -90/90) the dips coalesce into a single reflection event at the 
correct dip.  
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3.4 Analytical Methods for Dip-Angle Gather Separation  

This subchapter contains a review of various analytical techniques for imaging diffractions. Firstly, 

methods which favour imaging point diffraction are considered including traditional multiplication and 

a novel method which involves separating using apex destruction and Radon slant-stack filtering 

followed by a multiplication of the positive and negative dips together. Methods which are bias to 

edge diffractions are then explored. Firstly, apex destruction is considered, followed on by plane-wave 

destruction, a pre-migration technique which has been generated here for comparative purposes and 

is further described in Chapter 2.2.1. Finally, a combination of pre-migration and post-migration 

separation techniques have been discussed which involves plane-wave destruction, apex destruction, 

and Radon slant-stack filtering.  

3.4.1 Point Diffraction Methods  

Imaging of diffractions in dip-angle gathers is generally divided into those that help image point 

diffractions (which on DAG appear as a flat event across all angles) and those which help image edge 

diffractions (which appear as flat events but do not cover all angles). In this subsection, focus is given 

to analytical point diffraction methods.  

Multiplication 

There are many proposed methods for separation in the DAG domain including plane-wave 

destruction, hybrid Radon transform, and apex destruction (Landa, et al., 2008; Klokov & Fomel, 2012; 

Klokov, et al., 2010a). Schematics for the methods used in this chapter are shown in Figure 3.4.1. One 

current method for identifying point diffractions involves first separating the gathers into positive and 

negative dips and multiplying the two sides together (Zhang, et al., 2019). As diffractions are flat and 

appear on both sides of the gather at the same depth, these will multiply together, enhancing the 

diffractions. Dipping reflections will only appear on one side of the gather (either positive or negative 

dependent on the reflection dip) and therefore will be removed when the two sides of the dip-angle 

gather are multiplied together (Figure 3.4.2). An issue here, however, comes from the zero and gently 

dipping reflections. As these reflection apexes will be on the zero dips, energy will appear on both the 

positive and negative side of the dip-angle gather. Therefore, when the two sides are multiplied this 

energy will also be multiplied and thus remnant reflections here will remain. To alleviate this issue a 

dip-filter is applied on the low dips after multiplication to remove these remnant reflections and create 

a diffraction image (Figure 3.4.3). Whilst this effectively removes these remnant reflections, some of 

the diffraction energy is also removed which correlates to the low dips. Also, the method is highly 

sensitive to velocity issues, with over- and under-migrated diffractions no longer appearing linear and 

thus not multiplying together fully, instead losing energy or being nullified completely.  
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Figure 3.4.1 Schematic workflow diagram for the methods used here. Here, four images have been created using different 
methods (multiplication image, apex destruction image, apex destroyed Radon slant-stack multiplication image, apex 
destroyed Radon slant-stack image). An additional method which applied plane-wave destruction before generated the dip-
angle gathers has also been applied.  
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Figure 3.4.2 A dip-angle gather divided into the positive (left side) and negative dips (right side) showing how reflection and 
diffraction energy correspond across the positive and negative dips. Steeply dipping reflections (shown with a red arrow) only 
appear on one side of the DAG (dependent on their dip) and thus will multiply out whereas more gently dipping and zero 
dipping reflections (shown with a light blue arrow) will appear on both sides and as such will still be present after 
multiplication. Flat diffractions (green arrow) appear on both sides of the DAG and are thus multiplied together. The 
multiplied DAG is shown on the left with the diffraction energy (green arrows) enhanced while there is some remnant 
reflection energy (light blue arrow) which also remains in the low dips.   
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Figure 3.4.3 A section of the Gabon 3-D dataset created using a conventional Kirchhoff Q-migration (top) and the 
corresponding diffraction image created from the multiplication method. Note the reflection energy is mostly removed and 
the diffractions imaged, however, the energy is relatively smeared from the dip-filtering.  
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Apex destruction, Radon slant-stack filtering, and multiplication  

To improve the separation, apex destruction followed by filtering in the tau-p (Radon slant-stack) 

domain is applied to the data to remove the flat diffractions and finally multiplication of the two sides 

of the DAG (positive and negative) as seen prior, a method similar to the one outlined in Klokov et al. 

(2010) however, with additional steps which aim to improve the image (Lowney, et al., 2020c). The 

Radon slant-stack domain is a way of mapping data by the ray parameter (p), measured as the slope 

of the gather, and the intercept time (τ) (Diebold & Stoffa, 1981). As reflections in the dip-angle gather 

domain are concave, they have flat portions at the base of each reflection event. Therefore, one 

cannot simply separate the flat portions of the data in the dip-angle gather domain to obtain a 

diffraction volume as the flat portions of the reflection are also separated. As such, the flat portions 

of the reflections must first be removed from the dip-angle gathers. This is done using a specular dip-

guided method known as apex destruction (Decker, et al., 2013). Firstly, the dip for the conventional 

3-D volume can be calculated, which here is calculated using the plane-wave destruction method as 

described in Chapter 2.2.1 (Figure 3.4.4). As this is post-migration, the diffractions have been collapsed 

to points (assuming correct velocity) and therefore this dip volume correlates with the reflections only. 

Because the apex of the reflections on dip-angle gathers correlates with the dip of the reflection event, 

the calculated dip can be used as a guide for a filter to remove the apex of each reflection event 

centred on said dip (Figure 3.4.5). This energy can then be removed from the final volume. However, 

as the diffraction image is created using the dip volume it suffers from the inherent issues with 

calculating the dip, such as incorrect velocities skewing the dip, which may lead to reflection energy 

which is not removed due to incorrect dip assumption as well as difficulties identifying steep dips 

(Marfurt, 2006). While the conventional apex destruction method stacks the output dip-angle gathers 

from apex destruction to create the diffraction image, and indeed this is studied later in this chapter, 

there are still large amounts of reflection energy from the concave tails of the reflections as well as 

noise. While a lot of this energy is effectively nullified during stacking, some remains and as such, here 

further filtering has been applied in the Radon slant-stack domain.  
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Figure 3.4.4 Example subline for the dip field calculated using plane-wave destruction for the Gabon 3-D dataset. The black 
line shows the DAG used for Figure 3.4.5. 

 

Figure 3.4.5 Example input DAG from Gabon 3-D dataset (left), the flat energy to be removed through a dip-guided filter 
(middle), and the flat reflection energy removed from the input (right). The dip-filter here is a Gaussian filter weighted around 
the mean dip at each depth point, the filter is guided by the local dip of the image. This prevents the flat portions of the 
reflection from being picked up as linear events in the Radon slant-stack domain.  
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Previous literature suggested filtering in the radon domain to remove flat energy from dip-angle 

gathers (Klokov & Fomel, 2012) however, this suffered from the remnant reflection energy where the 

reflections energy appears flat on the DAG. An apex destruction method followed by filtering in the 

hybrid Radon transform domain was also proposed however, this left many strong, remnant reflection 

events (Klokov, et al., 2010b). Instead, we utilise the Radon slant-stack domain, a variant of the Radon 

transform. In the Radon slant-stack domain, due to their concave nature, reflections map to dipping 

linear events, with the dip related to the degree of concavity they exhibit (Stoffa, 1989). Diffractions, 

on the other hand, are linear on dip-angle gathers and thus map to points in Radon slant-stack space 

as the slope and intercept are consistent across the gather (Figure 3.4.6). The horizontal linear ‘tails’ 

around each point for diffractions are artefacts caused by wavefield truncation in the input domain 

and the transform parameters. In this thesis, the positive and negative sides of the dip-angle gathers 

have been processed separately to simplify the Radon slant-stack transform and thus aid the 

separation. To separate the reflections from the diffractions, a 2D Fourier transform is applied to the 

Radon slant-stack data (Figure 3.4.7). As the diffractions are points, they appear on the 2D Fourier 

transform as horizontal linear events across the range of the spectrum. A filter is applied to remove 

energy which does not map along the low wavenumbers. As diffractions are points in Radon space, 

they map across the entire Fourier spectrum, by filtering out all but the low wavenumbers the 

diffractions lose some energy but are otherwise unaffected. The dipping reflections, however, are 

removed as they map largely to the higher wavenumbers due to their dip. However, it is important to 

note that as all the energy originates from the zero wavenumber, there is still reflection energy 

present through this method. This remnant reflection energy will appear as points in Radon space 

when an inverse 2D Fourier transform is applied, as such this filtering has the effect of laterally 

smoothing the DAG when the inverse Radon transform is applied as these points will map to linear 

events on the DAG. However, the smoothing means this reflection energy no longer stacks on the 

DAG. As the diffractions are flat on the DAG already, by linearly smoothing them they remain flat and 

thus still stack. As the velocity model is imperfect, some leniency is given to this filtering to avoid 

removing slightly curved diffractions which have been migrated with an incorrect velocity, at the 

expense of leaving more remnant reflection energy. This leaves a final DAG which highlights the 

diffractions, with little reflection energy present (Figure 3.4.8). These diffraction DAGs can be stacked 

to create a diffraction image (Klokov, et al., 2010a), however, due to the reflection energy and noise 

still present, as well as to make it directly comparable to the previous method, here the DAGs have 

had the positive and negative sides multiplied by one another to create the final diffraction image 

(Figure 3.4.9). While the final multiplication is sensitive to velocity, it can effectively remove any 
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remnant reflection energy and enhance diffractions above the point of the noise, which can aid in 

areas where the two are of comparable intensity.  

 

Figure 3.4.6 Positive dips from a single DAG from the Gabon 3-D dataset (left) and the corresponding Radon slant-stack 
transform (right). The linear diffractions map to points with horizontal ‘tails’ (green arrows) in Radon slant-stack while the 
concave reflections (red arrows) form points with dipping linear tails.  
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Figure 3.4.7 2D Fourier transform of the Radon slant-stack domain shown in Figure 3.4.6. The reflection events are the 
prominent dipping events seen throughout the data while the diffractions are low amplitudes which map around the zero 
wavenumber.   
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Figure 3.4.8 Input DAG from Gabon 3-D and the removed diffractions after flat specular removal and filtering in the Radon 
slant-stack domain. Note, as each side (positive and negative dips) have been processed separately there is some discontinuity 
between the two sides however, this has little effect on the final image. The diffractions here have been plotted with a higher 
gain to highlight these areas.  
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Figure 3.4.9 A section of the Gabon 3-D dataset created using a conventional Kirchhoff Q-migration (top) and the 
corresponding diffraction image created from the apex destroyed, Radon slant-stack filtered method. Note there is still some 
remnant reflection energy on the right of the image (red arrow), however, the diffractions appear sharper in comparison to 
the previous diffraction image from Figure 3.4.3. Also, the faults in the topmost section (green arrow) are present here 
however, are lower amplitude than in the multiplication method and thus are difficult to see.  
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Method comparisons   

The two methods, multiplication and Radon slant-stack filtering are then compared. Here, small 

sections of the data have been taken to highlight certain features of the data (Figure 3.4.10, Figure 

3.4.11). When comparing the two methods, the apex destroyed Radon slant-stack method performs 

better in the task of imaging the point diffractions with sharper diffraction points and less smeared 

energy. However, there are some areas where the apex destroyed Radon slant-stack method 

struggles, such as complex fault zones where the diffraction energy from separate faults may blend, 

preventing proper delineation of the faults.   

 

Figure 3.4.10 Conventionally migrated Gabon 3-D image showing the 3 chosen locations for closer analysis.  
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Figure 3.4.11 The three close-ups shown in Figure 3.4.10 showing the conventional image (top), the multiplication method 
(middle), and the apex destroyed, Radon slant-stack filtered image (bottom). Green and red arrows highlight areas of interest 
with green arrows showing where there is an improvement in the apex destroyed, Radon slant-stack filtered images and red 
arrows showing where there is a decline (i.e., the image is better in the multiplication image). As shown here, the apex 
destroyed, Radon slant-stack filtered image shows more continuous and cleaner diffraction points, with less remnant 
reflections. However, some areas show weak diffractions where energy is lost.  

A possible improvement to the method may be to use an apex-shifted radon transform as opposed to 

a Radon slant-stack transform. To achieve this, an extension is made to the conventional hyperbolic 

radon transform which allows for the separation of hyperbolic events if there is difference in the 

curvature of the hyperbolic events (Thorson & Claerbout, 1985; Hampson, 1987).  However, standard 

hyperbolic radon transforms are unable to focus shifted events including diffraction multiples (Ver 

West, 2002). Therefore, to better remove these events an apex-shifted radon transform is proposed 

which can collapse all hyperbolic events into small areas in the radon domain (Trad, 2015). As the 

reflection events in a dip-angle gather have different degrees of concavity, these will map to different 

areas dependent on the curvature of the event. As diffraction energy will still appear linear, by filtering 
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the areas which reflections map to and removing any non-linear energy, most reflections and noise 

should be destroyed, leaving a volume with mostly diffraction energy.  

An attempt was also made to improve the image by combining the two methods. First, the two 

diffraction images were normalised, and the two images multiplied together. In this way, where the 

images match will be enhanced and where the images do not match will be diminished. As the images 

should correlate where there are diffraction points and will not correlate where there is noise, this 

theoretically can create a cleaner diffraction image. However, while the image is cleaner in practice, 

there are areas of noise which are also present in both images and thus get enhanced as well as 

diffraction points which are only present in one of the images and as such are removed. To alleviate 

these issues, a weighted mean can be calculated, with the weight proportional to the better-defined 

pixel of each image. The problem with this method is deciding between the two images on which is 

the better-defined pixel for each image as there are areas in which each method outperforms the 

other.   

3.4.2 Edge Diffraction Methods  

Following the application of analytical methods for imaging point diffractions, focus was then given to 

edge diffractions. These have unique properties on a dip-angle gather in comparison to the point 

diffractions and thus require separate separation and imaging techniques.   

Apex destruction vs. Radon slant-stack filtering   

While the multiplication methods perform well in identifying point diffractions, they can have 

difficulties in identifying edge diffractions as these sometimes only appear on one half of a dip-angle 

gather due to illumination. Therefore, by multiplying the two sides, some of these edge diffractions 

may also be removed. As such, a conventional stack of the apex destroyed data and the further Radon 

slant-stack filtered data have been created for comparison (Figure 3.4.12). The faults cause strong 

diffractions and are more visible in the diffraction images, especially in the apex destroyed image, 

increasing the interpretability of these images. Also, as the filtering is done dependent on the dip field, 

and the faults are counter to the dip field, there is reflection energy left in the faults which enhances 

their amplitudes. While not strictly a diffraction image, this is beneficial from an interpretation 

perspective and thus these remnant fault reflections are kept. However, these edge diffraction images 

also contain far more remnant reflections and noise than their multiplied counterparts. While the 

further Radon slant-stack filtering can remove remnant reflections in the image, better highlighting 

some edge diffractions where strong reflections were present, in general the filtering removes 

diffraction energy also, weakening these diffractions and making the conventional apex destroyed 

images more favourable in this regard.  
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Figure 3.4.12 Conventional image (top), apex destroyed image (middle), further Radon slant-stack filtered image (bottom). 
While the further Radon slant-stack filtered image has less remnant reflections and better images some of the diffractions 
(green arrows), the apex destroyed image has far clearer faults due to the stronger energy, as some diffraction energy is also 
lost through the further Radon slant-stack filtering (red arrows).  
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Plane-wave destruction  

The post-migration methods have also been compared to a variant of plane-wave destruction; a pre-

migration method outlined in Chapter 2. Here, the dips have been calculated using the plane-wave 

destruction algorithm, however, filtering has been performed using a root mean square (RMS) 

weighted stack filter along the dips, which helps alleviate the conflicting dip issue seen in conventional 

plane-wave destruction (Figure 3.4.13). This filter takes the samples within each defined operator, 

stacks these samples, and then scales the samples by the ratio of the pre- and post-stacked RMS 

values. In this way, reflections can be removed or reduced, however, some diffraction energy is also 

lost. To limit the loss of diffraction energy, smoothing is applied on the dip field so as only the main 

structure directions of the reflections are filtered. On top of this, the dip filtering is limited to ±2m/ms 

so as the steeply dipping portions of the diffractions are protected, however, steeply dipping 

reflections are also preserved. In addition, flat portions of diffraction hyperbolae are still removed, as 

well as reflections which form synclines as these also appear hyperbolic on pre-migrated data. Despite 

these downfalls, the plane-wave destruction method creates a relatively clean diffraction image, albeit 

with some remnant reflections (Figure 3.4.14).  
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Figure 3.4.13 The conventional Gabon 3-D pre-migrated data (top) and the plane-wave destroyed pre-migrated data 
(bottom). Due to the complexity of the data, there are still some remnant reflections present, however, most of the energy 
has been removed or attenuated to the point which the diffractions can be imaged.  
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Figure 3.4.14 Section from the migrated conventional Gabon 3-D image (top) and the corresponding PWD image (bottom). 
Note how most of the reflection energy is suppressed however, there is still remnant energy, especially in the steeper 
reflections (red arrow). These images are plotted to the same amplitude scale. 
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Combined pre- and post-migration separation 

Due to the complexity of this dataset, the optimal separation may involve using both pre-migration 

and post-migration separation techniques to remove as much of the reflection energy as possible 

before migration while retaining the diffractions, followed by filtering on dip-angle gathers post-

migration to remove any remnant reflection energy. An apex destruction image in this area has also 

been created for comparison (Figure 3.4.15). This has been tested here by first applying pre-migration 

plane-wave destruction, followed by a QPSDM migration to generate dip-angle gathers, and finally 

applying the apex destruction method explained previously (Figure 3.4.16). This effectively removes 

many of the remnant reflections form the plane-wave destruction variant method applied previously, 

providing a cleaner diffraction image. This image can be further enhanced by applying Radon slant-

stack filtering as described previously, however, as here the interest is in edge diffractions from the 

faults, and most of the reflection energy is already suppressed from the initial plane-wave destruction 

filtering, no multiplication is applied (Figure 3.4.17). This effectively removes some of the migration 

noise, with slight though noticeable improvements after Radon slant-stack filtering. The additional 

Radon slant-stack filtering also has the benefit of enhancing the diffraction energy as seen from Figure 

3.4.17 where the two images are plotted at the same amplitude scale. This is due to the Radon slant-

stack filtering which spreads energy back across the section, which was removed during apex 

destruction, effectively enhancing this energy on the stack.  
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Figure 3.4.15 Conventional image (top) and the corresponding apex destruction image (bottom). While this has broadband 
energy and removes much of the reflections, there are still a few remnant reflections visible which can hinder the final image.  
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Figure 3.4.16 PWD image of Gabon 3-D (top) and the same image after apex destruction (bottom). This has effectively 
removed many of the remnant reflections though some of the steepest reflections are still present albeit suppressed. These 
images are plotted to the same amplitude scale. 
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Figure 3.4.17 PWD apex destroyed image (top) and the same image after Radon slant-stack filtering (bottom). This removes 
some of the noise in the image while retaining much of the diffraction energy creating a cleaner image however, the steeper 
dips are enhanced through this filtering in comparison to the apex destruction only method. These images are plotted to the 
same amplitude scale. 
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Depth slices of each of the data at 3km have been taken and compared with the conventional edge 

diffraction method, apex destruction (Figure 3.4.18). As seen here, the PWD followed by apex 

destruction provides the cleanest image with the sharpest diffraction energy and much lower 

reflection energy than PWD on its own. Closer analysis of sections on the depth slice show clearer 

images for both faults (Figure 3.4.19) and what appear to be vugs in a carbonate mound which are not 

visible in the reflection image (Figure 3.4.20) for the PWD followed by apex destruction and Radon 

slant-stack filtering images in comparison to apex destruction or PWD on their own. These have been 

interpreted as vugs both due to their appearance on a carbonate mound as well as their circular 

nature, appearing like vugs seen in previous literature (Decker, et al., 2015). Alternatively, these could 

be fractures in the carbonate, however, they appear more circular in comparison to linear fractures 

seen elsewhere in the data and as such have been classified as vugs. As each of the methods has 

downfalls and leaves remnant reflection energy, by combining these methods these weaknesses can 

be effectively negated as the methods work together to remove the reflections whilst preserving 

diffraction energy. While plane-wave destruction combined with apex destruction and Radon slant-

stack filtering provides the cleanest image in terms of the reduction of reflection energy, the apex 

destruction image on its own has been judged independently as the most interpretable, despite the 

remnant reflection energy. This has been determined as the most interpretable as interpretation of 

faults is often done on depth-slices, which appear better in the apex destruction image. Also, there is 

more broadband energy in the faults in the apex destroyed only image. As reflection energy also exists 

in the faults, by imaging solely the diffractions, this reflection energy in the faults is removed which, 

in turn, reduces the interpretability of the faults in the plane-wave destruction images. The 

interpreters found the remnant reflection energy easy to ignore, and indeed sometimes beneficial as 

they provided context, if it had been reduced to a sufficient degree to highlight the underlying 

diffractions. It is also important to note that while on this dataset, PWD followed by apex destruction 

and Radon slant-stack filtering worked best, this dataset has complex geology. On datasets with 

simpler geology, it is easier to separate diffractions and reflections and thus additional filtering may 

be unnecessary in these cases. The large amounts of remnant reflection energy in both methods is 

also a result of the complex geologies seen in this dataset, and on simpler geologies these remnant 

reflections are reduced. A table weighing the pros and cons of each method is shown in Table 3.4.1.  
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Figure 3.4.18 Full depth-slices at 3km for the entire 3-D range for the conventional image (a), apex destroyed image (b), PWD 
image (c), PWD followed by apex destruction image (d), and PWD followed by apex destruction and further Radon slant-stack 
filtering image (e). Note the reduction in reflection energy with each additional filtering step. While filtering also removes 
some of the diffraction energy this is minimal. All images are plotted to the same scale. The yellow and pink boxes are faults 
and fractures shown in closer detail in Figure 3.4.19 and Figure 3.4.20 respectively. Large-scale versions of these images are 
in Appendix 7.1.5.   
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Figure 3.4.19 Close-up of faults seen in Figure 3.4.18 for the conventional image (a), apex destroyed image (b), PWD image 
(c), PWD followed by apex destruction image (d), and PWD followed by apex destruction and further Radon slant-stack 
filtering image (e). Note the reduction in reflection energy from (a)-(e) which allows the faults to become more visible and 
interpretable, culminating in image (e) which shows the cleanest faults. Whilst (e) is the cleanest of reflection energy, (b) is 
the most interpretable. Despite this, it depends on the usage of the image, when overlaying the reflection image with a 
diffraction image (as one would with coherency) the cleanest image is the most useful, the cleaner images can also highlight 
information hidden behind remnant reflection energy in the most interpretable image.   
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Figure 3.4.20 Close-up of possible vugs seen in Figure 3.4.18 for the conventional image (a), apex destroyed image (b), PWD 
image (c), PWD followed by apex destruction image (d), and PWD followed by apex destruction and further Radon slant-stack 
filtering image (e). Note the reduction in reflection energy from (a)-(e) which allows the vugs to become more visible and 
interpretable, culminating in image (e) which shows the cleanest image of the vugs, although some remnant reflection energy 
remains to the left of the mound. Some of these vugs are invisible on the conventional image. Whilst (e) is the cleanest of 
reflection energy, (b) is the most interpretable, with more broadband energy in comparison.  

 

Table 3.4.1 Table showing the pros and cons of each of the analytical methods (both point diffraction and edge diffraction 
methods) used.  

Method Pros Cons 

Point 

Diffraction 

Multiplication Removes most of the 

reflection energy.  

High amplitudes in final image 

allows for easy interpretation 

of weak diffractions.  

Can smear diffraction energy. 

More noise present than other 

method.   

Apex Destruction, 

Radon slant-stack 

Removes most reflection 

energy.  

Weak amplitudes can hinder 

interpretation of some 

diffractions.  
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filtering & 

multiplication 

Diffraction points are sharp 

and well imaged.  

Edge 

Diffraction 

PWD Works directly in data domain 

so is relatively cheap.  

Gives a good result with much 

of the reflection energy 

attenuated.  

Struggles with conflicting dips 

(i.e., synclines).  

Areas where diffractions and 

reflections overlap may be 

removed. 

Can struggle with steep dips. 

Final image is relatively noisy.  

Apex Destruction More broadband energy than 

other methods.  

Deemed most interpretable.  

Retains the most diffraction 

energy.  

Applied in the dip-angle 

domain which is 

computationally expensive.   

Depends on the quality of the 

dip field. 

Has the most remnant 

reflection energy.   

PWD & Apex 

Destruction 

Contains little remnant 

reflection energy.  

High ratio of diffraction 

energy to noise.  

Still contains some migration 

noise.  

Further filtering can reduce 

the amplitude of the 

diffractions.  

PWD, Apex 

Destruction & 

Radon slant-stack 

filtering 

Has little remnant reflection 

energy.  

Has the highest ratio of 

diffraction energy to noise.  

Amplitude of diffractions are 

enhanced through Radon 

slant-stack filtering.    

The most expensive method.  

In simpler geological cases 

may not provide much uptake.  
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To test the benefits of diffraction imaging, the new combination of pre-migration and post-migration 

separation methods was tested against coherency, a common discontinuity identification technique 

(Figure 3.5.21, Figure 3.5.22). Coherency measures how similar the waveform is from trace-to-trace 

and uses this information to locate faults and other structural discontinuities as these will cause 

disruptions in a reflector and thus reduce the trace-to-trace similarity (Chopra & Marfurt, 2007). The 

coherency volume used here was generated externally, independent of this project using InsightEarth 

software. Here, while coherency does a good job of identifying faults, some of the minor faults or 

complex fault zones are misidentified, and even some major faults are missing on the coherency 

image. Also, diffraction imaging is more beneficial on small-scale discontinuities outside of faults such 

as the vugs seen in the data which are not identified in the coherency image. On the other hand, there 

are some areas where the energy is too weak on the diffraction image to accurately identify the faults 

and in this regard whilst in the coherency image these faults are visible. Overall, both the diffraction 

and coherency images offer additional and complementary information about the seismic data which 

can be used to locate and de-risk prospects and thus both are beneficial to be generated for a given 

dataset.  
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Figure 3.4.21 Conventional image (top), diffraction image overlaid on conventional seismic (middle), and coherency image 
(bottom). The boxes show areas chosen for further analysis in Figure 3.4.22. 
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Figure 3.4.22 Close-ups from Figure 3.4.21 showing the conventional image (top row), conventional image overlain with 
diffraction image created using plane-wave destruction followed by apex destruction and Radon slant-stack filtering (middle 
row), and the conventional image with coherency attribute (bottom row). As seen here, the coherency can fail to find faults 
which are misaligned with the general dip direction, such as those which emanate from the top of the salt body on the far-
left column of images. Also, complex fault zones may be misidentified such as that seen in the middle. Coherency does aid in 
fault interpretation where the energy may be weak on the diffraction image (right column) although the strongest fault in 
this image has been failed to be identified in the coherency volume.  
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3.5 Post-migration Machine Learning Methods   

This subchapter focusses on methods for separating diffractions from reflections in post-migrated 

domains using machine learning. Firstly, the neural network architectures used, ResNet and U-Net, 

are explored. In this subchapter, two post-migration domains have been studied for separation: dip-

angle gathers and migrated seismic images. Separation on dip-angle gathers using machine learning is 

considered first. Following on from this, deep learning to recreate both the apex destruction image as 

well as the combination pre- and post-migration separation technique (plane-wave destruction 

followed by apex destruction and Radon slant-stack filtering) directly using the migrated seismic image 

is studied. This novel method of separation using deep learning allows seismic diffraction imaging to 

be applied directly on conventional seismic images. 

As with all diffraction imaging techniques, the methods analysed in Section 3.4 focus on separating 

the reflections from the diffractions. However, by removing the reflections a volume is created which 

contains both diffractions and noise. This noise can be reduced through filtering as in the Radon slant-

stack filtered examples; however, complete removal of the noise is difficult to achieve analytically. As 

such, machine learning was suggested to separate the diffractions from the reflections and the noise. 

Like previous methods in this thesis, both machine learning (see Chapter 2.3) and analytical (see 

Chapter 2.2), the issues come from the low amplitudes of diffractions and the blending of diffraction 

and reflection energy. Unlike the previous machine learning method, however, in the dip-angle 

domain it is reflections which are concave whilst the diffractions are linear. As such, a new machine 

learning classifier has been trained to separate in this domain. As the dip-angle gather domain is 

created for each CDP and is a post-migration domain, by separating in this domain, more continuous 

diffraction energy can be located and the issues with migration seen in the previous machine learning 

method can be overcome. Previous literature for separation using neural networks uses principal 

component analysis on dip/azimuth gathers as opposed to pure dip-angle gathers (Serfaty, et al., 

2018). These gathers have not only the dip information, but also the azimuthal information, which 

allows for diffractions to be differentiated as edge diffractions will show a preferred orientation (in-

line with the structure which produced them) whereas point diffractions will show the full range of 

azimuths (Yelin, et al., 2016). Here, we focus on getting the best results from the dip-angle gathers 

due to the small computational cost and the applicability of the technique on legacy and migrated 

data. This increases the computational cost of running the machine learning and as such, reduces the 

impact of one of the key advantages of machine learning, the potential speed-up as well as removing 

the advantage of being able to apply machine learning directly to migrated and legacy data.   
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3.5.1 Neural Network Architectures 

For the machine learning classifier, two popular convolutional neural networks have been used, 

ResNet and U-Net (He, et al., 2015; Ronneberger, et al., 2015). A ResNet, or residual neural network, 

is a type of artificial neural network which allows for skip connections over certain layers (Figure 3.5.1) 

(Drozdzal, et al., 2016). In this way, the issue of vanishing gradients can be overcome (Wu, et al., 

2019a). This is where the weight on each layer of a neural network is updated proportionally to the 

partial derivative of the error function for the current weight (Hochreiter, 1998). In this way, the 

gradient can become so small that it effectively prevents the weight from being updated (Hochreiter, 

et al., 2001). ResNet architectures overcome this issue as the activation weights from previous layers 

are used until the following layer learns its weights (Zhou, et al., 2017). These networks ultimately aim 

to mimic how a pyramidal cell in the cerebral cortex behaves (Ahmed, et al., 2018). ResNet is a useful 

neural network for identifying general patterns in the data and as it does not require images of the 

same size, making it useful for cross-data application. This was used initially due to the ease and speed 

of training of a ResNet due to the smaller and less complex network architecture.  

 

Figure 3.5.1 ResNet architecture showing the 3 layers used each with 64 nodes, skip connections between the first and third 
layer are possible preventing the vanishing gradient problem.  

The U-Net, so-called for its U-shaped architecture, is an artificial neural network which is designed to 

be fully convolutional (Li, et al., 2018). Most neural networks are designed to be contracting, with the 

number of nodes in each successive layer decreasing, allowing for reduction of the spatial information 

while increasing the feature information, and essentially reducing an image into key features (Basheer 

& Hajmeer, 2000). After the conventional contracting seen in other network architectures, the U-Net 

then has an expansive path which combines both the feature and spatial information which gives a 

more precise output than networks with just a contracting layer (Figure 3.5.2) (Lian, et al., 2018). This 

architecture allows the U-Net to map features of the image which can then be used to recreate the 

image (Sankesara, 2019). In this way, the U-Net can learn features of an image or dataset and apply 

these same features to new images. The U-Net creates deeper models than the ResNet however, it 

requires images of the exact same size and can introduce bias easier than the ResNet if only trained 

on a single dataset. Here, the U-Net was used for deeper learning when the ResNet began to fail with 

increasingly complex data. The pros and cons of the two methods are shown in Table 3.5.1. 
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Figure 3.5.2 U-Net architecture used for this study. While only 1 channel has been used originally, multiple channels are 
possible, and some later examples use multiple channels. Here, an architecture with 7 layers is used with 32, 48, 72, 108, 162, 
243, and 486 nodes per layer, respectively. There is then a contracting followed by an expanding path. Due to the way the 
neural network is organised, each image must be the same size (2206x2001). As the layers increase, the number of features 
is reduced but the model gets deeper, represented by the blue rectangles shown here.  

 

Table 3.5.1 Pros and cons of the two architectures used. While U-Net has more cons however, the deeper understanding 
outweighs these cons as it creates far better results than the ResNet architectures in this study.  

Architecture Pros Cons 

ResNet Low number of layers means 

training is faster.  

More general models are better for 

cross-data application. 

Less bias introduced due to more 

general models.   

Models are more general which do 

not give as detailed features. 

U-Net Creates deeper models with more 

detailed features.   

Training is slow due to large and 

complicated layer architecture. 

Requires images of the same size. 

Deeper learning introduces bias 

easier. 

 

  



3 Post-migration Diffraction Separation  Applied Diffraction Imaging 

 

196 
 

To speed up the training, the Adam optimisation algorithm has been used (Kingma & Ba, 2014). The 

Adam optimiser is a well-established optimisation method in machine learning which regularly 

outperforms other optimisers in comparative tests (Patacchiola & Cangelosi, 2017; Walia, 2017; 

Khandelwal, 2019), hence why it was chosen for this study. Adam is an adaptive stochastic gradient 

method, one which does not have a fixed learning rate (the rate at which weights are updated when 

training) (Kingma & Ba, 2014). Instead, the learning rate is modified as the learning progresses (Luo, 

et al., 2018). The Adam optimiser achieves this by changing the learning rate based off both the mean 

and the average of the variance of the predicted images (Arcos-García, et al., 2018). As such, this can 

dramatically speed up the training of a neural network as a larger learning rate can be used initially 

which then decreases, as opposed to beginning with a small learning rate (van den Oord & Vinyals, 

2017). Choosing the optimal learning rate is a key process as too small a learning rate slows learning 

and may get stuck in a local minima, whereas too large a learning rate can overshoot the minima and 

can fail to converge (Zulkifli, 2018). While techniques for estimating the optimal learning rate are 

available, these still involve running several models to estimate the best loss (Smith, 2017). Due to 

personal time constraints here, a trial-and-error process was used to approximate the best learning 

rate for each neural network.    

 

3.5.2 Separation on Dip-Angle Gathers 

To train a machine learning classifier, first data must be collected. To mimic a realistic dataset, a semi-

synthetic dataset has been generated using modelled diffractions but real reflections. To produce this 

dataset, the Gabon 3-D dataset has been taken and the diffractions removed from the reflections by 

separating the diffractions using the apex destroyed, Radon slant-stack filtered, method described in 

Section 3.4. These separated diffractions are then removed from the original data to give dip-angle 

gathers which contain only reflections and noise (Figure 3.5.3). The noise here is useful as it allows the 

neural network to recognise this noise and to identify diffractions in the presence of both reflections 

and noise. Due to the apex destruction, some real diffraction energy is also remnant in these separated 

gathers, however, this is minimal. Synthetic diffractions are then generated to be added to the 

diffraction removed dip-angle gathers.  
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Figure 3.5.3 Input dip-angle gather from the Gabon 3-D dataset (left), the diffractions calculated from the apex destruction, 
Radon slant-stack filtered, method (middle), and the diffractions removed from the data (right). Note, that as the method 
locates flat linear energy, the dipping diffractions located on other CDPs have not been removed however, at the CDP the 
diffraction appears flat they will have been removed.   

The synthetic diffractions have been generated using a finite-difference scheme, based on Kirchhoff 

diffraction theory (see Chapter 1.3). Ten thousand diffraction points were generated throughout a 

4x1km area. These diffraction points were randomly distributed both spatially and temporally with 

their width and amplitude also randomly generated. In this way, the machine learning classifier is 

exposed to a wide variety of diffractions. Care is also taken to create diffractions which mimic edge 

diffractions, appearing half the size of a point diffraction. The amplitudes of these diffractions are then 

scaled up to better mimic the amplitudes of the removed Gabon 3-D diffractions. Finally, these 

synthetic diffractions are summed into the Gabon 3-D data with the real diffractions previously 

removed (Figure 3.5.4). As the synthetic diffractions are known exactly, this gives a perfect label 

dataset for the machine learning classifier.  
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Figure 3.5.4 Diffraction removed data (left), synthetic diffractions generated using finite-difference modelling (middle), 
diffractions added to the diffraction removed data to create semi-synthetic data (right). The semi-synthetic diffraction data 
are then used for an input for a machine learning classifier whilst the synthetic diffractions are used as the label data. While 
the diffractions do not appear like the diffractions in Figure 3.5.3, due to both the attenuation and the fact that the dipping 
diffractions (from other CDPs) are present, this still provides an adequate training dataset which should allow the neural 
network to identify linear diffraction events.  

For machine learning, the quality of the data are directly correlated to the quality of the model. Any 

discrepancies in the data have the danger of being introduced as a bias into the model (Dietterich & 

Kong, 1995). As such, care must be taken to pre-process the data suitably before training to ensure 

the data are suitable (Domingos, 2012). In this data, linear artefacts were present throughout the dip-

angle gathers (Figure 3.5.5). These artefacts were caused because of the vertical bunching for travel-

time interpolation. These linear artefacts are approximately the width of some diffraction events 

making them appear like diffractions to the machine learning classifier. As a result, these events were 

being misclassified as diffractions during initial tests. By reducing the vertical bunching these linear 

artefacts could be drastically reduced on the data (Figure 3.5.5). While still present, these linear 

artefacts are no longer the same width as the diffraction points, which attempts to stop them from 

being misidentified by the classification scheme.  
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Figure 3.5.5 Linear artefacts in the original dip-angle gathers (top) labelled with red arrows, note how these appear like the 
true diffraction (labelled with a green arrow). Compare this with the artefacts in the fixed dip-angle gather (bottom) and it is 
shown how these no longer resemble the true diffraction (green). The linear artefacts in the bottom image are more difficult 
to see (shown by red arrows) but small linear artefacts can be seen extending across the length of the image where the red 
arrows are pointing. There is also an increase in high-frequency noise in the lower plot due to the reduced vertical bunching 
which increases the resolution allowing more noise to be picked up. 
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Due to the inherent issues with the data, such as the linear artefacts and trying to replicate real 

diffractions synthetically, the machine learning results for prediction were not of a high standard 

(Figure 3.5.6). While literature exists, which suggests this method may have some benefit (Tschannen, 

et al., 2020), many diffractions are missed in the prediction stage as there were too many 

discrepancies between the real diffractions and the synthetic diffractions. On top of this, some of the 

bias from the synthetic diffractions, such as the difference in frequency content, were inferred into 

the prediction. These errors result mostly from the difficulties associated with generating authentic 

diffractions which appear similar enough to the real diffractions here as well as missed real diffraction 

energy which is still remnant in the semi-synthetic which can hinder the network. As such, the aims of 

the machine learning portion of the project were changed, with machine learning trying to replicate 

the optimal analytical diffraction imaging results, which could then be used for subsequent 

predictions. This has potential as it allows for diffraction imaging to be applied directly in the data 

domain on migrated data, something which has been hitherto impossible.  

 

Figure 3.5.6 Initial machine learning results from dip-angle gather separation, trained using the semi-synthetic data shown 
in Figure 3.5.4 with a ResNet model (middle) and a U-Net model (right). As seen here, while the U-Net model does classify 
some of the diffractions, both models are in general noisy and identify more reflections energy and artefacts, harming the 
final diffraction image.  
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3.5.3 Separation on Seismic Images  

Due to the difficulties associated with separation on dip-angle gathers, the networks were instead 

applied directly on the seismic image itself. This has large potential as it would remove the need for 

any independent processing of the diffractions and could thus largely improve the processing time 

required for diffraction imaging. While the potential cost of training the neural network is high, once 

trained the application cost is incredibly low.  

Combined pre- and post-migration method 

The optimal analytical diffraction imaging result in this study, in terms of highest ratio of diffraction to 

reflection and noise energy, surfaced from both pre- and post-migration diffraction imaging 

techniques, plane-wave destruction followed by apex destruction and Radon slant-stack filtering (see 

Section 3.4). Plane-wave destruction requires the calculation of a dip-field, followed by dip-filtering in 

the pre-migrated domain. This is followed by apex destruction which requires the calculation of a post-

migration dip-field, filtering in the dip-angle gather domain which is then proceeded by Radon slant-

stack filtering which necessitates a Radon slant-stack transform, further filtering, and finally an inverse 

Radon slant-stack transform. This flow is computationally expensive, requiring several calculations and 

transforms which require both large amounts of computational power as well as time. While this 

introduces the same biases as exist in the analytically separated data, if a machine learning classifier 

can be trained to replicate this result, the same image can be achieved in a fraction of the time and 

directly on the migrated data, eliminating the need for costly alternative domains for diffraction 

imaging such as the dip-angle gather domain used previously. As diffractions appear superficially 

similar on all images (albeit with frequency and amplitude differences), this also has potential for 

cross-data applications, which would further reduce the computational cost for diffraction imaging on 

separate datasets.  

For the replication of the analytical result, the U-Net architecture was used as this gives a better 

representation of all the features in the training dataset. The training was first applied to the migrated 

data with the 3-D dataset here consisting of 498 individual sublines. To improve the training, data 

augmentation was applied on the data to create ‘new’ data for training. A common data augmentation 

technique was used which involves horizontally flipping the data, effectively mirroring the images 

making them new unique training samples (Yu, et al., 2017; Li, et al., 2018). The reason for this rotation 

is to remove any bias from the orientation of the faults in the data. As faults show a preferred 

orientation, the neural network is exposed only to this orientation (when trained on a single dataset). 

As such, by rotating the data, the network is exposed to faults of different orientations therefore 

removing this bias. The data augmentation effectively doubled the data giving 996 sublines of which 
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650 have been used for training, 50 for validation, and 348 for prediction. This provides a large enough 

sample for training and validation, while still providing several prediction lines for analysis. The 

training was run over 75 epochs (or iterations), with an initial learning rate of 1−4 which is updated 

iteratively. This resulted in a training loss (the error between the output and the training data) of 2644 

and a validation loss (the error between the output and the validation data) of 2851 (Figure 3.5.7). 

These loss values represent the summation of errors in the sets, for example the training loss here of 

2644 means there were 2644 misclassified samples. After epoch 74, the model began to overfit the 

data, with the validation loss increasing, and as such, training was ended at epoch 74.  

 

Figure 3.5.7 Training loss (top) and validation loss (bottom) with each epoch. As the training loss was below the validation 
loss and the validation loss had started to increase after 74 epochs (indicating overfitting) training was ended here for this 
dataset. The faint green line represents the curve, and the solid green line represents the curve after a gradient smoothing of 
0.6 was applied to remove the effects of the local minima (this smoothing is solely for visual representation).  
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The results from these Deep Neural Network (DNN) are seen in Figure 3.5.8 and compared with the 

original, analytically separated diffraction data in Figure 3.5.9. Here, the neural network has been 

applied directly to the 3D data as a series of 2D planes and has been able to accurately replicate the 

diffraction images, with an added benefit of removing some of the noise and, in areas, remnant 

reflection energy. This outperformance of the neural network results compared to the analytical 

results is from the networks model for identifying the diffractions: in trying to replicate the original 

diffraction images, the neural network creates a model which is then applied to the data and 

iteratively updated to match the original image with the diffraction image. Despite the remnant 

reflections and noise being present in the diffraction images, the model which has been created by 

the neural networks has learnt to identify these as non-diffractions and remove them accordingly as 

they do not fit with the model, although in some areas the model still identifies these. While the 

machine learning results in subline/crossline view appear cleaner and have continuous diffraction 

energy, in depth-slice view, misclassified diffraction energy is clear (Figure 3.5.10, Figure 3.5.11). The 

sections showing vugs especially show a clear reduction in diffraction energy between the analytical 

and the machine learning results. This may be because of the rarity of vugs in the training data, and 

as such, extra training on additional data to incorporate further examples would improve this 

classification.   
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Figure 3.5.8 Conventional image (top) and the Deep Neural Network (DNN) predicted image (bottom), created using a U-Net 
classifier. The conventional image here was not used in training the diffraction image. As seen here, the neural network has 
learnt to identify and remove reflection energy identifying the underlying diffractions. Steep reflections have also been 
preserved due to the bias introduced in the training data.  
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Figure 3.5.9 Original diffraction image (top) and the DNN diffraction image (bottom). While this subline was not used in 
training, the training dataset consists of images created using the same method. As seen here, the DNN performs well in 
identifying diffraction points in both the faults and rugose surfaces, as well as removing some of the noise in the image, 
however, there are also more remnant reflections in the DNN image than the analytically separated image.  
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Figure 3.5.10 Conventional image (a), analytically separated image (e), and DNN separated image (f) showing a close-up of 
faults. Labels were kept as such to be consistent with Figure 3.4.19. Here while the DNN image identifies the faults well, with 
less noise in this area, there are some diffractions, especially the weaker diffraction points, which are not well imaged.  

 

Figure 3.5.11 Conventional image (a), analytically separated image (e), and DNN separated image (f). Labels were kept as 
such to be consistent with Figure 3.4.20 showing a close-up of vugs. Here, the difference is dramatic between the DNN and 
analytical results. This may result from the lack of vugs in the training dataset. The training data has attempted to identify 
these vugs and has succeeded in some areas however, much of the diffraction energy is lost.  

By using machine learning and predicting the result as opposed to the analytical separation route, a 

diffraction image could be created approximately 440 times quicker, with the analytical approach 

taking 31:30:45 (HH:MM:SS) to complete a single offset, while the neural network created an image 

in 00:04:18 (HH:MM:SS) using the full offset migrated image. This dramatic speedup of the diffraction 

imaging routine can lead to the adoption of diffraction imaging in more datasets, as the computational 

cost of running the flow is drastically reduced.  

 

 



Applied Diffraction Imaging  3 Post-migration Diffraction Separation  

207 
 

Apex destruction on Gabon  

The same U-Net architecture as used prior was also used to train a model on the post-migrated 

diffraction images for the images created using the apex destruction method, as this was judged as 

the best method for interpretation due to the broadband wavelet. Here, however, only 30 epochs 

were used before the model began overfitting, resulting in a training loss of 3034 and a validation loss 

of 3344 (Figure 3.5.12). This loss is much higher than the loss seen in the combined pre- and post-

migration method, indicating the difficulties the network had in prediction here. These difficulties in 

prediction likely result from the higher amount of remnant reflection energy and noise in comparison, 

which the network has difficulty classifying. However, the neural network also achieves a good result 

after training (Figure 3.5.13), with the  majority of diffraction energy identified with far less noise 

though a slight increase in remnant reflection energy in comparison to the original apex destruction 

image due to the bias introduced where steep reflections are not removed in some areas of the 

original training data (Figure 3.5.14). In depth-slice view the analytically separated and neural network 

images are comparable (Figure 3.5.15, Figure 3.5.16), however, as with the previous depth slices in 

Figure 3.5.10 and Figure 3.5.11, some of the subtle nuances of the diffraction image are lost, especially 

with regards to the vugs.  
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Figure 3.5.12 Training loss (top) and validation loss (bottom) created during training of the apex destruction diffraction 
images. After 30 epochs, the validation loss began to increase, indicating overfitting. As such, the model at 30 epochs was 
taken, before the overfitting began.  
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Figure 3.5.13 Conventional image from 3-D Gabon (top) and the neural network output replicating apex destruction (bottom). 
Note how the classifier is picking out key features such as faults and rugose surfaces. Steep reflections here are also identified 
as some of these exist in the original training dataset. This line is purely a prediction line, it has not been used in training or 
validation.  
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Figure 3.5.14 Original, analytically separated, apex destruction image (top) and the corresponding neural network image 
(bottom). Note the similarity between the two images in terms of diffraction energy, while the neural network separated 
image has less noise it also has a slight increase in remnant reflection energy, especially in the steep dips where these 
reflections may be present in areas of the training data and thus have been replicated here.  
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Figure 3.5.15 Section of a depth slice at 3km showing the conventional image (a), the analytically separated apex destruction 
image (b), and the neural network image (g). Labels were kept as such to be consistent with Figure 3.4.19. Both the 
analytically separated and neural network separated images are comparable however, some of the subtle diffraction energy 
in the analytically separated image is lost in the neural network separated image.  

 

Figure 3.5.16 Section of a depth slice at 3km showing the conventional image (a), the analytically separated apex destruction 
image (b), and the neural network image (g). Again, the analytically separated and neural network separated images are 
comparable, however, some of the vugs present in the analytical image are either not present or weaker in amplitude than 
in the analytically separated image.   

While the computational cost of running apex destruction here only ran to 04:44:12 (HH:MM:SS), for 

the same 3-D area, the prediction was completed in 00:07:20 (HH:MM:SS). This speed-up of nearly 40 

times, while less than the PWD apex method, again shows the benefits of using a neural network to 

apply geophysical processing. While here it has been applied to diffraction imaging, the ability to 

replicate processing steps using a neural network has the capacity to speed up the overall processing 

workflow. As such, more complex processing can be applied at a fraction of the time, allowing for 

processing techniques which are normally too computationally expensive to run to become feasible 

from an economic standpoint. On top of this speed-up, the fact that these deep-learning diffraction 
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images are created directly from the migrated data allows diffraction imaging to be applied to legacy 

datasets as well as current data. As other diffraction imaging techniques require the pre-migration 

data or dip-angle gathers to be generated, often diffraction imaging is unfeasible on legacy data where 

the pre-migration data may not be available or in circumstances where memory is an issue and thus 

dip-angle gathers cannot be generated. On top of this, due to the memory and processing 

considerations (as in pre-migrated data an entirely separate migration is required which is 

computationally expensive) diffraction imaging is usually applied to smaller areas of the data. With 

diffraction imaging using machine learning being applied directly to the seismic image and taking far 

less time, this allows diffraction imaging to be more widely available for larger datasets or when 

memory is constrained.   

The dip-angle gather domain was subsequently added to the training as an additional channel to aid 

in prediction for the apex destruction only result. By adding the dip-angle gather domain, the training 

could be improved as the neural network has extra information to determine the patterns within the 

data and therefore identify what constitutes a diffraction or a reflection. As the input trace being used 

is still the same, the output image is near identical to the previous model visually and as such has not 

been shown here, however, the additional information improves the training and validation allowing 

the model to get to epoch 40 before overfitting, with a training loss of 2995 and a validation loss of 

3293 (Figure 3.5.17), a slightly lower loss than the previous model without the dip-angle gather 

domain. This improved loss indicates the model understands the separation at a deeper level, allowing 

for more advanced cross-data application. This model was then applied to a separate dataset located 

in a geologically distinct setting to test the cross-data application of the neural network, exposing it 

on new geologies and a new wavelet. The additional data showed good results, removing most of the 

reflection energy and much of the noise as well as identifying diffraction points, however, the wavelet 

of this dataset was also changed by the machine learning classifier to be more like the Gabon wavelet 

due to the bias introduced in only using one dataset.  
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Figure 3.5.17 Training and validation loss for the apex destruction only result using dip-angle gather information. This 
increases the number of epochs for training before overfitting occurs, creating a model with better understanding of the data.  

Apex destruction using Gabon+ 

After applying the neural network to the new data and to remove the bias from the network, this 

additional data was then included in the training data for the DNN, henceforth referred to as Gabon+. 

First, diffraction images were created from these data using apex destruction, and subsequently used 

for training alongside the original Gabon data. As this additional dataset consisted of 500 sublines, the 

overall training dataset is doubled. The distinct geology of the new data also removes some of the bias 

introduced by the original training, including the wavelet being changed to match the Gabon wavelet. 

This bias removal is due to the neural network no longer identifying the importance of the wavelet for 
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replication as there are now multiple, different wavelets within the training data. This not only 

improves the training and validation, reaching 83 epochs before the network was trained (Figure 

3.5.18), it also improves the functionality of the neural network both on the Gabon data and on other 

datasets to which it had not previously been exposed (Figure 3.5.19, Figure 3.5.20, Figure 3.5.21, 

Figure 3.5.22). It is important to note here that while the prediction and validation loss appear higher 

than the previous models, this is a result of having a dataset twice the size. Therefore, by adding even 

more data from other, geologically distinct, areas to the neural network, the performance and cross-

data application of the neural network should improve. However, a downside to this appears due to 

the lack of vugs in the new dataset. As there are no vugs here, these become more statistically 

insignificant in the grander scheme of the data. As such, the neural network becomes worse at 

identifying these. A possible solution to this is to artificially augment the data with more examples of 

vugs and other geologically rare diffractors like pinchouts, by taking the areas which demonstrate 

vugs, applying various augmentations (amplitude scaling, rotation, Hilbert transform etc.), and 

including these artificial data with the original data as ‘new’ data. This could be used to train various 

neural networks, effectively creating classifiers which highlight specific features (i.e., pinchouts) as 

opposed to all diffractions, creating separate classified data. This could be used as an interpretive aid 

showing only particular areas of interest.   
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Figure 3.5.18 Training loss (top) and validation loss (bottom) for the Gabon+ neural network. As seen here, there is a smoother 
transition than previously seen in training due to the larger volume of data being trained on.  
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Figure 3.5.19 DNN image created using only the Gabon data (top) vs the image created with Gabon and additional data 
(bottom). Note the reduction in remnant reflection energy in the Gabon+ data in comparison to the Gabon only image. The 
diffraction points are also clearer and there is less noise in the Gabon+ image.  
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Figure 3.5.20 Conventional image (top), apex destruction image (top middle), original DNN image (bottom middle) and 
Gabon+ DNN image (bottom). Note the reduction in reflection energy between DNN and Gabon+ although both have more 
remnant reflection energy than the analytically separated method.  
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Figure 3.5.21 Conventional depth slice at 3km (a), analytically separate apex destruction slice (b), original DNN image (g), 
and Gabon+ DNN image (h). Note the reduction in remnant reflection energy and the better delineation between (g) and (h) 
as the network is learning to better separate faults as diffractors. Labels were kept as such to be consistent with Figure 3.4.19 
and other depth slice Figures. 
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Figure 3.5.22 Conventional depth slice at 3km (a), analytically separate apex destruction slice (b), original DNN image (g), 
and Gabon+ DNN image (h). Note how, as vugs are statistically rare, the improved training worsens the identification of these 
vugs. This is due to the neural network focussing more on faults etc. which are present in both datasets, as opposed to the 
vugs which are only present in a small area of one of the trained datasets.  
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3.6 Uses for Diffraction Separated Dip-Angle Gathers 

Post-migration diffraction separation has many applications outside of the common diffraction 

imaging for interpretation usage. While some of the uses are concurrent with the uses of separated 

pre-migration, diffractions discussed in previous chapters, there are some unique uses for post-

migration separated diffractions. Here, these uses are discussed in further detail beginning with 

velocity analysis and followed by specular imaging. Alongside specular imaging, a novel method for 

denoising seismic data are suggested which combines aspects of specular and diffraction imaging to 

create a cleaner seismic image.   

3.6.1 Velocity Analysis using Dip-Angle Gathers 

Firstly, diffractions are commonly used for velocity analysis. Migration is one of the most important 

steps of a seismic processing workflow, placing reflection events at their correct subsurface location 

and collapsing diffractions (Gray, et al., 2001). However, to migrate, a velocity model is needed to 

compute the seismic ray-path (Stolt & Weglein, 1985). While velocity model building has developed 

intensively in recent years due to the advent of full-waveform inversion, obtaining an accurate velocity 

model is still one of the key difficulties in seismic processing (Tiwari, et al., 2019). As migration with a 

perfect velocity model will collapse a diffraction to a point whereas over- or under-migration will 

create ‘smiles’ and ‘frowns’ respectively, using an extracted diffraction field can be used to test the 

velocity model by determining the degree at which the diffraction has been collapsed (Zhu, et al., 

1998). This can be performed with pre-migrated separation techniques, such as plane-wave 

destruction, but is most performed post-migration using dip-angle gathers (Decker, et al., 2017; Biondi 

& Symes, 2004).  

By iteratively updating the velocity model based upon the flatness of the separated diffractions in the 

dip-angle domain, the velocity model can be perfected (Figure 3.6.1) (Biondi & Tisserant, 2004). This 

can then be used for subsequent migrations to enhance the final images, both diffraction and 

conventional. Whilst promising, this method of velocity analysis is not a trivial task. Although the 

velocity analysis can be performed on strong diffractions before separation, as in Figure 3.6.1, to 

properly analyse the degree of curvature they exhibit, diffractions should be separated from 

reflections. However, as most techniques focus on separating flat events to image the diffractions, any 

diffraction which displays some curvature (in the dip-angle gather domain) may be removed. This can 

be alleviated by adding a tolerance to the degree of curvature removed during filtering, however, this 

then allows some reflection energy through which in turn makes properly analysing the diffractions 

difficult. Most existing techniques aim to remove the reflections using pre-migration separation 

techniques and then determining the flatness of the remaining diffractions when migrated onto dip-
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angle gathers (Decker, et al., 2017). The velocity of the separated diffraction events can then be 

automatically updated by maximising the semblance along the gather (Fomel, 2009). However, this is 

difficult to achieve practically, especially where diffraction points appear close to one another and the 

associated problems with pre-migration separation (regardless of the technique as each have 

individual issues). Other difficulties include the wide variability in velocities as demonstrated in Figure 

3.6.1. The real velocities in each dataset are highly heterogeneous and are therefore hard to replicate 

accurately. Smoothed velocity models are used however, as evidenced here, updating the velocity of 

a layer in the smoothed velocity model will affect the velocity of the entire layer, over- or under-

migrating other diffractions in the layer. While theoretically possible to update the velocity at 

individual diffraction level on a dip-angle gather, it is computationally expensive and difficult to 

achieve, even if a perfect separation could be achieved. As such, conventional velocity modelling 

techniques are more beneficial than dip-angle gathers for velocity analysis.  

 

Figure 3.6.1 Unseparated diffraction migration velocity analysis showing an original over-migrated diffraction (top, yellow 
arrow) and that same diffraction after velocity correction to 99% velocity (bottom, yellow arrow). Here, some of the difficulties 
of velocity analysis are evident as, although this diffraction is corrected using a lower velocity, other diffractions (shown by 
the red arrows in both images) are then under-migrated using the new velocity, despite appearing at a similar depth location.   
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3.6.2 Enhanced Imaging using Combined Specular and Diffraction Images  

A key use of diffraction identification which has been identified in this study is to enhance the 

conventional image. One method in which the conventional image can be improved is through 

specular imaging (Koren & Ravve, 2010; JafarGandomi, et al., 2018). This involves removing the 

diffractions and noise through the use of a dip-guided filter, similar to that seen in Figure 3.4.5, and 

then stacking the ‘specular only’ dip-angle gathers to create a specular image (JafarGandomi, et al., 

2019) (Figure 3.6.2, Figure 3.6.3). In this way, the specular energy is enhanced which makes the final 

image clearer (Robb, et al., 2015). However, as diffractions are formed from the discontinuities, these 

discontinuities are degraded through specular imaging. To alleviate this issue, the separated 

diffractions from the apex-destroyed, Radon slant-stack filtered method can be added back into the 

specular data (Figure 3.6.3). As these diffractions have been filtered of noise, as well as the reflections 

being filtered of noise, this leaves a final image with both the specular information and the 

discontinuities through the diffractions with less of the noise (Figure 3.6.4). By analysing the difference 

between the two images and the amplitude spectra of the two signals (Figure 3.6.5), the noise 

removed can be seen in clearer detail, with mostly low frequency noise removed and greater 

amplitudes in general, although some low frequency reflection energy is lost from the specular 

filtering. There is a notch of high-frequency energy removed which relates to a combination of the 

removed noise as well as some reflection energy. An additional benefit of this is that the specular 

method can allow some remnant reflections in comparison to conventional diffraction imaging, as the 

separated data are being added back into the original data after processing. Therefore, as the final 

volume contains reflections and diffractions, any remnant reflections in the diffraction image 

contribute to the reflection energy regardless and therefore do not hinder the final image. 
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Figure 3.6.2 Conventional image (top) and the specular image (bottom). Here, diffractions and noise have been removed to 
image only the reflections. This gives a far cleaner image than the conventional image however, as the diffractions have been 
removed, much of the information on the structures has been lost, which is especially noticeable on a complex dataset such 
as shown here. The specular filtering used here is relatively harsh and a gentler filter will remove less of the diffraction energy 
though will also retain more of the noise.  
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Figure 3.6.3 Input dip-angle gather (top left), the specular dip-angle gather created using a dip-guided filter (top right), the 
separated diffractions using apex destruction followed by Radon slant-stack filtering (bottom left), and the diffractions added 
back into the specular data (bottom right). Note the reduction in noise between the input DAG and the diffraction added 
specular DAG.  
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Figure 3.6.4 Conventional Gabon 3-D image for a subline slice (top) and the corresponding diffraction added specular image 
(bottom). Both images are plotted to the same scale. Note the reduction in noise in the diffraction added image, with less of 
the steeply dipping linear noise (which is a result of migration smiles) while the specular and diffraction energy is enhanced. 
The red area highlights a fault which is subtly sharper in the diffraction added specular image with less of the negative 
amplitude (here plotted as white) noise and the sharper reflections. The difference between these images is shown in Figure 
3.6.5 which better highlight the differences.    
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Figure 3.6.5 Difference between the conventional image and the diffraction/specular image (top) and the amplitude spectra 
of the average of all traces (bottom). The linear noise is strongly evident in the difference image. As seen from the amplitude 
spectra, there is a loss of low frequency energy (from the specular filtering) and noise however the amplitudes in general are 
improved for the diffraction/specular image. 
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3.7 Conclusions and Future Work   

Separating diffraction energy post-migration is a powerful method of removing reflection energy to 

better image the diffracted wavefield hidden beneath. As the diffraction and reflections have been 

processed together, there is no need for a separate migration scheme, whereas pre-migrated 

diffraction separation this is often required. On top of this, inaccurate identification of diffraction 

energy pre-migration can lead to artefacts created during the migration process, such as the synclinal 

artefacts from plane-wave destruction. Post-migration separation can avoid these artefacts as there 

is no further processing applied once the diffractions are separated. As such, post-migration 

separation may provide more optimal diffraction separation than pre-migration separation. However, 

there are difficulties associated with post-migration separation both due to the overlap of the 

reflected and diffracted wavefield as well as the low amplitudes of diffractions in comparison to 

reflections. Therefore, a combination approach of pre-migration and post-migration separation 

techniques may provide the optimal separation.  

In this chapter, three post-migration separation techniques have been demonstrated on a 3-D seismic 

volume. The multiplication method and the apex destroyed Radon slant-stack filtered method are 

comparable however, the apex destroyed Radon slant-stack filtered method provides cleaner 

diffraction points, less smearing of energy, and less remnant reflection energy, albeit at the loss of 

some diffraction energy. On top of this, a combined pre- and post-migration separation technique has 

been demonstrated using plane-wave destruction, apex destruction, and Radon slant-stack filtering. 

This combined approach creates the cleanest output for edge and point diffractions, though point 

diffractions can be further analysed separately by applying a multiplication to the two sides of the dip-

angle gather.  

Two deep learning methods have also been tested here, trying to separate the diffractions on the dip-

angle gathers and trying to separate diffractions from the migrated image. To attempt to separate on 

the dip-angle gathers themselves, first the flat diffraction energy was removed, and subsequently 

synthetically generated diffractions were added into the diffraction-free gathers. This created semi-

synthetic gathers giving a perfect label dataset (as the synthetic diffractions are known) and an input 

dataset. Two neural networks, ResNet and U-Net, were trained to attempt to remove these 

diffractions and were then applied to predict the real diffractions. However, due to the issues with 

modelling the diffractions, the results of this method for machine learning were poor. As such, 

machine learning was applied directly on the migrated images to try and separate the diffractions 

here, by replicating analytically separated diffraction images. The U-Net architecture was trained to 

separate these images and outperformed the analytical methods in identifying diffraction energy with 

less noise, as well as the benefits of being applied directly to the migrated data as opposed to requiring 
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additional processing allowing it to be applied to any dataset, including legacy data. By training on 

several different datasets, as shown in the Gabon+ examples, the neural network can be enhanced on 

existing data as well as when applied to new data, improving the cross-data application of the neural 

network. On top of this, the neural network creates a diffraction image in a fraction of the time of the 

conventional processing and can be up to ~450 times faster. However, on the apex destruction images, 

steep dips are difficult to remove in the machine learning examples as there are areas in the training 

data that these are also not removed and thus a bias is introduced into the neural network. Also, these 

initial neural networks occasionally fail to find subtle diffraction energy in rare geological features such 

as vugs. Initial tests suggest this process can potentially be improved using more training data or 

augmenting existing data, the more training data in total, the better the classification should be, while 

also improving cross-data application. Augmentation of rare geological features can artificially make 

these more statistically significant in the data therefore make identification of these better.  

With both pre-migration and post-migration separation techniques analysed in depth, the following 

chapter focuses on the application of diffraction imaging methods to data. Seismic data are analysed 

to show the value added of diffraction imaging and focus on the interpretation benefits of diffraction 

imaging. Methods are also applied to GPR data to demonstrate the effectiveness of diffraction imaging 

outside of hydrocarbon exploration. 
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4 Diffraction Imaging Applications  
 

The interpretative value of diffraction imaging is a topic which is understudied, with many research 

articles focusing instead on the discovery and development of diffraction imaging techniques. In this 

chapter, we attempt to uncover the added value of diffraction imaging with regards to field data in 

the Irish offshore. Additionally, we also investigate applications of diffraction separation in GPR data 

and how pre-migrated GPR data can be used for interpretation. GPR has a wide variety of uses 

including archaeology, civil engineering, and hydrogeology, and thus demonstrates diffraction imaging 

usage outside of hydrocarbon exploration.  

The Porcupine Basin is a hyperextended basin located off the South-West Coast of Ireland which was 

part of an extensive regional seismic survey in 2014. Here, a diffraction imaging technique described 

in Chapter 2.3.6, GAN separation, has been applied to data from this regional survey. The separated 

diffraction data has been migrated, interpreted, and the results compared with pre-existing 

interpreted images to judge the added value from diffraction imaging. In this data, it is seen that 

diffraction imaging does aid in the interpretation of structures in the Porcupine Basin, especially the 

faults in the Cretaceous which were previously uncertain due to the data quality of the area as well as 

small-scale fractures. In the diffraction images, these Cretaceous faults are much clearer allowing their 

orientation to be established and potential fluid flow through these faults theorised. Additionally, 

diffractions visible in Cretaceous and Palaeogene chalk layers better indicate the nature of the 

fracturing here.  

GPR data, while visually akin with seismic data, has different physical properties which require 

consideration when applying diffraction imaging. The main of these differences comes from the nature 

of velocity between the two. GPR has the inverse velocity trend to seismic data, with velocity 

decreasing with depth due to increased groundwater percentage. Additionally, GPR has a much higher 

frequency range than seismic, with frequencies typically in the MHz range (as opposed to Hz for 

seismic). Here, we apply both PWD and GAN separation to separate the diffractions however, for GPR 

data migration is often unnecessary and detrimental to the final interpretation. As diffractors in GPR 

data are often the area of interest and appear more distinct than in seismic (where several overlapping 

diffractions can cause an issue in pre-migration interpretation), interpretation is often performed on 

the pre-migrated, diffraction separated image. We demonstrate the effectiveness of GPR diffraction 

separation in the location and imaging of buried pipes in a controlled, field dataset (the IFSTTAR 

dataset).  
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4.1 Introduction  

With diffraction imaging methodology in place, the applications of diffraction separation (and 

diffraction imaging) can be explored. While diffraction imaging methods have been applied previously 

to test the methods, in this chapter a detailed view on diffraction imaging applications and the value 

added from diffraction imaging is undertaken. The main application of diffraction imaging is in seismic 

imaging (Landa, 2012; Schoepp, et al., 2015). As discussed previously, diffraction imaging has the 

potential to directly image geological structures in the subsurface (See Chapter 1.5). As such, the 

diffraction image provides a complementary image to a conventional seismic image which can 

enhance the interpretability of the data. Diffraction images, along with conventional structural 

imaging techniques, such as coherency and ant tracking (Pedersen, et al., 2002), can also be used in 

conjunction to provide additional detail about subsurface structures (Lowney, et al., 2020c). On top of 

diffraction imaging (that is specially creating a migrated diffraction image from diffraction separated 

data), we also delve into uses of diffraction separated data, which incorporates pre-migration 

separation techniques to remove reflections from raw data. This diffraction separated data has a 

variety of applications, such as velocity analysis and specular imaging, however, here we focus on 

interpretation on pre-migrated GPR data (Grasmueck, et al., 2005; Shamir, et al., 2018). 

Diffraction imaging has mostly seen use from an interpretative standpoint throughout the years. Due 

to the ability of diffractions to image small-scale structures, much of this interpretation centres around 

identifying fractures in carbonates (Decker, et al., 2015; Popovici, et al., 2015; Landa, et al., 2018). In 

these examples, small-scale fractures unresolvable on reflection images are instead images using 

diffractions on synthetic data. Diffraction imaging has been proven on field data examples also 

provided in these references which show similar results, with fractures well-visible on carbonates. 

Moser (2009) used diffraction imaging for subsalt illumination. As diffractions spread in all directions 

(as opposed to reflections which have a preferred direction), Moser showed that by using diffractions, 

poorly illuminated subsalt could be better identified using diffraction imaging than the conventional 

means. Channel interpretation is another large portion of diffraction interpretation (Tyiasning, 2016; 

Merzlikin, et al., 2017). Due to the sharp boundaries of many channels, these form diffractions which 

can in turn be imaged using diffraction imaging. These boundaries appear within individual channels 

in channel complexes, allowing internal structures of these complexes to be imaged which can be 

important where these form reservoirs (Merzlikin, et al., 2016).  

While diffraction imaging here has been applied to seismic data for the purposes of hydrocarbon 

exploration, diffraction imaging has been implemented for several other uses. Firstly, deep geological 

nuclear waste disposal. One of the key conditions for nuclear waste disposal is to be tectonically 

stable, as any tectonic activity has the potential to fracture the containment facilities for the waste 
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and therefore can cause contamination of nearby water supplies and seepage (International Atomic 

Energy Agency, 2019). As such, knowing the precise location of any faulting and fracturing in a 

proposed storage area is key to safe, long-term storage of nuclear waste. This tectonic activity can be 

analysed using diffractions, as these can highlight the discontinuities, providing a complementary 

image used in conjunction with a conventional reflection image to highlight any potential faults or 

fractures in potential storage sites (Dell, et al., 2019). Some authors have also made forays into GPR 

diffraction imaging which comes with unique issues in comparison to seismic imaging, even when 

imaging the same materials (Grasmueck, et al., 2010). GPR diffraction imaging has been used for 

archaeological and civil engineering purposes, identifying ancient structures and buried pipes in soil 

as well as academic studies on synthetic data (Grasmueck, et al., 2004; Radzevicius, et al., 2004). 

Finally, diffraction imaging has great potential in mineral exploration in hardrock environments 

(L’Heureux, et al., 2005). As minerals are excreted along fluid flow pathways, which are conventionally 

faults and fractures, by imaging these structures, mineral targets can be imaged, especially as these 

targets are conventionally within an order of a wavelength. Additionally, these hardrock environments 

have constant velocities but large density contrasts where the minerals are located  (Eaton, et al., 

2003). These properties of hardrock environments make them excellent targets for diffraction imaging 

(Bóna, et al., 2013; Khoshnavaz, et al., 2015).   

In this chapter, an outline of seismic diffraction imaging in the Irish offshore is first examined. Here, 

focus is given to the Porcupine Basin, a large basin situated in the Atlantic Margin off the South-West 

Coast of Ireland, and the added interpretation value of diffraction imaging assessed. Following this, 

we discuss how diffraction separation methods can be altered to suit GPR data and the interpretation 

benefits of doing so.  
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4.2 Irish Seismic Data  

Diffraction imaging was first applied to data from the Irish offshore, specifically the Porcupine Basin 

(Irish Atlantic Margin), a sedimentary basin located 200km to the South-West of Ireland (Robinson & 

Canham, 2001). The data was acquired as part of a regional seismic survey and includes a 2D seismic 

line as well as a 3D dataset, covering the entire Porcupine basin (Figure 4.2.1). The data show a central 

frequency of 30Hz and have a large source-receiver offset of 140m. The relatively low frequency as 

well as the size of the data provide some additional challenges for diffraction imaging, namely in terms 

of visualising the diffractions and applying the methods (due to computational speed of the 

techniques). On top of this, the geological features of the Porcupine Basin can hinder diffraction 

imaging. However, it is many of these features which are of interest academically. Additionally, the 

Porcupine Basin has seen interest throughout the years for hydrocarbon exploration (Conliffe, et al., 

2010).  

 

Figure 4.2.1 The location of the Porcupine Basin, situated on the Atlantic Margin, South-West of Ireland. The red line shows 
the regional seismic line used for this study, PAD14-048, while the blue box shows the 3D data, PAD2000-07 (adapted from 
Department of Communications, 2015).  

The Porcupine Basin is a N-S striking hyperextended basin with a rich geological history. Low-

magnitude extension in the Triassic was followed by major rifting and hyperextension in the Late 

Jurassic – Early Cretaceous, which overprinted the earlier extension (Whiting, 2019). Following the 

hyperextension, a thick (4-6km) sedimentary succession accumulated above the hyperextended crust 

(Moore, 1992). Faulting during the Cretaceous and Cenozoic was relatively minor and mostly 

restricted to basin margins (Moore & Shannon, 1995). This faulting usually involved reactivation of 

earlier, underlying Upper Jurassic/Lower Cretaceous faults which formed during the main rifting 

phase. Previous work (Shannon, 1991; McCann, et al., 1995; Morewood, et al., 2005) suggest a minor 
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rift phase in the Cretaceous/Cenozoic linked to reconfiguration of stress fields associated with the 

wider opening of the Atlantic Ocean. The post-rift saw reactivation of some of these older structures 

and created unconformable surfaces (Prada, et al., 2019). Due to the reactivation of many of these 

structures, as well as the interest in the area for hydrocarbon exploration, the Cretaceous faults are 

of key importance to identify. However, these structures are poorly imaged in the conventional data 

and their timing and whether they have been reactivated is still a hotly contested topic (Bailey, et al., 

2003; Jones, et al., 2004; Shannon, et al., 2007).  

The sedimentological succession of the Porcupine is also characterised by the rifting phases. In the 

pre-rift, the sediments consist of mostly mudstone/shale with some sandstone and minor carbonate 

layers (Feely & Parnell, 2003). The rifting phase is also characterised mostly by mudstones and 

sandstones until the Upper Cretaceous (Moore & Shannon, 1995). There is subsequently a period of 

major thermal subsidence which has led to the formation of a thick chalk body. This chalk complicates 

imaging of the basin beneath this layer due to the high internal velocity and fractured nature of the 

chalk body. This is akin to sub-basalt imaging which is plagued with similar issues (Heincke, et al., 

2006). Following on from this Cretaceous chalk, sandstone and mudstone layers were deposited with 

some thinner chalks, which continue to the present day (Moore & Shannon, 1992). Some of these 

layers which appear near the basin margins undergo failure and collapse which results in mass-

transport deposits in these post-rift sediments (Ryan, et al., 2009).  

Before imaging the Porcupine however, first interpretation of 3D synthetic data was performed. This 

allowed for the benefits, and any pitfalls, of diffraction imaging to be assessed on data where the 

answer is known.  

4.2.1 3D Synthetic Data 

The data used for the 3D synthetic tests is a series of randomly aligned faults within a randomly 

generated reflectivity matrix consisting of 128 crosslines and 128 in-lines (Wu, et al., 2019a). A single 

3D volume was selected (Figure 4.2.2, Figure 4.2.3) and diffraction imaging applied (Figure 4.2.4). To 

apply the diffraction imaging, first the data was de-migrated with an arbitrary velocity model, the GAN 

applied, and the data remigrated by the same velocity model. Here, time-slices at various stages were 

selected and the conventional images and diffraction images interpreted before the images were 

combined and compared with the model faults (Figure 4.2.5, Figure 4.2.6, Figure 4.2.7, Figure 4.2.8, 

Figure 4.2.9, Figure 4.2.10). From this, it is seen that diffraction imaging can help delineate the edges 

of faults and folds at various depths, however, suffers more keenly from noise and attenuation than 

the reflection images due to the already low amplitudes of the diffractions. Therefore, it is expected 

that only the strongest diffractions at depth will be visible and that diffraction imaging is more suitable 
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for lower target depths, which may be of use academically for imaging shallow targets (Abdulkareem, 

et al., 2019). Additionally, low-angle faults also prove difficult to characterise with diffraction imaging. 

Despite these downfalls, by combining diffraction and reflection imaging, additional value is provided 

in areas where the strong reflection energy may obscure faults and where faults are close together 

which may be below reflection resolution.  

 

Figure 4.2.2 Synthetic fault model after Wu, et al. (2019). 

 

Figure 4.2.3 Fault model from Figure 4.2.2.  
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Figure 4.2.4 Diffraction image of Figure 4.2.2 created by de-migration followed by GAN separation and re-migration.  
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Figure 4.2.5 Interpreted conventional time slice (left), interpreted diffraction image (middle), and the combined interpretation 
(right). Here it is clear that diffraction imaging is picking up the faults well and can locate faults which are difficult to visualise 
in the reflection image (i.e., at X-Line 30 and I-Line 60 on the 250ms image). However, the diffraction images are noisy with 
both other diffraction energy (from fold and sharp edges in the synthetic) as well as background noise which is reduced by 
the GAN but not fully removed.   
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Figure 4.2.6 Interpreted conventional time slice (left), interpreted diffraction image (middle), and the combined interpretation 
(right). Here it is seen that as we move deeper than the images from Figure 4.2.5 the diffraction energy becomes weaker until 
some of the faults are invisible (despite being visible on reflection images) and the images are overall noisier. However, the 
folds are still well characterised (the circular shapes on the diffraction and reflection images) and some of the fault energy is 
still visible. 
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Figure 4.2.7 Interpreted conventional time slice (left), interpreted diffraction image (middle), and the combined interpretation 
(right). As the images get deeper still, the fault energy is worse characterised, following the trend seen in Figure 4.2.6. 
However, the folds are well characterised here, especially in the final time slice at 1150ms showing that diffraction imaging 
can still have some benefit even at depth. Some fault energy is also still characterised, although it is weak and may easily be 
missed. 
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Figure 4.2.8 Time-slices at various depths of the synthetic data (left) alongside the combined interpretation images (middle) 
and the actual fault locations (right). Here, by combining reflection (red) and diffraction (green) imaging, real fault energy is 
highlighted which is interpreted better than using either of the images individually.  
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Figure 4.2.9 Time-slices at various depths of the synthetic data (left) alongside the diffraction images (middle) and the actual 
fault locations (right). Here, with increasing depth, both reflection (red) and diffraction (green) imaging suffer from 
attenuation with depth, however it is the diffractions which suffer worse with less contribution from the diffractions at the 
deeper time-slices.  
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Figure 4.2.10 Time-slices at various depths of the synthetic data (left) alongside the diffraction images (middle) and the actual 
fault locations (right). Here, it is further evident that the diffractions (green) suffer from depth, especially with the fault 
interpretation. However, the diffractions are also highlighting folding in the horizons which may not be seen in the reflections.  

4.2.2 Porcupine Diffraction Imaging  

As the overall data supplied is a regional study, it covers a large area. Accordingly, here we have 

focussed on three small areas from the overall seismic as well as some time slices (Figure 4.2.11, Figure 

4.2.30). These areas have been selected for their interest and include faulted Cretaceous deposits and 

an igneous body (Figure 4.2.12), fractured Cretaceous and Palaeocene chalk (Figure 4.2.18), and mass-

transport deposits on the basin margin (Figure 4.2.24). While the reflection and diffraction images 

have been created using the same velocity model, there are inherent flaws within the velocity model 
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as this is field data and thus the true answer is not known. These errors can obscure interpretations 

on both images and may increase interpretation risk. Areas where these migration artefacts interfere 

with the interpretation have been labelled with question marks on individual Figures. The acquisition 

parameters for this dataset are shown in Appendix 7.1.1. 

 

Figure 4.2.11 Entire seismic line for PAD14-048 showing a regional cross-section through the entire Porcupine Basin (as shown 
on Figure 4.2.1). The three areas for study are outlined in coloured squares (light blue – Figure 4.2.12, lime green – Figure 
4.2.18, red – Figure 4.2.24).   

Firstly, an area focusing on Lower Cretaceous faults underlying the chalk were imaged both 

conventionally (Figure 4.2.12) and using the GAN to separate the diffractions, which were then 

migrated to create a diffraction image (Figure 4.2.13). The image quality here suffers from the high 

velocity of the chalk and therefore both the location and positioning of these faults was ambiguous. 

As most of the plays in the area focus on the Lower Cretaceous with the source rock also appearing 

here, accurately imaging these faults is of paramount importance. Indeed, some exploration wells 

drilled in the area failed due to reactivation of some of these deeper Cretaceous faults (Conliffe, et al., 

2010). Additionally, the presence of an igneous body provides further ambiguity as it is often difficult 

to delineate the extent of igneous bodies. The image was interpreted using solely the reflection image 

first (Figure 4.2.14), and then the diffraction image was interpreted (Figure 4.2.15), and the images 

are superimposed and used to create a new interpretation (Figure 4.2.16). By combining both images, 

value is added to the interpretation, with diffractions evidencing existing faults, showing faults which 

were not interpreted, and showing how some faults extend beyond where they were previously 

interpreted. This reduces the interpretation risk involved with using a reflection image on its own. The 
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top of the igneous body is better evidenced and may be higher than previously interpreted but is 

highly fractured which would prevent a clean reflection from forming. These fractures may have 

formed from cooling of the body or may be faulting from the sedimentary layers above. Unfortunately, 

due to artefacts emanating from the rightmost section, diffraction imaging here is limited. These 

artefacts may evidence igneous intrusion up the faults or serpentinite as this fault pierced the mantle 

(Whiting, et al., 2021). The breakdown of diffraction imaging in the presence of these artefacts is a 

drawback of the method and is difficult to rectify as this is a fundamental issue with the weak 

amplitude of diffractions. By analysing the image interpreted from both reflection and diffraction, 

some more information can be inferred than using solely reflections (Figure 4.2.17). Namely, a large 

fault which continues through the Cretaceous, visible on the diffraction image as a series of diffraction 

points which can be linked, may provide a fluid flow pathway for hydrocarbons from Lower Cretaceous 

source rocks into Cretaceous fans. A possible reservoir can also be seen with diffractions evidencing 

the nature of the fracturing of these rocks which was not interpreted in the reflection image. Finally, 

diffraction points in the Lower Cretaceous may delineate onlaps in this area.  

 

Figure 4.2.12 Conventional image (red box from Figure 4.2.11) showing the complex Jurassic and Cretaceous structures and 
stratigraphy in the Porcupine Basin. 
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Figure 4.2.13 Diffraction image created using the GAN separation method outlined and migrated. Diffractions here are visible 
as points which have higher energy than their surroundings (red arrows), though can be weak and are occasionally under- or 
over-migrated as slight smiles or frowns. Large artefacts curving upwards on the rightmost part of the section are visible and 
hinder attempts at diffraction interpretation here (red box).  

 

Figure 4.2.14 Interpreted image created using solely the conventional image (Figure 4.2.12) showing the Cretaceous and 
underlying Jurassic sequence with a large igneous body and faulting. The grey sections in the bottom right are pre-Jurassic 
sediments. 
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Figure 4.2.15 Interpreted diffraction points (red dots) from Figure 4.2.13. Diffraction points here mostly relate to faults and 
fractures with the most visible diffraction points resulting from the igneous body (probably due to its high velocity). 
Interpretation of diffraction points in the rightmost section is difficult due to the artefacts although some diffractions can still 
be seen. Ambiguous areas (due to migration smiles) are marked with question marks. 

 

Figure 4.2.16 Image created by combining the interpreted reflection image (Figure 4.2.14) and superimposing the diffraction 
points (Figure 4.2.15). By analysing the location of the diffraction points and any close to them, new faults and surfaces can 
be interpreted. Free-standing diffraction points (such as those between 36500-39250, 6200-7000ms) may result from other 
things such as onlaps. This demonstrates the value added from the diffraction image.  
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Figure 4.2.17 Additional interpretations resulting from the combined interpretation image (Figure 4.2.16). A large fault visible 
from the diffraction image may have contributed to fluid flow in the basin, allowing hydrocarbons from deep source rocks to 
flow to fans which are visible in the top right of the image. A potential reservoir is visible which may allow for storage of 
hydrocarbons due to the large amount of fracturing seen in the diffraction image. Small diffraction points may result from 
onlaps of sediments onto the high at Trace 36500, ~6700ms depth.  

Secondly, an area showing Cretaceous and Palaeogene deposits was taken (Figure 4.2.18). This 

demonstrates several areas of interest for diffraction imaging including two chalk bodies (Cretaceous 

and Palaeocene) and channel deposits in the Oligocene. GAN separation was again applied, and the 

data migrated (Figure 4.2.19). The two images were then interpreted using the same scheme as 

previous, with both images interpreted separately before being combined (Figure 4.2.20, Figure 

4.2.21, Figure 4.2.22). As this is a shallower example, as well as appearing above the chalk, much of 

the diffraction energy is stronger here and thus the diffraction image is easier to interpret and provides 

much additional value to the conventional image (Figure 4.2.23). Here, most of the diffractions are 

associated with fracturing of the chalk bodies which produce large amounts of diffractions at the tip 

and base of these fractures. Some of these diffractions appear singularly which may still be associated 

with fractures or may be an indicator of rugosity of the chalk surface. Extensive faulting in Palaeogene 

sediments is also more visible in the diffraction image. This faulting may be a result of rapid 

compaction of these sediments by the overburden. Some diffraction points associated with channel 
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margins may also be visible however, many of these are overshadowed by the stronger edge 

diffractions from faults surrounding them. 

  

Figure 4.2.18 Conventional image (lime green box from Figure 4.2.11) showing Cretaceous and Palaeogene stratigraphy. 
Chalk is visible here as high amplitude horizons (red arrows).  

 

Figure 4.2.19 Diffraction image of Figure 4.2.18  created using GAN separation and then migrated. Diffractions here are much 
stronger than in Figure 4.2.13 (red arrows) due to the shallower depth and with much of the image being above the chalk 
which reduces the attenuation. The faults are easily visible in this image as a series of diffraction points (green ellipses).  
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Figure 4.2.20 Interpreted image created using only Figure 4.2.18. Here the data are divided into Cretaceous, Palaeogene, and 
Miocene sediments which are quite heavily faulted. While the chalk is visible here as high amplitude layers, there are few 
fractures or faults interpreted in these two layers. 

   

Figure 4.2.21 Interpreted diffraction image from Figure 4.2.19. Diffraction points (red points) have been interpreted in the 
diffraction image and then superimposed onto the reflection image before being connected if they represent a fault or 
fracture plane (see Figure 4.2.22). 
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Figure 4.2.22 Combined reflection and diffraction image showing the value added from diffraction imaging. Here, many more 
fractures are visible, especially in the Palaeocene chalk. Diffraction points are also visible in the Cretaceous chalk which may 
be fractures or may demonstrate rugosity. The Palaeocene sediments are highly faulted, much more so than seen in the 
previous Figure, which may be a result of rapid compaction. On top of this, many more faults can be seen, and some existing 
faults extended. Lastly, the diffractions provide evidence for many existing faults, justifying their locations.  
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Figure 4.2.23 Interpretations based on the combined image showing chalk bodies, diffraction points associated with channels, 
and extensive faulting in the Palaeogene.  

Finally, one of the basin margins was imaged which is characterised by a large fault forming the margin 

with mass-transport deposits forming downslope due to the high-angle of the faults (Figure 4.2.24). 

Additionally, large amounts of faulting are seen in the section due to both slumping and rapid 

compaction of sediments. A submarine channel runs through the section with a carbonate mound 

appearing alongside it. Mass-transport deposits have been imaged previously in this thesis in a 

separate geographical setting (See Chapter 2.2.2) and are characterised by their chaotic internal 

structure on a reflection image. Due to the large number of discontinuities formed within mass-

transport deposits, diffraction imaging can help us to better interpret the internal structure of these 

which, in turn, helps to understand their formation (Ford, et al., 2020). As with prior examples, the 

GAN separator was applied, and the data migrated (Figure 4.2.25). The conventional image was 

interpreted externally without diffraction information and the diffractions were also interpreted 

without any reflection information (Figure 4.2.26, Figure 4.2.27). The two images were then combined 

(Figure 4.2.28) and new interpretations based on the combined image were created (Figure 4.2.29). 

The major points here mostly relate to the mass-transport deposits. While characterised as chaotic on 

a conventional image much of this chaos is unmasked when using the diffraction and conventional 
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images in conjunction. Small internal faults form much of the diffraction points in the mass-transport 

deposits, with larger faults from reactivation of deeper faults forming the rest. Some of the diffraction 

points relate to the rugosity of the top surface or the edge of the deposits where these terminate in a 

point (like pinch-out points discussed previously in Chapter 2.2.2). A small mass-transport deposit 

previously uninterpreted is also visible from the diffractions forming its top-surface. Lastly, faults 

which are below the seismic resolution have been imaged (visible as a line of diffraction points on the 

diffraction image). These faults appear as folds on the reflection image and were previously 

interpreted as such, however, when the fault is below the seismic resolution these will appear as 

folding due to the way the fault affects the strata.  

 

Figure 4.2.24 Conventional image of the shallow section of the Porcupine basin (red box on Figure 4.2.11). This section is 
highly complex with many faults (green ellipses) and mass-transport deposits (red boxes) are visible throughout forming a 
difficult image to interpret.  
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Figure 4.2.25 Diffraction image of Figure 4.2.24 created using GAN separation and then migrated. Due to the shallow depth 
of the section, these diffractions are extremely well imaged and provide much information about the subsurface.  

 

Figure 4.2.26 Interpreted image created using solely Figure 4.2.24. Here the faults are imaged and have been linked to 
slumping and rapid compaction. A submarine channel runs through the section and a carbonate mound appears on top of 
this. Several stages of collapse have formed several mass-transport deposits which are internally chaotic.  
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Figure 4.2.27 Interpreted diffraction points from Figure 4.2.25 showing the large number of diffractions generated from this 
section (both due to the stratigraphic and structural complexity and due to the shallow depth allowing more diffractions to 
be visible than previous sections). Ambiguous areas (due to migration smiles) are marked with question marks. 

 

Figure 4.2.28 Combined conventional and diffraction imaging highlighting the value added from diffraction imaging. Many 
faults are evidenced through the diffraction and some uninterpreted faults are visible, especially where below the reflection 
resolution where these may have been interpreted previously as folding. A new mass-transport deposit has been located and 
the top-surfaces of these are better seen. Internal and reactivated faults from the mass-transports are also easier to 
categorise. 
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Figure 4.2.29 New interpretations based on the combined image, mainly revolving around the mass-transport deposits. Here, 
the chaotic nature of mass-transport deposits are less chaotic as small, internal faults can be seen using the diffractions. 
Larger reactivated faults also pierce these mass-transport deposits. A small mass-transport deposit is located with the top-
surface identified with diffractions, as well as the top-surface of a previous mass-transport deposit being better defined. 
Another major point is the identification of faults which pierce the surface. On the reflection image these were uninterpreted 
as when below the seismic resolution they appear as folds in the strata. The linked diffraction points in the diffraction image 
make it clear that these are instead faults.   

As the data used were 3D, time slices of a small portion of the 3D data were also taken to demonstrate 

the value added of diffraction imaging in 3D (Figure 4.2.30). Here, we can see that at various time-

slices, diffraction imaging highlights discontinuities which are difficult to image and interpret in the 

conventional slices due to the high amplitude of the reflections. This shows the potential of diffraction 

imaging for structural imaging and demonstrates the added benefit of utilising diffractions as an 

attribute for interpretation in three dimensions. The acquisition parameters for this dataset are shown 

in Appendix 7.1.1. 



4 Diffraction Imaging Applications  Applied Diffraction Imaging 

 

256 
 

 

Figure 4.2.30 Conventional time-slices (left) and diffraction time-slices (right) at various depths highlighting how diffraction 
image can enhance discontinuities such as faults and fractures which are poorly visible in the conventional images due to the 
high amplitude of the reflections.  

From the data interpreted, it is clear the value added from diffraction imaging. Previously 

uninterpreted and potentially critical faults, fractures, and mass-transport complexes are better 

located when using a combination of conventional and diffraction imaging. While the diffraction data 

are still contained within the conventional image, high amplitude reflections obscure much of this data 

and thus the diffraction image contains crucial information. Therefore, diffraction imaging can further 

the understanding of the subsurface. Overall, diffraction imaging can be used akin to a seismic 

attribute to provide useful small-scale information and to image and interpret areas of interest on 

seismic data, reducing the interpretation risk associated with imaging on solely conventional data.  
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4.3 GPR Diffraction Imaging 

Although this thesis so far has focused on the application of diffraction imaging to seismic datasets for 

hydrocarbon exploration, these are by no means the only data nor the only industry to make use of 

diffractions for imaging. Ground-Penetrating Radar (GPR) is a key geophysical tool in many industries 

ranging from archaeology to civil engineering and is a tool which highlights and makes use of 

diffractions (Grasmueck, et al., 2005; Jol, 2008). GPR images are formed through the interaction of a 

high-frequency (between 10MHz and 3GHz) radio wave which travels through the subsurface and 

interacts with the boundaries herein (Daniels, 2005). This makes them akin to seismic waves as the 

waves undergo much of the same interactions, with the major two being reflections and diffractions. 

Despite these similarities, there are also major differences between seismic data and GPR data. First 

and foremost is the wave type. GPR is an electromagnetic wave and thus is affected by the electrical 

properties of the subsurface as opposed to the seismic wave which is affected by the mechanical 

properties (Annan, 2009). As the wave is affected by different properties, the diffractions can highlight 

different electrical features such as sharp fluid contact points (which will affect the resistivity). 

Secondly, the frequency content of GPR is much higher than seismic, often a million times larger 

frequencies (Kong & By, 1995). As diffraction is dependent on the frequency, the higher the frequency 

the smaller the object or discontinuity required to form a diffraction. While this does not affect the 

principle behind diffraction imaging, an appreciation for the size of the diffractors must be accounted 

for. Finally, there are differences with the velocity, both the velocity range and the velocity trend. The 

depths which seismic data focusses on have well consolidated material which, as a result, has typically 

high velocities. GPR, on the other hand, generally deals with near-surface imaging and thus less-

consolidated material such as soil and gravel (Yuan, et al., 2019). The velocity trend is also inverse in 

GPR in comparison to seismic. In seismic data, one can expect the velocity to generally increase 

downwards with increased compaction and cementation of the rocks. On GPR data, the velocity 

instead tends to decrease with depth with increasing groundwater content  (Sham & Lai, 2016). The 

inverse velocity trend can complicate diffraction imaging in deeper portions of the GPR image as 

diffraction hyperbolae flatten with decreasing velocity, making them more difficult to detect. These 

differences complicate the application of seismic methods to GPR data.  

GPR is a common tool for archaeology, palaeontology, mining, and civil engineering, with far-reaching 

applications outside of these fields also (Forte & Pipan, 2017). Unlike seismic imaging, where the focus 

is generally given to reflections, many GPR applications focus on locating the diffractor as these 

generally correlate with the area of interest (Pennock & Jenks, 2014). In fact, despite migration being 

such a key process in seismic images, in GPR it is often forgone entirely to better locate diffractors 

from their hyperbolae. As diffractions appear visually similar on both seismic data and GPR data, here, 
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we have applied the pre-migration GAN-based diffraction separation technique described in Chapter 

2.3.6 to test whether this method is applicable across these two distinct datatypes. GPR has an 

additional benefit over seismic data in that the answer can be discovered for GPR images due to their 

shallow depths (making it cheap) and the fact that most GPR is shot on land allowing for higher 

frequencies. This contrasts with seismic data where the areas of interest are often at several 

kilometres depth and are commonly at great depth below sea-level.  

4.3.1 GPR Data 

To test the method on GPR data, first said data must be acquired. In this chapter, an open-source 

repository of GPR data was utilised (Huber & Hans, 2020). On top of being open source, much of these 

data are also pre-interpreted or artificial, allowing for fast comparisons of this method with existing 

GPR methods and interpretations to be undertaken. These datasets are far-reaching and range from 

riverbeds to gas pipes and a buried airplane. These data also range in their acquisition, with a mix of 

data acquired using airborne surveys and through land-based surveys. Due to the large volume of data 

used, not all of it will be described in detail. Instead, focus has been given to the datasets which have 

been used to create the various Figures used throughout this chapter.  

Synthetic Data 

Alongside the simple synthetic data, the classifier was also applied to a more realistic model which 

shows a typical sedimentary sequence in the subsurface (Koyan & Tronicke, 2020). This synthetic 

model is highly realistic, based off the Herten hydrofacies, and shows layers of sedimentary material 

with varying porosity to control the impedance contrast (Figure 4.3.1) (Bayer, et al., 2011; Comunian, 

et al., 2011). These 3D data are generated using gprMax which uses a finite-difference time-domain 

modelling to simulate realistic GPR data (Warren, et al., 2016). A central frequency of 100MHz has 

been used, with a source-receiver offset of 0.5m, 0.02m crossline spacing, and 0.05m inline spacing 

(Koyan & Tronicke, 2020). In this data, the diffractions are mainly generated from small, highly porous, 

well-saturated sections in otherwise poorly saturated media.  
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Figure 4.3.1 Porosity model for the synthetic model (top) and the corresponding GPR model generated using gprMax 
(bottom), note the diffractions most visible between 0-3km, 75-100ns (Koyan & Tronicke, 2020).  

First, GAN separation was applied to the dataset to image the diffractions. This worked well, locating 

the diffractions, however, it initially struggled to remove steeply dipping reflections associated with 

clinoformal structures between ~40-80ns. These clinoforms present an exceptional challenge for 

diffraction imaging methods as, not only are they steeply dipping and can thus be mistaken for 

diffraction hyperbolae tails, but they also dip counter to the trend. As such, GAN struggles to identify 

these and therefore they are not removed (Figure 4.3.2). By applying more examples of these 

clinoforms and applying transfer learning (keeping previous learnings and further training the network 

with more data), the removal of these reflections can be improved.  
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Figure 4.3.2 Separated diffractions from the synthetic dataset. Most of the diffractions here result from variations in water 
content although much of the data are obscured by clinoformal remnant reflection energy.  

IFSTTAR Geophysical Test Site  

While a wide variety of data was used in training, for the prediction examples one main dataset has 

been used. This dataset, from the IFSTTAR Geophysical Test Site (Dérobert & Pajewski, 2018), is an 

artificially created test site to mimic real-world applications of GPR for civil engineering (Figure 4.3.3). 

Due to the artificial nature of the study, the diffractors are known and as such this provides an 

excellent case study to test the various diffraction imaging methods used in this thesis. On top of this, 

the repeatability factor allows the GPR data to be shot multiple times with varying frequencies, 

allowing the effects of frequency on the diffractions to be analysed. Finally, as the data are open-

source and freely available, this allows for reproducibility of the diffraction imaging techniques shown 

in this thesis.  
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Figure 4.3.3 Schematic of the IFSTTAR Geophysical test site in plan view (top) and cross-section (bottom). Each of the 
numbered red lines correspond to acquisition lines and the arrows show the direction of acquisition. The colours represent 
the various background media and various bodies of interest are buried in the test site. These all form diffractors which are 
ideal for this work. Figure from Dérobert & Pajewski, 2018. 

Two lines per background medium were shot with a variety of objects buried. These media are silt, 

sand, and a gneiss gravel. A multi-layered medium was also used for one of the lines which consists of 

stratified layers of limestone, gneiss, and silt. A full breakdown of the geophysical parameters of the 

materials used is shown in the Appendix 7.1.6. Each line was shot multiple times with frequencies 

ranging from 200MHz-900MHz. For most of the tests, a line shot using 800MHz frequency in the Gneiss 

gravel was used (Figure 4.3.4). This contained three sets of buried PVC pipes, 100mm in diameter, 

which were buried in sets of three pipes at 1.15m, 1.56m, and 2.2m, respectively. Alongside these 

smaller pipes was a large, 500mm diameter concrete pipe buried at 2.45m depth.  These pipes act as 

the diffractors in this dataset and have been used to simulate real-world scenarios for GPR imaging 

(Figure 4.3.5). While this dataset contains coupling and other sources of noise, denoising could be 

applied to remove this using an SVD filter or a mean stack filter. However, robustness to noise is 

important to test especially with regards machine learning so no additional processing is applied.  
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Figure 4.3.4 Schematic showing the Gneiss gravel line with buried PVC pipes and concrete pipe (top), and the corresponding 
raw data (bottom) shot at 800MHz. The buried pipes act as diffractors and form diffractions in the raw data (highlighted in 
Figure 4.3.5).  
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Figure 4.3.5 Highlighted diffractions from the raw data shown in Figure 4.3.4. The yellow diffraction is associated with the 
concrete pipe while the red diffractions are associated with the PVC pipes. While many of the diffractions are difficult to see 
due to their low amplitude, the dotted diffraction is nearly invisible on the data.  

4.3.2 GPR Diffraction Separation 

As mentioned previously, while physically distinct from seismic diffractions, GPR diffractions are 

visually similar on the data. That is, on both seismic and GPR diffractions are expressed as hyperbolae. 

As such, methods which revolve around the geometrical properties separating reflections and 

diffractions are also suitable for separation on GPR data with some small adaptations for the data 

type. Existing literature has utilised both analytical techniques such as Plane-wave Destruction 

(Chapter 2.2.1) and machine learning methods. Here, we describe GPR diffraction separation using 

the direct neural network separation method using a GAN as outlined in Chapter 2.3.6. This has 

benefits over other machine learning methods in that not only does it identify the diffractions, by 

acting akin to an idealised plane-wave destructor, it separates the diffractions and allows them to be 

viewed and processed independently. Other machine learning methods which exist in literature work 

only to identify the diffractions and require alternative separation approaches to remove the 

identified hyperbolae (Ando, et al., 2019; Zhao, et al., 2019).  

Separation was first applied using the trained neural network from Chapter 2.3.6 (GAN Separation), 

which was trained using solely seismic data. As such, initial tests with the GPR data, while identifying 

and separating the diffractions, also change the wavelet of the GPR data to be more in line with the 

seismic images used in training (Figure 4.3.6). Therefore, some examples of GPR images were 
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incorporated and transfer learning applied on the neural network. Transfer learning is the act of 

applying additional training on a pre-trained neural network (as opposed to re-training from scratch) 

(Torrey & Shavlik, 2010). This allows the neural network to incorporate features from new data while 

retaining features from old data at a lower computational cost than complete retraining (Lu, et al., 

2015). To apply transfer learning to a neural network, the pre-trained network is loaded and weights 

from early layers are retained while deeper layers are retrained. Here, we have kept the weights from 

the first 5 layers and trained the remaining layers.  

 

Figure 4.3.6 Raw Data (top) line shot using an 800MHz central frequency with a gneiss background medium and the initial 
separation using the GAN trained using solely seismic data from Chapter 2.3 (bottom). The red box shows buried pipes which 
show diffractors with the light blue arrow pointing to a weak diffractor and the red arrow displaying strong diffractors (which 
have strong, flat, tops, which appear like reflections and are thus difficult to remove).  

To incorporate GPR diffraction data to the neural network, first the diffractions must be separated. As 

with the seismic examples, the GPR data has been separated using PWD (Fomel, 2002). As many of 

the open-source GPR data are in the form of images, transformation back into the data domain is 

often necessary before PWD is applied. This is done by taking the maximum white intensity of the 

image as 1 and the maximum black intensity as -1 and scaling the data accordingly. While the 
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amplitudes are not consistent with the true amplitude of the data, this does not affect the PWD 

separation. Despite the differences, GPR data are functionally the same as seismic, being a function 

of both space (𝑥) and time (𝑡) therefore, the plane-wave destruction algorithm is applicable on GPR 

data with some minor changes to incorporate the differences between GPR and seismic (Yuan, et al., 

2019) (Figure 4.3.7). One major issue with the separation of diffractions on GPR data with the PWD 

method is the strength of diffractions on GPR in comparison to seismic. As GPR diffractions are far 

stronger than their seismic counterparts, the tops of diffractions are often caught and filtered as 

reflections as they are relatively flat and high amplitude.  

 

Figure 4.3.7 Plane-wave Destruction separation for the GPR data showing the underlying diffractions. While the separation 
is good, the tops of diffractions are partially destroyed (red arrow) and some weaker diffractions are invisible (light blue 
arrow) due to the nature of the filtering.  

With the GPR diffractions removed, these were collated into a dataset and a new neural network 

trained using solely the GPR diffraction data for comparison (Figure 4.3.8). Transfer learning was 

subsequently applied on the original GAN to incorporate both the seismic data and GPR data. The 

newly trained neural network is then applied to new data not used in training (Figure 4.3.9). 

Comparing these Figures, it is clear while combining seismic and GPR does improve reflection removal, 

the weaker diffraction response of seismic data hinders diffraction location on the seismic data here. 

This causes strong diffractions in GPR to be weakened by the neural network to be more in line with 

what it thinks a diffraction should look like (i.e., weak amplitude). As such, the best neural network 

for GPR data are one which is trained entirely on GPR data.   
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Figure 4.3.8 Separation achieved using a neural network trained solely on GPR data, as seen here, the tops of the diffractions 
are better preserved (red arrow) and the weak diffractions visible (light blue arrow). The vertical and horizontal lines 
throughout are artefacts created from the 256x256 pixel image size and increasing this size can remove these artefacts 
(though also requires more data).  

 

Figure 4.3.9 Separation achieved using a neural network trained on both GPR and seismic data. While better than the 
separation when using seismic alone, this separation is poorer than that achieved when using solely GPR diffractions. This is 
due to the network reducing the amplitude of the diffractions to better suit what a seismic diffraction looks like as opposed 
to a GPR diffraction.   
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4.4 Conclusions and Future Work 

While the creation and development of diffraction imaging methods is vastly important to the 

continuation of the field, it is important to take into consideration why these methods are useful. 

Diffraction imaging was applied to data from the Irish offshore as well as to GPR data to demonstrate 

the applicability of these methods in real-world situations. In this chapter, two methods were used: 

GAN separation, the culmination of the pre-migration separation methods, and PWD, a common 

separation technique used for comparison.  

Diffraction imaging was first applied to Irish data from the Porcupine Basin, offshore West Ireland. 

After justifying the benefits of diffraction imaging using 3D synthetically generated faults, a series of 

fractured carbonates and faults have been identified using diffraction imaging which enhance 

structural interpretation of the basin. Three areas of a large regional line were taken, and GAN 

separation performed. The separated data were then migrated, and the diffraction image interpreted. 

The interpreted image was then combined with a pre-existing interpretation created using solely the 

conventional image. When the two images are combined, the value added by diffraction imaging is 

evident, with fractures, an igneous body, channel edges, and mass-transport deposits better 

characterised by diffraction imaging. Faults were also improved with diffraction imaging not only 

locating new faults which may appear below seismic resolution, but also providing evidence for the 

interpretation of existing faults. The additional information provided when using a combined 

approach could have drastic impacts on hydrocarbon prospects, with fluid flow pathways up 

previously unseen faults potentially causing leakage of hydrocarbons from deep source rocks.  

Following seismic applications, diffraction imaging was applied to GPR data. On GPR data, diffractions 

appear stronger than on their seismic counterparts, causing some confusion to the GAN based 

separation. By retraining the existing GAN on GPR data, these diffractions can be better located than 

PWD and with the pre-trained GAN. Diffraction imaging here has been used in a real-world test dataset 

where the answer is known. In this data, diffractions related to small (100mm diameter) PVC pipes are 

well visible in the diffraction imaging datasets, with the retrained GAN showing the highest amplitude 

and cleanest diffraction energy. This newly trained GAN could allow for rapid and accurate assessment 

of civil engineering projects and may help with other fields such as archaeology or palaeontology 

(where bones will act as diffractors). Future work can focus on further adjusting the GAN for GPR data.  
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5 Conclusions and Future Work 
 

Diffraction imaging is a powerful tool for a geophysicist to image small-scale discontinuities and 

objects in the subsurface. In this thesis, several methods for diffraction imaging have been tested and 

analysed, in both the pre-migrated and post-migrated domains. Using these techniques, diffraction 

imaging is seen to enhance seismic interpretation by directly imaging structural and stratigraphic 

discontinuities on a range of real and synthetic data. Through synthetic testing, where the true answer 

is known, it is seen that diffraction imaging methods highlight real diffraction energy while producing 

minimal artefacts, creating clean, accurate images of the subsurface with a demonstrably high 

resolution on synthetic data of 
𝜆

8
. Using both real and synthetic data, it is clear, while reflection images 

contain the same information as a diffraction image (i.e., the diffractions are still present, they have 

just been collapsed during migration), diffraction imaging highlights this information by removing high 

amplitude reflections which can obscure the diffractions. By removing the reflections and imaging 

underlying diffractions, structural and stratigraphic discontinuities have been highlighted throughout 

this thesis including complex fault zones, internal structures of mass-transport deposits, pinch-out 

points, igneous bodies, and salt bodies, demonstrating the interpretation value of diffraction imaging. 

By utilising deep learning for the separation, diffraction imaging has been performed in a far more 

computationally efficient manner, with pre-migration separation speeds seven times faster than the 

analytical methods and post-migration speeds up one thousand times. Additionally, by removing the 

need for parameterisation by applying a fully trained neural network for diffraction imaging, we can 

further enhance the processing time for diffraction imaging as parameterisation can be a time-

consuming task. This allows diffraction imaging to be more operationally effective than previous 

methods suggest and with potentially higher quality images. Finally, it has been determined that 

diffraction imaging can be used to aid in velocity model building, however, this may be more 

computationally expensive and difficult to achieve than existing methods. The need for a velocity 

model can be removed by performing separations directly on legacy data. By training a neural network 

to recognise and separate the reflection and diffraction signal on stacked images, we have created 

diffraction images. While this still relies on the velocity model for the original migrated data, no 

velocity model is required for the creation of the diffraction image.   

In conclusion, this thesis answers several key questions on the real value of diffraction imaging for 

both seismic and GPR imaging. However, there are still avenues of exploration for the future of 

diffraction imaging. Firstly, Multi-Domain Generative Adversarial Network (MDGAN) separation, 

which saw some early success for improving the neural network separation techniques. MDGAN 
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combines both MDDI and GAN separation by training the GAN using several domains simultaneously. 

An early test, which trained the network using time-space and frequency-wavenumber data, saw less 

noise than the conventional GAN while retaining the diffraction energy. However, there were issues 

with memory (as the data are effectively doubled by adding a second domain) which could be 

remedied with an improved computer or larger computer cluster. As with MDDI, it can be reasoned 

that the more domains used, the better the separation, however, this would require even larger 

computational power. Another early test also showed the potential for machine learning in diffraction 

migration, collapsing diffraction hyperbolae to a single point without the need for a velocity model. 

This could prove useful especially in highly anisotropic cases as diffractions are highly sensitive to 

velocity. Additionally, further data for training has been shown to improve diffraction separation also. 

While there comes a point of diminishing returns for additional data, this point may not yet be 

reached, and further data may help to reduce noise and improve diffraction identification. 

Furthermore, the field of deep learning is rapidly developing, with new algorithms and techniques 

consistently released. While a variety of neural networks have been tested here (PatternNet, ConvNet, 

ResNet, U-Net, and GAN) this is far from an exhaustive list and there are many other architectures 

which may perform better for diffraction separation. On top of this, the internal network architectures 

(e.g., loss functions, nodes, epochs, etc.) can be further tweaked which may also affect the separation. 

Should suitably complex synthetics (as complex as field data) be able to be generated where a perfect 

separation can be achieved, a neural network could be trained to accurately separate diffractions from 

noise. Despite the denoising capabilities of the current machine learning methods developed in this 

thesis, there is still remnant noise which can obscure the diffractions. Finally, pre-migration separation 

and post-migration separation deep learning techniques can be applied together with pre-migration 

techniques applied to the data, the data being migrated, and post-migration separation techniques 

applied. This could enhance the diffraction separation by removing remnant reflection energy in the 

pre-migration separation data and giving the post-migration techniques an easier task of locating the 

diffraction energy as most of the reflection energy will already be removed. As each method has 

individual benefits and drawbacks, by combining the two the diffraction image may be enhanced. 
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7 Appendices 
7.1.1 Acquisition Parameters of Synthetic and Real Data 

Synthetic Data 

Source Type Point Source 

Volume 2D 

Frequency 50Hz 

Signal Type Ricker 

Source/Receiver Offset 0 

2D CDP/CMP Spacing 1/5/10 (dependent on model) 

Summary of Processing Steps Additional random noise was added to each 

model after generation 

All synthetic data followed the same processing scheme, except where otherwise indicated. They are 

all generated as zero-offset data (source/receivers are collocated) and the only additional processing 

is from random noise added to the models.  
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Field data Example 1  

Source Type Airgun 

Volume 3D 

Number of Guns 38 

Depth of Tow 6m 

Streamer Length 4000m 

Group Length 25m 

Source/Near Receiver Offset 125m 

2D CDP/CMP Spacing/3D Binning 12.5m 

Typical Fold 24 

Summary of Processing Steps Multiple Suppression using SRME,  

Deconvolution, 

NMO 
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Field data Example 2 

Source Type Airgun 

Volume 3D 

Number of Guns 18 

Depth of Tow 7m 

Streamer Length 3000m 

Group Length 25m 

Source/Near Receiver Offset 325m 

2D CDP/CMP Spacing/3D Binning 15m 

Typical Fold 24 

Summary of Processing Steps Multiple Suppression using SRME,  

Deconvolution, 

NMO, 

Stacking,  

2D Deghosting 
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Walker Ridge  

Source Type Airgun 

Volume 2D 

Number of Guns 2 

Depth of Tow 6m 

Streamer Length 450m 

Group Length 25m 

Source/Near Receiver Offset N/A 

2D CDP/CMP Spacing/3D Binning N/A 

Typical Fold 72 

Summary of Processing Steps N/A 
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PAD2000-07 (Porcupine Basin 3D) 

Source Type Airgun 

Volume 3D 

Number of Guns N/A 

Depth of Tow 5m 

Streamer Length N/A 

Group Length N/A 

Source/Near Receiver Offset N/A 

2D CDP/CMP Spacing/3D Binning 15m 

Typical Fold N/A 

Summary of Processing Steps N/A 
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PAD14-048 (Porcupine Basin 2D) 

Source Type Airgun 

Volume 2D 

Number of Guns N/A 

Depth of Tow N/A 

Streamer Length 4872m 

Group Length 24m 

Source/Near Receiver Offset N/A 

2D CDP/CMP Spacing/3D Binning 12.5m 

Typical Fold 24 

Summary of Processing Steps N/A 
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Offshore Gabon 

Source Type BroadSeis 

Volume 3D 

Number of Guns 48 

Depth of Tow 50m 

Streamer Length 10000m 

Group Length 50m 

Source/Near Receiver Offset 120m 

2D CDP/CMP Spacing/3D Binning 12.5m 

Typical Fold 48 

Summary of Processing Steps Multiple Suppression using Radon,  

Deconvolution, 

NMO, 

DMO,  

3D Deghosting, 

Pre-stack Depth Kirchhoff Migration (where 

applicable) 
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7.1.2 MDDI Codes  

(Compatible with MATLAB 2016 and later, neural network toolbox required)  

MDDITRAIN (trains the PatternNet neural network for Multi-Domain Diffraction Identification) 

function [CLASSOUT,NET] = 

MDDITRAIN(filename,classfile,dipfile,DIP,FX,FK,PREW,CANNY,GRAD,POL) 

% Function to train a Multi-Domain Diffraction Identification network on seismic 

% images. This function applies a multitude of optional transformations on 

% the data in order to better understand the data. 

% [CLASSOUT, NET] = 

MDDITRAIN(filename,classfile,dipfile,DIP,FX,FK,PREW,CANNY,GRAD,POL) 

% 

% CLASSOUT  = The output classification 

% NET       = The trained neural network 

% 

% filename  = The filename of the input data (.ASC format) 

% classfile = The filename of the user classification for training (.ASC format) 

% dipfile   = The filename of the dip field 

% DIP       = Binary classification of whether to use input dip (0 for no, 1 for 

yes) 

% FX        = Binary classification of whether to use FX domain (0 for no, 1 for 

yes) 

% FK        = Binary classification of whether to use FK domain (0 for no, 1 for 

yes) 

% PREW      = Binary classification of whether to use Prewitt Sobel filter (0 for 

no, 1 for yes) 

% CANNY     = Binary classification of whether to use Canny Sobel filter (0 for no, 

1 for yes) 

% GRAD      = Binary classification of whether to use image gradient (0 for no, 1 

for yes) 

% POL       = Binary classification of whether to use polarity (0 for no, 1 for 

yes) 

 

 

tic; 

 

% Define variables 

 

vec = 1; 

 

% Reads in the training classification from the filename 

 

CLASS = dlmread(classfile); 

CLASSVEC = reshape(CLASS,[],1); 

 

% Reshape the CLASS vector for ML 

 

MACHINE   = zeros(length(CLASSVEC),4); 

 

for n = 1:length(CLASSVEC); 

    if CLASSVEC(n,1) == 0; 

        MACHINE(n,1) = 1; 

    end 
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    if CLASSVEC(n,1) == 1; 

        MACHINE(n,2) = 1; 

    end 

    if CLASSVEC(n,1) == 2; 

        MACHINE(n,3) = 1; 

    end 

    if CLASSVEC(n,1) == 3; 

        MACHINE(n,4) = 1; 

    end 

end 

 

 

% Reads in the data from the filename 

 

DATA = dlmread(filename); 

DATAVEC(:,vec) = reshape(DATA,[],1); vec = vec+1; %Amplitude data 

modsize = size(DATA); 

 

% Reads in the dip from the provided dip file (we calculate dips using 

% Madagascar software www.ahay.org) 

 

if DIP == 1 

    DATADIP        = dlmread(dipfile); 

    DATAVEC(:,vec) = reshape(DATADIP,[],1); vec = vec+1; %Dip data 

end 

 

% Calculates the FX domain (and maps these points) 

 

if FX == 1 

    DATAFFT = zeros(size(DATA)); 

    DATAPAD  = zeros(size(DATA)+10); 

    DATAPAD(1:size(DATA,1),1:size(DATA,2)) = DATA; 

    for y=1:size(DATA,1); 

        for x=1:size(DATA,2); 

            DATAWIN        = DATAPAD(y:y+10,x:x+10); 

            DATAFFT(y,x)   = mean(mean(abs(fft(DATAWIN)))); 

        end 

    end 

    DATAVEC(:,vec) = reshape(DATAFFT,[],1); vec = vec+1; %FX data 

end 

 

% Calculates the FK domain (and maps these points) 

 

if FK == 1 

    DATAFFT2 = zeros(size(DATA)); 

    DATAPAD  = zeros(size(DATA)+10); 

    DATAPAD(1:size(DATA,1),1:size(DATA,2)) = DATA; 

    for y=1:(size(DATA,1)); 

        for x=1:(size(DATA,2)); 

            DATAWIN        = DATAPAD(y:y+10,x:x+10); 

            DATAFFT2(y,x)  = mean(mean(abs(fft2(DATAWIN)))); 

        end 

    end 

    DATAVEC(:,vec) = reshape(DATAFFT2,[],1); vec = vec+1; %FK data 

end 
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% Calculates the Prewitt Sobel filter 

 

if PREW == 1 

    DATAPREW       = edge(DATA, 'Prewitt'); 

    DATAVEC(:,vec) = reshape(DATAPREW,[],1); vec = vec+1; %Prewitt Sobel data 

end 

 

% Calculates the Canny Sobel filter 

 

if CANNY == 1 

    DATACANNY      = edge(DATA,'Canny'); 

    DATAVEC(:,vec) = reshape(DATACANNY,[],1); vec = vec+1; %Canny Sobel data 

end 

 

% Calculates the image gradient 

 

if GRAD == 1 

    DATAGRAD       = gradient(DATA); 

    DATAVEC(:,vec) = reshape(DATAGRAD,[],1); vec = vec+1; %Image Gradient data 

end 

 

% Polarity data (checks for changes in polarity i.e., at the apex of 

% diffractions) 

 

if POL == 1 

    DATAPOS        = (DATA > 0); 

    DATANEG        = (DATA < 0); 

    DATANEG        = -DATANEG; 

    DATAPOL        = DATANEG + DATAPOS; 

    DATAVEC(:,vec) = reshape(DATAPOL,[],1); vec = vec+1; %Polarity data 

end 

 

% Create and train the model 

 

x = DATAVEC'; 

t = MACHINE'; 

 

% Training function; 

trainFcn = 'trainscg'; %Scaled conjugate gradient backpropagation 

 

% Create the neural network 

hiddenLayer1 = 50; 

hiddenLayer2 = 50; 

% hiddenLayer3 = 50; 

hiddenLayerSize(1) = hiddenLayer1; 

hiddenLayerSize(2) = hiddenLayer2; 

% hiddenLayerSize(3) = hiddenLayer3; 

% hiddenLayerSize = 50; 

net = patternnet(hiddenLayerSize); 

 

% Divide for training, validation, and testing 

net.divideParam.trainRatio = 70/100; 

net.divideParam.valRatio   = 15/100; 

net.divideParam.testRatio  = 15/100; 
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% Train the Network 

net.trainParam.showWindow = false; 

[net,tr] = train(net,x,t); 

 

% Test the Network 

y = net(x); 

e = gsubtract(t,y); 

performance = perform(net,t,y); 

display(performance); 

tind = vec2ind(t); 

yind = vec2ind(y); 

percentErrors = sum(tind ~= yind)/numel(tind); 

 

% Reshape the data back 

 

y             = y'; 

CLASSOUTROUND = round(y); 

 

CLASSOUTVEC   = zeros(length(MACHINE),1); 

 

for n = 1:length(MACHINE); 

    if CLASSOUTROUND(n,1) == 1; 

        CLASSOUTVEC(n,1) = 0; 

    end 

    if CLASSOUTROUND(n,2) == 1; 

        CLASSOUTVEC(n,1) = 1; 

    end 

    if CLASSOUTROUND(n,3) == 1; 

        CLASSOUTVEC(n,1) = 2; 

    end 

    if CLASSOUTROUND(n,4) == 1; 

        CLASSOUTVEC(n,1) = 3; 

    end 

end 

 

CLASSOUT = reshape(CLASSOUTVEC,modsize(1),modsize(2)); 

NET      = net; 

 

figure(1); 

imagesc(CLASSOUT(1:200,:)); 

axis off; 

set(gcf,'color','w'); 

 

toc; 

 

end 
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MDDIPRED (uses the trained neural network from MDDITRAIN for Multi-Domain Diffraction 

Identification on new data) 

function [CLASSOUT] = MDDIPRED(filename,NET,dipfile,DIP,FX,FK,PREW,CANNY,GRAD,POL) 

% Function to train a Multi-Domain Diffraction Identification network on seismic 

% images. This function applies a multitude of optional transformations on 

% the data in order to better understand the data. 

% [CLASSOUT] = 

MDDIPRED(filename,NET,classfile,dipfile,DIP,FX,FK,PREW,CANNY,GRAD,POL) 

% 

% CLASSOUT  = The output classification 

% 

% filename  = The filename of the input data (.ASC format) 

% NET       = The trained neural network 

% dipfile   = The filename of the dip field 

% DIP       = Binary classification of whether to use input dip (0 for no, 1 for 

yes) 

% FX        = Binary classification of whether to use FX domain (0 for no, 1 for 

yes) 

% FK        = Binary classification of whether to use FK domain (0 for no, 1 for 

yes) 

% PREW      = Binary classification of whether to use Prewitt Sobel filter (0 for 

no, 1 for yes) 

% CANNY     = Binary classification of whether to use Canny Sobel filter (0 for no, 

1 for yes) 

% GRAD      = Binary classification of whether to use image gradient (0 for no, 1 

for yes) 

% POL       = Binary classification of whether to use polarity (0 for no, 1 for 

yes) 

 

 

tic; 

 

% Define variables 

 

vec = 1; 

 

% Reads in the data from the filename 

 

DATA = dlmread(filename); 

DATAVEC(:,vec) = reshape(DATA,[],1); vec = vec+1; %Amplitude data 

modsize = size(DATA); 

 

% Reads in the dip from the provided dip file (we calculate dips using 

% Madagascar software www.ahay.org) 

 

if DIP == 1 

    DATADIP        = dlmread(dipfile); 

    DATAVEC(:,vec) = reshape(DATADIP,[],1); vec = vec+1; %Dip data 

end 

 

% Calculates the FX domain (and maps these points) 

 

if FX == 1 
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    DATAFFT = zeros(size(DATA)); 

    DATAPAD  = zeros(size(DATA)+10); 

    DATAPAD(1:size(DATA,1),1:size(DATA,2)) = DATA; 

    for y=1:size(DATA,1); 

        for x=1:size(DATA,2); 

            DATAWIN        = DATAPAD(y:y+10,x:x+10); 

            DATAFFT(y,x)   = mean(mean(abs(fft(DATAWIN)))); 

        end 

    end 

    DATAVEC(:,vec) = reshape(DATAFFT,[],1); vec = vec+1; %FX data 

end 

 

% Calculates the FK domain (and maps these points) 

 

if FK == 1 

    DATAFFT2 = zeros(size(DATA)); 

    DATAPAD  = zeros(size(DATA)+10); 

    DATAPAD(1:size(DATA,1),1:size(DATA,2)) = DATA; 

    for y=1:(size(DATA,1)); 

        for x=1:(size(DATA,2)); 

            DATAWIN        = DATAPAD(y:y+10,x:x+10); 

            DATAFFT2(y,x)  = mean(mean(abs(fft2(DATAWIN)))); 

        end 

    end 

    DATAVEC(:,vec) = reshape(DATAFFT2,[],1); vec = vec+1; %FK data 

end 

 

% Calculates the Prewitt Sobel filter 

 

if PREW == 1 

    DATAPREW       = edge(DATA, 'Prewitt'); 

    DATAVEC(:,vec) = reshape(DATAPREW,[],1); vec = vec+1; %Prewitt Sobel data 

end 

 

% Calculates the Canny Sobel filter 

 

if CANNY == 1 

    DATACANNY      = edge(DATA,'Canny'); 

    DATAVEC(:,vec) = reshape(DATACANNY,[],1); vec = vec+1; %Canny Sobel data 

end 

 

% Calculates the image gradient 

 

if GRAD == 1 

    DATAGRAD       = gradient(DATA); 

    DATAVEC(:,vec) = reshape(DATAGRAD,[],1); vec = vec+1; %Image Gradient data 

end 

 

% Polarity data (checks for changes in polarity i.e., at the apex of 

% diffractions) 

 

if POL == 1 

    DATAPOS        = (DATA > 0); 

    DATANEG        = (DATA < 0); 

    DATANEG        = -DATANEG; 
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    DATAPOL        = DATANEG + DATAPOS; 

    DATAVEC(:,vec) = reshape(DATAPOL,[],1); vec = vec+1; %Polarity data 

end 

 

% Create and train the model 

 

x = DATAVEC'; 

 

% Apply neural network 

 

y = NET(x); 

 

% Reshape the data back 

 

y             = y'; 

CLASSOUTROUND = round(y); 

 

CLASSOUTVEC   = zeros(length(DATAVEC),1); 

 

for n = 1:length(DATAVEC); 

    if CLASSOUTROUND(n,1) == 1; 

        CLASSOUTVEC(n,1) = 0; 

    end 

    if CLASSOUTROUND(n,2) == 1; 

        CLASSOUTVEC(n,1) = 1; 

    end 

    if CLASSOUTROUND(n,3) == 1; 

        CLASSOUTVEC(n,1) = 2; 

    end 

    if CLASSOUTROUND(n,4) == 1; 

        CLASSOUTVEC(n,1) = 3; 

    end 

end 

 

CLASSOUT = reshape(CLASSOUTVEC,modsize(1),modsize(2)); 

 

figure(1); 

imagesc(CLASSOUT(1:200,:)); 

axis off; 

set(gcf,'color','w'); 

 

toc; 

 

end 

These codes are also available at https://github.com/b-lowney/MDDI 

  

https://github.com/b-lowney/MDDI
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7.1.3 GAN Codes  

(Compatible with Python 3)  

GAN_Train (trains a Generative Adversarial Network for diffraction separation) 

# GAN Used for training seismic data as part of Direct Diffraction Sepa

ration with Generative Adversarial Networks 

# Code by Brydon Lowney (2020) 

# GAN portion of code was written with aid from machinelearningmastery.

com 

 

# Import modules used  

 

import numpy as np 

import keras  

import os 

import segpy as spy # to read in the segy data 

import matplotlib.pyplot as plt 

import datetime 

import imageio 

from segpy.reader import create_reader 

from segpy.writer import write_segy 

from PIL import Image 

 

# Define parameters 

 

SEGYFILENAME  = 'YOURSEGYNAME.segy' # Put in your input segyfilename he

re 

TRAINFILENAME = 'TRAINSEGY.segy' # Put in your training (target) segyfi

lename here 

IMAGEDIR = '/home/addmin/machine_learning_dir/GAN/' # Put your desired 

image directory here make sure it ends in a / 

MODELDIR = '/home/addmin/machine_learning_dir/GAN/' # Put desired model 

directory here 

 

# Load the raw data  

 

with open(SEGYFILENAME,'rb') as raw_in_file: 

     

    t0 = datetime.datetime.now() 

     

    raw_segy_dataset = create_reader(raw_in_file, endian='>') 

     

    t1 = datetime.datetime.now() 

     

    rawtracefull = [] 

     

    for trace_index in raw_segy_dataset.trace_indexes(): 

        rawtrace = raw_segy_dataset.trace_samples(trace_index) 

        rawtracetemp = [] 

        for n in range(0,len(rawtrace)): 

            temp = float(rawtrace[n]) 

            rawtracetemp.append(temp) 

        rawtracefull.append(rawtracetemp) 

     

    t2 = datetime.datetime.now() 
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# Check time to load  

 

time_for_header = (t1-t0).total_seconds() 

time_for_traces = (t2-t1).total_seconds() 

time_for_both = (t2-t0).total_seconds() 

 

print('Time to read headers: {} seconds'.format(time_for_header)) 

print('Time to read traces: {} seconds'.format(time_for_traces)) 

print('Time to read both: {} seconds'.format(time_for_both)) 

 

# Load the training data  

 

with open(TRAINFILENAME,'rb') as train_in_file: 

     

    t0 = datetime.datetime.now() 

     

    train_segy_dataset = create_reader(train_in_file, endian='>') 

     

    t1 = datetime.datetime.now() 

     

    traintracefull = [] 

     

    for trace_index in train_segy_dataset.trace_indexes(): 

        traintrace = train_segy_dataset.trace_samples(trace_index) 

        traintracetemp = [] 

        for n in range(0,len(traintrace)): 

            temp = float(traintrace[n]) 

            traintracetemp.append(temp) 

        traintracefull.append(traintracetemp) 

     

    t2 = datetime.datetime.now() 

 

# Check time to load training data  

 

time_for_header = (t1-t0).total_seconds() 

time_for_traces = (t2-t1).total_seconds() 

time_for_both = (t2-t0).total_seconds() 

 

print('Time to read headers: {} seconds'.format(time_for_header)) 

print('Time to read traces: {} seconds'.format(time_for_traces)) 

print('Time to read both: {} seconds'.format(time_for_both)) 

 

# Convert the seismic to numpy array and rotate if necessary 

 

rawtracefull = np.array(rawtracefull) 

traintracefull = np.array(traintracefull) 

 

print(rawtracefull.shape) 

print(traintracefull.shape) 

 

rawtracefull = np.rot90(rawtracefull, 3) 

traintracefull = np.rot90(traintracefull, 3) 

 

print(rawtracefull.shape) 

print(traintracefull.shape) 

 

# Make the size divisible by 256 so we don't lose any data  
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seismic_size = rawtracefull.shape 

seismic_y = seismic_size[0] 

seismic_x = seismic_size[1] 

 

mult_y = np.ceil(seismic_y/256) 

mult_x = np.ceil(seismic_x/256) # ceiling is used so it always rounds u

p 

 

mult_y = int(mult_y) 

mult_x = int(mult_x) 

 

new_y = mult_y*256 

new_x = mult_x*256 

 

newseismic = np.zeros((new_y,new_x)) 

newseismic[0:seismic_y,0:seismic_x] = rawtracefull 

newtraining[0:seismic_y,0:seismic_x] = traintracefull 

 

print(seismic_size) 

print(np.shape(newseismic)) 

print(np.shape(newtraining)) 

 

# Make directories for the 256 x 256 size data for testing and save 

 

traindir = os.path.join(IMAGEDIR,'train/') 

styledir = os.path.join(IMAGEDIR,'style/') 

 

if not os.path.exists(traindir): 

    os.mkdir(traindir) 

if not os.path.exists(styledir): 

    os.mkdir(styledir) 

 

for y in range(0,(new_y-256),256): 

    for x in range(0,(new_x-256),256): 

        raw_256 = newseismic[y:y+256,x:x+256]  

        sty_256 = newtraining[y:y+256,x:x+256] 

 

        filenumber_y = str(y) 

        filenumber_x = str(x) 

 

        plt.imsave('{}train_y{}_x{}.png'.format(traindir, filenumber_y.

zfill(5), filenumber_x.zfill(5)), raw_256, vmin=-5, vmax=5, cmap='Greys

') 

        plt.imsave('{}style_y{}_x{}.png'.format(styledir, filenumber_y.

zfill(5), filenumber_x.zfill(5)), sty_256, vmin=-1, vmax=1, cmap='Greys

') 

 

# Reload seismic but as an image  

 

src_filelist = [] 

tar_filelist = [] 

 

for y in range(0,(new_y-256),256): 

    for x in range(0,(new_x-256),256): 

         

        filenumber_y = str(y) 

        filenumber_x = str(x) 
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        src_filelist.append('{}train_y{}_x{}.png'.format(traindir, file

number_y.zfill(5), filenumber_x.zfill(5))) 

        tar_filelist.append('{}style_y{}_x{}.png'.format(styledir, file

number_y.zfill(5), filenumber_x.zfill(5))) 

         

src_images = np.array([np.array(Image.open(fname)) for fname in src_fil

elist]) 

tar_images = np.array([np.array(Image.open(fname)) for fname in tar_fil

elist]) 

 

src_images = src_images[:,:,:,0:3] 

tar_images = tar_images[:,:,:,0:3] 

 

np.shape(src_images) 

np.shape(tar_images) 

 

# View the 2 datasets as a check (will need to make sure this is single 

IL on a 3D example) 

 

test_img = np.size(src_images) 

test_img = np.round(test_img[0]/2) 

test_img = int(test_img) 

 

fig, axes = plt.subplots(2, 1, figsize=(18, 18)) 

axes[0].imshow(src_images[test_img], cmap='Greys', aspect='auto') 

axes[1].imshow(tar_images[test_img], cmap='Greys', aspect='auto') 

#plt.colorbar() 

plt.show() 

 

# Save as compressed numpy array  

 

arrayfilename = '{}training_256.npz'.format(IMAGEDIR) 

np.savez_compressed(arrayfilename, src_images, tar_images) 

 

# define the discriminator model 

def define_discriminator(image_shape): 

 # weight initialization 

 init = RandomNormal(stddev=0.02) 

 # source image input 

 in_src_image = Input(shape=image_shape) 

 # target image input 

 in_target_image = Input(shape=image_shape) 

 # concatenate images channel-wise 

 merged = Concatenate()([in_src_image, in_target_image]) 

 # C64 

 d = Conv2D(64, (4,4), strides=(2,2), padding='same', kernel_init

ializer=init)(merged) 

 d = LeakyReLU(alpha=0.2)(d) 

 # C128 

 d = Conv2D(128, (4,4), strides=(2,2), padding='same', kernel_ini

tializer=init)(d) 

 d = BatchNormalization()(d) 

 d = LeakyReLU(alpha=0.2)(d) 

 # C256 

 d = Conv2D(256, (4,4), strides=(2,2), padding='same', kernel_ini

tializer=init)(d) 

 d = BatchNormalization()(d) 

 d = LeakyReLU(alpha=0.2)(d) 
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 # C512 

 d = Conv2D(512, (4,4), strides=(2,2), padding='same', kernel_ini

tializer=init)(d) 

 d = BatchNormalization()(d) 

 d = LeakyReLU(alpha=0.2)(d) 

 # second last output layer 

 d = Conv2D(512, (4,4), padding='same', kernel_initializer=init)(

d) 

 d = BatchNormalization()(d) 

 d = LeakyReLU(alpha=0.2)(d) 

 # patch output 

 d = Conv2D(1, (4,4), padding='same', kernel_initializer=init)(d) 

 patch_out = Activation('sigmoid')(d) 

 # define model 

 model = Model([in_src_image, in_target_image], patch_out) 

 # compile model 

 opt = Adam(lr=0.0002, beta_1=0.5) 

 model.compile(loss='binary_crossentropy', optimizer=opt, loss_we

ights=[0.5]) 

 return model 

 

# define an encoder block 

def define_encoder_block(layer_in, n_filters, batchnorm=True): 

 # weight initialization 

 init = RandomNormal(stddev=0.02) 

 # add downsampling layer 

 g = Conv2D(n_filters, (4,4), strides=(2,2), padding='same', kern

el_initializer=init)(layer_in) 

 # conditionally add batch normalization 

 if batchnorm: 

  g = BatchNormalization()(g, training=True) 

 # leaky relu activation 

 g = LeakyReLU(alpha=0.2)(g) 

 return g 

 

# define a decoder block 

def decoder_block(layer_in, skip_in, n_filters, dropout=True): 

 # weight initialization 

 init = RandomNormal(stddev=0.02) 

 # add upsampling layer 

 g = Conv2DTranspose(n_filters, (4,4), strides=(2,2), padding='sa

me', kernel_initializer=init)(layer_in) 

 # add batch normalization 

 g = BatchNormalization()(g, training=True) 

 # conditionally add dropout 

 if dropout: 

  g = Dropout(0.5)(g, training=True) 

 # merge with skip connection 

 g = Concatenate()([g, skip_in]) 

 # relu activation 

 g = Activation('relu')(g) 

 return g 

 

# define the standalone generator model 

def define_generator(image_shape=(256,256,3)): 

 # weight initialization 

 init = RandomNormal(stddev=0.02) 

 # image input 
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 in_image = Input(shape=image_shape) 

 # encoder model 

 e1 = define_encoder_block(in_image, 64, batchnorm=False) 

 e2 = define_encoder_block(e1, 128) 

 e3 = define_encoder_block(e2, 256) 

 e4 = define_encoder_block(e3, 512) 

 e5 = define_encoder_block(e4, 512) 

 e6 = define_encoder_block(e5, 512) 

 e7 = define_encoder_block(e6, 512) 

 # bottleneck, no batch norm and relu 

 b = Conv2D(512, (4,4), strides=(2,2), padding='same', kernel_ini

tializer=init)(e7) 

 b = Activation('relu')(b) 

 # decoder model 

 d1 = decoder_block(b, e7, 512) 

 d2 = decoder_block(d1, e6, 512) 

 d3 = decoder_block(d2, e5, 512) 

 d4 = decoder_block(d3, e4, 512, dropout=False) 

 d5 = decoder_block(d4, e3, 256, dropout=False) 

 d6 = decoder_block(d5, e2, 128, dropout=False) 

 d7 = decoder_block(d6, e1, 64, dropout=False) 

 # output 

 g = Conv2DTranspose(3, (4,4), strides=(2,2), padding='same', ker

nel_initializer=init)(d7) 

 out_image = Activation('tanh')(g) 

 # define model 

 model = Model(in_image, out_image) 

 return model 

 

# define the combined generator and discriminator model, for updating t

he generator 

def define_gan(g_model, d_model, image_shape): 

 # make weights in the discriminator not trainable 

 d_model.trainable = False 

 # define the source image 

 in_src = Input(shape=image_shape) 

 # connect the source image to the generator input 

 gen_out = g_model(in_src) 

 # connect the source input and generator output to the discrimin

ator input 

 dis_out = d_model([in_src, gen_out]) 

 # src image as input, generated image and classification output 

 model = Model(in_src, [dis_out, gen_out]) 

 # compile model 

 opt = Adam(lr=0.0002, beta_1=0.5) 

 model.compile(loss=['binary_crossentropy', 'mae'], optimizer=opt

, loss_weights=[1,100]) 

 return model 

 

# load and prepare training images 

def load_real_samples(filename): 

 # load compressed arrays 

 data = load(filename) 

 # unpack arrays 

 X1, X2 = data['arr_0'], data['arr_1'] 

 # scale from [0,255] to [-1,1] 

 X1 = (X1 - 127.5) / 127.5 

 X2 = (X2 - 127.5) / 127.5 
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 return [X1, X2] 

 

# select a batch of random samples, returns images and target 

def generate_real_samples(dataset, n_samples, patch_shape): 

 # unpack dataset 

 trainA, trainB = dataset 

 # choose random instances 

 ix = randint(0, trainA.shape[0], n_samples) 

 # retrieve selected images 

 X1, X2 = trainA[ix], trainB[ix] 

 # generate 'real' class labels (1) 

 y = ones((n_samples, patch_shape, patch_shape, 1)) 

 return [X1, X2], y 

 

# generate a batch of images, returns images and targets 

def generate_fake_samples(g_model, samples, patch_shape): 

 # generate fake instance 

 X = g_model.predict(samples) 

 # create 'fake' class labels (0) 

 y = zeros((len(X), patch_shape, patch_shape, 1)) 

 return X, y 

 

# generate samples and save as a plot and save the model 

def summarize_performance(step, g_model, dataset, n_samples=3): 

 # select a sample of input images 

 [X_realA, X_realB], _ = generate_real_samples(dataset, n_samples

, 1) 

 # generate a batch of fake samples 

 X_fakeB, _ = generate_fake_samples(g_model, X_realA, 1) 

 # scale all pixels from [-1,1] to [0,1] 

 X_realA = (X_realA + 1) / 2.0 

 X_realB = (X_realB + 1) / 2.0 

 X_fakeB = (X_fakeB + 1) / 2.0 

 # plot real source images 

 for i in range(n_samples): 

  pyplot.subplot(3, n_samples, 1 + i) 

  pyplot.axis('off') 

  pyplot.imshow(X_realA[i]) 

 # plot generated target image 

 for i in range(n_samples): 

  pyplot.subplot(3, n_samples, 1 + n_samples + i) 

  pyplot.axis('off') 

  pyplot.imshow(X_fakeB[i]) 

 # plot real target image 

 for i in range(n_samples): 

  pyplot.subplot(3, n_samples, 1 + n_samples*2 + i) 

  pyplot.axis('off') 

  pyplot.imshow(X_realB[i]) 

 # save plot to file 

    modeldir = os.path.join(MODELDIR,'models/' 

    plotsdir = os.path.join(MODELDIR,'plots/') 

    if not os.path.exists(modeldir): 

    os.mkdir(modeldir) 

    if not os.path.exists(plotsdir): 

    os.mkdir(plotsdir)     

 filename1 = '{}plot_%06d.png'.format(plotsdir) % (step+1) 

 pyplot.savefig(filename1) 

 pyplot.close() 
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 # save the generator model 

 filename2 = '{}model_%06d.h5'.format(modeldir) % (step+1) 

 g_model.save(filename2) 

 print('>Saved: %s and %s' % (filename1, filename2)) 

# train pix2pix model 

def train(d_model, g_model, gan_model, dataset, n_epochs=100, n_batch=1

): 

 # determine the output square shape of the discriminator 

 n_patch = d_model.output_shape[1] 

 # unpack dataset 

 trainA, trainB = dataset 

 # calculate the number of batches per training epoch 

 bat_per_epo = int(len(trainA) / n_batch) 

 # calculate the number of training iterations 

 n_steps = bat_per_epo * n_epochs 

 # manually enumerate epochs 

 for i in range(n_steps): 

  # select a batch of real samples 

  [X_realA, X_realB], y_real = generate_real_samples(datase

t, n_batch, n_patch) 

  # generate a batch of fake samples 

  X_fakeB, y_fake = generate_fake_samples(g_model, X_realA, 

n_patch) 

  # update discriminator for real samples 

  d_loss1 = d_model.train_on_batch([X_realA, X_realB], y_re

al) 

  # update discriminator for generated samples 

  d_loss2 = d_model.train_on_batch([X_realA, X_fakeB], y_fa

ke) 

  # update the generator 

  g_loss, _, _ = gan_model.train_on_batch(X_realA, [y_real, 

X_realB]) 

  # summarize performance 

  print('>%d, d1[%.3f] d2[%.3f] g[%.3f]' % (i+1, d_loss1, d

_loss2, g_loss)) 

  # summarize model performance 

  if (i+1) % (bat_per_epo * 10) == 0: 

   summarize_performance(i, g_model, dataset) 

 

from numpy import load 

from numpy import zeros 

from numpy import ones 

from numpy.random import randint 

from keras.optimizers import Adam 

from keras.initializers import RandomNormal 

from keras.models import Model 

from keras.models import Input 

from keras.layers import Conv2D 

from keras.layers import Conv2DTranspose 

from keras.layers import LeakyReLU 

from keras.layers import Activation 

from keras.layers import Concatenate 

from keras.layers import Dropout 

from keras.layers import BatchNormalization 

from keras.layers import LeakyReLU 

from matplotlib import pyplot 

 

# load image data 
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dataset = load_real_samples(arrayfilename) 

#dataset = [src_images, tar_images] 

print('Loaded', dataset[0].shape, dataset[1].shape) 

# define input shape based on the loaded dataset 

image_shape = dataset[0].shape[1:] 

# define the models 

d_model = define_discriminator(image_shape) 

g_model = define_generator(image_shape) 

# define the composite model 

gan_model = define_gan(g_model, d_model, image_shape) 

# train model 

train(d_model, g_model, gan_model, dataset) 

 

 

GAN_Predict (uses a trained Generative Adversarial Network for diffraction separation) 

# GAN Used for predicting seismic data as part of Direct Diffraction Se

paration with Generative Adversarial Networks 

# Code by Brydon Lowney (2020) 

# GAN portion of code was written with aid from machinelearningmastery.

com 

 

# Import modules used  

import numpy as np 

import os 

import datetime 

import segpy as spy 

import imageio 

import matplotlib.pyplot as plt 

import segyio 

from segpy.reader import create_reader 

from segpy.writer import write_segy 

from keras.models import load_model 

from numpy import load 

from numpy import vstack 

from matplotlib import pyplot 

from numpy.random import randint 

from PIL import Image 

from skimage import color 

from shutil import copyfile 

 

# Define parameters 

 

SEGYFILENAME  = '/home/addmin/machine_learning_dir/GAN_Git/SEISMIC/WR33

2a-stack.sgy' # Put in your input prediction segyfilename here 

IMAGEDIR = '/home/addmin/machine_learning_dir/GAN_Git/IMAGES/' # Put yo

ur desired image directory here make sure it ends in a / 

SEGYGENNAME = '/home/addmin/machine_learning_dir/GAN_Git/SEISMIC/W332a-

gen.sgy' # The segy output 

MODEL = '/home/addmin/machine_learning_dir/GAN_Git/MODELS/model_475000.

h5' # Put desired model here (with path) 

 

# Load the prediction data  

 

with open(SEGYFILENAME,'rb') as pre_in_file: 

     

    t0 = datetime.datetime.now() 
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    pre_segy_dataset = create_reader(pre_in_file, endian='>') 

     

    t1 = datetime.datetime.now() 

     

    pretracefull = [] 

     

    for trace_index in pre_segy_dataset.trace_indexes(): 

        pretrace = pre_segy_dataset.trace_samples(trace_index) 

        pretracetemp = [] 

        for n in range(0,len(pretrace)): 

            temp = float(pretrace[n]) 

            pretracetemp.append(temp) 

        pretracefull.append(pretracetemp) 

     

    t2 = datetime.datetime.now() 

 

# Check time to load  

 

time_for_header = (t1-t0).total_seconds() 

time_for_traces = (t2-t1).total_seconds() 

time_for_both = (t2-t0).total_seconds() 

 

print('Time to read headers: {} seconds'.format(time_for_header)) 

print('Time to read traces: {} seconds'.format(time_for_traces)) 

print('Time to read both: {} seconds'.format(time_for_both)) 

 

# Convert the seismic to numpy array and rotate if necessary 

 

pretracefull = np.array(pretracefull) 

 

print(pretracefull.shape) 

 

pretracefull = np.rot90(pretracefull, 3) 

 

print(pretracefull.shape) 

 

# Make the size divisible by 256 so we don't lose any data  

 

seismic_size = pretracefull.shape 

seismic_y = seismic_size[0] 

seismic_x = seismic_size[1] 

 

mult_y = np.ceil(seismic_y/256) 

mult_x = np.ceil(seismic_x/256) # ceiling is used so it always rounds u

p 

 

mult_y = int(mult_y) 

mult_x = int(mult_x) 

 

new_y = mult_y*256 

new_x = mult_x*256 

 

newseismic = np.zeros((new_y,new_x)) 

newseismic[0:seismic_y,0:seismic_x] = pretracefull 

 

print(seismic_size) 

print(np.shape(newseismic)) 
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# Make directories for the 256 x 256 size data for testing and save 

 

predictdir = os.path.join(IMAGEDIR,'predict/') 

 

if not os.path.exists(predictdir): 

    os.mkdir(predictdir) 

 

for y in range(0,(new_y-256),256): 

    for x in range(0,(new_x-256),256): 

        tra_256 = newseismic[y:y+256,x:x+256]  

 

        filenumber_y = str(y) 

        filenumber_x = str(x) 

 

        plt.imsave('{}predict_y{}_x{}.png'.format(predictdir, filenumbe

r_y.zfill(5), filenumber_x.zfill(5)), tra_256, vmin=-5, vmax=5, cmap='G

reys') 

 

# Reload seismic but as an image  

 

pre_filelist = [] 

 

for y in range(0,(new_y-256),256): 

    for x in range(0,(new_x-256),256): 

         

        filenumber_y = str(y) 

        filenumber_x = str(x) 

 

        pre_filelist.append('{}predict_y{}_x{}.png'.format(predictdir, 

filenumber_y.zfill(5), filenumber_x.zfill(5))) 

         

pre_images = np.array([np.array(Image.open(fname)) for fname in pre_fil

elist]) 

 

pre_images = pre_images[:,:,:,0:3] 

 

np.shape(pre_images) 

 

pre_images = (pre_images - 127.5) / 127.5 

 

# load model 

 

model = load_model(MODEL) 

 

# generate image from source 

 

gen_images = model.predict(pre_images) 

 

# Recalculate amplitudes so it fits on an RGB scale (0:1) 

 

gen_img_plot = (gen_images + 1) / 2 

pre_img_plot = (pre_images + 1) / 2  

 

print(np.max(pre_images)) 

 

fig, axes = pyplot.subplots(2, 1, figsize=(18, 18)) 

axes[0].imshow(pre_img_plot[210], cmap='Greys') 
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axes[1].imshow(gen_img_plot[210], cmap='Greys') 

 

# Save the generated images 

 

i = 0 

 

gendir = os.path.join(IMAGEDIR,'generated/') 

 

if not os.path.exists(gendir): 

    os.mkdir(gendir) 

 

for y in range(0,(new_y-256),256): 

    for x in range(0,(new_x-256),256): 

         

        filenumber_y = str(y) 

        filenumber_x = str(x) 

                

        pyplot.imsave('{}generated_y{}_x{}.png'.format(gendir,filenumbe

r_y.zfill(5), filenumber_x.zfill(5)), gen_img_plot[i], vmin=-500, vmax=

500, cmap='Greys') 

         

        i = i+1 

 

# Reconstruct the generated images by first loading them and centring a

round zero 

 

gen_image = np.zeros((new_y, new_x, 4)) 

 

for y in range(0,(new_y-256),256): 

    for x in range(0,(new_x-256),256): 

         

        filenumber_y = str(y) 

        filenumber_x = str(x) 

 

        gen_image_load = np.array(Image.open('{}generated_y{}_x{}.png'.

format(gendir, filenumber_y.zfill(5), filenumber_x.zfill(5)))) 

         

        gen_image[y:y+256, x:x+256, :] = gen_image_load 

 

gen_image = (gen_image - 127.5) / 127.5 

gen_image = gen_image[0:seismic_y,0:seismic_x] 

gen_img_plot = (gen_image + 1) / 2 

 

np.shape(gen_image) 

 

# Save the full image into the gen directory 

 

plt.imsave('{}/full_generated_image.png'.format(gendir), gen_img_plot, 

cmap='Greys') 

 

# Convert to amplitude (centred around 0) and save to segy 

 

gen_seis = color.rgb2gray(gen_image) 

 

gen_seis = np.rot90(gen_seis) 

 

datasets = [gen_seis] 
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# Save the new data 

 

 

input_file = SEGYFILENAME 

output_file = SEGYGENNAME 

 

with segyio.open(input_file, ignore_geometry=True) as src: 

    spec = segyio.spec() 

    spec.sorting = src.sorting 

    spec.format = src.format 

    spec.samples = src.samples 

    spec.ilines = src.ilines 

    spec.xlines = src.xlines 

    spec.tracecount = seismic_x 

    with segyio.create(output_file, spec) as dst: 

        dst.text[0] = src.text[0] 

        dst.bin = src.bin 

        dst.header = src.header 

        dst.trace = datasets 

 

The data used and the models can also be found at https://github.com/b-lowney/GAN/ alongside 

Jupyter notebooks of the code. 

  

https://github.com/b-lowney/GAN/
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7.1.4 Full derivation of Equation 3.2.2 – Equation 3.2.5 (after (Landa, et al., 2008))  

Conversion between the data coordinates {𝑦, 𝑡} and the model coordinates {𝑥, 𝑧} can be achieved 

using the following, assuming 𝛼 is the dip angle and 𝑣 is the actual velocity:  

𝑦 = 𝑥 + 𝑧 tan 𝛼 

𝑡 =
2𝑧

𝑣 cos 𝛼
 

Migration can then be thought of as the inverse of these equations: 

𝑥 = 𝑦 −
𝑣𝑀𝑡

2
sin 𝛼 

𝑧 =
𝑣𝑀𝑡

2
cos 𝛼 

with 𝑣𝑀 being the migration velocity.  

Considering the diffraction as a point with coordinates {𝑥0, 𝑧0} and ray angle 𝛽, the response can be 

formulated by: 

𝑦 = 𝑥0 + 𝑧0 tan 𝛽 

𝑡 =
2𝑧0

𝑣 cos 𝛽
 

which can be combined through eliminating 𝜷 into the formula for a hyperbola (Equation 3.2.2): 

𝑡(𝑦) = 2√
𝑧0

2 + (𝑦 − 𝑥0)2

𝑣
 

This can then be used to compute the image of the diffraction point as:  

𝑥 = 𝑥0 + 𝑧0

𝑣 sin 𝛽 − 𝑣𝑀 sin 𝛼

𝑣 cos 𝛽
 

𝑧 = 𝑧0

𝑣𝑀𝑐𝑜𝑠𝛼

𝑣 cos 𝛽
 

which can be used to create Equation 3.2.4, through elimination of 𝛽: 

𝑧𝛼(𝑥, 𝛼) =
𝑣𝑀 cos 𝛼 [(𝑥 − 𝑥0)𝑣𝑀 sin 𝛼 + 𝐷]

𝑣2 − 𝑣𝑀
2 sin2 𝛼

 

When the reflector outlined by Equation 3.2.4 is considered: 

𝑧(𝑥) = 𝑧0 + 𝑥 tan 𝛼0 
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the data response can be calculated through: 

𝑡(𝑦) =
2(𝑧0 cos 𝛼0 + 𝑦 sin 𝛼0)

𝑣
 

whilst the image response is represented as: 

𝑥 = −
𝑣𝑀

𝑣
𝑧0 cos 𝛼0 sin 𝛼 + 𝑦 (1 −

𝑣𝑀

𝑣
sin 𝛼0 sin 𝛼) 

𝑧 =
𝑣𝑀

𝑣
𝑧0 cos 𝛼0 cos 𝛼 +

𝑣𝑀

𝑣
𝑦 sin 𝛼0 cos 𝛼 

which can be used to obtain the dip-angle coordinates of the reflector shown in Equation 3.2.5 by 

eliminating 𝑦: 

𝑧𝛼(𝑥, 𝛼) =
(𝑧0 cos 𝛼0 + 𝑥 sin 𝛼0)𝑣𝑀 cos 𝛼 

𝑣 − 𝑣𝑀 sin 𝛼0 sin 𝛼
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7.1.5 Full-size images of Gabon 3D depth-slices at 3km 

a) Conventional image  

b) Apex destruction image  

c) Plane-wave destruction image  

d) Plane-wave destruction and apex destruction image  

e) Plane-wave destruction, apex destruction, and Radon slant-stack filtering image  

f) Plane-wave destruction, apex destruction, and Radon slant-stack filtering DNN image  

g) Apex destruction DNN image  

h) Gabon+ Apex destruction DNN image  



7 Appendices  Applied Diffraction Imaging 

 

328 
 

 



Applied Diffraction Imaging  7 Appendices 

 

329 
 



7 Appendices  Applied Diffraction Imaging 

 

330 
 



Applied Diffraction Imaging  7 Appendices 

 

331 
 

 



7 Appendices  Applied Diffraction Imaging 

 

332 
 



Applied Diffraction Imaging  7 Appendices 

 

333 
 



7 Appendices  Applied Diffraction Imaging 

 

334 
 



Applied Diffraction Imaging  7 Appendices 

 

335 
 



Glossary  Applied Diffraction Imaging 

 

336 
 

7.1.6 Physical Parameters of IFSTTAR Dataset  

Physical 

Characteristics 

Silt Limestone Gneiss 14/20 Gneiss 0/20 

Dry density 

(t/m3) 

- 1.74-1.90 1.80-1.90 2.20 

Fines < 80mm 

(%) 

98 13-19 - < 1 

D max. aggr 

(mm) 

≤ 2 0.8-2 20 20 

MBV 0.73-2 0.16-0.56 - - 

CEC (cmol+/kg) 3.11-7.50 1.15-2.53 - - 

Ac = Ip/C2 (mm) 0.35-0.42 0.32-0.34 - - 

Optimum water 

content 

(Proctor Opt. %) 

10 12-15 - - 

The physical parameters of the IFSTTAR dataset showing the dry density, rate of fine material, max aggregate, Methylen 
Blue Value (MBV, which represents the amount of clay in the dataset), Cation Exchange Capacity, the Activity (Ac), and 
the optimum water content.   
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Glossary 
 

Acoustic Impedance – A quantitative measure for the ease at which a wave will travel through a 

medium.  

Anticline – A geological fold in which the older strata is towards the centre of the structure.  

Azimuth – The angle at which the seismic data was recorded (from 0-360°). 

BroadSeis – This is a specific type of wavelet created using a patented BroadSeis source which has a 

wider frequency band than conventional wavelets.  

Caustic – A bright spot of energy formed from constructive interference.  

Caustic Diffraction – The diffraction shape associated with a caustic (either Airy or Pratt).  

Common-Midpoint Gather – A method of sorting seismic data (collected in gathers) by a common 

central point.  

Conversion – When a seismic wave encounters a boundary at a certain angle it can be transformed 

into resultant P- and S-waves.  

Deep Learning – A facet of machine learning which involves training a multi-layered neural network 

for a given task.  

Density – The mass per unit volume.  

Diffraction – When a wave spreads in all directions after encountering an object or discontinuity small 

in comparison to the wavelength.  

Diffractor – The term used to refer to the object or discontinuity which forms a diffraction.  

Dirac Function – Used to model the density of an ideal point of mass.  

Edge Diffraction – The spreading of the seismic wavefield in all directions at the tip of a reflector.   

Eikonal – This describes the properties of wave propagation partial differential equations.  

Facies – A body of rock with the same characteristics (e.g. a particular sandstone formed in the 

Jurassic) 

Frequency – The rate of oscillation per second of a wave.  
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Graben – German for grave, when two faults form raised edges either side of a central portion of strata 

causing it to appear lower.  

Horizon – In geophysical sense, this refers to a continuous reflection which correlated with a specific 

geological boundary. 

Hyperbola – The curved shape of a diffraction.  

Interference – When two waves interact with one another they can form positive interference (which 

increases amplitude) or negative interference (which decreases amplitude).  

Listric – This refers to a fault which curves at its base (as opposed to a straight fault).  

Loss Function – The quantitative measure used to train a neural network. These are commonly L1 and 

L2 loss functions and show how well the training data fits the model.  

Machine Learning – A subsection of artificial intelligence where an algorithm (or classifier) is used to 

learn patterns on data and apply these patterns to new data.  

Migration – The act of collapsing diffraction hyperbolae and correctly positioning reflections to reflect 

their true (geological) dip.  

Moveout – With increasing offset from the source, the wave takes longer to reach the receiver. This 

is known as moveout.  

Neural Network – A computed approximation of the biological brain, a collection of interconnected 

nodes which symbolise biological neurons.  

P-Wave – Short for Primary-Wave, this is a compressional wave which travels fastest through the 

subsurface. 

Phase – Whether a wave is currently positive or negative (or in-between).  

Plane-Wave – A wave which travels as a series of flat surfaces, or planes.  

Point Diffraction – When a wave spreads in all directions when it encounters a small object.  

Receiver – Machines which record seismic information.  

Reflection – When a wave bounces back off as surface, usually continuous.  

Reflector – The surface at which reflection occurs.  

Refraction – The bending of a wave at an acoustic interface.  
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Reservoir – Rock which can bear fluid.  

Resolution – The minimum distance at which two points are separate, beyond this distance they 

appear as a single point.  

S-Wave – Short for Secondary-Wave, this is a transverse wave (one which direction of oscillation is in 

the direction of propagation) which travels through shearing. As such, it cannot travel through liquids.  

Seal – An impermeable rock which forms the cap of a hydrocarbon trap.  

Seismic Wavefield – This is the recorded data at the surface which contains a combination of all seismic 

events.  

Source (seismic) – The seismic source refers to the equipment used to generate the seismic wavefield 

(be it a sledgehammer, an airgun, dynamite, etc.).  

Source (geology) – In exploration geology, the source refers to an organic-rich rock from which 

hydrocarbons originate.  

Stacking – This refers to the act of summing seismic data across all offsets to improve signal/noise 

ratio.  

Subsurface – Anything which is below the surface or underground.    

Syncline – A geological fold in which the younger strata is towards the centre of the structure.  

Trap – This refers to a configuration, either structural or stratigraphic, of rocks which will accumulate 

fluid.  

Velocity – How fast a wave travels in units of distance over time.  

Vug – This is a buried hole.  

Wavelength – The peak-to-peak or trough-to-trough distance of a wave.  

 


