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Mining Experiential Product Cases?

Ruihai Dong, Markus Schaal, Michael P. O’Mahony, and Barry Smyth

CLARITY: Centre for Sensor Web Technologies
School of Computer Science and Informatics

University College Dublin, Ireland

Abstract. Case-based reasoning (CBR) attempts to reuse past expe-
riences to solve new problems. CBR ideas are commonplace in recom-
mendation systems, which rely on the similarity between product queries
and a case base of product cases. But, the relationship between CBR
and many of these recommenders can be tenuous: the idea that prod-
uct cases made up of static meta-data type features are experiential is
a stretch; unless one views the type of case descriptions used by collab-
orative filtering (user ratings across products) as experiential. Here we
explore and evaluate how to automatically generate product cases from
user-generated reviews to produce cases that are based on genuine user
experiences for use in a case-based product recommendation system.

1 Introduction

Consider the 13” MacBook Pro. At the time of writing the product features listed
by Amazon cover technical details such as screen-size, RAM, and price. These
are the type of features found in a conventional product recommender. But
such features can be few in number – which limits how we assess inter-product
similarity at recommendation time – and they can be technical in nature, making
it difficult to judge the importance of similarities in any practical sense. However,
the MacBook Pro has 72 reviews which encode valuable insights into a great
many of its other features, from its “beautiful design” to its “high price”. These
capture more detail than a handful of technical features. They also encode the
opinions of users and, as such, provide an objective basis for comparison.

Can we use such ‘social’ features — features from the collective experiences of
users — as the basis for a type of product case, an experiential product case? Do
such cases represent a viable alternative to more conventional cases made up of
catalog features (see [1] for example)? Are such cases rich enough to serve a useful
function when it comes to product recommendation? What types of similarity
and weighting techniques might we apply to these cases? We will consider these
matters in the remainder of this paper as we describe our approach to mining
experiential cases and their use in a product recommender system.

We are not the first to consider this kind of approach. For example the work of
[8] describes the use of shallow NLP for explicit feature extraction and sentiment

? This work is supported by Science Foundation Ireland under grant 07/CE/I1147.



analysis; see also [3, 4, 10]. The features extracted, and the techniques used to
extract them, are similar to those presented here, although in other work they
are extracted for the purpose of product description and ranking rather than
recommendation. The work of [12] also analyzes the sentiment of comparative
and subjective sentences in reviews on a per-feature basis to create an ordering
of products, but without considering the recommendation task with respect to
a query product. Moreover, our work is related to recent work on textual case-
based reasoning [11] and the challenges of harnessing experiential knowledge in
many forms from web content as proposed in [7]. In the case of the latter, our
work represents a concrete instantiation of such a system, by harnessing product
experiences for the purpose of product recommendation.

2 Mining Experiential Product Cases

The aim of this work is to implement a practical technique for converting
user-generated product reviews into rich, feature-based, experiential product
cases. The features of these cases relate to topics that are discussed by review-
ers and the values of these features reflect the aggregate opinions of these re-
viewers. Our approach is summarised in Figure 1 for a given product P : (1)
we use shallow NLP techniques to extract a set of candidate features from
Reviews(P ) = {R1, ..., RK}, the reviews of P ; (2) each feature Fi is associated
with a sentiment label, Lk, (positive, negative, or neutral) based on the opin-
ion expressed in a review Rj for P ; and (3) these topics and sentiment scores
are aggregated at the product level to generate a case of features and agregate
sentiment scores.

Fuji X100 Digital Camera (P)

The Fuji X100 is a great camera. It looks beautiful and takes great quality images. 

I have found the battery life to be superb during normal use. I only seem to charge 

after well over 1000 shots. The build quality is excellent and it is a joy to hold.

The camera is not without its quirks however and it does take some getting used to.

The auto focus can be slow to catch, for example. So it's not  so good for action shots

but it does take great portraits and its night shooting is excellent. 
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Fig. 1. Extracting experiential product cases from user-generated reviews.



2.1 Extracting Review Features

We consider two types of features — bi-gram features and single-noun features —
and use a combination of shallow NLP and statistical methods, combining ideas
from [3, 5] to mine them. For the former we look for bi-grams in reviews which
conform to one of two basic part-of-speech patterns: (1) an adjective followed by
a noun (AN) (e.g. wide angle); or (2) a noun followed by a noun (NN) (e.g. video
mode). These feature candidates are filtered to avoid including AN ’s that are
actually opinionated single-noun features; e.g. great flash is really a single-noun
feature, flash. To do this we exclude bi-grams whose adjective is a sentiment
word (e.g. excellent, terrible etc.) in the sentiment lexicon of [4].

For single-noun features we also extract a candidate set, this time of nouns,
from the reviews but we validate them by eliminating nouns that are rarely
associated with opinionated words as per the work of Hu and Liu [4]. The reason
is that such nouns are unlikely to refer to product features. We calculate how
frequently each noun co-occurs with a sentiment word in the same sentence
(using the sentiment lexicon of [4]), and retain a single-noun only if its frequency
is greater than some fixed threshold (in this case 70%).

2.2 Evaluating Feature Sentiment

To calculate sentiment we use a version of the opinion pattern mining tech-
nique [6] to extract opinions from product reviews. For a feature Fi, and corre-
sponding review sentence Sj in review R ∈ {R1, . . . , RK}, we determine whether
there are any sentiment words in Sj . If there are none then this feature is labeled
neutral. Otherwise we identify the sentiment word wmin which is closest to Fi.

Next we identify the part-of-speech (POS) tags for wmin, Fi and any words
that occur between wmin and Fi. This POS sequence corresponds to an opinion
pattern. For example, in the case of the bi-gram topic screen quality and the
review sentence, “...this tablet has excellent screen quality...”, then wmin is the
word “excellent” which corresponds to an opinion pattern of JJ-TOPIC [6].

After a full pass of all features we compute the frequency of the recorded
opinion patterns. A pattern is valid if it occurs more than once. For valid patterns
we assign sentiment based on the sentiment of wmin and subject to whether Sj
contains any negation terms within a 4-word-distance of wmin. If there are no
such negation terms then the sentiment assigned to Fi in Sj is that of the
sentiment word in the sentiment lexicon. Otherwise the sentiment is reversed. If
an opinion pattern is deemed not to be valid (based on its frequency) then we
assign a neutral sentiment to each of its occurrences within the review set.

2.3 Generating Experiential Product Cases

For each product P we have a set of features F (P ) = {F1, ..., Fm} mined from
Reviews(P ), and for each feature Fi ∈ F (P ) we have a set of positive, negative,
or neutral sentiment labels (L1, L2, . . .) extracted from the particular reviews
in Reviews(P ) that discuss Fi. Here we only include features in our cases if



they occur in at least 10% of reviews for product P . For these features we
calculate an overall sentiment score. The case, Case(P ), is then constructed from
these scored features as per Equations 1 and 2. Note, Pos(Fi, P ), Neg(Fi, P ),
and Neutral(Fi, P ) denote the number of times that feature Fi is associated
with positive, negative and neutral sentiment in the reviews for product P ,
respectively.

Case(P ) = {(Fi, Sent(Fi, P )) : Fi ∈ F (P )} (1)

Sent(Fi, P ) =
Pos(Fi, P )−Neg(Fi, P )

Pos(Fi, P ) + Neg(Fi, P ) + Neutral(Fi, P )
(2)

3 Recommending Similar Products

Our scenario for recommending similar products is that there is a query case Q
that represents the user’s interests. Q may have been obtained by interrogating
the user as to their needs (the features they are looking for) or it may be a
product case that they have identified as interesting. Regardless, as with typical
approaches to case-based recommendation we will assume Q to be the starting
point for a more-like-this style of recommendation. We can compare cases using
conventional approaches to similarity for a similarity-based retrieval approach
to product recommendation. We do this in two stages: (1) the retrieval stage
identifies a set of candidate cases based on some minimal feature overlap with
some query case Q; and (2) in the ranking stage these cases are then ranked for
recommendation based on some suitable similarity metric.

3.1 Case Retrieval and k-Comparability

Feature-based approaches to case retrieval usually rely on shared features be-
tween the query and candidate cases. This is usually straightforward because
in most CBR scenarios there is a stable feature set underpinning case descrip-
tions. However, in this work our cases do not have fixed features and so it is
not possible to guarantee feature overlap. This might be problematic if it leads
to cases being retrieved that have limited overlap. We define k-comparable (see
Equations 3 and Equation 4) as a retrieval constraint to ensure some minimal
set of shared features between cases from the case base CB at retrieval time.

k-comparable(C ′, C ′′) ⇐⇒ |F (C ′) ∩ F (C ′′)| ≥ k (3)

Retrievek(Q) = {Cp ∈ CB : k-comparable(Q,Cp)} (4)

3.2 Similarity Ranking

Once we have a set of k-comparable cases we can rank them by their similarity to
the query product case and return the top n as recommendations. For example,
Equations 5 and 6 show standard versions of Jaccard and Cosine similarity met-
rics; we refer to these as J and C in our evaluation. Note, F (Q) and F (Cp) refer



to the features of Q and Cp, respectively, while Sent(Fi, Q) and Sent(Fi, Cp)
refer to the sentiment value of Fi in Q and Cp, respectively. We assume that
missing features have a zero sentiment for the purpose of the Cosine metric.

SimJ(Q,Cp) =
|F (Q) ∩ F (Cp)|
|F (Q) ∪ F (Cp)|

(5)

SimC(Q,Cp) =

∑
FiεF (Q)∪F (Cp)

Sent(Fi, Q)× Sent(Fi, Cp)√ ∑
FiεF (Q)

Sent(Fi, Q)2 ×
√ ∑
FiεF (Cp)

Sent(Fi, Cp)2
(6)

We also produce weighted versions of the above by computing the weight of
a (query or case) feature Fi by the fraction of reviews containing it for a given
product P (Equation 7). In these locally weighted versions of Jaccard (wJ) and
Cosine (wC) we need to deal with query and case features that are not shared.
For example, for features that are unique to the query we use the weights of
these features from the query reviews whereas, for product case features, shared
and unique, we use weights based on the product case’s reviews.

w(Fi, P ) =
|{R ∈ Reviews(P ) : Fi ∈ R}|

|Reviews(P )|
(7)

All of this provides a straightforward approach to product recommendation:
given a target product as a query Q, recommend the n most similar cases.

4 Evaluation

Can we extract useful case descriptions that provide for a rich set of features?
Further, are these case descriptions suitable in a product recommendation set-
ting? We now consider both questions as part of a multi-domain evaluation.

4.1 Datasets

The data for this experiment was extracted from Amazon.com during October
2012. We focused on 4 product categories: GPS Devices, Laptops, Printers, and
Tablets. In fact, we have analysed 6 different product categories in total with
similar results, but for reasons of space we consider only the 4 mentioned above.
We focus on products with at least 10 reviews and there was no manual editing
of features. Table 1 summarises our datasets and the results of case extraction.

4.2 Feature Extraction Results

We can see from Table 1 that our mining technique is finding many features
for different product types. Figure 2 shows more detailed histograms of feature
counts. For example, Laptop cases (Figure 2(b)) contain a wide range of features,



Category #Reviews #Prod. #Prod.(≥ 10 reviews) #Features: Mean (Std. Dev.)

GPS 12,115 192 119 24.32 (10.82)

Laptops 12,431 785 314 28.60 (15.21)

Printers 24,369 336 233 16.89 (7.58)

Tablets 17,936 291 166 26.15 (10.48)

Table 1. A summary of product data and case bases.

(a) GPS (b) Laptops

(c) Printers (d) Tablets

Fig. 2. Feature histograms by case base.

from small cases with very limited features sets of less than 10 to cases with as
many as 70 features; the majority of cases contain somewhere between 15 and
30 features. In contrast Printer cases (Figure 2(c)) reflect a much narrower
distribution; most have 10–20 features and very few have more than 30 features.

Thus we can expect feature-rich cases from our reviews. But this is of limited
use unless these features are shared with other cases. Few shared features limits
our ability to compare cases; it is akin to the sparsity problem in collaborative
filtering systems [9]. In [2] we explore these overlap characteristics by examining
the average size of the k-comparable sets for different levels of k to find a high
level of feature sharing across all case bases. For example, at k = 15 we find
the mean number of k-comparable cases to be 35% of a case base. With so many
cases sharing at least k features, even for large values of k, we must be extracting
features that are frequently recurring in reviews.



(a) GPS (b) Laptop

(c) Printer (d) Tablet

Fig. 3. Sentiment heatmaps by case base; the authors acknowledge the limitation that
these are best viewed in colour.

4.3 Sentiment Maps

Figure 3 shows sentiment heatmaps for each of the 4 case bases. Rows correspond
to product cases and columns to features. The sentiment of a particular feature
is indicated by colour, from red (strong negative sentiment) to green (strong
positive); missing features are shown in grey. In this instance both the feature
columns and the product rows have been sorted by aggregate sentiment.

There are a number of observations to make. First, because of the ordering
of the features we can clearly see that features with relatively high (leftmost)
and low (rightmost) sentiment scores also tend to elicit the most opinions from
reviewers; the leftmost and rightmost regions of the heatmaps are the most
densely populated. By and large there is a strong review bias towards positive or
neutral review opinions; there are far more green and yellow cells than red. Some
features are almost universally liked or disliked. For example, for Laptops, price,
screen and battery life all attract positive sentiment. In contrast, features such
as wifi and fan noise are among the most universally disliked Laptop features.
Across all 4 product domains, price features highly, suggesting perhaps that
modern consumer electronics pricing models are an excellent fit to consumer
needs, at least currently.



(a) GPS (b) Laptops

(c) Printers (d) Tablets

Fig. 4. Precision results for different recommendation list sizes by case base.

4.4 Recommendation Precision

In this section we compare the performance of our 4 retrieval strategies across
the product domains in a standard leave-one-out recommendation test within
each case base. Briefly, each case is selected in turn as a target query and we
retrieve the top n most similar cases from the remaining cases as recommenda-
tions; in this test we focus on a k-comparable level of 15 (that is k = 15). To
evaluate the quality of these n recommendations, we use Amazon’s own recom-
mendations for each target query as the ground-truth, calculating the percentage
of recommendations that match Amazon’s for a simple precision-like metric.

The above approach, however, does not provide an ideal ground-truth. Ama-
zon’s own recommendations often include products of different types (e.g. a
digital camera may cause a memory card to be recommended) because they are
based on purchase patterns rather than any strong sense of product similar-
ity. Moreover, even without this limitation, do Amazon’s own recommendations
represent a good objective test? Is it a good thing to have higher precision,
for example, or should we look at something like the average review score of
recommended products as an alternative ground-truth? We will return to this
presently but for now let us use this precision metric as a useful starting point.

The precision results are shown in Figure 4 as graphs of average precision
versus recommendation list size (n). In each case we can see reasonably high-
levels of precision (up to 50% and often greater than 25% at higher values of
n) despite our misgivings about the makeup and origins of Amazon’s own rec-
ommendations as a ground truth. It is also clear that as n increases precision



Fig. 5. The average Amazon ratings of overlapping recommended product cases.

falls off, which suggests that our retrieval approaches are tending to rank those
products that Amazon is also recommending more highly.

Interestingly, the simpler Jaccard based similarity metrics, which ignore sen-
timent, provide higher precision than the sentiment-oriented Cosine metrics,
particularly in the Laptop, Printer, and Tablet domains. And while weighting
tends to improve the precision of Cosine, it offers little or no benefit for Jaccard.

4.5 Recommendation Ratings

As an alternative ground-truth let us consider the average ratings of the products
being recommended by Amazon and our recommender. Summary results for
top-3 recommendations (n = 3) are presented in Figure 5. Although the relative
differences are small (products tend to be highly rated in Amazon) there is
a consistent benefit for the Cosine based metrics and wC in particular. For
example, we can see that, on average, Jaccard based Tablet recommendations
have a rating of about 4.05 whereas the corresponding wC recommendations have
an average rating of 4.16. By this ground-truth then we can see the potential for
Cosine approaches to deliver superior recommendations to Jaccard.

Obviously there is much that remains to be done for a complete evaluation
of this type of technique. Further studies can be found in [2] but the positive
results so far, preliminary as they may be, highlight the promising potential for
future work in the direction of experiential case mining and recommendation.

5 Conclusions

Our aim in this work has been to automatically extract feature-rich product
cases from the type of user-generated reviews and sentiment-laden opinions that
are commonplace on sites like Amazon. The resulting experiential cases are fea-
ture rich and the extracted features are shared among many cases within each
product case base. We also described how this approach can be used in a recom-
mendation setting by starting with some standard Jaccard and Cosine similarity



metrics. Of course this is simply a starting point for this research. For example,
prioritising cases for recommendation just on the basis that they are similar to
the query misses the opportunity to retrieve cases that are not only similar to
the query case, but also better in terms of their feature sentiment. In fact this is
the approach that we have tried and tested in [2], which is a companion paper
to this work. Moreover there are many further opportunities to consider such
as the combination of extracted features and catalog features plus, perhaps, re-
taining the full text of reviews, in order to consider more sophisticated ensemble
approaches to product representation and recommendation.
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