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ABBREVIATION AND ACRONYM IDENTIFICATION AND 

EXPANSION WITHIN MEDICAL HEALTH RECORDS 

Duncan Wallace and Tahar Kechadi 
University College Dublin, Belfield, Dublin, Ireland 

ABSTRACT 

Recent years have seen the rapid increase in digitised medical information. In particular, the massive expansion of 

Electronic Health Records (EHRs), which are designed to document all information that is clinically relevant in a 

patient's use of a healthcare facility, has introduced unprecedented volumes of relatively unstructured data. This paper 

intends to determine the extent to which knowledge discovery in relation to both abbreviations and acronyms within 

heterogeneous data can be achieved. Heterogeneous data such as the narrative-based free-text notes found within patients' 

EHRs may use inconsistent ways to indicate contractions within the text and may use non-standard definitions for both 

abbreviations and acronyms. We approached this task through the retrieval and classification of contractions as well as 

using a novel method of combining multiple publically available repositories. In order to provide better coverage of 

abbreviations, and also to address the issue of neologisms in general, word embeddings were applied to find semantically 

similar lexemes. 
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1. INTRODUCTION 

Continuity of care in medical industries has necessitated the increased adoption of digital recording of 

medical records. Much of this information, particularly in diagnostic contexts, is recorded in narrative based 

free-text.  The free-text medication data in Electronic Health Records (EHRs) is predominantly unsanitised, 

and its unstructured nature makes it inaccessible to other computer applications that rely on coded data in 

healthcare settings (e.g, electronic medication reconciliation systems), as well as clinical research that uses 

structured medication data (Kushima, 2012). Despite providing a means of reducing paper-based inaccuracy, 

Electronic Medical Record Management systems are still subject to human error (Koppel, 2009). 

Feature extraction is among one of the more challenging and important Natural Language Processing 

(NLP) tasks when considering the treatment of free-text medical records. Two particular complications in 

performing such extraction are the ambiguity of feature identification, and the plurality of forms similar 

features may present themselves. Ambiguity frequently occurs because high value words or phrases may be 

hard to recognise in the relatively unstructured form that most clinical narratives take.  A particular challenge 

emerges however in that many terms and phrases are contracted to abbreviations or acronyms, thereby 

significantly increasing the challenge posed in both retrieving these terms and identifying their meaning. Yet, 

this obfuscation of meaning is not the only contributing factor to the plurality of forms that similar features 

may exhibit. Synonymous terms may be recorded as morphologically unique contractions.  

A perennial issue in relation to contractions is the ambiguity inherent in potential reading, when canonical 

definitions are not provided in the text. Unlike scientific journals, medical free-texts typically do not provide 

glossaries or in-line explanations of contraction, and even where an organisation may provide guidelines 

concerning the use of acronyms and abbreviations; these may not necessarily be followed by individual users. 

   

Note that, for the purposes of simplicity, this paper is conflating both true acronyms which are 

pronounceable (such as AIDS), and letter sequences, (such as COPD). (Jurafsky, 2014) 

Although a number of contractions have common usage throughout the medical domain, users unfamiliar 

with the stylistic habits of a particular organisation may have difficulty in correctly interpreting short-hand 



particular to that body. Contractions may also be subject to neologisms as non-standard, emergent forms, 

become spontaneously popular among individuals. It is therefore no surprise that NLP applications may 

struggle in correctly distinguishing contractions and their potential meaning within unstructured text. 

Furthermore, features which are in practical terms synonymous may easily be treated as distinct in NLP 

applications. As most potential features within free-text notes, with the exception of pharmaceutical entities, 

are recorded in some type of contracted form, these issues consequently have significant negative 

consequences on classifier performance, and upon knowledge discovery as a whole, within the context of 

clinical text. 

 

 

 

2. PROPOSED SOLUTION 

In this paper we describe the means we have employed to identify contractions and subsequently resolve 

them to their full-length forms. To this end we have developed a text analysis system which collects 

candidate contractions and extracts features relating to such, based upon lexical structure and sparse 

contextual details. We subsequently developed a supervised classifier to distinguish true positive acronym 

and abbreviation candidates from spelling errors and outlier lexemes.  

In the second part of our paper we describe how we attempted to derive the long forms for contractions 

classified as true positives through two separate methods. The first method for correctly attributing 

contractions to their long forms was broached by vectorising true-positive contractions. These vectors were 

then compared with their semantic neighbours for syntactic similarity, with substitution taking place in the 

event of a successful match.  

We also developed a database of long forms by analysing three separate repositories of contraction 

definitions. This was achieved by having a majority vote between the three repositories where conflicts arose, 

and by automatically parsing long forms for similarity. No long forms where chosen where consensus 

between the three repositories could not be reached. 

While the first method’s approach of substituting semantic matches would only be able to find the correct 

long form for abbreviations, as opposed to acronyms, this method was nonetheless given precedence over 

potential repository forms in order to avoid false-positive attribution of acronym definitions. It was 

furthermore hoped that, where a long form could not be derived, that synonymous terms may be successfully 

combined.  

This research is using a corpus of 211000 cases treated in 2014 in an Out-of-Hours (OOH) general 

practitioner cooperative in Ireland. Electronic Health Records used in the operation of OOH coops are 

composed of both normalised and free-text clinical notes. The EHR software used by the co-op and the 

majority of OOH medical providers within Ireland and Great Britain is Ad Astra™.  We discuss the extent to 

which this approach was successful, what limitations are present, and the future applications that this 

approach can promise. 

The proposed solution was to build a system to provide text normalisation by taking high value terms and, 

through recourse to publicly available online repositories; reduce ambiguity, remove peculiarities of the local 

dataset, and rationalise the consequent extracted features. This system was to include an information retrieval 

and supervised learning classification of contractions, and comparison of both contractions and 

pharmaceuticals (two of the most important constituents to clinical free-text) with freely available third party 

data repositories. The ultimate aim of this was to transform features recorded in the vernacular to more 

generic forms. This transformation would include the expansion of contractions to their full length forms, and 

feature reduction in the case of pharmaceuticals. A successful combination of these techniques would 

increase the value of medical text for use in NLP applications.   

 

 

 



3. RELATED RESEARCH 

The value of the consolidation of clinical data to standard classifications has long been understood in 

terms of the integrity and analysis of biomedical text. As stated by Mate et al., due to the freedom accorded 

to users in entering data, unstructured free-text in EHRs are consequently both the most comprehensive data 

source, and the most susceptible to noise and local variation (Mate, 2015). 

The value of abbreviation and acronym unrolling has long been appreciated within biomedical literature. 

However, the quality of biomedical literature treated to the end of contraction expansion varies significantly. 

Much of the extant research concerning the identification of contractions and their full length forms are based 

upon corpori where contractions are defined at some point in the text. For instance, Singh et al. look at 

identifying abbreviations exclusively within the context of Medline, a database of high quality journal 

publications in biomedical sciences, where contraction definitions are written into the publication in tandem 

with the contraction's usage (Singh, 2013). This type of contraction is defined as a "local abbreviation" and is 

outside the scope of this paper, with our research instead focused upon "global abbreviations" (Collard, 

2015). Moreover, the clinical note-taking discussed in this paper is recorded by OOH phone operators who 

consistently discard verbs and other standard parts-of-speech for the purposes of speed, thereby making 

contextual analysis in this context more challenging than other types of biomedical corpora. 

Like many other authors, Nautial et al. look exclusively at identifying acronyms and their respective 

long forms (Nautial, 2014). Although unlike the related research quoted by Nautial et al, whereby definitions 

are provided in close proximity to the acronym’s usage (e.g. (Taghva, 2011)), Nautial et al. are nonetheless 

dependent upon the entire string relating to the full-length form be present somewhere in the text. 

Unfortunately, this approach may be unsuitable for lower quality textual environments where legibility is 

sacrificed for transcription speed. For instance, in our corpus the common acronym “copd” is written 5320 

times, but its long form “chronic obstructive pulmonary disease” is not written once within the corpus. 

However, the long forms of abbreviations, which are considerably faster and easier to write than that of 

acronyms, are much more likely to appear within the corpus.   

 Notwithstanding the lack of application that such methodologies would have in the context of our 

corpus, this paper intends using existing research relating to the generation of acronym long forms through 

recourse to Medline abstracts. This research has helped automatically generate disambiguated forms of 

acronyms which can be combined with publically available, manually recorded definitions, such as that 

available on Wikipedia.   

 

 

4. METHODOLOGY 

In initial exploration it was discovered that contractions had a number of distinguishing characteristics 

within free-text. Other than the fact that contractions, by their nature, tended to have short length, they could 

be written as letters separated by symbols, in block capitals, or potentially followed by periods. Although a 

number of these identifiers may exist simultaneously, at times none of these characteristics may be present as 

writing styles vary greatly from one author to the next. A lexeme exhibiting any of these characteristics in 

isolation by no means indicates it being a contraction. For instance, some authors may use block capitals to 

indicate the use of a contraction, while others may habitually use block capitals for emphasis or the purposes 

of legibility.  

 



 
Figure 1: Exponential curve of contraction candidates 

 

Contractions were predominantly non-standard English words. A truncated version of SCOWL (Spell 

Checker Oriented Word Lists), totalling some 50000 words was used for reference. By using regular 

expressions to find characters separated by repeating symbols, and retrieving lexemes that were non English 

words, the frequency of all non-dictionary lexemes less than six characters in length were recorded. 

Contractions that appeared in different forms (e.g. a+e and A&E) were counted together. As anticipated, 

contraction candidate frequencies followed an exponential distribution as seen in Figure 1 (y axis scale is 

log⏨). As expected also, the vast majority of unique lexemes collected were, in fact, unintentional spelling 

errors. 

While this underpinned the value that the identification of true positive contractions would have on the 

process of removing textual errors, it also indicated that frequency was a key feature of true positive 

contractions. 

4.1 Classification 

While we made efforts to look at potential semantic structures of lexemes which represented true positive 

contractions, in terms of both the occurrence of vowels and consonants, and potential phonetic structures 

which could be derived, no consistency between true positives could be determined using such a 

methodology. Unfortunately, using an N-gram-Over-Context model (NOC) similarly provided little better 

than random results in testing, as contextual features varied wildly for different types of contractions. 

Instead, features of candidate contractions were extracted based upon syntactic characteristics, with the 

value determined by frequency. As contraction frequency distribution was exponential, with a long tail of 

potential candidates, frequency values were consequently discretised into quartiles. Syntactic features were 

related to use of case (where the context was dissimilar), composition using symbols, and symbol suffixes. 

The absence of all the above characteristics was also derived as a feature. Originally, candidate length was 

also used as a feature, but this was later discarded due to it having a mildly negative impact on classification 

accuracy.  

250 candidates were randomly extracted for training purposes. These candidates were next classed as 

either true or false positives by domain experts. Taking a two-third training and one-third testing split, 

candidate contractions were examined by three separate classifiers. 

 

Decision Trees achieved an F-score of 0.88 

Naïve Bayes achieved an F-score of 0.91 

Support Vector Machine achieved an F-score of 0.72 



As Naïve Bayes had performed well, and features were logically independent of one another, this 

classifier was chosen to identify true-positives within the corpus.  

   

4.2 Repository Voting 

 

To the end of developing a system to inflate contractions to their full length forms, we approached a 

number of domain specific repositories with the aim of both achieving a comprehensive list of full length 

descriptions and the provision of disambiguation. The repositories used were the structured list of medical 

abbreviations on Wikipedia, the official list of abbreviations produced by the Irish Health Service Executive, 

and Acromine's RESTful API populated from Medline (Okazaki, 2006). Both Wikipedia and Acromine 

provide disambiguated results, while both the HSE and Wikipedia consist of manually written entries. 

In the event of a particular contraction being provided multiple definitions by one of the repositories, 

these definitions would be compared with any definitions that may be provided by the other repositories. If a 

non-disambiguated match could be made, this definition would be chosen; otherwise a majority vote between 

repositories would be performed, with the most frequent entry within Acromine taken as the definition from 

that repository. In the event of disagreement between any two repositories a similar voting procedure would 

take place. If a consensus could not be reached between the repositories, no definition was chosen.   

In order to achieve this mechanic some cleaning of all repository entries had to be performed (Wikipedia 

had any text occurring within a final set of parentheses deleted, as these were typically notes describing 

etymology or term usage). Exact matches were not required in the voting mechanic, and in the event of string 

similarity the longer candidate was chosen to as the definition for the contraction. 

After entries with conflicting definitions in more than two of the repositories were deleted, the following 

list of definitions was generated. The process described as “No contention” refers to the scenarios where the 

definitions present have no conflicting definitions within other repositories. 

 
Table 1. Definition list 

 
Source Process Results 

Wikipedia 

 

 

 

No contention 

+ Acromine 

+ HSE 

1339 

31 

325 

HSE 

 

 

No contention 

+ Acromine 

 

722 

42 

 

Acromine 

 
No contention 

 

4020 

Total  6484 

 

 

4.2 Word Embeddings 

A distinction arose between acronyms and abbreviations when finding full length forms. Abbreviations 

tend to be more colloquial and are more susceptible to neologisms. The exhaustive nature of the long version 

deduction, combined with the specificity of the resources used, initially produced flawed results with some 

common abbreviations. For instance "ok" was correctly classified as a contraction, but resolved to Opposum 

Kidney instead of "okay" due to a high occurrence of this acronym within Medline. Similarly, the 

abbreviation "pt" was interpreted as the acronym for “prothrombin time” rather than the intended meaning of 

"patient". 

In order to mitigate against incorrect long form matches, a neural network, in the form of a Word2Vec 

model, was used to find semantically similar lexemes to the contractions classified as true-positives. In the 



case that syntactic similarity between a candidate and its vectors was identified, that vector was chosen as the 

long form of the candidate. These vectors included both English words and other contractions. 

Many of the long forms derived from word embeddings represented forms which were not necessarily 

correct, but were closer to their correct form than initially presented. For instance the abbreviations symps 

and sympt were expanded to the form “sympotms”, while pres was expanded to “prescreption”. These 

misspellings represent very small edit distances from the correctly identified long form, making their 

correction in post-processing a relatively trivial task. This process also included the clustering of different 

contractions, such as phx and pmhx, which both represent “past medical history”. Unfortunately “pmhx” was 

itself too morphologically dissimilar from its long form “history” to successfully provide a derivation 

(“history” had a cosin distance of 0.54 from pmhx). 32.43% of contractions which were substituted by a 

semantic neighbour were changed to a better lexicological form in this manner.    

Of other semantic substitutions, 37.29% represented an exact match with their long form (or synonymous 

lexeme), while 19.45% were expanded to incorrect long forms. Incorrect long form substitution included 

“lrti” to “laryngitis”, where “lrti” is an acronym meaning “lower respiratory tract infection” and laryngitis is 

a specific respiratory tract infection (which is often in the upper respiratory tract). Similarly “opd”, an 

acronym meaning “out-patient department” was incorrectly associated with “orthopaedic”. A further 10.27% 

of substitutions provided no substantial improvement (such as the clustering of om and som, which relate to 

slightly different conditions (otitis media versus serous otitis media respectively)).  Also it must be noted that 

typographical errors could be incorrectly associated with a long form in this process, particularly in the case 

of shorter abbreviations. For instance, “f” was associated with the abbreviation fallw (which itself stands for 

“follow”). However in almost 7% of cases, “f” is actually an incorrectly written version of the word “of”. 

5. RESULTS 

Testing in relation to the contractions was performed in relation to 150 randomly selected cases, totalling 

some 7251 words. Manual analysis of each of these cases was performed, providing the results in Table 2 

below. 

 Items classed as contractions but for whom no long form was found were marked up in the results as 

contractions. Long forms were found for 97.4% of candidates classified as contractions, of which 82.76% 

were correct. The program achieved a recall of 0.90. The program, from start to finish (from contraction 

detection to long form generation), achieved an f-score of 0.86.  

 
Table 2. Abbreviations and Acronyms Identification within Test Data 

Type Description Number Precision 

Short No inflation 31  

Long 

 

 

Inflation 

   from repositories 

   from embeddings 

1120 

  557 

  563  

 

0.87 

0.78 

Undiscovered  88  

Total  1239  

 

 

Results over the entire corpus can be seen below in Table 3 

 

 
Table 3. Long form sources 

Expansion source Total number Percentage of whole 

Repository 727056 38.18 

Repository voting 240196 12.61 

 
Word embedding 
 

936848 49.20 

No long form 30944 1.6 



 

 

6. CONCLUSIONS AND FUTURE WORK 

This paper details a suitable means to address poor quality medical text where the use of abbreviations 

and acronyms may be habitual, but may have poor identifying features. Moreover, where definitions for 

contractions are not provided in the text under examination, this paper outlines a successful approach to 

automatically choose the most likely suitable long form. The ability to provide the expansion of abbreviations 

promises greater potential interoperability between different systems, or comparisons between corpora. 

While identifying true positive contractions can be useful to prevent accidental deletion in potential 

automated spelling correction processes, the primary value lies in consolidation of features to more generic 

forms. 

 

While the classifier described above accurately detects contractions, it does not distinguish between 

abbreviations and acronyms. This can have negative consequences when attempting to correctly attribute 

long forms to their respective contractions. While there is unlikely to be any method that will be able to 

perfectly distinguish the two, morphological characteristics can potentially be used to gain a confidence 

measure in deciding between the two. Similarly, Soundex could potentially be used to obtain more accurate 

association of abbreviations to their long forms, though this again is unlikely to provide a catchall solution. 

  

A more significant consideration is that while the methodology outlined in this paper takes a context-

sensitive approach when considering contraction candidates and their potential meaning as a whole, it does 

not consider context in relation to individual contractions in the task of textual substitution. Where spelling 

errors and overloaded use of contractions can occasionally occur, providing a means to exclude false 

positives could improve final results. 
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